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Abstract

We introduce HADES, the first framework to seamlessly in-
tegrate dynamic hair into human avatars. HADES repre-
sents hair as strands bound to 3D Gaussians, with roots
attached to the scalp. By modeling inertial and velocity-
aware motion, HADES is able to simulate realistic hair
dynamics that naturally align with body movements. To
enhance avatar fidelity, we incorporate multi-scale data
and address color inconsistencies across cameras using a
lightweight MLP-based correction module, which generates
color correction matrices for consistent color tones. Be-
sides, we resolve rendering artifacts, such as hair dilation
during zoom-out, through a 2D Mip filter and physically
constrained hair radii. Furthermore, a temporal fusion
module is introduced to ensure temporal coherence by mod-
eling historical motion states. Experimental results demon-
strate that HADES achieves high-fidelity avatars with real-
istic hair dynamics, outperforming existing state-of-the-art
solutions in terms of realism and robustness.

1. Introduction

Human avatars have become central to human digitaliza-
tion, driving advancements in AR/VR, gaming, and film
production. While data-driven approaches have signifi-
cantly improved avatar modeling for bodies, faces, and
hands, dynamic hair animation along with human avatars
remains underdeveloped or absent. Despite progress in cap-
turing hair, seamlessly integrating dynamic hair into human
avatars remains an open problem.

In data-driven avatar modeling, existing approaches
leverage diverse representations including meshes [7, 10,
38], neural radiance fields (NeRF) [47], and Gaussian Splat-
ting [14, 29, 32] to animate humans using pose sequences.
Despite advancements in integrating facial expressions [40],
hand gestures [47], and garment deformations [19] within
full-body avatars, hair dynamics remain conspicuously un-
addressed across state-of-the-art frameworks. This neglect
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stems from hair’s unique non-rigid deformation patterns
that defy conventional animation paradigms. Prior avatar
systems [17, 47] maintain hair geometry in static configura-
tions or employ rigid-body approximations, exhibiting fun-
damental incompatibility with continuum mechanics prin-
ciples governing real hair’s soft-tissue dynamics.

For hair modeling, traditional approaches [1, 43] employ
strand-based representations (e.g., 3D polylines) for ren-
dering and simulation, yet these methods demand manual
specification of strand geometry and properties. Recent ad-
vances in Gaussian Splatting [ 15] have demonstrated excep-
tional capability in reconstructing thin structures, enabling
hair modeling with less reliance on static strands [22, 44].
However, these solutions still fail to capture hair’s dynamic
essence as frame-wise static reconstruction focuses on pho-
torealistic appearance but neglects the temporal coherence
required for non-rigid hair motion, e.g., inertial effects.

In this work, we propose to build avatar models with
dynamic hair coherently controlled by pose sequences in a
data-driven manner. The fundamental challenge lies in the
incompatible paradigms governing body and hair dynam-
ics: while body avatars can be mainly determined by in-
stantaneous pose, hair animation requires modeling inertial
effects that cannot be directly inferred from current poses
alone. Existing avatar solutions [14, 22, 29, 32, 40, 44, 47]
fail to capture hair’s momentum-dependent dynamics dur-
ing rapid movements or external interactions, as they uni-
formly apply unitary representations to both body and hair
components. To bridge this gap, we introduce a heteroge-
neous representation learning framework and seamlessly in-
tegrate different components together to develop avatars ca-
pable of simulating the physical motion of hair.

Specifically, the proposed avatar framework begins by
representing hair as strands bound to 3D Gaussians in
canonical space, with roots attached to the scalp of the hu-
man body. To capture dynamic hair motion, we employ
an MLP that takes as input the historical state of the hair
(position and velocity at the previous timestep) and the cur-
rent state of the head (pose and velocity), enabling the net-
work to predict strand deformations driven by inertial dy-
namics. To enhance facial and hair fidelity, we incorpo-
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rate multi-scale data and address color discrepancies across

cameras through a lightweight MLP-based module that gen-

erates color correction matrices, ensuring consistency in
color tones across cameras of varying scales. To resolve
rendering artifacts such as hair dilation during zoom-out,
we integrate a 2D Mip filter [42] and constrain the hair ra-
dius to its real scale in physical space. Additionally, we
introduce a temporal fusion module to model the influence
of historical motion states on hair dynamics, ensuring tem-
poral coherence. In this way, the proposed solution is capa-
ble of generating realistic avatar animations with physically
plausible hair motion, achieving high-fidelity results across
varying scales and dynamic conditions.

The contributions of this work can be summarized as fol-
lows:

* We propose HADES, the first framework as far as we
know for integrating dynamic hair into human avatars.
HADES represents hair as strands bound to 3D Gaus-
sians, with roots attached to the scalp. Using inertial
and velocity-aware motion modeling, it simulates realistic
hair dynamics that naturally respond to body movements.

* To enhance facial and hair fidelity, we incorporate multi-
scale data and address color discrepancies across cameras
using a lightweight MLP-based color correction module.
This module generates per-channel color correction ma-
trices, ensuring consistent color tones across cameras of
varying scales.

* We resolve rendering artifacts, such as hair dilation dur-
ing zoom-out, by integrating a 2D Mip filter and con-
straining hair radii to their real-world scales. Addition-
ally, a temporal fusion module models historical motion
states, ensuring temporal coherence and realistic hair mo-
tion across dynamic conditions.

2. Related Works
2.1. Human Avatar by Gaussian Splatting

Human avatar modeling has been well investigated in recent
years with both explicit and implicit representations. For
explicit solutions, 3D meshes are the most widely used rep-
resentation for human avatars. While a 3D mesh efficiently
depicts surface-like areas such as faces and hands, it strug-
gles to represent complex geometries like hair accurately.
To overcome this limitation, volumetric representations like
the mixture of volumetric primitives (MVP) [8, 20, 48] or
implicit neural representation [33, 37, 46] have been com-
bined with 3D meshes to better portray hair and beards.
However, volume rendering typically demands substantial
computational resources. Recently, there has been a shift
towards using 3D Gaussian Splatting (3DGS) as a base rep-
resentation for avatars [6, 12, 17, 26, 28, 31, 39, 40]. This
approach achieves both photo-realistic appearance and real-
time performance. Despite these advancements, most stud-

ies [0, 12, 17, 26, 39, 40] typically use 3D morphable mod-
els such as FLAME [16], SMPL [21], and SMPL-X [27],
and do not model hair as a separate layer. Instead, hair was
treated as a mere component of the head, without any spe-
cial consideration. This restricts the potential applications
of head avatars, particularly in hair motion and stylization.

2.2. Data-driven Hair Animation

In academia and the film and gaming industries, using
physics based simulations to create hair animations is a
common practice [2]. However, using physics based simu-
lations to generate hair animations may be computationally
expensive. To address this issue, a simplified data-driven
approach [3, 4, 9] simulates only a small portion of guided
hair bundles and interpolates the remaining parts using skin
weights learned from the complete simulation.

With the latest advances in deep learning, the use of neu-
ral networks has improved the efficiency of dynamic gener-
ation [23] and rendering [5, 25] of hair. Some methods [23]
use deep neural networks for adaptive binding between nor-
mal hair and guided hair. Some methods [25] treat hair ren-
dering as an image translation problem and generate real-
istic rendering of hair based on 2D hair masks and strokes.
Some methods [5] achieve faster rendering and realistic re-
sults by using screen space neural rendering technology in-
stead of the rendering part in the animation pipeline. How-
ever, these methods are still based on traditional hair simu-
lation pipelines and use synthetic wigs, which require artists
to manually set and are not easy to measure and evalu-
ate. Some methods [36] use the secondary motion graph
for hair animation, without relying on traditional hair sim-
ulation pipelines. However, this method is limited by the
artist’s design of wigs and control over hair simulation pa-
rameters, and cannot be used to animate real hair motions.

Additionally, certain techniques require only multi-view
videos and camera parameters as input without necessi-
tating the manual design of wigs by artists [22, 35, 44].
NeuWigs [35] uses the MVP to model hair and does not
rely on a manual hair design. However, this method only
considers the driving of the hair and cannot complete the
driving of the entire head. GaussianHair [22] and Gaus-
sian Haircut [44] use specially designed Gaussian represen-
tation to model hair, which can achieve high-quality hair
reconstruction. However, this method requires first relying
on multi-view images to complete static reconstruction, and
then driving based on a conventional CG rendering engine,
which is not data-driven. Moreover, this method cannot an-
imate the head by facial expressions and head poses. Com-
pared with previous methods, our approach can achieve
data-driven human body modeling, including the face and
the hair, with multi-scale data.
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Figure 1. The pipeline of the HADES. We first initialize the character-specific template from multi-view and multi-scale images. The hair
is initialized as multiple 3D polylines. The head is initialized using the head part from SMPL-X [27], while the remainder of the body is
reconstructed based on the image from the first frame. Then, we use the body dynamic module and hair dynamic module to obtain the
dynamic and kinematic details. Finally, we use LBS for 3D Gaussians to get the final 3D Gaussians of the full body. For long-focus lens,
we use a MLP to get a color mapping matrix to align the color of the 3D Gaussians with the image.

3. Method

Given multi-view multi-scale RGB videos of the performer,
along with foreground masks, SMPL-X registrations, and
segmentation maps, the proposed HADES dedicate to cre-
ating a lifelike photorealistic avatar with physically realis-
tic dynamic hairs. The reconstruction pipeline of HADES
is illustrated in Fig. 1. We first present our hybrid avatar
representation capable of modeling complex hair dynam-
ics in Sec. 3.1, which can be further divided into 1) pose-
dependent Gaussian maps for body part and 2) Gaussians
anchoring on optimizable strands for hair part. After that,
a multi-scale data fusion schema is introduced in Sec. 3.2
leverages fine-grained details in the input data to deliver a
vivid, animatable character in a fully data-driven manner.

3.1. Avatar Representation

Our avatar representation builds upon the original 3D-GS
framework [15]. While conventional 3D-Gaussian Splat-
ting models static scenes using explicit primitives parame-
terized by position X, multi-channel color C, rotation R,
scale S, and opacity O, which are subsequently rasterized
through alpha-blending for image synthesis, we introduce
distinct structural and control strategies to effectively model
dynamic avatar components.

For body modeling, we assume non-rigid deformations
are driven exclusively by SMPL-X pose parameters. These
are represented through front/back Gaussian maps gener-
ated by convolutional networks that process posed position
maps as input. In contrast, hair dynamics employ a novel
strand-based paradigm where hair points are anchored to

optimizable strand primitives. Their motion is governed by
MLPs that capture temporal dynamics by conditioning on
both current scalp poses and historical scalp states (posi-
tion/velocity from two preceding frames), enabling physics-
aware deformation modeling.

3.1.1. Gaussian Maps for Body Avatar

In this section, we elaborate on the map-based body mod-
eling and the integration of pose-dependent deformations
into a neutral template. Throughout this discussion, bold
formatting denotes canonical space parameters, while su-
perscripts mark their modified counterparts in the canonical
space prior to linear blend skinning (LBS) transformation,
with subscripts explicitly indicating temporal indices.
Parametric Template Extraction. Starting with a near-
A-pose frame from the input videos, with hair masked, we
extract an actor-specific body template 7 to address topol-
ogy inconsistencies between the performer and the standard
SMPL-X model. Specifically, utilizing SMPL-X skinning
and SDF-based volume rendering [41], the canonical tem-
plate is optimized to conform to the shape of the selected
frame. Additionally, the original SMPL-X LBS weights are
mapped onto the fitted template, facilitating its animation.

Similar to previous work [17], given a pose 6;, we ras-
terize the vertex positions of 7 after LBS, resulting in the
creation of front and back pose maps:

'P{ﬁb} (6:) = Rasterize (LBS (T,6) 7H{f,b}) @)

in which Il ;) represents orthogonal projections of front
and back view. In addition, R, S, O is created as initial
Gaussian components.
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Figure 2. The detail of the temporal module. The input for the Hair
Dynamic MLPs at time step ¢ is P; (the position of the neutral hair
point), {P/.;_1, P},;_2} (the position of the deformed hair point
at time step ¢t — 1 and time step ¢ — 2), the index ¢ of the hair
point P;, and {S:, B:—1, Bt—2} (the pose of the scalp at time step
t,t—1, and t — 2). The specific details of the Hair Dynamic MLPs
are detailed in Sec. 3.1.2.

Unlike [17], we replace the head of 7 with a scaled-up
SMPL-X head. This modification increases the number of
pixel in facial area in P independently, which further boost
the number of Gaussian primitives, enhancing facial render-
ing quality without additional computational cost. More-
over, using the SMPL-X head facilitates the precise local-
ization of hair roots by leveraging scalp positions.
Positions. Pose-dependent geometric deformation is mod-
eled as displacements of positions of Gaussian primitives
X. Specifically, a StyleUNet [34], f ., conditioned on the
pose maps Py ¢y (6;) is exploited to predict these displace-
ments, which are then added to neutral positions to obtain
the deformed canonical positions:

X{ =X+ foos (Piray (01)) - 2)

Color. To capture dynamic appearance details, we model
pose-dependent and view-dependent color variations. A
StyleUNet, f.,;,» in Which the view direction d serves as
the style, also conditioned on Py 3, (6;), predicts the view-
dependent color directly:

C; = fcolor (P{f,b} (gt) ad) . (3)

Rotation, Scale and Opacity. These attributes are also dy-
namic, enabling fine-grained pose-dependent appearance
changes. We also employ a StyleUNet, f,,, to predict their
deviations from the neutral values:

{in ;aOé} = {R, SvO} + fatt (,P{f’b} (et)) : “4)

3.1.2. Dynamic Hair

We now describe our hair modeling and the process by
which hair dynamically changes with human motion in de-
tail. The dynamic hair module is illustrated in Fig. 2.

Hair Modeling. In the canonical space, hair strands are
modeled as 3D polylines, with the root points of polylines
defined as the points of the scalp region of the template.
A hair strand is defined as Py Py --- Pn_1 Py, where Py
denotes the root of the strand. In the deformed space, we
have the deformed hair strand PP, - - - P};_, P}, and Gaus-
sian primitives anchored to the strands:

Xi= (P + P)/2,
Si = (1P 1 = Fill2/2, 7, 7).

®)

in which X; represents the position of the i*” Gaussian, S;
represents the scale of the Gaussian, and » = 5e¢ — 4 denotes
the real radius of the hair. The opacity of the Gaussian is
set to 1 and the rotation of the Gaussian is derived from
the direction of the i*" segment of the polyline. Finally,
guven current scalp pose (¢, we can transform hair strands
to world space through LBS, resulting in driven hair strands
Po.tP1,¢ -+ - Py—1;¢Ppn;¢. The anchored Gaussians are also
transformed to world space by going through this process.
Hair Deformation. The deformation of hair is related to
1) previous position of the hair point P;,;_, which can be
obtained from Pi’;t_1 and [;_1, 2) the speed of the hair
point, which can be derived from P, ;, P/, o, B;—1, and
B¢—2, 3) the index 7 of point P;;;_ in its corresponding hair
strand, 4) current scalp pose ;, and 5) scalp speed which
can be derived from 5; and B;_1. An MLP provided with
the aforementioned conditions, ff;g}’“, is employed to pre-
dict the hair deformation:

Pi/;t =P+ fgg}T(Pi?Pi/;tfl,tfwia Bii—1,t—2), (6)

withi € {1,2,---, N}. P, |, 5and ;1,2 repre-
sent respectively P/ at time step ¢t — 1,¢ — 2 and 3 at time
stept,t — 1, — 2. Note that we do not offset the position of
the hair root Py in Eqn. 6, since its position depend solely
on the position of the scalp whose dynamic is discussed in
Sec. 3.1.1. Human body and hairs are assumed to be still
at time step 0, which means that hairs have no extra defor-
mation due to the inertia, with P;,o0 = P;, _; = P;; _ and
Bo = B_1 = [_o satisfied.

Hair attributions. The properties of the hair-anchored
Gaussian primitives should also undergo corresponding
changes after deformation. Since Gaussians are bound to
the hair strand, only additional color changes need to be
predicted. Here an MLP, £"%" is used to predict the extra

col
changes of colors of the Gaussians:

Cy=C;+ fr" (P, Ply_1y 90, Bri-14-2), (1)

Hair Interpolation. Similar to the hair modeling tech-
niques employed in traditional computer graphics, we
model and animate only a limited number of individual hair
strands following the aforementioned process, while the re-
maining hairs are generated through interpolation. This
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strategy allows for efficient rendering while maintaining
a realistic appearance. Specifically, we initialize 10000
strands on the scalp, of which 1000 strands are selected as
independently drivable hairs. The remaining strands are an-
imated using k-NN interpolation. For each strand, we select
k = 4 nearest neighbors based on the root node positions of
the strands. Subsequently, each point along the strand is
interpolated according to the attributes and weights of the
corresponding points on the k£ nearest neighbor strands.
Finally, we concatenate the body Gaussians and the hair
Gaussians, and apply LBS to the Gaussians, transform-
ing them from canonical space to world space. Note that
the transformation is only implemented for directional vari-
ables: {X/, R}}, while the color, the scale, and the opacity
{C}, S}, O;} are not directional, thus remaining unchanged.

{X:, Ri} = LBS ({X{, R;},6:),
{Ct,St7Ot} = {0275115701/5}

So far, we have eventually obtained the human avatar rep-
resentation under pose 6;, which is ready for rendering.
3.2. Data Fusion

To augment avatar reconstruction fidelity, we integrate
multi-scale data into the optimization pipeline to enhance
facial features and hair geometry. This multi-resolution ap-
proach enables the precise capture of micro-level character-
istics essential for photorealistic outcomes. Specifically, we
propose two streamlined yet effective methodologies within
the optimization framework to fully exploit the hierarchical
information contained in multi-scale inputs.

Alias-free Rasterization. The inherent characteristics of
3D Gaussians [42] can lead to artifacts, particularly with
slender structures like hairs, when multi-scale data is di-
rectly applied. For high-frequency artifacts arising from in-
sufficient sampling rate, prior work [42] employs multiview
frequency bounds to constrain the lower limit of the scale
of Gaussian primitives, adhering to Nyquist’s theorem. In
contrast, our strand-based representation of hair, where the
scales of hair Gaussians are derived from the control points
of the strands rather than being directly optimized, ensures
that the Gaussian scales remain consistent with the physical
characteristics of the hair, thereby preventing aliasing is-
sues commonly caused by sampling rate discrepancies. The
alignment of Gaussians and natural properties of the hair
eventually produces a more realistic and artifact-free ap-
pearance. Furthermore, as for the aliasing introduced when
rendering the avatar at lower sampling rates, e.g., rendering
to short-focus camera, we adopt the 2D Mip Filter [42] to
preserve rendering quality:

®)

9

Here, G?P(x) is the 2D Gaussian projected onto image
space that we ultimately use and 2P denotes the 2D co-
variance matrix of the 2D Gaussian which can get from Ry,
S, and the camera parameters. p denote the center of the
2D Gaussian. s is chosen to cover a single pixel in screen
space and [ is a 2D identity matrix.

Tone-mapping. We observed significant variations in
color characteristics between different input cameras, par-
ticularly across varying scales due to differences in lens
properties. To resolve the color tone difference between
long-focus lenses (used for half-body captures), and short-
focus lenses (used for full-body captures), we introduce
a tone mapping network to align the color of the Gaus-
sians to match the short-focus captures, as illustrated in
Fig. 2. Specifically, during image supervision with long-
focus lenses, the colors of the Gaussians are input into a
tiny MLP, denoted as f_,,, to compute a mapping matrix
M,,, € R3*3 for color alignment. The aligned colors are
subsequently rendered:

Ci" = Cy + M, C,
Mm = fcor(ct)‘

This tone-mapping process mitigates color inconsistencies
during training with multi-scale data, ensuring coherent
color reproduction across captures with different cameras.

(10)

3.3. Training

The avatar is trained under three loss terms: reconstruction
1oss Liecon, mask 108s Lask, and hair direction loss Lg;,:

L= Erecon + Emask + Edir- (1 1)

Reconstruction loss. An L1 loss and a VGG perceptual
loss [45] are applied to the generated images I to measure
the difference between the ground-truth images Ig;:

Erecon = )\ll : ||j - Igt”l + >\1)gg : VGG(j7 Igt)y (12)

in which we set \,4q = 0.1 and \;; = 1, respectively.
Mask loss. We apply L1 loss to the rendered body mask
Mbody and hair mask ]\thair between their corresponding
ground truth values, respectively, to ensure the separation
of body points and hair points.

Linask = Amask * HM{body,hair} - M{body,hair}”l: (13)

in which Ak i set to 0.1.
Direction loss. Similar to Gaussian Haircut [44], a direc-
tion loss is applied to constrain the hair direction.

L = Naie Y_ pmin{d(dy, dp), d(dp, dp) £}, (14)
p

in which dj, and d'p denote the rendered and ground truth 2D
direction at pixel p respectively, d denotes the absolute an-
gular difference, and 7, denotes the ground truth confidence
at pixel p. A\gjr is set to 0.01.
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4. Experiment

4.1. Experimental Settings

Datasets. In the experiment, we use 5 sets of data that
contain dynamic hair motion with 3 people and 3 different
hairs. In our experiments, 5 datasets featuring dynamic hair
motion are utilized involving three individuals and three dis-
tinct hairstyles. Each dataset comprises 3500~4000 frames
captured using 69 cameras. Among these cameras, 51 short-
focus lens cameras are placed across three layers, with 17
cameras positioned at equal intervals around 360 degrees
per layer. Additionally, 18 long-focus lens cameras are
distributed across the same layers, with 6 per layer evenly
spaced within a 180-degree range. All videos are captured
at 4K resolution. Data from 15 short-focus lens cameras
and 9 long-focus lens cameras are selected for training,
while the remaining cameras are used for testing. For self-
reenactment, we divide the sequence into 1:9 parts, using
the first 9 parts for training and the last part for testing. The
motion in the test sequence is similar but not identical to that
in the training sequence, so the test is mainly used to mea-
sure the interpolation performance. For novel view synthe-
sis, we randomly selected frames from the training set and
utilized cameras that were not included in the training set
for validation. During data preprocessing, background is
removed using [18]. Then, the hair and body segmentation
is obtained using SAM 2 [30]. After that, SMPL-X mod-
els are fitted to all frames with 10 shape coefficients and 50
expression coefficients.

Metrics. The evaluation metrics include: Peak Signal-to-
Noise Ratio (PSNR), Structure Similarity Index (SSIM),
Learned Perceptual Image Patch Similarity (LPIPS) [45]
and Fréchet Inception Distance (FID) [11].

4.2. Results and Comparisons

Self Reenactment. In this section, we first compare our
method with existing SOTA methods in qualitative exper-
iments on self reenactment task. Specifically, Animatable-
Gaussian [17] uses three style-UNet [34] to fit an pose cond-
tioned dynamic 3D Gaussians. The current method Gaus-
sian Haircut [44] introduces hair strands to model 3D Gaus-
sians and drive hair with physical engine. Note, Gaussian
Haircut [44] can only be driven by the physics engine, with-
out considering rendering through splatting again after driv-
ing. For a fair comparison, after obtaining the driving result,
we bind the original 3D Gaussian to the strand again and
concatenate with our 3D Gaussians without the hair, then
use those 3D Gaussians to render.

Qualitative results on self reenactment task are shown in
the Fig. 3. Due to the lack of dynamic information about hu-
man motion, Gaussian Haircut [44] cannot obtain real phys-
ical properties, resulting in trajectories that are inconsistent
with real motion during simulation driving. Due to Animat-

Method [PSNR 1 [SSIM 1 [LPIPS (I) | [LPIPS (s) | [FID |
Lietal. [17] (short)[ 22.27 [ 0.846 0.183 0.162 [33.54
Lietal [17] (all) | 22.19 | 0.837 0.174 0.175 |33.53
Zakharov et al. [44]| 21.14 | 0.849 0.197 0.192  |43.41
Ours 23.79 | 0.883 0.162 0.156 |29.84

Table 1. Quantitative evaluation results of AnimatableGaus-

sians [17], Gaussian Haircut [44], and our method on self reen-
actment task in our dynamic hair dataset. The letters I’ and ‘s’
refer to long-focus lens and short-focus lens, respectively. The
terms ‘short’ and ‘all’ denote training with exclusively long-focus
lens cameras and training with both short-focus and long-focus
lens cameras, respectively.

ableGaussians [17] not considering the dynamic character-
istics of hair, but modeling hair and body in the same way,
the hair can only be attached to the head motion. Mean-
while, these methods do not consider fusing multi-scale
data, and even if multi-scale data is used for training, fa-
cial details cannot be obtained. Our method can accurately
reconstruct pixel-level high-frequency details such as face,
cloth, and hair. Besides, our method can capture the realis-
tic physical motion of hair. Next, we conduct a quantitative
evaluation for the three methods on 5 datasets. As shown in
Tab. 1, our method demonstrates an improvement in PSNR,
SSIM, LPIPS, and FID, which means that our method can
generate more high-frequency details.

Cross-Identity Reenactment. We qualitatively compare
our method with the above SOTA methods on cross-identity
reenactment task. As shown in Fig. 4, AnimatableGaus-
sians [17] did not consider the status of the hair at the pre-
vious moment, resulting in no reasonable physical motion
of the hair during driving. Therefore, it fails to capture ac-
curate motion of the hair, and the hair part is blurry. Our
method can synthesize higher-fidelity images with more
reasonable hair motion and obtain a more detailed face.
Novel View Synthesis. In this section, we quantitatively
evaluate the 3D consistency of our method and compare it
with other SOTA methods mentioned above. Specifically,
we select the 4 identities as above and use the video data
from 24 cameras for training while the rest cameras for
evaluation. The results are shown in Tab. 2. Our method
outperforms other methods in 3D consistency.

Method [PSNR 1[SSIM [ LPIPS |

Lietal. [17] (short)| 22.43 | 0.812 | 0.148
Lietal [17] (all) | 22.67 | 0.811 0.142
Gaussian Haircut 21.65 0.785 0.151

Ours 23.58 | 0.882 | 0.139

Table 2. Quantitative evaluation results of the other SOTA meth-
ods and our method on 3D consistency.

4.3. Ablation Study

Ablation on Dynamic Hair Module. To assess the effec-
tiveness of independently modeling hair, we designed an ex-
periment in which we kept modeling the head and the hair
in the same manner. Qualitative results are shown in the
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Gaussian Haircut AnimatableGaussians (short)

AnimatableGaussians (all) Ours GT

Figure 3. Qualitative comparisons of different methods on self reenactment task with dynamic hairs in the self-captured dataset. From left
to right: Gaussian Haircut [44], AnimatableGaussians [17], and our method. The terms ‘short’ and ‘all’ denote training with exclusively
long-focus lens cameras and training with both short-focus and long-focus lens cameras, respectively. Each method uses two focal lengths
for rendering: short for left and long for right. Our method can reconstruct details with high quality and capture the hair dynamic.

Method | PSNR 1 [ SSIM T [ LPIPS |
W/o Dynamic Hair 23.23 0.845 0.123
W/o Map Matrix 23.54 0.875 0.117
Full Model 24.19 0.886 0.105

Table 3. Quantitative evaluation results of the baseline and our full
model on self reenactment task.

Fig. 5. It can be seen that if the hair is not modeled sepa-
rately from the head, not only will the hair not have realistic
physical motion, but it will also produce blurring. There-
fore, it is necessary to model hair separately. Quantitative
results are shown in the Tab. 3.

Ablation on Color Mapping Module. To assess the ef-
fectiveness of the color mapping matrix, we designed an
experiment in which we do not distinguish 3D Gaussians
under different lenses and directly render them by splatting.
Qualitative results are shown in the Fig. 6. It is evident that,
in the absence of correction, a distinct boundary appears on

the body. Therefore, it is necessary to consider the color
mapping. Quantitative results are shown in the Tab. 3. It
can be seen that our method outperforms both the two abla-
tion baselines on PSNR, SSIM and LPIPS metrics.
Ablation about multi-scale data and 2D Mip filters. As
shown in Fig. 7, due to the absence of Mip filters, hair
and facial points will appear thicker during zoom-out be-
cause of the dilation operation in 3DGS rendering, leading
to blurred facial and hair. Moreover, zooming in can create
holes, which result in gaps in clothing. Due to the absence
of supervision from long-focus lens, the face and hair ap-
pear blurrier during zoom-out.

5. Discussion

Conclusion. In this paper, we propose HADES, a novel
representation for human body avatar reconstruction, which
leverages dynamic 3D Gaussians controlled by a fully
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AnimatableGaussians (short)

Actor Driving

AnimatableGaussians (all) Ours

Figure 4. Qualitative comparisons of different methods on cross-identity reenactment task with dynamic hairs in the self-captured dataset.
We compare the animation results on ActorsHQ dataset [13] (top) and AMASS dataset [24] (bottom). From left to right: Animatable-
Gaussians with only short-focus lens, AnimatableGaussians with both short-focus lens and long-focus lens, and our method. Our method
synthesizes high-fidelity images while ensuring the accuracy of hair movement.

(PR

‘W/o Dynamic Hair Module Ours GT
Figure 5. Ablation study on dynamic hair module: our approach
can capture the hair motion and reconstruct more accurate hair.

learned pose deformation and models the physical motion
of the hairs. Experiments demonstrate our method can syn-
thesize ultra high-fidelity images while capturing the real-
istic physical motion of the hair. In addition, we propose a
temporal module to fuse time series information and a data
fusion module to fuse multi-scale information. We believe
our HADES will become the mainstream direction for hu-
man body avatar reconstruction in the future.

Limitation. Collisions and interactions between strands are
not considered in our method, because we handle this issue
fully in a data-driven manner. The motion significantly dif-
ferent from training sequences may cause hair-body colli-
sions. Meanwhile, when the head motion speed in the train-
ing set is excessively high, which may lead to a complete
hair coverage over face, the fitting process of SMPL-X head

W/o Color Mapping Module Ours GT

Figure 6. Ablation study on color mapping module: our approach
can align the color between the short-focus and long-focus lenses.

[ [ [

| o | R e | I

‘W/o Mip filter ‘W/o multi-scale data Full model GT

Figure 7. Ablation study for Mip filter and multi-scale data. Our
Mip filter can effectively balance the performance between zoom-
out and zoom-in modes.

pose may potentially fail. Therefore, it is essential to avoid
moving the head with extremely fast speed.
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