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Abstract

Neural Architecture Search (NAS) has gained significant
attention in personalized federated learning (PFL) due to
its ability to automatically design tailored models for in-
dividual clients. While most existing NAS approaches for
PFL perform architecture search on the server side, client-
side NAS—where architectures are optimized locally on
clients—offers stronger privacy protection by eliminating
the need to transmit sensitive model information. How-
ever, this paradigm remains underexplored and often suf-
fers from suboptimal average client performance, primar-
ily due to two limitations: (1) Inefficient client-side search
strategies caused by data isolation and restricted access
to local architectures across clients, and (2) slow supernet
convergence arising from server aggregation and local su-
pernet training. To address these challenges, we propose
a Personalized Federated Stochastic Differential Equation-
based NAS (PerFedSDE-NAS). To achieve effective local
search, each client employs a guided diffusion model to
generate promising personalized architectures tailored to
local data characteristics, while a performance predictor
based on radial basis functions is used to select only the
most promising subset of architectures for evaluation. To
accelerate supernet convergence, each client maintains a
supernet with an archive-driven training mechanism, and a
novel model aggregation strategy is proposed to further en-
hance weight convergence during FL rounds. We validate
PerFedSDE-NAS across three NAS search spaces, including
convolutional neural networks and transformers, demon-
strating its broad applicability. Compared to traditional
fixed-model and NAS-based PFL approaches, our method
achieves the state-of-the-art performance.
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Figure 1. Our work differs from three existing PFL frameworks,
as detailed in Sec. 2.1. Take one communication round with two
clients and a server as an example. (a) Fixed model-based PFL:
The model architecture is fixed and split into shared and per-
sonalized parts, where only the shared weights are aggregated
on the server. (b) Server-side NAS-based PFL: The server dis-
tributes specialized subnet architectures to clients for local train-
ing, then aggregates the trained subnet weights into a global su-
pernet through federated averaging. (c) Client-side NAS-based
PFL: Clients search for the best architecture locally while train-
ing the supernet, with only the supernet weights being aggregated
on the server. (d) PerFedSDE-NAS: Following the framework in
(c), our approach uses a predictor-guided diffusion model during
local search to generate candidate architectures, achieving better
average accuracy compared to traditional operator-based methods.

1. Introduction

Personalized federated learning (PFL) has emerged as a
promising solution to address data heterogeneity by pro-
viding personalized solutions in federated learning (FL).
PFL enables the distributed training of personalized mod-
els for clients by leveraging their heterogeneous data under
server coordination. Generally, PFL uses a fixed model ar-
chitecture with manually defined shared and personalized
parts [10, 24] (see Fig. 1(a)). However, such predefined ar-






Table 1. Comparison of three PFL methods. We compare the two NAS-based methods based on (1)-(4) in the table. (5) The client-side
NAS method ensures higher privacy, suitable for FL across multiple companies, while the server-side NAS method reduces computation
and communication costs, ideal for FL across edge devices within a company. (6) The client-side NAS method faces the challenge of an
additional parameter sharing process, leading to lower performance. See SM Sec. H for details about (2) and (4).

Fixed model-based PFL

NAS-based PFL
(Search process on server)

NAS-based PFL
(Search process on client)

(1) Flexible architecture X
Search process — On server On clients
2) Computation cost Lower Lower Higher
Trained subnets for a client FedAvg(S):1x 5% 5%
(MACs) FedAvg(L):10x
Evaluated subnets for a client Lower Lower Higher
3) Privacy and security Medium Lower Higher

Information on the server
Information on a client

Shared weights for each client
Shared architecture for each client

Architecture and weights for each client
Private information

Supernet weights for each client
Private information

Communication cost
Communication cost
(Bytes)

FedAvg(S):1x
FedAvg(L):6 x

(C))

Lower Higher

3% 6X

(®) Suitable scenarios

Multiple edge devices in one company

Multiple companies

Lower
1 (Aggregation on server)

(6) Average accuracy across all clients
Number of aggregations per round

1 (Aggregation on server)

Medium
2 (Aggregation on server, weight sharing on client)

Higher

bileNetV3 for CNNs, and path-wise DARTS for CNNs.
Experimental results show that PerFedSDE-NAS, using
conditional diffusion for architecture generation, outper-
forms baseline methods using traditional evolutionary
operators in discovering higher-performing personalized
models. It also achieves competitive results compared to
other NAS-based PFL approaches, particularly those with
client-side search.

2. Related Work
2.1. Comparison of three PFL methods

A comparative analysis of fixed model-based and two NAS-
based PFL (server-side and client-side NAS) across six crit-
ical dimensions is conducted and summarized in Table 1.
More details can be seen in Supplementary Material (SM).
Personalized architecture setup: In traditional fixed-
model-based PFL, the shared and personalized parts of the
model are manually defined [17]. In contrast, NAS-based
PFL automatically determines which parts of the model
should be shared or personalized. The search process can
be performed on either the server [ 13] or the client [20, 23].
Computational cost: Compared to server-side NAS,
client-side NAS-based PFL incurs higher computational
overhead due to the use of the supernet on clients. As shown
in Table [, training cost is defined as the total Multiply-
Accumulate Operations (MACs) across all trained net-
works. Following [13], FedAvg(S) and FedAvg(L) in [21]
that use the smallest and largest subnets as fixed models, re-
spectively, are used as the cost bounds (denoted as 1x and
10x). While NAS-based PFL searches for subnets of vary-
ing sizes, the final estimated MACs are 5x. In evaluation
and search, client-side NAS requires multiple architecture
evaluations, resulting in higher computational costs com-
pared to fixed model approaches and sever-side NAS, both
of which require a single evaluation per client.

Privacy and security: In fixed-model-based PFL, the
server only has access to the weights of the shared part,
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while each client knows the architecture of the shared part.
Server-side NAS methods allow the server access to each
client’s architecture, weights, and sensitive information
(e.g., test accuracy [34]), posing a potential privacy risk. In
contrast, client-side NAS restricts the server’s knowledge
to only the supernet weights without revealing which spe-
cific subnet each client employs. This ensures clients re-
main unaware of peers’ architectures while preventing the
server from reconstructing sensitive client-specific informa-
tion, establishing a stronger privacy-preserving paradigm.
Communication cost is defined as the total number of bytes
exchanged between the server and clients. FedAvg(S) and
FedAvg(L) represent the cost bounds by using the smallest
and largest subnets of the NAS search space as fixed mod-
els [13]. The client-side NAS methods incur higher commu-
nication costs as they perform the search locally and trans-
mit the entire supernet weights.

Suitable scenarios: Both NAS-based PFL methods can
search for different optimal architectures for each client.
The main difference lies in the trade-offs among privacy,
computational costs, and communication costs. The server-
side NAS method sacrifices privacy to reduce computa-
tional communication costs, making it suitable for FL sce-
narios for multiple edge devices. For example, in Google’s
multi-phone FL framework [21], the server manages subnet
architectures and weights across edge devices to minimize
data transmission. In contrast, the client-side NAS method
prioritizes privacy, making it ideal for FL frameworks in-
volving multiple companies. For example, advertising or fi-
nance alliances prefer to keep their solutions (architecture,
weights, and other sensitive information) private, sharing
only supernet weights through the FL framework.

Average accuracy across all clients: Recent studies [13,
34] reveal that client-side NAS methods underperform
server-side counterparts in average client accuracy. This
performance gap stems from two key issues regarding the
supernet. First, local architecture searches incur multi-task
forgetting [3]—the supernet’s shared weights degrade as



they simultaneously adapt to diverse subnets during client-
side training. Second, federated aggregation compounds
client drift [12]: clients transmit supernet weights trained
on heterogeneous local tasks, and the server’s naive averag-
ing further diverges from optimal solutions.

2.2. Diffusion model used in NAS

The remarkable capabilities of diffusion models have gain-
ed widespread interest in the research community. Recent
studies [1, 2, 22] have leveraged these models to reformu-
late NAS as a conditional generative framework, replacing
the traditional iterative search with direct architecture gen-
eration. This transformation significantly reduces the com-
putational cost by eliminating the expensive search phase
while maintaining NAS’s bilevel optimization process, ar-
chitecture selection and retraining on the combined dataset.

Inspired by these advances, we aim to incorporate [1]’s
meta-predictor-guided SDE-based diffusion model in NAS-
based PFL; which, however, is non-trivial duo to the data
heterogeneity (C1) and local supernet training efficiency
(C3). Unlike centralized NAS, where searched architec-
tures’ weights are refined during retraining, FL requires a
supernet to aggregate cross-client knowledge. To address
this issue, we develop enhanced techniques for both local
supernet training and server-side aggregation for enhancing
supernet performance. To validate our approach, we extend
the search space to DARTS and transformer architectures,
i.e., NASVIiT [7].

3. Proposed Method

3.1. PerFedSDE-NAS

The overall framework of PerFedSDE-NAS is illustrated in
Fig. 2, including two main stages: training a conditional
diffusion-based architecture generation model and perform-
ing client-side NAS-based PFL. See SM Sec. E for details
and pseudocode.

The process of training a conditional diffusion-based ar-
chitecture generation model (®) is shown in the blue region
of Fig. 2. This stage aims to effectively generate promis-
ing candidate architectures by leveraging local client data
features. The model consists of two key components: an
unsupervised score network sg for architecture representa-
tion and a predictor f, that estimates architecture perfor-
mance based on both architecture and dataset features. De-
tailed implementation is provided in Sec. 3.2. Notably, the
conditional diffusion-based architecture generation model
is trained only once per search space and can be reused
across multiple FL runs. In practice, the fixed training cost
of this model becomes negligible compared to the repeated
execution of independent FL processes.

The process of client-side NAS-based PFL (@-®) is
shown in the white region of Fig. 2. This stage aims to
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adapt personalized models by combining supernet weight
aggregation on the server with local architecture search on
clients. The key components are as follows: (1) The condi-
tional diffusion-based architecture generation model lever-
ages client data features to generate a large set of promising
candidate architectures, from which a Radial Basis Func-
tion (RBF) model predicts metrics and identifies the most
promising architectures for evaluation. (2) To improve the
quality of the supernet with the parameter sharing, the top
k architectures from the population are maintained in an
archive, and training samples are sampled from this archive.
(3) Since the supernet parameters are aggregated in client-
side NAS, the classic averaging-based aggregation is modi-
fied to accommodate supernet-specific updates. The main
loop of PerFedSDE-NAS proceeds as follows: First, the
server distributes either initialized or aggregated supernet
weights to the selected clients for the current round. Then,
each client conducts a local architecture search and uploads
updated supernet weights. Finally, the server aggregates
supernet parameters from multiple clients. This iterative
process continues until the predefined FL communication
rounds are completed. Detailed implementation is provided
in Sec. 3.3.

3.2. Conditional diffusion architecture generation

We adopt [1] for conditional diffusion-based architecture
generation to enhance the local architecture search. With
the guidance of the predictor f,, the reverse process of a
stochastic differential equation (SDE) is adopted to gener-
ate high-performance architectures for a given dataset from
random noise.

Forward process: The forward process diffuses continu-
ously over time ¢ € [0, 7], mapping x(0) ~ po (a sample
from the neural architecture distribution) to x(7") ~ pr (a
noise sample from a known prior distribution). This process
can be modeled as the solution to an It6 SDE [28].

dx = f(x,t)dt + g(t) dw (1)

where (-, t) is the drift coefficient of x(¢) with the same di-
mensionality, g(-) is the scalar diffusion coefficient of x(¢),
and w is the standard Wiener process.

Reverse process: By solving the reverse time process of
forward diffusion, the samples of x(T") ~ pr can be trans-
formed back into the samples of x(0) ~ po. The reverse-
time SDE [28] is formulated as:

dx = [f(x, 1) — g(t)*Vilogpi(x) ] dt + g(t) dw  (2)

where V log p;(x) is the score of the marginal distribution
at time ¢, dt is an infinitesimal negative time step, and w is
a standard Wiener process evolving backward from 7 to 0.
Conditional diffusion reverse process: To achieve con-
ditional diffusion-based architecture generation, we intro-
duce guidance information y (e.g., accuracy), modifying
the score distribution from Vy log p;(x) to Vxlogpi(x |












Table 4. Comparison of on NASViT.

Type Method CIFAR-10 (o« = 0.3)|CIFAR-100 (o = 0.1)
Acc (%) Time (h) | Acc (%) Time (h)

FedAvg [21] 72.2246.70 3495 |[52.70+4.24 34.30

Local Training [21] 60.26+8.27 — 37.66+5.28 —
Fixed FedBABU [24] 72.3246.28 37.11 [54.35+4.38 34.41
FedRep [10] 71.37+6.44 3540 [48.37+4.34 3498

FedTP [17] 80.27+8.39 — 48.27+5.62 —
Server  PerFedRLNAS [34] |85.02+4.11 28.14 |65.08+3.97 26.73
Cilent Baseline 82.41+£5.06 40.05 |62.89+4.98  40.23
PerFedSDE-NAS (Ours)|(85.79+4.53  39.98 [65.94+4.42  40.09

Table 5. Ablation study comparison on MobileNetV3.

Method CIFAR-10 (¢ = 0.3)|CIFAR-100 (o« = 0.1)
Acc (%) Time (h) | Acc (%) Time (h)
Ours w/o all 78.83£5.53 17.64 [58.89+4.22 17.42
Ours w/o Eq. 5 80.01+£5.76  17.57 |62.74+5.02  17.39
Ours w/o archive 81.82+£529 17.49 (62.27+4.98 17.25
Ours w/o diffusion 80.59+£5.76 1776 |62.29+5.18  17.47
PerFedSDE-NAS (Ours)|82.62+5.21 17.61 |(64.15+4.91 17.37

the proposed algorithm’s generalizability across different
search spaces. PerFedSDE-NAS outperforms the baseline,
highlighting the superiority of the conditional diffusion-
based architecture generation strategy. Moreover, regard-
less of the traditional fixed-model or server-side NAS-based
PFL methods, PerFedSDE-NAS achieves the highest aver-
age accuracy, showcasing the overall effectiveness of the
conditional diffusion strategy, local supernet training, and
the new method for supernet aggregation on the server side.

4.4. Ablation Studies

In this work, we perform ablation studies on three key com-
ponents: (1) The conditional diffusion strategy for generat-
ing candidate architectures, followed by the RBF model for
selecting the evaluated subset; (2) The efficient training of
the supernet archive on the client side; and (3) the server-
side aggregation method for supernets, as defined in Eq. 5.

As shown in Table 5, ”Ours w/o diffusion” refers to the
version of PerFedSDE-NAS where (1) is replaced by a strat-
egy that generates offspring architectures through crossover
and mutation based on the parent architectures, correspond-
ing to the baseline in Table 2. ”Ours w/o archive” indi-
cates the version where the supernet is trained by sampling
from the population rather than from the archive. ”Ours w/o
Eq. 5” uses the classic aggregation formula based on data
proportions instead of the method in Eq. 5. ”Ours w/o all”
removes all three components. Removing all components
causes a significant performance drop (4.58% on CIFAR-
10 and 8.20% on CIFAR-100), while individual component
removals show varying impacts.

4.5. Validity of the generated architecture

To validate the effectiveness of the conditional diffusion-
based architecture generation strategy, we randomly select
Clients 1 and 91 from the final run of PerFedSDE-NAS on
CIFAR-100 (o = 0.1). At the end of training, each client
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Figure 3. Visualization of candidate architectures generated
by conditional diffusion-based architecture generation (orange
dashed line) and those obtained through crossover and mutation
from parent architectures (blue dashed line) at Client 1 and Client
91. Architectures are sorted in ascending order based on accuracy.
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maintains a population of 135 evaluated architectures along
with the supernet parameters. We compare two architec-
ture generation strategies: (1) Generating 500 candidate ar-
chitectures using the conditional diffusion model, selecting
135 architectures via the RBF model trained on the pop-
ulation, and evaluating them on the test set; (2) Applying
evolutionary operations, where two parent architectures are
sampled from the population to generate two offspring via
crossover and mutation, repeating generation until 135 ar-
chitectures are obtained and evaluated on the test set.

For visualization, all architectures are sorted in ascend-
ing order of accuracy, as shown in Fig. 3. The results
indicate that architectures generated by the conditional
diffusion-based strategy (orange line) consistently outper-
form those derived from crossover and mutation (blue line),
with a notable gap in high-performance architectures.

5. Conclusion

We compare client-side NAS-based PFL, which prioritizes
privacy, with server-side NAS-based PFL, which focuses
on computational and communication costs. We identify
three main challenges in client-side NAS-based PFL: data
heterogeneity, search efficiency, and local supernet train-
ing efficiency. To address these challenges, an effective
client-side NAS-based PFL is proposed. Our approach em-
ploys a guided diffusion model to generate diverse archi-
tectures tailored to client-specific data characteristics and
uses an RBF model to predict architecture performance,
evaluating only a selected subset to reduce computational
costs. Furthermore, we accelerate supernet convergence
through an archive-based local supernet training strategy
and an improved aggregation method. Extensive experi-
ments across three NAS search spaces, including convolu-
tional neural networks and transformers, validate the effec-
tiveness of PerFedSDE-NAS. Our results demonstrate that
our method achieves state-of-the-art performance compared
to both traditional fixed-model approaches and existing
NAS-based PFL methods, effectively addressing the chal-
lenges of privacy-preserving client-side architecture search.
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