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Abstract

Generating high fidelity video from brain activity is an im-
portant milestone in brain decoding research. Previous
works were mostly based on functional Magnetic Reso-
nance Imaging (fMRI), whose low temporal resolution con-
fines the ability of faithfully reflecting rapid brain activity,
motivating us to turn to high temporal resolution brain sig-
nals like electroencephalography (EEG). However, EEG-
to-video is challenging due to the complexity and nonsta-
tionarity of EEG signals and the scarcity of annotated data.
Addressing these issues, we present EEGMirror. Firstly,
we adopt neural quantization to convert nonstationary sig-
nals into robust discrete representation. Afterwards, a
masked self-supervision method with montage-agnostic po-
sition embedding (MAPE) is introduced to acquire an effec-
tive EEG encoder. By MAPE, our model can flexibly lever-
age different EEG datasets with various montages (num-
ber and position of channels), mitigating the lack of well-
annotated data. Next, multimodal contrastive learning is
applied to align the brain modality with dynamic changes
and semantic information. Lastly, a fine-tuned inflated Sta-
ble Diffusion model is adopted to reconstruct video stimuli
guided by visual and semantic information decoded from
EEG signals. We show that EEGMirror outperforms the
state-of-the-art performance in both semantic (82.1% vs
79.8%) and pixel (0.261 vs 0.256) levels. An exhaustive
ablation study is also conducted to analyze our framework.
Code: https://github.com/XuanhaoLiu/EEGMirror.

1. Introduction
Our visual perceptions are composed of continuously evolv-
ing scenes caused by the movement of objects and view-
ing perspective. The human brain, a complex network with
more than 500 billion neurons [35], makes sense of such dy-
namic visual scenes and enables us to experience the ever-
changing visual world. Brain decoding is the reverse pro-

*Corresponding author.

cess of the above sensing process which aims to reconstruct
these dynamic visual perceptions from recorded brain activ-
ity, attracting the research interests of scientists from neu-
roscience and computer vision for decades [19, 38].

Previous brain decoding studies primarily captured brain
activity by functional magnetic resonance imaging (fMRI)
[56] However, fMRI lacks the ability to record rapid brain
activity, motivating us to turn to electroencephalography
(EEG). Despite the high temporal resolution, decoding
video from EEG signals is still non-trivial for three reasons:
1) Data Scarcity Since the high cost of developing brain de-
coding dataset, there is not enough EEG-video pair data. 2)
Complexity and Nonstationarity EEG is inherently noisy,
as it contains not only the specific responses elicited by vi-
sual stimuli but also additional noise caused by various en-
vironmental factors. 3) Montage Variability EEG data can
vary significantly in montage, i.e., the position and number
of channels on the scalp, resulting in difficulties of leverag-
ing in-the-wild EEG data.

To tackle the data scarcity, pre-training on various large
datasets has been adopted for obtaining powerful brain en-
coders. However, existing fMRI-based works only takes
fMRI signals as an 1-D sequence without considering tem-
poral relations and different voxel numbers among subjects
[6, 46, 47], thus cannot be adapted to EEG modality. Mean-
while, EEG-based works either pre-train on constant mon-
tage dataset [11, 18], or pad EEG data to constant num-
ber channels by simply replicating the nearest channels [2].
These methods all suffered in dealing with EEG signals’
heterogeneity, resulting in poor efficacy in capturing spa-
tial relations and learning transferable features from various
datasets with diverse montages.

In this paper, we propose EEGMirror, a framework for
reconstructing video from EEG signals, compassing a two-
phase pre-training method and a multimodal alignment. In
phase 1, applying a vector quantization [49] training strat-
egy, we convert the nonstationary raw EEG signals into
more robust discrete representation. In phase 2, by in-
troducing montage-agnostic position embedding (MAPE),
EEGMirror is able to leverage large amounts of EEG data
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in the wild for pre-training a powerful encoder with masked
modeling [14]. Next, we fine-tune the pre-trained encoder
to align EEG with low-level and semantic information via
adding a Seq2Seq decoder [50] and an MLP decoder, re-
spectively. Finally, a fine-tuned inflated Stable Diffusion
model [59] is adopted to reconstruct video guided by the
visual and semantic information decoded from EEG.

Experimental results demonstrate that the proposed
model generates high fidelity and semantically accurate
videos, outperforming previous state-of-the-art method in
both semantic (82.1% vs 79.8%) and pixel (0.261 vs 0.256)
level. Our research provides a new perspective for further
exploration of the decoding tasks.

2. Related Work

2.1. Image Reconstruction
Decades ago, researchers in neuroscience had attempted
to decode static visual perception from brain activities
[34, 36]. With the development of deep generative meth-
ods, especially latent diffusion models (also termed Stable
Diffusion) [21, 40], recent studies have achieved excellent
performance in image reconstruction from brain signals,
e.g., fMRI [6, 41, 42, 46, 54], EEG [2, 13, 25, 27, 58, 63],
and MEG [3]. Specifically, these works decode images by
aligning brain signals with the corresponding stimuli in the
CLIP’s text and image space [39], that is, to decode the
high-level (semantic) and low-level (perceptual) visual in-
formation from brain signals. Afterwards, the semantic and
structure information are used for guiding Stable Diffusion.

2.2. Video Reconstruction
The success of image reconstruction has been replicated
to the field of video reconstruction recently. At first, only
hazy silhouette can be generated due to the video genera-
tion technique [24, 51, 56]. Taking the advantage of video
diffusion models [16, 59], some impressive works generated
high-quality videos from fMRI signals [7, 12, 26, 33, 47].
However, fMRI’s low temporal resolution results in some
works like [7] and [47] all decoded two-second videos from
only one fMRI frame using single semantic-level guidance.
NeuroClips [12] and Mind-Animator [33] tried to recover
the multi-frame movements from a single fMRI frame to
provide low-level (perception) visual information, but ap-
parently, alternating to EEG signals is more promising for
reflecting rapid brain activity. EEG2Video [31] is the first
work to decode videos from EEG signals, which adopts a
Seq2Seq model to align EEG signals with video frames
(low-level visual information), then utilizes the high-level
and low-level information decoded from EEG signals to re-
construct videos. But all modules in EEG2Video are trained
subject-dependently from scratch, limiting the ability of
fully extracting EEG features. Hence, we propose to lever-

age EEG data in the wild to help brain decoding task.

2.3. Brain Encoder Pre-training
Data scarcity is the main problem in brain decoding as it
is time-consuming and expensive to collect large amount
of brain recordings while viewing visual stimuli. Pre-
training methods can leverage tremendous unlabeled data
in the wild, mitigating the need for task-specific brain data
[1, 30, 32]. Masked autoencoder [9, 14] has been validated
to be effective for obtaining a powerful brain encoder [2, 6].
However, unlike fMRI which can be regarded as an 1-D se-
quence, EEG data has rich spatial-temporal information and
usually vary significantly in montage across dataset, making
it difficult to leverage heterogeneous dataset. Works for in-
tracranial EEG often abandon the modeling of spatial rela-
tionships [62, 64]. Some works tried to pre-train on hetero-
geneous EEG dataset. Dreamdiffusion [2] padded all EEG
data with various montages to 128 channels, which ignores
the spatial relation. BIOT [60] regards EEG with differ-
ent montages as variable length sequence. CBraMod [53]
replace the spatial embeddings with an asymmetric convo-
lutional layer. MMM [61] introduce additional 17 tokens to
represent 17 brain regions besides the EEG channel tokens
with geometry-aware modeling, but it only considers the
spatial relation and ignores the temporal relation. EEGPT
[52] and LaBraM [18] adopted learnable channel embed-
dings for each existing channels in the international 10-10
system, lacking the flexibility in adapting to arbitrary chan-
nel on the scalp.

In conclusion, there is no suitable pre-training method
for EEG data in brain decoding. In this paper, we propose a
simple yet effective montage-agnostic position embedding
(MAPE) for modeling the spatial and temporal relation of
EEG data with heterogeneous montages. Moreover, we in-
troduce neural quantization to address the stochasticity and
nonstationarity of EEG signals and increase the robustness
of brain decoding. Neural quantization is first invented for
image generation [49], and then has been shown to be ef-
fective in learning robust EEG representations [5, 11, 18].

3. Methodology
In this section, we detail the whole framework of EEG-
Mirror, which comprises three stages: brain encoder pre-
training, brain modality alignment, and co-training with in-
flated diffusion model.

3.1. Brain Encoder Pre-training
We propose a novel pre-training method to learn better spa-
tial and temporal representations of rapid brain signals for
decoding dynamic visual perception. Our brain encoder is
based on Transformer [50], which can process EEG signals
with diverse montages. We use neural patch embedder to
obtain the embedding of each patch (neural tokens), then a
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Figure 1. Brain Encoder Pre-training Methods. (a) The neural
codebook are trained by reconstructing each EEG embedding’s
Fourier amplitude. (b) The Transformer-based brain encoder is
trained by predicted each EEG embedding’s corresponding index
in the trained codebook, including the masked EEG patches.

neural codebook is trained for quantifying continuous EEG
patch embeddings into discrete embeddings. Afterwards,
we use multiple masking strategies to pre-training our brain
encoder, including random masking, channel masking, and
temporal masking. These masking strategies can compre-
hensively capture the spatial-temporal relations of rapid
brain activities.

3.1.1. Neural Patch Embedder
We first formulate the multi-channel EEG signals as X ∈
RC×T , where C is the number of EEG electrodes (chan-
nels) and T is the timestamps. The electrode set of X is
formulated as CX = {ci1 , ci2 , . . . , ciC}, where CX ⊂ C =
{c1, c2, . . . , c|C|} and C is the universal set of channels in
the international 10-10 system. Following the patch seg-
mentation in images and time-series [10, 37], we use a non-
overlap sliding window with length of W to divide each
EEG channel, resulting in a total number of C⌊ T

W ⌋ patches
p = {pcij ,k ∈ RW |j = 1, . . . , C, k = 1, . . . , ⌊ T

W ⌋}.
Afterwards, we apply a normalization layer and several

1-D convolution layer with GELU activation function [15]
as the neural patch embedder to calculate the embedding
qcij ,k = Ee(pcij ,k) ∈ RD, where D is the dimension of
each embedding.

3.1.2. Montage-Agnostic Position Embeddings
To model heterogeneous EEG signals with a unified brain
encoder, it is essential to equip Transformer with correct
position embeddings [45]. We exploit a simple yet effective
Montage-Agnostic Position Embeddings compassing two
parts: Spatial Embedding and Temporal Embedding.

Spatial Embedding: Treating all channels/patches as a
variable length 1-D sequence will lose the information of
the sensors’ spatial positions [6, 60]. According to the in-
ternational 10-10 system, the actual distances between ad-
jacent sensors are 10% of the total front–back or right–left

distance of the skull. Hence, we propose a simple yet effec-
tive spatial embeddings (SE) by concatenating the position
embeddings (PE) of the x and y, where x and y are the pro-
portion of the sensor’s location in the skull:

xp = Proportion(x), yp = Proportion(y),

PE(xp, 2i) = sin
xp

Ω2i/D
, PE(xp, 2i+ 1) = cos

xp

Ω2i/D
,

PE(yp, 2i) = sin
yp

Ω2i/D
, PE(yp, 2i+ 1) = cos

yp
Ω2i/D

,

SEx,y,i = concat[PE(xp, i), PE(yp, i)].

Here, Proportion function converts the sensor’s location
to the proportion value (×100). For example, the central
channel of EEG cap Cz’s proportions are xp = 50 and
yp = 50. The i is the index of feature dimension, and
Ω is a large constant (Ω = 10000 following the original
Transformer paper [50]). Since we use proportion for EEG
channel locations, so this SE can also embed those channels
which do not exist in the international 10-10 system.

Temporal Embedding: We add relative temporal em-
bedding (TE) to the token by using sinusoidal/cosine func-
tions, which can be formulated as:

TE(tr, i) = sin
xp

Ω2i/D
, TE(tr, 2i+ 1) = cos

xp

Ω2i/D
,

where tr is the timestamp relative to the first token.
Finally, SE and TE are added to the EEG patch embed-

ding to form the Transformer encoder’s input embedding:

ecij ,k = qcij ,k + SEcij
+ TEk.

We are now able to adapt our model on EEG data with
arbitrary montages and arbitrary lengths. Hence, we call
the above embeddings Montage-Agnostic Position Embed-
dings (MAPE).

3.1.3. Neural Codebook Training
In our previous experiments, directly predicting the raw sig-
nals cannot converge. The existing EEG self-supervision
studies [5, 11, 18, 64] facilitate our objective, we quantify
the high-dimension continuous EEG into discrete tokens
and predict these discrete tokens to help model converging,
which is basically inspired by VQ-VAE [49].

Specifically, a neural codebook V = {vi|i =
1, . . . ,K} ∈ RK×D is trained for quantising continuous
EEG patch embeddings into discrete embeddings, where K
is the neural codebook’s size. The quantization procedure
of looking up the nearest neighbor of each EEG embedding
ei can be written as:

ki = argminj∥ℓ2(ze(ei))− ℓ2(vj)∥2,

where ℓ2 represents ℓ2 normalization, ze is the encoder and
ki is the index of the nearest neighbor in the neural code-
book V . Consequently, the quantised vector zq(ei) = vki

,
zq is the discretisation bottleneck.
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Compared to that image reconstruction-based method
predicting the original images, which are of high SNR and
have abundant semantic information in spatial space [22],
it is quite difficult to directly predict the original EEG sig-
nals due to the non-stationarity and nonlinear nature. How-
ever, the frequency distribution from the Fourier transform
of EEG signals has been proven to be significant for many
downstream tasks [57, 60]. Hence, we design to predict
the amplitude based on the discrete quantised neural to-
kens {zq(ei)|i = 1, . . . , C⌊T/W ⌋}. We apply the discrete
Fourier transform (DFT) to each EEG patch ei to calculate
the amplitude Ai = DFTA(ei) and adopt the mean squared
error (MSE) loss function. Thus, the total training objective
is formulated as:

Lvq =
∑
x∈S

C⌊T/W⌋∑
i=1

+∥sg[ℓ2(ze(ei))]− ℓ2(zq(ei))∥22

+∥ℓ2(ze(ei))− sg[ℓ2(zq(ei))]∥22 + ∥Âi −Ai∥22,

where Âi is the reconstructed amplitude, S is training
dataset and sg stands for the stopgradient operator. For
stable training, the exponential moving averages (EMA)
is utilized to update the codebook items [49]. Let
{zi,1, . . . , zi,ni

} be the set of ni outputs of encoder ze that
are nearest to codebook item vi, we can rewrite a term in
the above loss function as:

∥sg[ℓ2(ze(ei))]− ℓ2(zq(ei))∥22 =

ni∑
j=1

∥ℓ2(zi,j)− ℓ2(vi)∥22.

The optimal value for vi has a closed form solution, i.e., the
average of elements in the output set: vi = 1

ni

∑ni

j=1 zi,j .
However, the typical algorithm for updating this cannot
work with minibatches. Thus, we utilize EMA instead,
which is an online version of this update:

N
(t)
i = N

(t−1)
i ∗ γ + n

(t)
i ∗ (1− γ)

m
(t)
i = m

(t−1)
i ∗ γ +

∑
j
z
(t)
i,j ∗ (1− γ)

v
(t)
i = m

(t)
i /N

(t)
i

3.1.4. Masked Pre-training
Masked autoencoders are scalable learners across various
fields, like CV [14] and NLP [9]. Brain activity are of
highly complexity as there are over 86 billion neurons in the
brain and the implicit relations and interactions among them
are still challenging problems [23]. Modeling and learn-
ing these implicit relations and interactions underneath the
brain signals by recovering masked brain patches will equip
the brain encoder model with a deep contextual understand-
ing of the neural signals.

However, previous masked brain modeling largely ig-
nored the spatial-temporal correlations in rapid brain sig-
nals [29]. For instance, the latest works predominantly

time

（a）random masking

（b）channel masking

（c）frame masking

Figure 2. Masking Strategies. Black channels means the masked
channels.

adopt the random masking strategy [2, 18, 61], not to men-
tion those fMRI brain decoding models only consider the
spatial masking [7, 46]. To comprehensively boost the
learning of spatial and temporal correlations of rapid brain
signals, we propose a multistage method which comprises
the following masking strategies, as shown in Fig. 2:
• Random Masking: Patches are masked randomly across

spatial and temporal dimension.
• Channel Masking: We randomly select a part of chan-

nels and mask them in all timestamps, which lets the
model learn the spatial correlation among channels.

• Temporal Masking: We randomly select a part of times-
tamps and mask all channels, which lets the model learn
the temporal correlation.
For each masked EEG patches, we substitute their em-

beddings with a universal embedding called Masked Em-
bedding learned during the training process. We denote the
masked brain encoder as Ebrain. The pre-training objective
is using Ebrain(ei) to predict the corresponding index of the
the nearest neighbor in the neural codebook for each em-
beddings ei with a linear projection layer:

p(ki|ei) = Softmax(Linear(Ebrain(ei))).

Hence, the pre-training loss can be formulated as:

Lrec = −
∑
x∈S

∑
ei∈x

log p(ki|ei).

3.2. Brain Modality Alignment
After obtaining a pre-trained EEG encoder Ebrain, a mul-
timodal contrastive learning is applied for fine-tuning the
EEG encoder to align EEG modality with the latent space of
the pre-trained CLIP model [39]. Specifically, we utilize a
semantic predictor for aligning high-level (semantic) visual
information, and a Seq2Seq model for aligning low-level
(perceptual) visual information. By these two-level align-
ment, we can fully extract visual information from EEG
for guiding generation models to reconstruct visual stimuli.
The process are demonstrated in Fig. 3 (a).
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3.2.1. High-Level (Semantic) Alignment
Before fine-tuning, we adopt an automatic image caption
model called BLIP [28] to generate the text description for
each video clips using the first frame. Then the pretrained
CLIP model projects the text description and each frame
for all video clips into the latent space: lti = CLIP(texti).
Lastly, we adopt an MLP-based semantic decoder Ds to
predict the CLIP embeddings from brain signals xi, lpi

=
Ds(Ebrain(xi)).

EEGMirror learns the alignment through two losses:
SoftCLIP loss and MSE loss. SoftCLIP loss is introduced
in MindEye [41], which aligns the brain signals with CLIP
embeddings by a modified contrastive loss:

LSoftCLIP(lt, lp) = −
∑N

i=1

∑N

j=1

[
exp(lti · ltj )/τ∑N

m=1 exp(lti · ltm/τ)
· log(

exp(lpi · ltj )/τ∑N
m=1 exp(lpi

· ltm/τ)
)],

where N is the batch size and τ is a temperature hyperpa-
rameter. MSE loss is also employed for better alignment.

Hence, the multimodal loss is defined as:

Ltext = LSoftCLIP(lt, lp) + LMSE(lt, lp).

3.2.2. Low-level (Perceptual) Alignment
The most outstanding advantage of rapid brain signals is
the capability of capturing fast brain activity elicited by dy-
namic visual perception. To densely align the EEG em-
beddings with multiple video frame, we naturally employ a
Seq2Seq neural architecture for decoding the low-level dy-
namic movement, which is also introduced in EEG2Video
[31] and shown to be effective in enhancing the pixel-level
reconstruction.

Our low-level alignment is cooperated with stable diffu-
sion [40], which performs the diffusion and denoising pro-
cess in the data latent space. Specifically, there is a frozen
VAE encoder Ev in stable diffusion model that projects im-
ages to latent space. For a video clip contains M frames
Fi = {fj |j = 1, . . . ,M}, the latent representations are
Hi = {hj = Ev(fj)|j = 1, . . . ,M}.

We denote the prediction latent frames of the Seq2Seq
decoder is Ĥi = {ĥj |j = 1, . . . ,M}, which is calculated
by the auto-regressive Seq2Seq low-level decoder Dl: Ĥi =
Dl[Ebrain(xi)], where xi is the corresponding brain signal
segment of the video clip Fi.

We select the Transformer decoder as the Seq2Seq model
and apply MSE loss Llow = LMSE(H, Ĥ) for training.

3.3. Co-training with Inflated Diffusion Model
Despite the rapid development of brain decoding tech-
niques, it is still hard to generate images or videos directly
from raw brain signals due to the brain-video pair scarcity
[43]. So in current stage, brain decoding needs to take the
advantage of large generative model that pre-trained on a
large amount of text-image/video pair for improving recon-
struction quality. The video generation module is presented
in Fig. 3 (b), we employ the network inflation technique
to implement an inflated diffusion model [59]. Specifically,
the network inflation adds a sparse temporal attention layer
in the image stable diffusion for modeling the temporal cor-
relation between video frames. In sparse temporal attention,
each frame is calculated with the first frame and the frame
before it to ensure the frame consistency. We use the text
description obtained by BLIP of each video clip to fine-tune
a video diffusion model. At last, the alignment module and
video generation module are trained together for let diffu-
sion model better understanding visual information in the
EEG signals.

4. Experiments
4.1. Datasets
SEED-DV SEED-DV dataset [31] recorded 20 subjects’
EEG data while they were watching 1400 video clips
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Figure 4. Comparisons with Baselines. We compare our results with the previous works. Our method generates samples that are more
semantically meaningful and match with the ground truth.

covering 40 concepts across 9 coarser classes: e.g., human,
animal, activities, and natural scenes.
SEED SEED dataset [65] were developed to study discrete
emotions elicited by videos. There are currently three
versions of SEED, forming a SEED series dataset contains
about 45 hours 62-channel EEG data.
FACED FACED dataset [4] is another emotion EEG
dataset collecting about 63 hours of 32-channel EEG data
from 123 subjects while they were watching 28 film clips.

4.2. Implementation Details
The task is to reconstruct a two-second video clip from the
corresponding two-second EEG segment. We use the first
6 blocks from all the sessions as the training set and the
last blocks as the testing set in our experiment. We down-
sampled the 24 FPS 1080p original videos to a small video
of resolution of 512×288 with 3 FPS for efficient training
and adapting to Stable Diffusion Model (pre-trained at a res-
olution of 512×512).

The universal brain encoder has 6 Transformer encoder
layers. The Seq2Seq Model is composed of 6 Transformer
decoder layers. The Semantic Predictor is an multilayer per-
ceptron (MLP). An Adam optimizer with learning rate of
0.0005 and cosine scheduler was adopted for training the
above models with 200 epochs. The inflated video gener-
ation model is fine-tuned on the training set with learning
rate of 0.00003 and cosine scheduler for 200 epochs. Our
experiments are conducted on a L40 GPU by Python 3.11.4.

4.3. Evaluation Metrics
Following previous work [7, 31], we adopt the same evalu-
ation metrics from frame-based and video-based.

Frame-based Metrics Two levels of metrics are considered
to judge the quality of generated frames: pixel-level and
semantics-level metrics. Pixel-level Metrics: We calculate
the average Structural Similarity Index Measure (SSIM)
[55] for each frame between the ground-truth video and
the reconstructed video. Semantic-level Metrics: A CLIP-
based classifier [39] trained on ImageNet [8], is adopted
to compute the N-way top-K accuracy of predicted frames.
The semantic-level reconstruction is considered successful
if the ground-truth class is within the top-K probability of
the predicted frames’ classification results from N arbitrary
classes (including the ground-truth class).
Video-based Metric Besides the ImageNet classifier that is
unable to well understand videos, we utilize a VideoMAE-
based [48] video classifier trained on Kinetics-400 dataset
[20], which can understand 400 dynamic concepts (e.g.,
changes, human motions), to compute the video semantic-
level accuracy.

5. Results
5.1. Reconstruction Performance
Some qualitative results were displayed in Fig. 4, where we
compare our models with previous works, including MinD-
Video [7] and EEG2Video [31]. We present more visual
examples in Fig. 5 which are successfully reconstructed by
our EEGMirror framework. It can be observerd that various
motions, scenes, persons, and animals can be correctly re-
covered. Using all samples of the test set, we calculate the
numerical metrics in Table. 1. It can be seen that MinD-
Video, which is firstly designed for fMRI-to-video genera-
tion thus lack of low-level visual guidance, cannot recon-
struct well on low-level perception, e.g., the stimuli of peo-
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Table 1. Quantitative results of different models. Standard deviation is calculated across random seeds. Colors reflect statistical significance
(two-sample Student t-test) compared to the Full Model. p < 0.0001 (purple), p < 0.01 (pink), p < 0.05 (yellow), p > 0.05 (green). The
Full Model’s results are in Bold.

Metrics Video-based Frame-based

Semantic-level Semantic-level Pixel-level

Variants 2-way 40-way 2-way 40-way SSIM

Full Model 0.821±0.02 0.172±0.01 0.786±0.02 0.154±0.03 0.261±0.02

Previous SOTA MinD-Video [7] 0.788±0.03 0.151±0.03 0.756±0.02 0.137±0.01 0.185±0.04
EEG2Video [31] 0.798±0.03 0.159±0.01 0.774±0.02 0.138±0.01 0.256±0.03

Masking Ratio
25% 0.819±0.01 0.168±0.02 0.777±0.03 0.145±0.02 0.254±0.01
50% 0.821±0.02 0.172±0.01 0.786±0.02 0.154±0.03 0.261±0.02
75% 0.818±0.02 0.165±0.01 0.779±0.02 0.149±0.01 0.246±0.03

Pre-training
Datasets

on SEED-DV 0.809±0.01 0.159±0.02 0.778±0.01 0.144±0.03 0.245±0.01
on SEED+FACED 0.807±0.02 0.158±0.02 0.776±0.01 0.142±0.02 0.237±0.03

Contrastive w/o Contrastive 0.815±0.02 0.167±0.03 0.776±0.03 0.148±0.02 0.255±0.02

Architecture w/o Pre-trained 0.785±0.02 0.147±0.01 0.753±0.03 0.132±0.02 0.223±0.03
w/o Seq2Seq 0.816±0.02 0.165±0.01 0.759±0.03 0.147±0.02 0.187±0.02

Video Length 2 FPS = 4 frames 0.823±0.02 0.173±0.03 0.791±0.01 0.158±0.04 0.264±0.02
6 FPS = 12 frames 0.825±0.01 0.175±0.02 0.789±0.02 0.158±0.01 0.259±0.01

GT Ours GT Ours GT Ours

Figure 5. Successfully reconstructed results on the EED-DV
dataset. GT means the ground truth videos, and Ours means our
reconstructed videos.

ple on the street at night is reconstructed as people on the
beach at noon. In contrast, our model faithfully reconstruct
the scenes subject were watching, the pixel-level metric
(SSIM) of our model is 0.261, outperforming that of MinD-
Video (0.185). Moreover, through our montage-agnostic
pre-training, the semantic metrics of our model also surpass
EEG2Video, indicating the pre-trained encoder’s efficacy in
decoding EEG data.

5.2. Ablation Study
Masking Ratio To investigate the influence of masking ra-
tios when pre-training the brain encoder, we set the ratio to
three levels: 25%, 50%, and 75%. It can be seen that the
50% has the best performance, while lower or higher mask-
ing ratios damage the reconstruction performance.
Pre-training Datasets As our full model is pre-trained on
all SEED-DV + SEED + FACED datasets, we ablate some
of the datasets to evaluate their effects. It can be seen
that when pre-trained on fewer datasets, the performance
decreases. However, we observe that the performance of
pre-training on SEED + FACED datasets is similar to that
of pre-training on SEED-DV datasets, which demonstrates
that EEGMirror can leverage the datasets in the wild, mit-
igating the shortage of brain-video pair. Contrastive The
performances degrade when removing the contrastive learn-
ing. Full Model is significantly outperforms the model w/o
contrastive learning.
Architecture There are two key modules in EEGMirror:
Pre-trained brain encoder and Seq2Seq module. The per-
formances decrease significantly when removing one of
these modules. We remove the Seq2Seq module that aligns
the brain modality with low-level visual informations, the
SSIM degrades greatly, demonstrating the effectiveness of
Seq2Seq modules.
Video Length To evaluate the ability of recovering videos
of different lengths, we change the FPS to 2 and 6 compared
to the 3 of the standard setting. It can be seen that the re-
construction performance is not influenced by video length.
Size of Neural Codebook EEGMirror encodes EEG waves

18279



1024 2048 4096 6144 8192
Neural Codebook Size

10

20

30

40

50

60

70

80

M
et

ric
s (

%
)

Reconstruction Performance Variation

2-way Video
40-way Video
2-way Frame
40-way Frame
SSIM

100 200 300 400 500 600 700 800 900 1000
Sliding Window Length(ms)

10

20

30

40

50

60

70

80

Ablation Metrics on Sliding Window Length

2-way Video
40-way Video
2-way Frame
40-way Frame
SSIM

Figure 6. Ablation study on different codebook sizes and sliding
window lengths.

GT Sub 1 Sub 2 Sub 3

Figure 7. Decoded results of three different subjects in the dataset.

into a discrete codebook, aiming for robust representations.
We evaluated performance against varying sizes of code-
book (1024 to 8192) to ascertain if larger sizes yield better
results. The reconstruction metrics are displayed in Fig. 6,
where a codebook size of 2048 yielded the highest recon-
struction performance average of 5 metrics. There was no
clear evidence that larger neural codebook consistently en-
hanced performance.
Sliding Window Lengths As sliding window is adopted to
segment an EEG wave into EEG patches, we evaluated per-
formance against varying lengths of sliding window (100
ms to 1000 ms). As depicted in Fig. 6, the 500 ms length
window achieves the best performance. We think this phe-
nomenon is rational since long length will lead to few patch,
and short length neglects the continuous neural information
in high TR brain signals.
Reconstruction of Different Subjects We validate our
model on different subjects’ EEG data and reconstruct dif-
ferent samples, as shown in Fig. 7. The reconstruction
samples of different subjects vary from each other: as for
mountains, while sub 2’s sample has sunshine, the samples
of sub 1 and 3 are cloudy. This difference may cause by the
individual life experiences and imagination. As reported
in [17], features of imaginary images can also be decoded
from brain signals.

Table 2. Postion embedding ablation. Our model is pre-trained on
two datasets with different position embedding.

Pre-train Set PE V-2-w V-40-w F-2-w F-40-w SSIM
SEED-DV MAPE 0.809 0.159 0.778 0.144 0.245
SEED-DV +FACED MAPE 0.813 0.165 0.782 0.148 0.250
SEED-DV sin/cos 0.806 0.157 0.776 0.138 0.245
SEED-DV +FACED sin/cos 0.783 0.149 0.748 0.132 0.239

Table 3. Performance on channel-impaired EEG of our model and
baseline.

Pre-train Set ratio V-2-w V-40-w F-2-w F-40-w SSIM
EEG2Video 30% 0.790 0.147 0.754 0.135 0.242
EEGMirror 30% 0.810 0.161 0.772 0.147 0.252
EEG2Video 50% 0.779 0.135 0.733 0.117 0.237
EEGMirror 50% 0.792 0.149 0.745 0.132 0.245

5.3. Montage-Agnostic Postion Embedding
We further design an experiment to validate the efficacy of
MAPE. We pre-train our model with MAPE on {SEED-
DV} and {SEED-DV + FACED}, then we replace MAPE
with the original Transformer’s PE and pre-train our model
under the same case. The results are shown in Table 2.
Note that the montage is different across these two datasets.
When training and testing on the same SEED-DV dataset,
our novel MAPE outperforms the sin/cos PE. When adding
another dataset with different montage (FACED) into the
pre-training set, MAPE successfully helps our model learns
transferable representations. However, the original sin/cos
PE even harms the ability as the untransferable PE confused
the model.

5.4. Performance on Channel-impaired EEG
By MAPE and masked pre-training, EEGMirror is able to
tackle the channel-impaired EEG data, which is common
in real-world scenario. We randomly discard some EEG
channels with specific ratios in the test set. The results are
displayed in Table 3, where our model surpass the baseline
at all cases. It can be observed that EEGMirror is more
robust when facing the channel-impairment.

6. Conclusion
This paper presents EEGMirror, a framework for video re-
construction from EEG signals. EEGMirror adopts a novel
montage-agnostic position embedding (MAPE) for lever-
aging large amount of EEG data in the wild with diverse
montages. Through masked pre-training, our model not
only achieves the SOTA performance on the benchmark,
but also is more robust facing the channel-impairment. The
qualitative and quantitative results showcases the superior-
ity over previous baselines, indicating the montage-agnostic
self-supervision effectively learns EEG representations fro
video decoding. Our work mitigates the requirement of
high-quality EEG-video pair data and takes an important
step forward in brain decoding.
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