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Abstract

While diffusion models significantly improve the perceptual
quality of super-resolved images, they usually require a large
number of sampling steps, resulting in high computational
costs and long inference times. Recent efforts have explored
reasonable acceleration schemes by reducing the number of
sampling steps. However, these approaches treat all regions
of the image equally, overlooking the fact that regions with
varying levels of reconstruction difficulty require different
sampling steps. To address this limitation, we propose Patch-
Scaler, an efficient patch-independent diffusion pipeline for
single image super-resolution. Specifically, PatchScaler in-
troduces a Patch-adaptive Group Sampling (PGS) strategy
that groups feature patches by quantifying their reconstruc-
tion difficulty and establishes shortcut paths with different
sampling configurations for each group. To further optimize
the patch-level reconstruction process of PGS, we propose
a texture prompt that provides rich texture conditional in-
formation to the diffusion model. The texture prompt adap-
tively retrieves texture priors for the target patch from a
common reference texture memory. Extensive experiments
show that our PatchScaler achieves favorable performance
while significantly speeding up inference. Project page:
https://github.com/yongliuy/PatchScaler.

1. Introduction
Single image super-resolution (SISR) aims to reconstruct a

high-resolution (HR) image from its low-resolution (LR)
observation, a highly ill-posed problem due to the un-
known degradation processes in real-world scenarios. As
two predominant approaches, deep convolutional neural
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Figure 1. (a) Analysis of unified sampling and adaptive sampling.
(b) Quantitative comparison on the RealSR [6] dataset.

network (CNN)-based [25, 51, 66, 70] and Transformer-
based [27, 29, 56, 67] SISR methods have made significant
progress in the past decade. However, most of them are op-
timized primarily for the peak signal-to-noise ratio (PSNR)
and the structural similarity index measure (SSIM), which
are less effective in restoring realistic image details.

Diffusion models [13, 44], with their powerful ability to
model data distributions from noise, have offered immense
potential for conditional generation tasks, such as image
synthesis [10, 41, 57], image editing [5, 18, 55], and image
super-resolution [28, 48, 60]. Although diffusion models
have achieved significant success in the field of image super-
resolution (SR), their inference process remains inefficient
due to the large number of iterative sampling steps required
for high-quality image reconstruction.

Recent methods have attempted to accelerate diffusion-
based SR models by introducing conditional distillation
[34, 52] or redefining the diffusion process [62, 63]. How-
ever, these approaches tend to treat all regions of an im-
age equally and indiscriminately reduce the number of sam-
pling steps, which inevitably compromises the quality of
the super-resolved images. Furthermore, when dealing with
high-resolution images, these approaches continue to incur
substantial computational costs.
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In this paper, we observe that a unified sampling process
is suboptimal for all patches of an image. As illustrated
in Fig. 1 (a), patches with fewer structural details can be
effectively reconstructed with fewer sampling steps, whereas
patches rich in textural information require more sampling
steps. This observation motivates us to develop a patch-
adaptive accelerated diffusion model for SISR.

Based on this insight, we propose PatchScaler, an efficient
diffusion-based SR method that dynamically accelerates
the inference process through a patch-independent diffusion
pipeline. Specifically, we first employ a global restoration
module to generate a coarse HR feature along with a confi-
dence map that reflects the reconstruction difficulty across
different regions. We then introduce Patch-adaptive Group
Sampling (PGS), which divides the coarse HR features into
patches and groups them according to quantified reconstruc-
tion difficulty. PGS identifies an optimal shortcut point and
sampling configurations for each group, enabling a shortcut
path from coarse HR patches to the ground truths. Finally,
we introduce a Patch-wise Diffusion Transformer (Patch-
DiT) as the backbone of PatchScaler to refine the fine tex-
tures from the coarse HR patches. Since the reconstruction
of local image textures plays a more critical role for SISR
than the Text2Image task, Patch-DiT is naturally well-suited
for restoring lost details.

To further improve the patch-level reconstruction quality
of PGS, we propose a texture prompt that supplies rich con-
ditional information to Patch-DiT by retrieving high-quality
texture priors for the target patch from a universal reference
texture memory. The texture prompt is effective for recon-
structing local details and addressing the misalignment issue
between image and text prompts in diffusion models [7]. Ex-
periments show that our PatchScaler significantly accelerates
inference speed (e.g., only 0.23× the runtime of ResShift
[63] on the 512→2048 SR task), while still maintaining su-
perior performance, as shown in Fig. 1(b). We summarize
our main contributions as follows:
• We propose PatchScaler, a novel patch-independent SR

pipeline that employs patch-adaptive group sampling to
dynamically accelerate the sampling process, enabling
efficient restoration of high-resolution images.

• We present an effective texture prompt for the Patch-wise
Diffusion Transformer (Patch-DiT) in PatchScaler to pro-
vide rich texture priors and improve reconstruction quality.

• Experiments show that PatchScaler achieves favorable
performance on several datasets against state-of-the-art
SR methods and is much more efficient than previous
diffusion-based SR methods.

2. Related Work
Single Image Super-Resolution. Over the past decade, a
series of deep networks [15, 23, 29, 36, 45, 70, 71] have
been proposed to address SISR challenges. For real-world

degradation scenarios, Ji et al. [15] proposed RealSR that
learns the specific degradation of blurry and noisy images
by estimating the kernel and noise. By incorporating GANs
[11, 43, 50] into the SISR task, Zhang et al. [64] presented
BSRGAN, a practical degradation model that synthesizes re-
alistic degradations via a random shuffling strategy. Wang et
al. [51] proposed Real-ESRGAN that employs a high-order
degradation process to simulate practical degradations and
incorporates sinc filters to replicate common ringing and
overshoot artifacts. Liang et al. [27] introduced SwinIR-
GAN based on the Swin Transformer [30], to achieve com-
petitive image restoration performance. Nevertheless, these
approaches often struggle to generate realistic fine details.

Diffusion Model. Recently, diffusion models have brought
significant gains to SISR task [28, 48, 52, 60, 63] due to
their ability to effectively model complex distributions. For
instance, Wang et al. [48] presented StableSR, integrat-
ing LR images into the diffusion model via a time-aware
encoder to reconstruct high-quality HR images. Lin et al.
[28] proposed a unified image restoration framework, Diff-
BIR, which sequentially uses two stages of restoration and
generation to ensure fidelity and realism. Yue et al. [63]
introduced ResShift, utilizing an iterative sampling approach
from LR to HR images by shifting residuals. However, these
methods treat all regions of the image equally and apply
the uniform sampling indiscriminately to different regions,
which is suboptimal. To this end, we propose an efficient
patch-independent diffusion pipeline, namely PatchScaler,
which achieves superior results with faster inference speed.

3. PatchScaler

3.1. Overall Architecture

The overall architecture of PatchScaler is illustrated in Fig. 2.
Given an LR image ILR, we first encode it using the frozen
encoder [41] and obtain the latent LR feature yLR. Then, to
remove the possible degradations (e.g., noise and artifacts)
from yLR and assess the reconstruction difficulty of different
feature regions, we develop a simple yet effective Global
Restoration Module (GRM), which generates the coarse
high-resolution (HR) feature yHR and a confidence map C,
simultaneously. Next, to achieve dynamic sampling for dif-
ferent feature regions, we introduce a Patch-adaptive Group
Sampling (PGS), which partitions yHR into the coarse HR
patches and derives the quantified confidence map Qmap by
averaging the confidence map C within the patch. Based on
the Qmap, the coarse HR patches are divided into groups
with different sampling configurations. Patch-DiT restores
the fine details of the coarse HR patches of different groups
using the given sampling configurations and obtains the cor-
responding HR patches. Finally, these patches are reshaped
into x̂HR and decoded to produce the HR output ÎHR.
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Figure 2. Overview of the proposed PatchScaler. PGS dynamically assigns feature patches into groups with different sampling configuration
based on quantified confidence map. Moreover, the texture prompt provides rich conditional information for Patch-DiT by retrieving
high-quality texture priors from universal RTM.

3.2. Global Restoration Module
To preliminarily remove the degradation of yLR and obtain
the reconstruction difficulty corresponding to different fea-
ture regions, we introduce a Global Restoration Module
(GRM) for PatchScaler.

Specifically, GRM consists of a series of residual blocks
and downsampling convolutions followed by a stack of resid-
ual blocks with upsampling convolutions and skip connec-
tions. Different from the previous models, our GRM has
two output branches at the last scale. One branch generates
coarse HR feature yHR through the normalization-SiLU-conv
layers; the other branch generates confidence map C through
the conv-SiLU-conv-sigmoid layers. C is designed to esti-
mate the reconstruction difficulty of different regions of the
coarse HR feature yHR by predicting the distance between
yHR and ground truth xHR. The detailed architecture of
GRM is illustrated in Fig. 9(a) in the appendix.

3.3. Patch-adaptive Group Sampling
To achieve adaptive sampling of different regions of the
image based on the reconstruction difficulty, we propose a
patch-adaptive group sampling strategy for PatchScaler, as
illustrated in Fig. 2 (b).

Denoising Diffusion Probabilistic Models (DDPM) [13,
44] assume a forward diffusion trajectory where Gaussian
noise is gradually applied to real data x0. This process can
be expressed in a closed form as:

q (xt | x0) = N
(
xt;

√
ᾱtx0, (1− ᾱt) I

)
, (1)

where ᾱt :=
∏t

i=0 αi. xt can be sampled by xt =√
ᾱtx0 +

√
(1− ᾱt)ϵ for ϵ ∼ N (0, I). In the reverse pro-
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Figure 3. Illustration of
the proposed PGS, which
establishes a shortcut path
between x0 and y0. PGS
treats different patches dis-
criminatively and dynami-
cally assigns different sam-
pling configurations. Here,
y0 and x0 denote the coarse
HR patch and ground truth,
respectively. fθ denotes the
diffusion model Patch-DiT.

cess, denoising models fθ (xt, t) are trained to map any
point at any time step on the diffusion trajectory to x0.

For the SISR task, since there is a deviation between the
LR image and the ground truth, previous approaches either
apply a large noise strength (i.e., t = T ) to the LR image,
approximating the endpoint xT of diffusion trajectory, or
sample xT directly from a Gaussian noise N (0, I). Sub-
sequently, the HR result is reconstructed step by step from
xT with a unified global sampling that treats all regions of
the image equally. However, we argue that it is redundant
because simple patches can be reconstructed with fewer iter-
ations than hard patches, as illustrated in Fig. 1(a). To enable
dynamic acceleration of the denoising process, we propose
Patch-adaptive Group Sampling (PGS), which establishes a
shortcut path between HR patch x0 and coarse HR patch y0,
as shown in Fig. 3. Here, y0 is taken from the patch set.

Specifically, let x0 = y0 + △x0, then Eq. (1) can be
reformulated as:

q (xt | y0,△x0) = N
(
xt;

√
ᾱt(y0 +△x0), (1− ᾱt) I

)
.

(2)
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Figure 4. Examples of coarse HR images and Qmap.

The goal of PGS is to identify an appropriate shortcut point
τ ∈ [1, T ] along the diffusion trajectory for each patch such
that

√
ᾱτ△x0 → 0. For a small △x0, τ can be small

enough, while for a large △x0, a larger τ is required to
ensure that ᾱτ is sufficiently small. In this way, the original
diffusion trajectory at time step τ is approximated as:

q (xτ | y0) ≈ N
(
xτ ;

√
ᾱτy0, (1− ᾱτ ) I

)
. (3)

This finding encourages us to introduce a new forward dif-
fusion trajectory for the coarse HR patch y0 with truncated
forward diffusion time steps:

q (yt | y0) = N
(
yt;

√
ᾱty0, (1− ᾱt) I

)
, (4)

where t = 1, . . . , τ . As a result, the reverse process can start
from a shortcut point t = τ , thus significantly reducing the
required number of sampling steps N .

In practice, to obtain a preliminary smaller △x0, we
first preliminarily remove the degradations from yLR using
GRM and obtain the coarse HR feature yHR. Meanwhile,
the reconstruction difficulty in the different regions of yHR

is estimated by the confidence map C, which predicts the
distance between the coarse HR feature yHR and ground
truth xHR. To facilitate parallel computing and improve
efficiency, we derive the quantified confidence map Qmap
from C by averaging the confidence map C within the patch:

Qmap(y0) :=

 Simple, Avg(C ⟨y0⟩) ∈ (γ1, 1],
Medium, Avg(C ⟨y0⟩) ∈ (γ2, γ1],
Hard, Avg(C ⟨y0⟩) ∈ [0, γ2]

(5)
where Avg(C ⟨y0⟩) represents the average confidence value
over the patch, γ1 and γ2 are the confidence thresholds.
Based on the Qmap, PGS classifies the patches into three
groups. Fig. 4 presents two examples of coarse HR images
generated by GRM along with the corresponding quantified
confidence maps Qmap. It can be seen that our method
accurately quantifies the reconstruction difficulty of different
regions within the image. We analyze the impact of different
numbers of groups on model performance in Sec. 4.3.2.

3.4. Texture Prompt
To address the misalignment problem between image and
text prompt in the diffusion model, we introduce a novel

texture prompt for PatchScaler that can greatly improve the
patch-level reconstruction quality of PGS, as illustrated in
Fig. 2 (c).

Algorithm 1 The Construction Process of RTM.

Input: E ; T ; High-quality image set.
▷ E is the encoder; T is the feature extraction module of
Texture Classifier.

1: Extract image patch set Xpatch by random cropping from
high-quality image set;

2: Obtain initial latent feature patch set:
RTM-valueinit = E(Xpatch);

3: Obtain corresponding semantic feature vector:
RTM-keyinit = T (RTM-valueinit);

4: Use FPS algorithm to cluster RTM-keyinit and get the
most representative subset RTM-key;

5: Obtain corresponding RTM-value based on RTM-key:
Output: RTM-key; RTM-value.

Reference Texture Memory. Our RTM serves as a univer-
sal repository for storing diverse and high-quality texture
feature patches (denoted as RTM-value), along with their
corresponding semantic feature vectors (denoted as RTM-
key). The construction process is shown in Algorithm 1.
We first extract 20,000 initial latent texture patches (i.e.,
RTM-valueinit) from the high-quality image datasets DIV2K
[1], OutdoorSceneTraining [49], and Manga109 [33], which
contain a wide variety of categories, such as animal, sky,
cartoon, building, mountain, and plant. Subsequently, we in-
troduce a pre-trained texture classifier to extract deep seman-
tic representation (i.e.,RTM-keyinit) from the RTM-valueinit.
To accelerate the feature retrieval process, we employ the
farthest point sampling algorithm (FPS) [39] on RTM-keyinit

to sample 2,000 representative pairs as our final RTM. It is
important to note that all of these operations are performed
offline, thus incurring no additional inference cost.
Retrieval of Texture Priors. Our objective is to retrieve
high-quality texture priors from RTM for the target feature
patch y0 and transfer them into Patch-DiT. The retrieval
process is shown in Algorithm 2. We first use the texture
classifier to project y0 into a semantic feature vector, denoted
as y0-query. We then calculate the similarity scores between
y0-query and RTM-key using normalized inner products
[68]. By ranking these similarity scores, we retrieve the
top-K matches, denoted as dk, along with corresponding tex-
ture prior tpk, for y0-query across the entire RTM-key. We
then introduce a similarity-aware texture encoder attached
to Patch-DiT to encode these texture priors.
Patch-DiT. Since previous diffusion models [35, 41, 42] pro-
duce inferior results in low-resolution patches [69], we pro-
pose Patch-DiT upon DiTs [37]. We explore the following
modifications: (1) concatenating y0 with the noisy latent yτ

as the input of Patch-DiT to generate content-consistent re-
sults; (2) adding a cross-attention layer in each base block to
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incorporate the texture prompt; (3) removing the class label
embedding and learnable covariance. In addition, we copy
the first half of the Patch-DiT and trim it as the similarity-
aware texture encoder. Features of the similarity-aware tex-
ture encoder and Patch-DiT are combined through trainable
cross-attention layers [46]. Notably, our similarity-aware
texture encoder is time-independent, so it does not need to be
recalculated for each iteration, significantly accelerating the
inference process. The detailed architecture of Patch-DiT is
illustrated in Fig. 9(b) in the appendix.

3.5. Training Strategy
For the training of GRM, we incorporate the confidence-
driven loss [36], which has been demonstrated to be effective
in the low-level tasks [8, 32, 54], as a constraint, and the
training objective is:

L(θ) := ∥yHR − xHR∥1 +λ(C ∥yHR − xHR∥22−η log(C)),
(6)

where λ and η are the coefficients, and log(C) represents the
logarithm of C. When the regions of coarse HR are far from
the ground truth, the term C ∥yHR − xHR∥22 is dominant,
encouraging C to decrease. Conversely, the term − log(C)
becomes dominant, encouraging C to approach 1.

For the training of Patch-DiT, we optimize the reweighted
variational lower bound at the patch level:

L(θ) := Ex0,t,ϵ

[∥∥ϵ− fθ
(
xt, t,y0, tp

k, sk
)∥∥2

2

]
, (7)

where x0 is the patch from the ground truth xHR, y0 is the
coarse HR patch, tpk denotes the retrieved texture priors,
and sk denotes the corresponding top-K similarities.

Algorithm 2 Retrieval Texture Priors from RTM.

Input: T ; RTM-key; RTM-value; coarse HR patch y0

▷ T represents the feature extraction module of Texture
Classifier; RTM-key=Normalize(T (RTM-value)).

1: Obtain corresponding semantic feature vector from y0:
y-query = T (y0);

2: Calculate normalized inner products between y0-query
and RTM-keyi:
si = ⟨RTM-keyi,Normalize(y0-query)⟩;

3: Ranking si and determine top-K indices dk and top-K
similarities sk;

4: Retrieve corresponding texture prior tpk from RTM-
value based on top-K indices dk;

Output: Texture prior tpk; top-K similarities sk.

4. Experiments
4.1. Experimental Settings
Training. We train our PatchScaler based on the LSDIR [26]
and HQ-50K [58] datasets, which consist of large-scale high-
resolution images for image restoration. During training, the

LR images are synthesized using the degradation pipeline
of Real-ESRGAN [51]. The patch size V is set to 16. We
utilize the Adam optimizer [20] with a batch size of 6, and
the learning rate is fixed as 5e-5. λ and η are set to 0.3
and 0.2, respectively. Our PatchScaler is trained for 700K
iterations using the Adam optimizer [20] with a batch size
of 6, while GRM only participates in the training for the first
100K iterations based on Eq. (8). The training process takes
10 days using eight NVIDIA Tesla V100 GPUs.
Evaluation. We evaluate our PatchScaler on both synthetic
and real-world datasets. For synthetic data, we generate
LR-HR pairs based on randomly selected 2000 test images
from LSDIR [26], referred to as LSDIR-Test, following the
degradation method used in ResShift [63]. We also evalu-
ate our model on two real-world datasets: RealSR [6] and
RealSet110. As the degradation in RealSR is monotonic
and lacks common SR scenes such as animals and illustra-
tions, we collect an extended dataset named RealSet110. It
is worth noting that 98 of the LR images collected from pre-
vious works [3, 17, 28, 31, 58, 63, 64], with the remaining
images were collected from online sources. To evaluate the
performance of our PatchScaler at both patch and image
scales, the resolution of the LR images in LSDIR-Test and
RealSR datasets is fixed at 128×128, while the images in
the RealSet110 dataset have arbitrary resolutions.

4.2. Comparisons with State-of-the-Art Methods

To verify the effectiveness of our PatchScaler, we conduct a
series of quantitative and qualitative experiments with the fol-
lowing state-of-the-art SR methods: (1) classic CNN-based
and Transformer-based SR methods: RealSR-JPEG [15],
BSRGAN [64], RealESRGAN [51], and SwinIR [27];
(2) representative diffusion-based multi-step SR methods:
LDM [41], StableSR [48], ResShift [63], DiffBIR [28], and
PASD [60]; (3) the latest diffusion-based one-step SR meth-
ods: SinSR [52] and OSEDiff [53]. Following the default
settings, the sampling step of ResShift [63] is set to 15. For
other multi-step methods, it is set to 20. We also compare
with SUPIR [61] in Sec. B of the appendix.
Evaluations on Synthetic Data. We first evaluate our Patch-
Scaler on the synthetic LSDIR-TEST dataset. The quanti-
tative results are presented in Tab. 10. It can be seen that
our method outperforms all others in the non-reference met-
rics, i.e., ManIQA [59], CLIPIQA [47], and MUSIQ [19].
ManIQA [59] utilizes a multi-dimensional attention network
for perceptual assessment, CLIPIQA [47] leverages rich
visual language priors from CLIP to evaluate both the per-
ceptual quality and perceptual abstraction, and MUSIQ [19]
captures image quality at different granularities using a multi-
scale image quality Transformer. The consistent improve-
ments across these metrics highlight PatchScaler’s superior
ability to restore fine texture detail and achieve high per-
ceptual quality. In addition, the full-reference metrics (i.e.,
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Methods
LSDIR-TEST RealSR RealSet110

PSNR SSIM LPIPS ManIQA CLIPIQA MUSIQ ManIQA CLIPIQA MUSIQ ManIQA CLIPIQA MUSIQ
RealSR-JPEG [15] 22.09 0.4819 0.3982 0.3647 0.6466 62.47 0.1710 0.5267 33.69 0.3030 0.7588 54.03
BSRGAN [64] 23.74 0.5748 0.3336 0.4069 0.6853 69.09 0.3787 0.5512 63.20 0.3870 0.7918 67.13
Real-ESRGAN [51] 23.08 0.5758 0.3234 0.4335 0.6810 69.91 0.3811 0.5492 60.56 0.3779 0.7844 65.05
SwinIR-GAN [27] 23.05 0.5698 0.3262 0.4195 0.6833 68.72 0.3583 0.5669 59.23 0.3598 0.8009 63.92
LDM [41] 24.14 0.5630 0.3323 0.3466 0.6735 61.83 0.2631 0.5617 47.72 0.2834 0.7628 55.01
StableSR [48] 23.09 0.5664 0.3170 0.4772 0.6739 69.91 0.3992 0.5350 61.33 0.3856 0.7851 62.08
ResShift [63] 23.75 0.5686 0.3102 0.5141 0.6919 69.62 0.3821 0.5694 58.81 0.4011 0.7584 62.07
PASD [60] 21.02 0.4940 0.3651 0.5177 0.6847 71.91 0.4656 0.5607 67.44 0.4378 0.7608 66.03
DiffBIR [28] 23.33 0.5305 0.3469 0.5406 0.6726 69.78 0.4546 0.5762 62.75 0.4933 0.7756 66.75
SinSR [52] 23.52 0.5577 0.3170 0.4866 0.6960 69.73 0.3998 0.5770 60.75 0.4250 0.6738 55.24
OSEDiff [53] 22.50 0.5357 0.3103 0.4684 0.7070 72.16 0.4744 0.5890 69.12 0.4679 0.7949 70.26
PatchScaler 22.60 0.5297 0.3520 0.6261 0.7145 73.23 0.5225 0.5839 69.50 0.5442 0.8213 70.97

Table 1. Quantitative comparison with state-of-the-art SR methods on both synthetic and real-world datasets. The best and second best
results are highlighted and underlined, respectively. PSNR/SSIM on Y channel are reported on each dataset. We calculate ManIQA metric
based on the official ManIQA-KONIQ pre-trained model.

(e) OSEDiff(a) LR image (b) StableSR (c) ResShift (f) Ours(d) DiffBIR

Real01-building

Real02-illustration

Real03-other

Real04-plant

Figure 5. Visual comparisons of state-of-the-art SR methods on real-world low-resolution images.

PSNR, SSIM, and LPIPS [65]) are also given in Tab. 10
as a reference. However, it should be noted that these met-
rics only reflect certain aspects of performance and poorly
respond to realistic visuals[4, 12, 16, 22, 61], which can-
not reliably evaluate the performance of diffusion-based SR
models. As the generative capabilities of models improve,
it becomes increasingly necessary to reexamine these full-
reference metrics and consider more effective evaluation
methods for diffusion-based SR models.
Evaluations on Real-World Data. As shown in Tab. 10,
we further evaluate PatchScaler on two real-world datasets.

It can be seen that our method surpasses others in both
ManIQA [59] and MUSIQ [19] metrics, indicating the ex-
cellent performance of our approach. Moreover, PatchScaler
also demonstrates competitive performance in CLIPIQA [47]
metric, with an improvement of +0.0204 over the second-
best results on the RealSet110 dataset. We also provide
qualitative comparisons with other diffusion-based SR meth-
ods on four LR images in Fig. 5. It can be observed that other
diffusion-based SR methods struggle to reconstruct realistic
textures. StableSR [48] tends to produce highly blurred (e.g.,
Real02-illustration) results with unclear texture details. The
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Methods SwinIR-GAN [27] LDM [41] StableSR [48] ResShift [63] DiffBIR [28] PASD [60] SinSR [52] OSEDiff [53] PatchScaler
Runtime (s) 1.55 25.82 35.22 14.89 78.12 59.03 - 30.35 3.41 (2.26)

Table 2. Running time comparisons of the proposed PatchScaler to other methods on the × 4 (512 →2048) SR task. Note that SinSR [52]
suffers from an out-of-memory problem at this scale. The highlighted result is evaluated using dual-GPU parallel computing.
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PGS (ours) Figure 6. Performance
analysis of PatchScaler
on RealSet110 dataset un-
der different configura-
tions. Our PatchScaler
achieves a better tradeoff
between metrics and run-
time at the intersection of
two red dashed lines.

results of ResShift [63] and DiffBIR [28] contain inaccurate
generation, which negatively impacts visual perception. In
addition, OSEDiff [53] employs a uniform one-step strategy
to minimize sampling steps indiscriminately across all image
regions, resulting in unsatisfactory reconstruction results in
regions with complex textures (e.g., Real03-other). In con-
trast, our PatchScaler succeeds in producing realistic results
at both the patch and global levels, with much better percep-
tual quality and richer fine details. More visual comparisons
can be found in Fig. 13 of the appendix.
Efficiency Evaluations. To assess the efficiency of Patch-
Scaler, we compare its runtime against other diffusion-based
SR methods on the × 4 (512 →2048) SR task, as shown in
Tab. 2. Due to the lack of optimization for high-resolution in-
puts, the inference time of OSEDiff [53] is quite long. More-
over, SinSR [52] suffers from an out-of-memory problem at
this scale. In contrast, PatchScaler achieves the fastest infer-
ence time among the diffusion-based methods, just 0.23×
that of the second fastest ResShift [63]. In addition, we
highlight that PGS also allows the use of multiple GPUs to
process patches from different groups separately. To demon-
strate this, we re-evaluate our PatchScaler using two NVIDIA
Tesla A100 GPUs. By assigning one GPU to handle patches
from the hard group and another to handle patches from
the simple and medium groups, our PatchScaler achieves
an additional 33.7% inference speedup. We also provide
the runtime and memory usage of each component of Patch-
Scaler, as well as the FLOPs and parameters of different
methods in the appendix for reference.

4.3. Configuration Analysis

4.3.1. Analysis of GRM
The contribution of GRM. Our GRM aims to remove the
degradations and capture long-range dependencies within
images. It generates the confidence map C and the coarse
HR feature yHR, respectively. To verify its effectiveness,
we replaced the coarse HR feature with the LR feature in

Setting ManIQA CLIPIQA MUSIQ
Replace coarse HR to LR 0.5129 0.8094 69.07

Ours 0.5442 0.8213 70.97

Table 3. Ablation studies of GRM. The best results are highlighted.

γ1 γ2 ManIQA CLIPIQA MUSIQ Runtime (s)
0.85 0.60 0.5119 0.8046 68.96 2.98
0.95 0.75 0.5442 0.8213 70.97 3.41
1.00 0.85 0.5470 0.8142 71.15 3.58

Table 4. Ablation studies under different confidence threshold γ.

the subsequent process and got a reduced performance (as
shown in Tab. 3).
Determine confidence threshold γ. Tab. 4 shows quantita-
tive evaluations under different confidence thresholds. It can
be seen that PatchScaler achieves a trade-off between model
performance and inference time with γ1=0.95 and γ2=0.75.
Classifying patches further into more difficult groups will
not significantly improve performance and will take longer.
As shown in Fig. 4, this setting can accurately quantify the
reconstruction difficulty across different image regions.

4.3.2. Analysis of PGS
Determine shortcut point τ . As shown in Fig. 6, we provide
an intuitive analysis (metrics against runtime) of PatchScaler
under different sampling configurations. It can be found that
when reducing the shortcut points T1, T2, and T3 of simple,
medium, and hard patches from [1000, 1000, 1000] to [400,
700, 1000], PatchScaler consistently achieves competitive
performance. This is because simple patches have higher
confidence and a smaller distance △x0, allowing a larger√
ᾱτ (i.e., a smaller τ ) to satisfy Eq. (3), and vice versa.

Further reducing them significantly deteriorates performance.
Thus, we set T1=400, T2=700, and T3=1000.
Determine sampling step N . When we continue to reduce
N1, N2, and N3 from [20, 20, 20] to [8, 14, 20] under the
above configuration, it can be observed that the performance
of the model can be well maintained. This is because a
large number of sampling steps is redundant for a small τ .
Further reducing the sampling steps significantly decreases
the performance scores of the three metrics. To this end, we
set N1=8, N2=14, and N3=20.
How many groups are appropriate to divide patches into?
We provide an intuitive experiment analysis (metrics against
runtime) of PatchScaler under different numbers of groups
(ranging from 2 to 6) in Fig. 12 of the appendix. To be fair,
we fix the max/min values of τ and N , and obtain the middle
values by equal division. It can be seen that our method
strikes a balance between quality and efficiency with three
groups. Further increasing the number of groups will reduce
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Methods ManIQA CLIPIQA MUSIQ Runtime (s)
StableSR 0.3856 0.7851 62.08 35.22

StableSR+PGS 0.5035 0.7809 65.54 8.53

Table 5. Quantitative comparison of StableSR and StableSR+PGS.
The best results are highlighted. The runtime is measured on the
×4 (512 →2048) SR task using an NVIDIA Tesla A100 GPU.

Prompt type ManIQA CLIPIQA MUSIQ
Text prompt 0.4849 0.7890 66.79

Texture prompt 0.5442 0.8213 70.97

Table 6. Ablation studies of different prompt in our method. The
best results are highlighted.

the distinction between patches of different groups, which
will not only fail to bring performance gain but also increase
the inference complexity.
Advantages over previous grouping schemes. Our group-
ing scheme differs from previous methods, e.g., ClassSR
[21] and PCSR [14], in both model design and optimization
strategy. Previous methods that use classification modules
and handcrafted classification losses to predict the categories
of patch or pixel, while we introduce a confidence-driven
module GRM that generates a coarse HR and a confidence
map C simultaneously. C predicts the distance between
coarse HR and ground truth, and the grouping scheme is de-
termined by quantizing C. Restoring features through GRM
effectively aids in estimating the confidence map. As shown
in Fig. 7, our confidence map accurately reflects the recon-
struction difficulty of different regions and Qmap achieves
more accurate grouping, resulting in better performance.
Is there a potential boundary effect between the patches?
To ensure pixel consistency between different groups and
eliminate potential boundary effects within patches, we de-
compose the coarse HR feature into overlapping patches,
which is commonly used in leading diffusion-based meth-
ods [2, 48]. In addition, we also apply wavelet-based color
normalization [48] on the super-resolved image to align its
low-frequency features with those of the LR input.
Extension of PGS. Our PGS scheme can be seamlessly
extended to other architectures and tasks as a plug-and-play
component. As an example, we applied PGS and GRM to
StableSR [48] in a trainable-free manner. Since its backbone,
Stable Diffusion [41], performs best with a latent feature
size of 64, we set the patch size V to 64. The results are
presented in Tab. 5 and Fig. 8, which show that our PGS
achieves significant gains in both quantitative (ManIQA:
+0.1179; MUSIQ: +3.46) and qualitative comparisons, and
accelerates the inference (only 0.24×) of StableSR.

4.3.3. Analysis of Texture Prompt
Text prompt vs. texture prompt. To verify the effective-
ness of the proposed texture prompt, we evaluate the text
prompt and the texture prompt on the RealSet110 dataset,
respectively. We utilize the pre-trained BLIP-2 model [24]
to generate the text from the LR image and then obtain the

LR image PCSRClassSR

simple medium hard
CLIPIQA:

0.6440
CLIPIQA:

0.5468

Confidence map
(Ours) (Ours)

CLIPIQA:
0.8291

simple medium hardsimple hard

Figure 7. Evaluation of different grouping schemes.

LR image StableSR+PGSStableSR

Figure 8. Visual comparison of StableSR and StableSR+PGS.

text embedding based on the pre-trained CLIP model [40].
The quantitative results are presented in Tab. 6. It can be
seen that the model with the texture prompt achieves higher
values than the model with the text prompt. We provide
further analysis and visual comparison in the appendix.
The effect of the size of RTM. Our final RTM contains
2k texture patch pairs, which takes up 16.4M memory. As
shown in Tab. 7, increasing the RTM size to 20k significantly
increases the memory usage but only brings a very small
performance gain (ManIQA: +0.0034, CLIPIQA: +0.0079,
MUSIQ: +0.05), as the 2k selected pairs already contain the
most representative textures.

Size of RTM ManIQA CLIPIQA MUSIQ Memory (M)
2k 0.5442 0.8213 70.97 16.4
20k 0.5476 0.8292 71.02 164

Table 7. Ablation studies of the RTM size.

4.4. Limitation and Future Work
Our PatchScaler achieves a significant improvement in com-
putational efficiency than previous diffusion-based SR meth-
ods and rivals state-of-the-art GAN-based models. Nev-
ertheless, real-time inference remains challenging for all
diffusion-based SR methods, due to the large number of
model parameters. In the future, we will explore integration
options with sampling distillation solutions and improve the
deployment efficiency through engineering solutions.

5. Conclusion
We have presented PatchScaler, motivated by the observa-
tion that unified sampling across image regions with varying
reconstruction difficulties is suboptimal. Specifically, we
developed a PGS strategy to adaptively assign sampling
configurations for each patch so that the high-resolution
images can be efficiently recovered. Additionally, we in-
troduced a texture prompt for Patch-DiT, leveraging patch-
independent texture priors from RTM to enhance texture
details. Our PatchScaler can efficiently solve the SISR prob-
lem and achieve superior performance both quantitatively
and qualitatively.
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