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Abstract

Deep learning-based bilateral grid processing has
emerged as a promising solution for image enhancement,
inherently encoding spatial and intensity information while
enabling efficient full-resolution processing through slicing
operations. However, existing approaches are limited to lin-
ear affine transformations, hindering their ability to model
complex color relationships. Meanwhile, while multi-layer
perceptrons (MLPs) excel at non-linear mappings, tradi-
tional MLP-based methods employ globally shared param-
eters, which is hard to deal with localized variations. To
overcome these dual challenges, we propose a Bilateral
Grid-based Pixel-Adaptive Multi-layer Perceptron (BPAM)
framework. Our approach synergizes the spatial model-
ing of bilateral grids with the non-linear capabilities of
MLPs. Specifically, we generate bilateral grids containing
MLP parameters, where each pixel dynamically retrieves
its unique transformation parameters and obtain a distinct
MLP for color mapping based on spatial coordinates and
intensity values. In addition, we propose a novel grid de-
composition strategy that categorizes MLP parameters into
distinct types stored in separate subgrids. Multi-channel
guidance maps are used to extract category-specific param-
eters from corresponding subgrids, ensuring effective uti-
lization of color information during slicing while guiding
precise parameter generation. Extensive experiments on
public datasets demonstrate that our method outperforms
state-of-the-art methods in performance while maintaining
real-time processing capabilities.

1. Introduction

Image enhancement is a fundamental task in computa-
tional photography and computer vision, aimed at improv-
ing the visual quality of images by adjusting attributes such
as brightness, contrast, sharpness and exposure. With the
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Figure 1. Pixel-adaptive MLP. S represents the intensity value lo-
cated at (z, y) in corresponding guidance map. The red lines in the
MLP represent the contributions of the input layer’s R channel to
the hidden layer, while the purple lines indicate the contributions
of the first neuron in the hidden layer to the output layer. Each
pixel on the image can obtain its unique MLP parameters based on
its coordinates and pixel value.

widespread use of high-resolution displays and advanced
imaging systems, there is an increasing demand for ef-
ficient techniques that can provide high-quality enhance-
ments across various capture scenarios.

Traditional image enhancement methods [18, 21, 26, 34,
38] often rely on carefully designed algorithms that apply
fixed transformations to pixel values. While effective to
some extent, these approaches lack the flexibility to adapt to
varying image content and complex real-world conditions.
Recently, deep learning-based approaches [2, 7, 19, 20, 23,
35, 50, 51, 55, 62] have emerged, leveraging the powerful
feature extraction and modeling capabilities of neural net-
works to facilitate sophisticated color transformations. De-
spite their success in performance, these methods tend to
incur heavy computational costs, making real-time process-
ing challenging and limiting their applicability in resource-
constrained environments.

This challenge has spurred the emergence of hybrid ap-
proaches that synergize deep learning with computationally
efficient physical models. Among these, 3D Lookup Table-
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based methods [24, 31, 33, 48, 56—-60] have demonstrated
particular success in image enhancement tasks. 3D LUTs
offer a compact and fast means of mapping input color val-
ues to enhanced outputs through interpolation within a pre-
computed 3D lattice, and only need a lightweight network
to predict weights for combining pre-defined LUTs, mak-
ing them suitable for real-time applications. However, this
computational advantage comes with inherent limitations:
As image-level operators, conventional 3D LUT methods
process colors in isolation from their spatial context, which
may tend to produce spatially invariant enhancements. Al-
though some spatial-aware 3D LUT approaches [24, 48] en-
hance preliminary processing with contextual features, they
ultimately retain RGB-exclusive transformations during the
critical color mapping phase.

Deep learning-based bilateral grid processing [3, 4, 9,
12, 45, 47, 53, 54, 63, 64] represents another hybrid ap-
proach in computational imaging. Bilateral grid is a data
structure that inherently incorporates spatial information
while simultaneously capturing intensity-domain character-
istics. HDRNet [9] pioneers the application of this struc-
ture in image enhancement pipelines, achieving a balance
between spatial awareness and computational efficiency.
The method utilizes a neural network to predict a bilateral
grid containing affine coefficients in low resolution images.
These coefficients are then mapped to the original image via
slicing operation with learned guidance maps for pixel-wise
affine transformations, enabling efficient feature propaga-
tion from low-resolution representations to full-resolution
images. Although this framework unites spatial and inten-
sity modeling, two critical limitations hinder its competi-
tiveness against state-of-the-art 3D LUT methods. First, the
reliance on affine transformations restricts the model to lin-
ear mappings, which may not adequate for capturing the
complex, non-linear relationships required in diverse image
enhancement scenarios. Second, inheriting the grayscale-
oriented design of classical bilateral grids, HDRNet fuses
input image to single-channel guidance map to extract all
the coefficients. As a result, this strategy limits the model’s
ability to exploit multi-channel color information during the
slicing operation.

To address the issues present in existing methods, we
present a Bilateral Grid-based Pixel-Adaptive Multi-layer
Perceptron (BPAM) framework, which leverages pixel-
adaptive multi-layer perceptron in conjunction with bilat-
eral grid to achieve high-quality, spatially aware color trans-
formations with enhanced non-linear capabilities. Prior
works [13] have proven that MLP is an effective function
for modeling color transformation. However, the MLP used
in current methods is only capable of image adaptation, ap-
plying the same parameters across the entire image. It of-
ten requires very deep hidden layers and large numbers of
channels to ensure the generalization of model across di-

verse regions of the image. Despite this, they still struggle

to address locally varying image properties.

Our model leverages the bilateral grid data structure,
where a neural network generates bilateral grids contain-
ing MLP parameters from downsampled input image. Each
pixel retrieves the corresponding MLP parameters from the
grid based on its coordinates and pixel value, as shown in
the right part of Figure 1. In this approach, only a tiny MLP
(3-8-3, denoting input-hidden-output layers) is required to
achieve high performance. Furthermore, we observed that
the parameters of MLP exhibit clear differences in their
properties and can be categorized into different types. Ac-
cordingly, we partition the grid into multiple subgrids, with
each one storing parameters corresponding to its specific
category. When extracting coefficients, we use the informa-
tion from each channel of guidance map to retrieve the asso-
ciated coefficients from its corresponding subgrid, ensuring
full utilization of the information across all channels and
more accurate grid generation. With non-linear and com-
plex spatial-aware transformation, better utilization of color
information, and lightweight network design, our approach
could achieve high performance across multiple image en-
hancement tasks while meeting the requirements for real-
time processing.

The main contributions of our paper are as follows:

* We propose a pixel-adaptive MLP model based on the bi-
lateral grid for modeling color transformations with high
non-linear capability. Since the MLP parameters for each
pixel are unique, our model dynamically adjusts color at-
tributes on a per-pixel basis, capturing intricate local vari-
ations and improving overall image quality.

* We introduce a grid decomposition strategy where in the
coefficients stored in the bilateral grid are decomposed
into distinct components, this method seamlessly inte-
grates with our MLP parameter estimation, ensuring the
precise generation of information within the grid and the
full utilization of each color channel.

* Extensive experiments on three publicly available
datasets demonstrate the effectiveness and efficiency of
the proposed method.

2. Related Work
2.1. Image Enhancement Methods

Recent advances in image enhancement have diverged
into two principal methodologies. The first paradigm [2,
7,19, 20, 23, 35, 50, 51, 55, 62] employs end-to-end deep
learning architectures, particularly fully convolutional net-
works, to learn direct pixel-to-pixel transformations. While
delivering impressive enhancement quality, these models
typically necessitate deep, complex structures with exces-
sive parameterization, incurring substantial computational
and memory overhead that hinders real-time deployment.
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Meanwhile, a competing hybrid paradigm has emerged,
synergizing deep learning with computationally efficient
physical models. These methods leverage streamlined neu-
ral networks to predict parameters for established enhance-
ment components—including mapping curve [10, 22, 27,
36, 37,41], MLP [13], 3D LUT, and bilateral grid.

3D LUT, in particular, has gained traction as an efficient
alternative for color transformation tasks. It offers a com-
petitive performance on enhancement tasks with fast pro-
cessing speeds. Since Zeng et al. first introduced learn-
able 3D LUT [58], numerous variants [24, 31, 33, 48, 56,
57, 59, 60] have been proposed. Some methods attempt
to enhance the spatial modeling capabilities of 3D LUT.
SA-3DLUT [48] enhances adaptability through pixel-type
classification and dual-head weight prediction for LUTs fu-
sion, but dramatically increases parameter count. LUTwith-
BGrid [24] integrates bilateral grids to generate spatial in-
formation before mapping to 3D LUTs, but the bilateral
grids used during slicing do not compute gradients of spa-
tial coordinates. Essentially, it only serves as a 1D lookup
table, limiting its effectiveness in handling spatial features.

Bilateral grid is a data structure that captures both spatial
and intensity information. In some deep learning-based ap-
proaches [3, 9, 12, 45,47, 53, 54, 63, 64], bilateral grids are
constructed from input images and transformed into task-
specific feature representations through a slicing operation
to facilitate downstream processing. Most these methods
follow the processing pipeline of [9], where they apply
affine transformations to obtain the required features and
employ a single-channel guidance map to guide the slicing
process. We believe that the full potential of bilateral grids
in the field of image enhancement has yet to be explored.

2.2. MLP-based Architectures for Visual Processing

Multi-layer perceptrons offer strong nonlinear model-
ing capabilities and also maintain relatively simple archi-
tectures, making them widely used in computer vision
tasks. Recent advances in MLP-based approaches have
demonstrated remarkable progress across various vision do-
mains. For instance, MLP-Mixer [42] partitions images into
patches and applies separate MLPs for spatial and chan-
nel mixing, while ResMLP [43] introduces residual connec-
tions and GELU activations to enhance stability. gMLP [32]
incorporates gating mechanisms to improve spatial model-
ing, and MAXIM [44] adopts a multi-axis design to handle
a range of image processing tasks. CycleMLP [6] lever-
ages cyclic shifts to fuse local and global features, whereas
Hire-MLP [11] employs a hierarchical structure to preserve
fine details in high-resolution images. Meanwhile, Vision
Permutator [15] applies permutation operations to pre-mix
spatial information before MLP processing.

Beyond architectural innovations, Ding et al. [8] pro-
posed a re-parameterization technique to boost the capabil-

ity of MLPs, and Shi et al. [39] introduced a Fourier-based
re-parameterization method to improve the spectral bias of
MLPs. In the field of image enhancement, CSRNet [13]
replaces traditional color transformation into MLPs for ef-
ficient global image retouching.

In this work, the MLPs parameters are predicted using
the calculated bilateral grids, which ultimately enables spa-
tially aware image enhancement.

3. Method

The pipeline for BPAM is shown in Figure 2. We first
downsample the image and utilize our backbone to extract
features from the low-resolution version. Then, we employ
pixel unshuffle to further reduce the grid size while increas-
ing the number of channels, followed by a 1x1 convolution
to obtain the final grids. Additionally, since the MLP pa-
rameters consist of two parts, we sequentially generate two
sets of guidance maps and perform two slicing operations
to form a complete MLP for transforming the image.

3.1. Preliminary: Bilateral Grid

The bilateral grid is a 3D volumetric structure designed
to jointly encode spatial coordinates and pixel intensity, en-
abling efficient edge-aware image processing. Because bi-
lateral grid strikes a good balance between efficiency and
effectiveness, several methods have adopted this data struc-
ture in their models for their purpose.

Given an input image I € RW*H*3  they employ
convolutional neural networks to extract features on im-
age and generate a bilateral grid G € RW/szxH/syxL/sr,
where L represents the range of pixel values (typically
255), s, sy and s, control spatial and intensity downsam-
pling strides. Each grid cell G(i, j, k) aggregates features
from pixels within a spatial window and an intensity range.
This coarsely discretized representation reduces computa-
tional complexity while preserving structural edges through
intensity-domain decoupling.

Once the bilateral grid is constructed, the slicing opera-
tion [3] is used to apply the parameters or coefficients con-
tained in the grid to the original image and reconstruct a
full-resolution output. Previous methods [4, 9] generate a
single-channel guidance map to serve as the intensity value
and direct the slicing operation. The guidance map g of size
H x W is first processed by lifting each pixel at position
(z,y) with intensity I(z,y) into a three-dimensional space
using the mapping:

1

(1, 0,7) = (x v <wy>) 0
Se Sy Sy

For a given pixel p at (z, y) with corresponding continu-

ous coordinate (u,v, 1), we express:

u:iO"_éua U:j0+6va T:k0+§ra (2)
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Figure 2. Illustration of proposed bilateral grid-based pixel-adaptive multi-layer perceptron (BPAM) framework. It comprises three main
components, 1) the backbone for generating the grids, 2) the GuidNN network for generating the guidance maps, and 3) the MLP for the
image transformation. Regarding the third component, we combine the generated guidance maps with the grids to perform two slicing
operations, thereby obtaining the parameters for both parts of the MLP to transform the image. For more details, please refer to Figure 3.

where ig = |u], jo = |v], ko = |r] are the integer parts
and 0y, 0., O, are the fractional parts. The output A(z,y) is
then obtained via trilinear interpolation over the eight neigh-
boring grid cells:

1 1 1

A, y) = 33> wae Glio +a, jo+b, ko+c). (3)

a=0b=0 c=0

Here, the weights are defined as:
Wape = (1—=6,) 17262 (1=6,) 17062 (1=6,)17¢6°. (4)

In this compact expression, the interpolation weights for
each neighboring grid cell are directly determined by the
fractional offsets, ensuring that:

> (1=0u) 0 (1= 6,) 00 (1 - 6,) 06 = 1.
a,b,ce{0,1}
&)
Since the slicing operation is fully differentiable, it per-
mits end-to-end gradient back propagation through the grid,
thereby enabling the entire enhancement network to be
trained jointly. Methods like HDRNet [9] employ the slic-
ing operation to obtain the corresponding affine coefficients
A(z,y)€ R*>*4 for each pixel in the original image. Each
pixel’s output is computed as:

O(.%’,y):a($7y,8)'I(Q?,y)—f—ﬂ(l',y,S), (6)

where s is the value at the coordinates (x,y) on the guid-
ance map, I(x,y) € R3 is the input color vector, O(z,y) €
IR3 is the output color vector, a(z,y, s) € R3*3 is a linear
transformation matrix, 3(z,y, s) € R? is a bias vector.

3.2. Pixel-adaptive MLP Learning

Although affine transformations are computationally ef-
ficient, their expressive power is limited because they can-
not model complex non-linear mappings. So, we choose
to apply a distinct MLP for each pixel to model the color
mapping, our generated grids store the MLP parameters re-
quired for different regions.

As a general and effective color mapping function, MLP
is typically considered a global operation. We believe this
is because the MLPs used in previous work apply the same
parameters across the entire image area. If the MLP pa-
rameters can be spatially adaptive, the situation would be
completely different.

In our framework, we employ a three-layer U-net-style
backbone to generate two bilateral grids that contain MLP
parameters. The U-Net-style architecture enlarges the re-
ceptive field, which is particularly beneficial for image en-
hancement tasks. For every pixel on the image, we form a
unique three-layer MLP (3-8-3) to perform the transforma-
tion, with the MLP parameters derived from the generated
grids. Using these spatially-varying parameters, the MLP
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transformation is computed in two stages:
Z(Qj’y) :U(Wl(l',y,s)'I(I,y)+b1($,y78)). (7)

For the first stage, I(z,y) € R3 is the input color vec-
tor, z(x,y) € R® is the hidden layer vector, Wy(z,y, s) €
R®*3 i the weight matrix, by (z,y, s) € R? is the bias vec-
tor, o(+) is a nonlinear activation function ReLU.

O(lay) :WQ(lL',y,S)Z(L,y)+b2($,y,8) (8)

For the second stage, O(z,y) € R3 is the output
color vector, Wy(x,y,5) € R3*® is the weight matrix,
ba(x,y,s) € R3 is the bias vector.

Specifically, each grid cell in the first grid contains 32
parameters, corresponding to the 24 weights and 8 biases
required for generating the hidden layer of the MLP. Simi-
larly, each grid cell in the second grid contains 27 parame-
ters, corresponding to the 24 weights and 3 biases required
for the last layer of the MLP.

It should be noticed that the parameters in the MLP are
divided into two parts with a sequential order. To handle
this, we generated two separate sets of guidance maps to
guide the slicing operation for each part. Following the
setup in HDRNet [9], we use two convolutional networks
to generate these guidance maps. The first network takes
the original image as input, and the output guidance maps
directs the slicing operation in the first grid to obtain the
parameters required for generating the hidden layers. Then,
we feed the hidden layers vector into the second network to
produce the second set of guidance maps, which directs the
slicing operation in the second grid to obtain the parameters
necessary for generating the final result.

Through these designs, each pixel on the image can ob-
tain its unique, simple yet fully functional MLP for color
transformation.

3.3. Grid Decomposition Strategy

The bilateral grid was initially designed for single-
channel grayscale images. To apply it to RGB images,
one approach is to extend the bilateral grid to 5 dimen-
sions (X,Y, R, G, B), but this results in a significant in-
crease in computational complexity. Therefore, previous
methods [4, 9] adopted a solution in which the color infor-
mation from the three channels is fused into a single channel
to serve as the intensity value within the bilateral grid. They
use a single-channel map to extract all the coefficients, and
we believe this approach may lead to insufficient utilization
of color information during the slicing operation. In con-
trast, 3DLUT can leverage all the color information when
performing color mapping.

To tackle this issue, we introduce a grid decomposition
strategy. Recognizing that the MLP parameters naturally
fall into distinct groups, we partition the grid into several

N
Y =|
Vs
For a pixel

located at (x, y)

Figure 3. Illustration of grid decomposition for the first grid, which
partition the MLP parameters of different categories into separate
grids. Given the coordinates, we obtain the intensity value at the
corresponding position in the guidance maps. X is the input vec-
tor, Y is the hidden layer verctor. The decomposition strategy for
the second grid is similar.

subgrids, each dedicated to a different category. For exam-
ple, the first grid is segmented into four subgrids that each
contain the weight for a specific color channel along with a
shared bias. Similarly, the second grid is divided into nine
subgrids, with each one storing the weight for a correspond-
ing hidden channel and its shared bias.

This reorganization calls for specialized guidance map to
steer the slicing process for each subgrid. Accordingly, we
generate two multi-channel guidance maps: one compris-
ing four channels and the other containing nine channels,
with each channel aligning with its respective subgrid. Each
guidance channel is then applied to extract parameters from
its designated subgrid, as illustrated in Figure 3.

3.4. Loss Function

Our loss function consists of three parts: MSE loss Lo,
SSIM loss Lssim. and perceptual loss L,,.The perceptual
loss L, is the difference between ground truth and output
image features on the pre-trained VGGI19 [40]. The final
loss is empirically set as:

L =Ly +0.5 % Lgim +0.005 X Lper. ©)]

4. Experiments
4.1. Datasets

We evaluate our method on three datasets: MIT-Adobe
FiveK [1], PPR10K [29] and LCDP [46]. The FiveK dataset
is one of the most widely used benchmarks for enhancement
tasks. It comprises 5,000 images captured with a variety of
cameras. Each image has been manually retouched by five
different expert photographers, we follow the practice in re-

14099



| #Params |

480p

Full Resolution

Methods

| | PSNR?T SSIMt AE | | PSNR?T SSIM? AE |
UPE [47] 927K 21.56 0.837 12.29 20.41 0.803 12.50
DeepLPF [35] 1.7M 24.97 0.897 6.22 - - -
HDRNet [9] 482K 24.52 0.915 8.14 24.17 0.919 8.91
CSRNet [13] 37K 25.19 0.921 7.63 24.23 0.920 8.75
3DLUT [58] 592K 25.07 0.920 7.55 24.39 0.923 8.33
SA-3DLUT" [48] 4.5M 24.67 / / 24.27 / /
LLF-LUT" [60] 731K 25.53 / / 24.52 / /
LutBGrid [24] 464K 25.59 0.932 7.14 24.57 0.931 8.03
Ours | 624K | 25.83 0.941 7.00 | 25.12 0.934 7.73

Table 1. Quantitative comparison on the FiveK dataset for tone mapping.

@

-” means the result is not available due to insufficient GPU

memory. “*” indicates that the results are obtained from their paper and “/” are absent results due to the unavailable code.

Methods | 480p

| PSNR?T SSIMt AE |
UPE [47] 21.88 0.853 10.80
HDRNet [9] 24.66 0.915 8.06
CSRNet [13] 25.17 0.924 7.5
DeepLPF [35] 24.73 0.916 7.99
3DLUT [58] 25.29 0.923 7.55
SA-3DLUT [48] 25.50 / /
SepLUT" [57] 25.47 0.921 7.54
Adalnt [56] 25.49 0.926 7.47
PLSA" [33] 25.57 0.931 7.32
LutBGrid [24] 25.66 0.930 7.29
Ours | 2573 0.937 7.19

Table 2. Quantitative comparison on the FiveK dataset (480p) for
photo retouching.

cent works [24, 56, 58] to adopt the version retouched by ex-
pert C as the ground truth. We divide the dataset into 4,500
image pairs for training and 500 image pairs for testing, fol-
lowing the splitting approach used by [58]. The PPR10K
dataset is designed specifically for portrait photo retouch-
ing. It contains 11,161 portrait images along with three pro-
fessionally retouched counterparts. We perform three sets
of experiments for each version of ground truth (A/B/C).
Following the official split [29], we split the dataset into
8,875 image pairs for training and 2,286 image pairs for
testing. The LCDP is a non-uniform illumination dataset,
which displays non-uniform illumination caused by both
overexposure and underexposure within individual images.
It consists of 1,415 training images, 100 validation images,
and 218 test images.

We perform three common tasks in the field of image en-
hancement: tone mapping, photo retouching, and exposure
correction. For tone mapping, we utilize the FiveK dataset
at both 480p and original resolutions, processing 16-bit CIE
XYZ inputs to 8-bit SRGB outputs. The photo retouching
experiments involve two configurations: FiveK at 480p res-
olution (8-bit sSRGB to 8-bit SRGB) and PPR10K at 360p

Dataset | Methods | PSNRT AE | PSNRAOT AEHAC |
3DLUT [58] | 2599  6.76 28.29 438
SepLUT" [57] | 2628  6.59 / /
Adalnt [56] 2633 6.56 29.57 426
PPRIOK-2 | prga*[33] | 2550  6.58 29.87 /
LutBGrid [24] | 2645 651 29.70 423
Ours 2658 640 29.82 4.17
3DLUT [58] | 25.06  7.51 28.36 485
SepLUT" [57] | 25.23 7.49 / /
Adalnt [56] 2540 733 28.65 475
PPRIOK-b PLSA" [33] 25.51 7.29 28.80 /
LutBGrid [24] | 2548  7.19 28.72 4.66
Ours 25.57 7.18 28.84 4.66
3DLUT [58] | 2546  7.43 28.80 4.82
SepLUT" [57] | 2559 7.1 / /
Adalnt [56] 2568  7.31 28.93 476
PPRIOK-c | prsa* 331 | 2576 727 2901 /
LutBGrid [24] | 25.72  7.28 29.00 472
Ours 2585 722 29.09 4.69

Table 3. Quantitative comparison on the PPR10K dataset for
photo retouching.

resolution (16-bit SRGB to 8-bit SRGB). Exposure correc-
tion task is performed on the LCDP dataset at original res-
olution (8-bit SRGB to 8-bit SRGB).

4.2. Implementation Details

Inspired by the recent work [5], we utilize a three-layer
U-net-style NAFNet as our backbone. Each layer in both
the encoder and decoder contains two NAF-blocks. In-
stead of generating fixed size of bilateral grids, we set the
grid size to 1/4 of the image resolution for 360p images
in the PPR10K dataset, 1/32 for full-resolution images in
the FiveK dataset, and 1/8 for all other images. This ap-
proach allows the model to balance efficiency and perfor-
mance without sacrificing flexibility. Meanwhile, the grid’s
depth is fixed at 8.

For PPRI10OK datasets, 3DLUT-based methods employ
a pre-trained ResNet-18 (11.7M) [14] as their backbone,
which cannot be directly integrated into our model. For a
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Figure 4. Visual comparison with state-of-the-art methods on the FiveK dataset (480p) for photo retouching.

Input HDRNet 3DLUT

LUTBGrid Ours

Figure 5. Visual comparison with state-of-the-art methods on the FiveK dataset (480p) for tone mapping.

Methods #Params | PSNRT SSIMt  LPIPS|
RetinexNet [50] 840K 16.20 0.630 0.294
URetinexNet [51] 1.32M 17.67 0.737 0.250
DRBN [52] 580K 15.47 0.698 0.315
SID [2] 7.4M 21.89 0.808 0.178
ZeroDCE [10] 79K 18.96 0.774 0.206
ENC-SID [16] 7.45M 22.66 0.820 0.163
CLIP-LIT [30] 280K 19.24 0.748 0.226
FECNet [17] 150K 22.34 0.804 0.233
LUTBGrid [24] 464K 22.71 0.803 0.154
ENC-DRBN [16] 580K 23.08 0.830 0.154
LCDPNet [46] 960K 23.24 0.842 0.137
CoTF [28] 310K 23.89 0.858 0.104
Ours ‘ 624K 24.22 0.872 0.097

Table 4. Quantitative comparison on the LCDP datasets for expo-
sure correction.

fair comparison, we increased our model’s parameter count
to a comparable level. Following the setting of [29], we
leverage the portrait masks available in the dataset and as-
sign a fivefold weight to the portrait regions when comput-
ing the MSE loss.

During training, we minimize the total loss end-to-end
using the ADAM optimizer [25]. The learning rate is up-
dated using a cosine annealing schedule, with an additional
decay factor of 0.1 to further enhance stability. The batch
size is set to 1 across all datasets. For FiveK, PPR10K, and
LCDP datasets, training consists of 225k, 500k, and 120k
iterations, respectively. Our model is implemented based
on the PyTorch framework. Specifically, the slicing opera-
tion and the application of the coefficients in the MLP are

implemented using CUDA extension to speed up. All ex-
periments are conducted on a NVIDIA RTX 4090 GPU.

4.3. Comparison with State-of-the-Art Methods

Quantitative Comparisons. We adopt PSNR and SSIM
[49] as the basic evaluation metrics, using the Lo-distance
in CIE LAB color space(AE) for tone mapping and photo
retouching tasks, and the LPIPS metric [61] for expo-
sure correction tasks. We also include the human-centered
PSNR (PSNRHC) [29] and color difference (AEF) on
the PPR10K dataset.

Table 1 shows comparison on FiveK dataset for tone
mapping, Table 2 and 3 show comparisons on FiveK dataset
and PPR10K dataset for photo retouching, Table 4 is on
LCDP dataset for exposure correction. It can be seen that
our model exhibits the best performance on a range of tasks
across three datasets. Speed comparison is also provided in
Table 5, we measure the inference time on 1000 images and
report the average.

On the FiveK dataset, our model achieves a significant
lead (0.55dB) in terms of PSNR when handling full res-
olution images. It has also achieved state-of-the-art per-
formance when directly applied to the exposure correction
task. With our model outperforming in image quality met-
rics, it processes 4K images at a frame rate exceeding 30
FPS, meeting the requirements for real-time processing.
Qualitative Comparisons. From Figure 4 and 5, it can
be observed that our method consistently shows superior
brightness and color performance. Particular in Figure 5,
our approach enables clear discernment of the road and
lawn in the darker rear areas, a level of detail that other
methods struggle to achieve. Figure 6 shows qualitative
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CoTF ~ Ours GT

Figure 6. Visual comparison with state-of-the-art methods on the LCDP dataset for exposure correction.

Methods 1920 x 1080 3840 x 2160
Time, FPST Time| FPSt
HDRNet [9] 118 845 | 439 228
3DLUT [58] 089 1124 | 1.16 862
CSRNet [13] 162 617 | 654 153
LCDPNet [46] | 59.9 167 | 233 4.30
LLF-LUT [60] / / 205  48.8
LUTBGrd [24] | 1.66 602 | 3.14 319
CoTF [28] 802 125 | 283 354
Ours | 102 983 | 278 360

Table 5. Running time (in millisecond) and frame rate (in FPS)
comparison with state-of-the-art methods on high resolutions.

Setting  Affine Trans MLP  Grid Decomp PSNR SSIM

1 v 2553 0935
2 v 2570  0.939
3 v v 25.63 0.937
4 v v 25.83 0.941

Table 6. Ablation study on two contributions of the BPAM.

comparison for exposure correction task. In the illuminated
areas, our method produces colors that are closest to the
ground truth, whereas other methods exhibit varying de-
grees of color shift. More visual results can be found in
the supplementary material.

4.4. Ablation Studies

We perform ablation studies for the tone mapping task
on the FiveK dataset (480p) to verify the effectiveness of
our proposed improvements. The results for each setting
are listed in Table 6. Setting 1 implements color map-
ping through the affine transformation conventionally em-
ployed in prior methods, yet exhibits relatively limited per-
formance. Setting 2, which utilizes MLP for color trans-
formation, demonstrates significant performance improve-
ments over Setting 1, attributable to the MLP’s enhanced
non-linear modeling capabilities. Settings 3 and 4 fur-
ther reveal that integrating the proposed grid decomposition
strategy with both transformation approaches consistently

yields additional performance gains. The grid decomposi-
tion strategy further exploits the potential of the bilateral
grid, enabling more comprehensive utilization of color in-
formation and more precise estimation of grid parameters.
We provide more analysis in the supplementary material.

4.5. Discussion

Although our method delivers superior performance
across various image enhancement tasks, its computational
efficiency lags behind some state-of-the-art 3D LUT-based
methods. This is a common challenge for spatial-aware
methods. However, the high efficiency of 3D LUT-based
methods comes at the cost of adaptability—they employ
fixed-size 3D LUTs regardless of input resolution, which
impairs their effectiveness on high-resolution images. Our
approach achieves a considerably boosted performance on
4K images in the FiveK dataset, with a frame rate exceed-
ing 30 FPS, striking a balance between computational effi-
ciency and enhancement quality.

Moreover, we consider exposure correction to be a more
challenging task due to the extreme illumination conditions
it typically confronts. Direct application of 3D LUT-based
method [24] to this task yields suboptimal results. In con-
trast, our method shows consistent superiority in this task
by implementing spatial-aware MLPs for nonlinear color
mappings, addressing the intricate requirements of extreme
exposure adjustments.

5. Conclusion

In this paper, we present a Bilateral Grid-based Pixel-
Adaptive Multi-layer Perceptron (BPAM) framework for
real-time image enhancement. The core idea is to lever-
age the bilateral grid, a data structure with spatial modeling
capabilities, to assist in the estimation of MLPs parame-
ters, using pixel-adaptive MLPs for color transformations.
We further propose a grid decomposition strategy to allevi-
ate the issue of insufficient utilization of color information
when applying 3D bilateral grids to RGB images. Exten-
sive experiments across three datasets demonstrate that our
method outperforms previous methods and could meet the
real-time efficiency requirements.
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