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Figure 1. We propose TACO for video amodal completion. Our model is capable of synthesizing consistent amodal contents in diverse
in-the-wild occluded scenarios, including robotic manipulation, scene understanding, autonomous driving, and Internet videos.

Abstract

Humans can infer complete shapes and appearances of ob-
jects from limited visual cues, relying on extensive prior
knowledge of the physical world. However, completing par-
tially observable objects while ensuring consistency across
video frames remains challenging for existing models, espe-
cially for unstructured, in-the-wild videos. This paper tack-
les Video Amodal Completion (VAC), aiming to generate
the complete object consistently throughout the video given
a visual prompt specifying the object of interest. Leveraging
the rich, consistent manifolds learned by pre-trained video
diffusion models, we propose a conditional diffusion model,

TACO, that repurposes these manifolds for VAC. To enable
its effective and robust generalization to challenging in-the-
wild scenarios, we curate a large-scale synthetic dataset
with multiple difficulty levels by systematically imposing oc-
clusions onto un-occluded videos. Building on this, we de-
vise a progressive fine-tuning paradigm that starts with sim-
pler recovery tasks and gradually advances to more com-
plex ones. We demonstrate TACO’s versatility on a wide
range of in-the-wild videos from Internet, as well as on di-
verse, unseen datasets commonly used in autonomous driv-
ing, robotic manipulation, and scene understanding. More-
over, we show that TACO can be effectively applied to var-
ious downstream tasks like object reconstruction and pose
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estimation, highlighting its potential to facilitate physical
world understanding and reasoning. Our project page is
available at hitps://jason-aplp.github.io/TACOY/.

1. Introduction

Humans excel at inferring complete shapes and appearances
of partially observable objects, as explained by the continu-
ity and closure principle from Gestalt psychology [47, 89,
95, 96]. This capability is challenging for current models
as it requires consistently completing a target object across
frames and generalizing to diverse in-the-wild videos, due
to the innate ambiguities in unobserved areas. Such consis-
tent amodal representations are crucial for physical world
understanding, supporting reasoning [61] and facilitating
downstream tasks like reconstruction [10, 59, 66, 67, 79,
91-93, 112], robotics [6, 51, 60, 62, 84, 119], autonomous
driving [11, 65], and beyond [35-37]. Therefore, it is vi-
tal to develop a model’s “consistent see through” capability,
especially when applied to diverse in-the-wild videos.

In this paper, we tackle the task of Video Amodal Com-
pletion (VAC), recovering spatio-temporal consistent and
complete objects given occluded observations in a video.
Previous work mainly focuses on related but distinct as-
pects of visual content completion. Image amodal com-
pletion [68, 102, 114] and inpainting [38, 64, 83] can
be extended to videos by processing each frame indepen-
dently, but they ignore neighboring frames and fail to pre-
dict amodal objects consistently. Video inpainting [22, 43,
44, 48, 53, 113] can also be adapted to this problem. How-
ever, these methods require specifying masks, implying the
complete shape of occluded objects. Additionally, they do
not possess strong object awareness, resulting in obvious
artifacts when completing occluded objects in videos [51].

Building on advances in video generation [4, 26, 30,
101], we repurpose pre-trained models, which have learned
rich spatio-temporally consistent manifolds from Internet-
scale datasets [3], for amodal completion. We introduce
TACO, a conditional video diffusion model, that given a
video and a visual prompt specifying an object, generates
its consistent amodal representation across frames.

Our key insight lies in how to effectively fine-tune the
model for better generalization and robustness across di-
verse, challenging scenarios. Simulator data [33] inherently
suffers from a sim-to-real gap, while real-world videos lack
ground-truth amodal references for occluded objects. In-
spired by pix2gestalt [68], we utilize real-world videos and
curate a diverse, scalable synthetic dataset by identifying
unoccluded objects in videos and then overlaying occluders
consistently. As shown in SAM2 [73], training on increas-
ingly more challenging data is beneficial for generalization.
Thus, we adopt a model-in-the-loop approach that identi-
fies failures and difficult data samples to guide subsequent

data augmentation. This results in roughly 200k video pairs

at varying difficulty levels. We then employ a progressive

training strategy, beginning with simpler recovery tasks and
gradually advancing to more complex ones, which is critical
for robust generalization to challenging in-the-wild videos.

Extensive experiments demonstrate that our method can
synthesize consistent amodal objects in shape, appearance,
and motion. It generalizes well to unseen datasets like

BridgeData [17, 90], ScanNet [14, 108] and in-the-wild In-

ternet videos, as shown in Fig. 1. Our model also achieves

state-of-the-art performance on Video Amodal Segmenta-
tion (VAS) in a zero-shot manner. Beyond the model’s “see-
through” capability, we show our model can directly facili-
tate downstream tasks as a drop-in module in object recon-
struction and 6-DoF pose estimation.

To sum up, our main contributions are:

1. We propose TACO, a conditional video diffusion model
for Video Amodal Completion (VAC), enabling spatio-
temporally consistent recovery of amodal objects from
monocular video in occluded scenarios.

2. We present a scalable data curation pipeline for con-
structing occluded and unoccluded video pairs as well as
a progressive training paradigm for effective and robust
generalization to unseen in-the-wild scenarios.

3. Experiments show that our approach outperforms all
previous methods in Video Amodal Completion and per-
forms on par with SOTA in Video Amodal Segmentation
in a zero-shot manner. Furthermore, we directly lever-
age our model to improve downstream tasks like object
reconstruction and 6-DoF pose estimation, highlighting
its potential in real-world applications.

2. Related Work

Amodal Segmentation and Completion Amodal com-
pletion is challenging due to the ambiguity in occluded re-
gions. Most previous works focus on simpler tasks, such as
amodal segmentation [42, 55, 69, 74, 118] or detection [39],
predicting amodal segmentation masks or bounding boxes.
Follow-up studies [2, 15, 19, 31, 33, 86, 107] extend amodal
segmentation to the video domain to ensure consistency.
However, these approaches do not generate content for oc-
cluded areas. More recent works [68, 102, 114] attempt
to unleash the capabilities of pre-trained diffusion mod-
els [76] to generate content for these areas. Yet, these
models are limited to the image level, making it difficult to
maintain spatial-temporal consistency and utilize informa-
tion from neighboring frames, which often reveal occluded
parts from alternative viewpoints and provide valuable con-
text for generating coherent content. Instead, we propose to
address this task directly within the video domain, enabling
a broader receptive field across the entire video and syn-
thesizing more consistent results. Concurrent work [9] also
explores video amodal completion in two stages by first pre-
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dicting amodal masks; however, its reliance on simulation
data, i.e., SAIL-VOS [33], and the prerequisite of pseudo-
depth limit its applicability in more generalized use cases.

Video Inpainting Video inpainting, which fills masked
areas with plausible and consistent content, can also be re-
purposed for Video Amodal Completion (VAC). Early ex-
plorations mainly focus on how to transfer information from
neighboring frames to the target frame [70] using 3D convo-
lutions [8, 34], flow [22, 53, 104], or cross-attention [48, 49,
57]. More recently, research work [97, 117] proposes to in-
corporate text prompts when inpainting a video, leveraging
powerful text-based image inpainting techniques [13, 64].
However, all these inpainting-based methods require speci-
fying masked regions, which is non-trivial since we do not
know the occluded object’s shape. Furthermore, video in-
painting models are proposed for more general visual com-
pletion; they lack amodal object awareness, making it diffi-
cult to accurately recover occluded portions of objects, even
when provided with a precise inpainting mask [51].

Video Diffusion Models We have witnessed huge ad-
vances in video generation [1, 4, 5, 23, 26, 28, 30, 80, 101,
106] recently, with most approaches being diffusion-based,
building on the success of text-to-image diffusion mod-
els [72, 76, 77]. Leveraging the rich and consistent man-
ifolds learned by large-scale video diffusion models, sub-
sequent works have explored repurposing these pre-trained
models for novel tasks such as depth estimation [25, 32, 41,
78, 105], novel view synthesis (NVS) [56, 58, 63, 87, 110],
assets generation [88, 100, 120], and so on [52, 54]. In this
work, we tackle the challenging task of video amodal com-
pletion. We use publicly available Stable Video Diffusion
(SVD) [4], introducing a scalable dataset and employing a
progressive training paradigm for effective fine-tuning.

3. Data Curation

For the training and evaluation of the VAC task, we curate
a large-scale dataset, Object-video-Overlay (OvO). Ideally,
a VAC dataset should comprise diverse real-world videos
containing occluded objects alongside their unoccluded ver-
sions. While such data pairs can be scalably generated in
simulated environments [12, 98], relying solely on simula-
tor data inevitably introduces a sim-to-real gap [29], lim-
iting generalization capability. Contrarily, collecting such
data pairs at scale in the real world is costly and impractical,
as it requires removing occluders while replicating the mo-
tion of both the camera and other dynamics within a scene.

Inspired by previous works on image amodal segmen-
tation [21, 50, 68], we construct our dataset automatically
by identifying amodal objects in videos and overlaying oc-
clusions. Yet, naively placing occluders randomly in each
frame introduces flickering, compromising consistency. As
explained in SAM2 [73], progressive training on increas-

ingly challenging data enhances model performance. How-
ever, it remains unclear what modes of data are more chal-
lenging, necessitating a model-in-the-loop approach, where
model feedback guides data augmentation. As a result, we
finally curate the OvO dataset with two difficulty levels:
OvO-Easy and OvO-Hard. The overall curation pipeline,
illustrated in Fig. 2, consists of three steps.
Identify Candidate We start by collecting real-world
videos from diverse sources, including MVImgNet [111],
Bdd100k [109], and SA-V [73]. Object instances are seg-
mented within videos using either provided annotations [73,
109] or off-the-shelf segmentation models [75].
Amodal Check We then identify high-quality and fully vis-
ible candidates using provided annotations [109] or a com-
bination of heuristic rules and manual filtering. The heuris-
tic rules are based on three main criteria: (1) Instances sur-
rounded by regions closer to the camera, are likely to be
occluded; (2) Tiny segmentations or those touching bound-
aries imply less prominent objects; and (3) Segmentations
with numerous internal holes are likely of low quality.
Progressive Occlusion Overlay Once suitable amodal can-
didates are selected, we apply occlusions by consistently
overlaying images of occluders sourced from SA-1B [46].
We begin by constructing a OvO-Easy dataset with a rel-
atively naive yet consistent occlusion overlay strategy. Oc-
clusions are guaranteed in both the first and last frame, with
an occlusion rate between 0.3 and 0.7. To create smooth and
consistent motion throughout the video, the occluders’ po-
sitions are linearly interpolated across intermediate frames.
During iterative testing, we identify failure cases where
the model struggles, such as regions with severe or persis-
tent occlusions, uncommon or swift object motions, and
occlusions caused by close or direct contact. Guided by
these observations, we further curate an OvO-Hard dataset
with a more aggressive occlusion overlay strategy, featur-
ing a more challenging setting. It first sets the occluder’s
position in the first frame, maintaining an occlusion rate be-
tween 0.4 and 0.8. The occluder then moves in tandem with
the amodal candidate’s bounding box, dynamically adjust-
ing its size according to changes in the candidate’s bounding
box. This not only results in a higher occlusion rate com-
pared to OvO-Easy but also introduces a “persistent occlu-
sion” effect, where a portion of the candidate is likely to be
persistently occluded throughout the video, necessitating a
stronger completion capability. To further enhance realism,
image feathering techniques are applied, softening occlu-
sion boundaries for mimicking occlusions by close contact.
In addition to progressive occlusion overlays, the choice
of data sources plays a crucial role. To boost the diversity
of OvO-Hard, we incorporate image-level datasets, which
offer a broader range of object instances with precise an-
notations. Specifically, we select complete object instances
from SA-1B [46] and apply various image transformation
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Figure 2. Data curation pipeline. We generate our synthetic custom dataset following three steps. First, given an input video, we identify
possibly unoccluded candidates using an off-the-shelf segmentation model [75] or provided annotations. Next, we check whether the
candidate is amodal with heuristic rules and manual filtering. Finally, we select an occluder and overlay it upon the candidate consistently.

techniques, such as zooming, parallel moving, and warp-
ing, to simulate camera movement and object dynamics.
These transformed images are then sequenced into synthetic
videos, to which we apply the same curation strategy used
for video data. An illustration of these image transforma-
tion techniques is provided in supplementary materials.

4. Method

We address the task of Video Amodal Completion (VAC).
Formally, given a video v € RTXH*WX3 and prompt p,
which is a point or mask identifying the object of interest,
the target model f aims to recover a consistent unoccluded
video of the object o € RTXHXWX3 o

o= f(v,p). D

Given a prompt p, we use SAM2 [73] to obtain visible
masks of the object in a video. Key insights of our model
lie in leveraging the pre-trained video diffusion models and
progressively fine-tuning them on our scalable dataset to
ensure robust generalization to in-the-wild scenarios. An
illustrative overview is provided in Fig. 3.

4.1. Preliminaries of Video Diffusion Models

Diffusion models [27, 81] learn a target data distribution
p(x) by gradually adding noise and then iteratively denois-

ing. In the context of video diffusion, a sample xg ~ p(x)
represents a video, and we choose the publicly available
Stable Video Diffusion (SVD) [4] as our base model in this
paper. SVD adopts an EDM-framework [40] as the noise
scheduler. In the forward process, i.i.d. Gaussian noise with
o2-variance will be added to the data x ~ p(x):

e ~N(0,1). )

x: ~ p(x;o¢) stands for the data with noise level oy,
and when the noise level is large enough, denoted as opax,
the distribution will be indistinguishable from pure Gaus-
sian noise. Building on this fact, SVD starts from a high-
variance Gaussian noise x; ~ N(0,02,.1), and gradually
denoise it towards oy = 0 for clean data using a learnable

denoiser Dy, which is trained via denoising score matching:

2
Xt:XO+at67

ExtNP(x§Ut)7Ut’\’p(U) [)‘Ut ||D9 (Xt; Ot; C) - X0| |§], 3)

where p(o) is the noise level distribution, c is the condi-
tional information, and A, is the loss weight at time ¢.

4.2. TACO

As shown in Fig. 3, our proposed method builds upon a
pre-trained video diffusion model, aiming to consistently
complete a target object given an occluded video v and the
object’s corresponding visible masks.

13641



Reconstruction

Input Video4+ Prompt

W)
VAE -Z

N NN BN NN BN BN BN BN B B
Visible Masks

z(m)
VAE ———

Concat
|

Noisy latents
Amodal Masks

20

Video UNet Denoiser

CLIP

f

— T Denoising Inference

Figure 3. Method overview. We propose TACO, a conditional video diffusion model for Video Amodal Completion (VAC). TACO takes
an occluded video and a visual prompt (point or mask) as input and synthesizes a consistent and complete object throughout the video.

Conditioning on an entire video Video diffusion models
typically use two types of conditional guidance: (1) High-
level conditioning that leverages CLIP [71] embedding of
a reference image y via cross-attention in the U-Net, and
(2) Low-level conditioning that concatenates VAE [45] en-
coded reference images with noisy frames x;*V along the
channel dimension as input to the U-Net.

SVD [4] conditions on a single reference image. In our
VAC task, however, the entire video serves as input, requir-
ing a conditioning mechanism that spans all frames. In-
spired by previous works [32, 78, 87] and as illustrated in
Fig. 3, we directly concatenate the input video latent z(¥)
with the noisy object video latent z(®). To incorporate high-
level semantic information, we inject frame-wise CLIP em-
beddings into corresponding frames of the denoising U-Net
through cross-attention. This design provides the model
with a broad receptive field, enabling it to access informa-
tion from all frames simultaneously, which is crucial for
maintaining consistency when decoding amodal objects.

The visible masks m € RT*H*W pinpointing the ob-
ject of interest and mitigating the risk of hallucinating irrel-
evant content, are encoded into the same latent space as the
input video, denoted as z™). These latent masks are con-
catenated with the video latents z(¥) and the noisy object
latents z(®), forming the final input to the denoising U-Net.

Progressive training strategy Inspired by SAM2 [46]
which improves performance by learning from increasingly
harder data, we adopt a similar progressive training strat-
egy. In Phase 1, we start training from a relatively simple
dataset, OvO-Easy, possessing a low occlusion rate and few
“persistent occlusion” as explained in Sec. 3. This dataset
draws exclusively from MVImgNet [111] and SA-V [73],
facilitating a smooth initial training phase. Through itera-

tive testing, we identify failure cases where the model strug-
gles, such as regions with severe or persistent occlusions,
uncommon or swift object motions, and occlusions caused
by close or direct contact. In response, we further curate the
OvO-Hard dataset and continue Phase 2 training. This in-
volves adopting a more aggressive occlusion overlay strat-
egy, incorporating more diverse sources from image-level
dataset SA-1B [46], and applying image feathering tech-
niques to create more realistic occlusions. To further val-
idate the effectiveness of progressive fine-tuning, we con-
tinue training the Phase I and Phase 2 checkpoints on an
autonomous driving dataset Bdd100k [109], which is cu-
rated using the same strategy to curate OvO-Hard but pos-
sesses a dramatically different resolution compared to OvO-
Easy and OvO-Hard. The ablative results of progressive
training are presented in Sec. 5.2. As mentioned by previ-
ous works [52, 87], SVD struggles with substantial resolu-
tion changes, so we refrain from joint training on this split.

Tackling long videos Current video generative models [4,
30, 101], including ours, are constrained by a fixed frame
number. To overcome this, we introduce a sliding window
mechanism that incrementally synthesizes future frames
based on previously generated outputs. To be specific, given
a video clip vIN where N is the total frame number, our
model begins with the initial v!:* (k = 14) frames, produc-
ing a completed object video o'**. The synthesized object
is then reintegrated into the video as:

V=o' o M4+ v e (1= M), 4)

where M denotes the object mask area obtained from o'

and © represents pixel-wise product. In the next itera-
tion of completion, our model takes as input the concatena-
tion of previously generated frames and the next sequence
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Image Alignment Mask Alignment Frame Consistency
Dataset Method

PSNR(1) SSIM(T) LPIPS() ToU(1) CLIP-T(?) FVD()
Pix2Video 12.590 0.682 0.368 42.1 0.937 1561.10
OvO-Easy E?FGVI 13.385 0.664 0.306 59.8 0.964 1015.17
pix2gestalt 20.699 0.829 0.109 88.9 0.926 389.77

Ours 26.110 0.906 0.054 95.6 0.976 142.37
Pix2Video 11.873 0.662 0.402 35.2 0.945 1715.87
OvO-Hard E?FGVI 12.861 0.639 0.346 59.5 0.967 1260.60
pix2gestalt 18.184 0.777 0.157 83.7 0.913 674.24

Ours 22.573 0.857 0.093 92.4 0.979 291.49
Pix2Video 14.181 0.680 0.338 34.1 0.936 1166.68

E?FGVI 14.194 0.684 0.230 57.5 0.964 738.05

Kubric-Static pix2gestalt 20.516 0.822 0.125 75.6 0.915 382.67
PCNet 19.848 0.857 0.118 83.2 0.959 254.08

Diffusion-VAS 21.358 0.845 0.101 84.3 0.971 228.05

Ours 23.963 0.891 0.073 83.9 0.970 162.91

Pix2Video 15.571 0.728 0.311 20.8 0.942 979.57

E?FGVI 14.617 0.691 0.224 50.6 0.969 726.55

Kubric-Dynamic pix2gestalt 19.676 0.830 0.132 68.3 0.906 429.11
PCNet 20.373 0.864 0.104 76.2 0.957 253.45

Diffusion-VAS 21.067 0.859 0.096 77.8 0.977 230.02

Ours 23.054 0.886 0.080 77.4 0.970 209.28

Table 1. Quantitative comparison on amodal completion and segmentation. We evaluate on four synthetic datasets, and our method
outperforms baselines in terms of image alignment, mask alignment, and cross-frame consistency.

of frames, denoted as [v(F=m+1)k, 3 (k+1):(2k=m)] " yhere
m = b represents the sliding window size. This process it-
erates until the entire video clip is processed. By reinserting
the synthesized objects into subsequent frames, the model
preserves better consistency across long video sequences.

5. Experiment

5.1. Video Amodal Completion and Segmentation

Setup Video Amodal Segmentation (VAS) predict the
amodal masks of occluded objects consistently across video
frames, while Video Amodal Completion (VAC) requires
further filling in reasonable content. We quantitatively
benchmark VAC on four datasets: OvO-Easy, OvO-Hard,
Kubric-Static, Kubric-Dynamic [16, 24], and VAS on two
datasets: MOVi-B and MOVi-D [19]. We also conduct a
user study on 20 in-the-wild [14, 17, 90, 103, 108, 109] and
Internet videos. Details are in supplementary materials.

Baselines and Metrics We compare our method against
pix2gestalt [68] and PCNet [115] for image-level amodal
completion, a video inpainting method E2FGVI [53], a
video editing approach Pix2Video [7], as well as a video
amodal method Diffusion-VAS [9]. Since PCNet requires
identifying all objects within a scene, we are only able to
evaluate it on Kubric datasets. Amodal segmentation masks
for all methods are obtained by thresholding their predicted
frames. For VAS, we also compare against EoRaS [19],

with its pre-trained checkpoints on MOVi-B and MOVi-D.
We utilize PSNR, SSIM [94], and LPIPS [116] to evaluate
image alignment with ground-truth reference frames, mloU
for amodal mask alignment, and CLIP-T [18] and FVD [85]
to assess cross-frame consistency. Further details are pro-
vided in supplementary materials.

Table 2. User Study. Table 3. VAS results.

Method CQ (T) cC (T) CP (T) Method Zero-shot MOVi-B MOVi-D

N N E?FGVI v 41.9 312
Pix2Video 2.20 2.44 2.13 P2G(Top-1) v 56.4 483
pix2gestalt ~ 2.88 244 2.63 l(’)ZG(Tnp—3) j 5;.2 ;1&9

2 urs(Top-1) 73.1 6.6
E*FGVI 2.60 295 2.53 Ours(ToE—z) v 718 61.3
Ours 4.65 4.63 4.64 EoRa$ x 75.8 69.4

Results We present VAC comparison results in Tab. | and

qualitative examples in Fig. 4, with user study in Tab. 2.
VAS comparison results on MOVi-B and MOVi-D are in
Tab. 3. Our method outperforms baselines in the task of
content completion, achieving significantly better perfor-
mance in terms of Content Quality (CQ), Content Consis-
tency (CC), and Content Plausibility (CP), as validated by
user studies involving 36 participants and Tab. 1. How-
ever, Diffusion-VAS achieves slightly better segmentation
performance, likely due to its explicit prediction of amodal
masks. On VAS benchmarks, our method surpasses zero-
shot baselines. From visualized results, E2FGVI [53] and
Pix2Video [7] fail to generate reasonable amodal content.
PCNet [115] and pix2gestalt [68] generate plausible content
in a single frame but struggle with cross-frame consistency
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Figure 4. Qualitative comparison on Kubric [24]. The first example is from Kubric-Dynamic and the second from Kubric-Static. Our
method achieves better consistency and can effectively extract information from nearby frames to handle highly occluded scenarios.

and fail in highly occluded scenarios, as shown in the first
example in Fig. 4. Diffusion-VAS is capable of generating
plausible content across frames, but the results often exhibit
noticeable artifacts and visual glitches.

-
H
o
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Figure 5. Ablation study. We test our model’s performance w/
and w/o progressive training on OvO-Hard and Bdd100k test set.

5.2. Ablation Study

To assess the effectiveness of our progressive training
paradigm, we conduct an ablation study in Fig. 5. The qual-
itative results show that models trained progressively syn-
thesize more complete and coherent content. Additionally,
we quantitatively benchmark performance on Bdd100k and
OvO-Hard in Fig. 5. The Phase I and Phase 2 correspond
to the progressive training stages in Sec. 4.2. For Bdd100k,
Scratch refers to training without progressive learning, in-
heriting weights directly from SVD. In contrast, Phase I

and Phase 2 significantly benefit its performance by build-
ing upon weights from corresponding phases on OvO.

5.3. Object Reconstruction

Setup We demonstrate that VAC significantly enhances
object reconstruction, particularly in challenging oc-
cluded scenarios. We benchmark our approach on a
Compositional-GSO dataset [16] with 20 scenes, leveraging
NeRF2Mesh [82] to reconstruct objects from synthesized
images. Further details are in supplementary materials.

Results We compare 3D reconstruction results using only
the visible parts of objects against those generated by our
model, pix2gestalt [68], and E?FGVI [53]. For refer-
ence, we also include reconstructions using GT amodal im-
ages. We utilize Chamfer Distance (CD), F-Score, and
Normal Consistency (NC) as metrics, with quantitative
results in Tab. 4 and qualitative comparison in Fig. 6.
Our method showcases significantly better reconstruction
quality, closely aligning with GT. The ‘Visible’ baseline
lacks information in occluded areas, leading to significant
missing parts of the object during reconstruction. While
pix2gestalt [68] can synthesize content in occluded regions,
it fails to guarantee multi-view consistency, leading to com-
promised reconstructions. In contrast, our method effec-
tively synthesizes consistent multi-view images, providing
a solid foundation for high-quality object reconstruction.
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Figure 6. Visualized comparison on reconstruction. Our method is capable of reconstructing more complete and higher-quality textured
mesh, further demonstrating the consistency of our synthesized results. ‘P2G’ denotes pix2gestalt [68].

Table 4. Quantitative comparison on object reconstruction.
Our method provides consistent amodal objects that lead to bet-
ter geometry compared with baselines.

Method CD () F-Score (1) NC®)
E2FGVI 7.57 22.34 56.16
Visible 4.39 34.86 65.99
pix2gestalt 1.97 45.30 75.04
Ours 1.26 57.71 81.09
GT Amodal  1.05 66.01 84.41

Table 5. Quantitative comparison on pose estimation. Our
method predicts plausible content in occluded areas, offering addi-
tional information that improves the accuracy of pose estimation.

Method Rot-Acc (1) trans-Acc (1) Rot-Err ()  trans-Err (})
w/o ours 26.5 11.3 41.5 67.8
w/ ours 34.7 13.8 39.1 59.1

5.4. 6-DoF Object Pose Estimation

Setup We test if video amodal completion can improve 6-
DoF object pose estimation in occluded scenarios. Given a
video, we first synthesize the complete object and integrate
it back into the original scene. We then compare the per-
formance of pose estimation with and without our method,
using an off-the-shelf pose estimation module POPE [20].

Results We test on a total of 336 image pairs from YCB-
Video [99]. From Tab. 5, incorporating our amodal predic-

w/o ours w/ ours

Figure 7. 6-DoF pose estimation on YCB-Video [99]. TACO
aids accurate pose estimation by synthesizing occluded contents.

tion helps POPE to better comprehend the location, orienta-
tion, and size of occluded objects. From visualized results
in Fig. 7, POPE predicts more accurate pose, especially ori-
entation, with the help of amodal contents.

6. Conclusion

We propose TACO for Video Amodal Completion (VAC),
leveraging the rich consistent manifolds learned by pre-
trained diffusion models. For robust generalization to in-
the-wild videos, we curate a scalable dataset from diverse
real-world videos with multiple difficulty levels and in-
troduce a progressive fine-tuning paradigm. We demon-
strate TACO’s generalization capability to diverse in-the-
wild videos as well as its potential to aid downstream tasks.
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