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Figure 1. Previous methods rely on single-scale reconstruction, requiring the model to capture both global structure and local details
simultaneously, often leading to suboptimal results. In contrast, our method decomposes the reconstruction process into progressive
refinement, enabling more precise geometric and texture generation.

Abstract

High-quality textured mesh reconstruction from sparse-
view images remains a fundamental challenge in computer
graphics and computer vision. Traditional large recon-
struction models operate in a single-scale manner, forc-
ing the models to simultaneously capture global structure
and local details, often resulting in compromised recon-
structed shapes. In this work, we propose MS3D, a novel
multi-scale 3D reconstruction framework. At its core, our
method introduces a hierarchical structured latent repre-

sentation for multi-scale modeling, coupled with a multi-
scale feature extraction and integration mechanism. This
enables progressive reconstruction, effectively decompos-
ing the complex task of detailed geometry reconstruction
into a sequence of easier steps. This coarse-to-fine ap-
proach effectively captures multi-frequency details, learns
complex geometric patterns, and generalizes well across di-
verse objects while preserving fine-grained details. Exten-
sive experiments demonstrate MS3D outperforms state-of-
the-art methods and is broadly applicable to both image-
and text-to-3D generation. The entire pipeline reconstructs
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high-quality textured meshes in under five seconds.

1. Introduction
High-quality textured mesh reconstruction from images is
crucial for applications like gaming, simulation, and dig-
ital content creation. While traditional photogrammetry
systems [18, 55] and recent neural approaches [5, 27, 44,
45, 70] can achieve high-fidelity reconstruction, they rely
on dense input views and require long processing times.
To enable the more practical scenario of sparse-view re-
construction, various approaches have emerged, broadly
falling into three categories: 1) Score Distillation Sampling
(SDS) optimization methods [32, 48, 71] using 2D diffu-
sion priors; 2) native 3D diffusion models [76, 83, 85] for
direct conditional 3D generation; and 3) feed-forward re-
construction networks combined with multi-view diffusion
models [21, 62]. Among these, feed-forward approaches
achieve the best balance of stability and efficiency, while
avoiding the need for large-scale 3D data that limits the ap-
plicability of native 3D diffusion models.

However, existing feedforward reconstruction mod-
els [64, 77] often produce compromised results for sparse-
view reconstruction. Many approaches [21, 29, 64, 73, 77]
rely on limited triplane representation [5] and attention
mechanism [47], resulting in significant loss of geometric
and textural details. While recent 3D Gaussian-based re-
construction methods [9, 62, 79, 84] have improved visual
quality, the resulting meshes often contain noise and arti-
facts [62, 79], limiting their practical application for high-
quality reconstruction.

We thus propose an alternative approach inspired by the
sculpting process, where artists start with a block of marble
and progressively refine details by gradually removing ma-
terial at increasing precision. This progressive refinement
strategy naturally decomposes the challenging task of de-
tailed shape creation into a sequence of manageable steps,
enabling more precise and high-quality reconstructions.

While progressive generation may seem conceptually
straightforward, it is not applicable for traditional triplane-
based and 3D Gaussian-based models. Triplane represen-
tations, inherently lacking explicit 3D structure, can only
interact globally with image features [21, 29, 64, 77], forc-
ing these models to capture global shapes and local details
simultaneously. The hierarchical structure designed for 3D
Gaussians [30, 52] requires dense input views for overfitting
and adaptive hierarchy adjustment, which is not compatible
with feedforward reconstruction.

To address these limitations, we propose MS3D, a novel
multi-scale 3D reconstruction framework through two key
innovations: a hierarchical structured latent representation
and a multi-scale design for progressive reconstruction.

Unlike triplane representations that lack explicit 3D

structure, our approach introduces hierarchical sparse 3D
structures in the latent space that explicitly model spatial
relationships at multiple scales. This enables our latent
representation to effectively capture multi-frequency de-
tails—where coarse structures model low-frequency com-
ponents and global shapes, while fine structures pro-
gressively encode high-frequency and fine-grained details.
Complementing this spatial hierarchy, we propose a multi-
scale image encoder that extracts and injects image fea-
tures of varying frequencies into their corresponding struc-
tural scales - from semantic-rich low-frequency features for
global shapes to detail-preserving high-frequency features
for fine details. This design enables robust and progressive
reconstruction from sparse views, eliminating the require-
ment for dense view inputs that previous hierarchical Gaus-
sian splatting methods required.

To fully supervise both geometric accuracy and visual
fidelity, we develop unified training that incorporates multi-
scale structures, signed distance fields and multi-scale ren-
dering techniques. After training, our method processes
sparse-view inputs to generate high-quality textured meshes
as shown in Fig. 1 under 5 seconds.

Our main contributions include: 1) A novel multi-scale
reconstruction framework for high-quality textured mesh
reconstruction; 2) A hierarchical structured latent represen-
tation for multi-scale modeling, enabling progressive recon-
struction at increasing resolutions; 3) A multi-scale image
encoder that effectively extracts and integrates visual fea-
tures across different resolutions, preserving both semantic
and fine-grained information; 4) A comprehensive training
strategy incorporating multi-scale structure, geometry and
texture supervision, facilitating high-quality mesh recon-
struction. Through these designs, we achieve state-of-the-
art performance, demonstrating superior capability in both
image-to-3D and text-to-3D generation tasks.

2. Related Work

Multi-view Reconstruction. Reconstructing 3D scenes
from multi-view images has been widely studied in com-
puter graphics and computer vision. Several methods
have been proposed to address this problem, including
Structure-from-Motion (SfM) [1, 55, 59] for sparse point
clouds estimation during camera calibration, and Multi-
View Stereo (MVS) [18, 20, 56] for cross-view depth es-
timation and reconstruction using a cost-volume represen-
tation. Recently, Neural Radiance Fields (NeRF) [44] and
its variants have been proposed to represent radiance fields
with differentiable volume rendering, bypassing traditional
MVS pipelines. While the initial representation of NeRF
uses a coordinate-based MLP, various representations have
been explored, such as voxel-based [16, 33, 60, 82], hash
grid-based [45], factorization-based [5, 7, 8], and point-
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Figure 2. Method overview. MS3D decomposes the geometric reconstruction process into progressive multi-scale modeling, from low-
resolution, full latents, to high-resolution sparse structured latents. By aggregating hierarchical structured latents from all levels, we can
define a signed distance field in a continuous space, which is then used to extract the mesh. In the second stage, we use a lightweight
auto-encoder network to aggregate multi-view colors and propagate to the unseen areas.

based [19, 27, 38, 78], among others [2–4, 23].

3D Representation for Feed-forward Reconstruction.
Previous methods such as MVS [6, 81] use the cost-volume
structure as a 3D representation, which uses pooling opera-
tions to aggregate multi-view features and generates a depth
map for 3D reconstruction. SparseNeuS [39] and One-2-3-
45 [34] leverage the cost-volume structure to regress signed
distance and extract surfaces. Recently, LRM [21] and its
variants [29, 64, 80] choose triplane-nerf as 3D representa-
tion and achieve feed-forward reconstruction in a few sec-
onds. Following works [73, 77] fine-tune the transformer
network to predict triplane-sdf for better geometric model-
ing. While achieving interesting results, cost-volume-based
and triplane-based representations struggle to reconstruct
geometric and texture details due to resolution constraints.
LGM [62] and variants [79, 84] propose to use 3D Gaussian
for high-resolution modeling but produce poor geometries
with floating artifacts after mesh extraction [12, 61]. Re-
cently, MeshFormer [35] propose to use sparse voxel repre-
sentation for feed-forward reconstruction and achieve bet-
ter results, but they operate in a single-scale manner (prun-
ing voxels at 643 and extracting low-level features), failing
to capture multi-scale features and producing oversmooth
surfaces. Octree-based methods [68, 69] use a hierarchical
structure, but mostly focus on point cloud reconstruction.

3D Generation. Diffusion models have emerged as pow-
erful generative models in 2D image generation. A series
of methods leverage diffusion models for 3D content cre-
ation, broadly fall into three categories. DreamFusion [48]
and subsequent works [10, 32, 36, 42, 49, 63, 66, 71] di-
rectly use the 2D diffusion model to optimize the radiance
field via Score Distillation Sampling (SDS). MVDream and
the following works [17, 22, 26, 37, 40, 57, 67] gener-
ate multi-view consistent images in a single pass by fine-
tuning the 2D diffusion model. Combining it with a feed-
forward reconstruction network such as LRM forms a fast

and stable 3D generation pipeline. Recently, 3D native dif-
fusion methods like 3DShape2VecSet [83] and its following
works [11, 31, 85, 87] directly generate 3D assets given in-
put conditions. However, these approaches are constrained
by their reliance on large-scale, high-quality 3D training
data, limiting their practical applicability.

3. Method

Drawing inspiration from the progressive, multi-scale na-
ture of sculpting, where artists transform a coarse block
into intricate detail, our MS3D decomposes the challeng-
ing task of 3D reconstruction into a sequence of refinement
steps. As shown in Fig. 2, given a sparse set of posed RGB
and normal images, our method reconstructs high-quality
textured meshes through progressive multi-scale modeling.
The reconstruction process consists of two key components
functioning in synergy: 1) a hierarchical structured latent
representation for multi-scale geometry modeling and re-
constructing at increasing resolutions (Sec. 3.1), and 2) a
multi-scale visual encoder that systematically extracts and
integrates appropriate visual features at each refinement
stage (Sec.3.2). This design facilitates efficient reconstruc-
tion preserving both global structure and fine-grained de-
tails. We further incorporate comprehensive multi-scale su-
pervision signals to ensure high-quality results (Sec. 3.3).

3.1. Multi-Scale Geometry Modeling

Hierarchical Structured Latent Representation. We rep-
resent 3D shapes using a hierarchy of S sparse structured
latents at progressively increasing resolutions. Given the
coarsest resolution W , each scale s ∈ {1, ..., S} com-
prises structured latents with resolution 2s−1W , maintain-
ing spatial consistency wherein any latent at scale s is con-
tained within a latent at scale s− 1, as illustrated in Fig. 3.
This hierarchical design, inspired by octree-based represen-
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Figure 3. 2D Illustration of Multi-Scale Structured Latent Hierar-
chy. Here W = 2 and S = 3.

tation [24, 69], enables effective modeling of multi-scale
geometric structures.

To represent the underlying continuous geometry, we de-
fine a signed distance field fθ : R3 → R that maps any 3D
point x ∈ R3 to its signed distance from the surface using
hierarchical structured latent representation by aggregating
information across all scales through feature interpolation:

fθ(x) = MLPθ(Concat({Interp(x; z(s)i )}Ss=1)), (1)

where z
(s)
i denotes latent at scale s, Interp(x; z(s)i ) inter-

polates structured features at point x for each scale s, and
MLPθ maps the concatenated features to an SDF value.

Progressive Multi-Scale Reconstruction. Given sparse
posed images, we progressively learn a hierarchical struc-
tured latent representation, as illustrated in Fig. 2. Be-
ginning with learnable tokens organized in low-resolution
structured grids, we progressively refine the representation
through increasingly higher resolutions, constructing finer
geometric details at eatch level. The progressive refinement
follows three key steps: 1) Global Structure Modeling
(Transformer): structured features are processed through
transformer blocks [65] combining self-attention, cross-
attention and MLP layers to capture global geometric re-
lationships and ensure overall shape coherence; 2) Local
Detail Refinement (Inject): two layers of sparse 3D con-
volution smooth and aggregate local features at each scale,
maintaining geometric continuity while preserving intricate
details within their spatial context; 3) Adaptive Structure
Update (Subdivide): a structure prediction head evaluates
each voxel’s importance by outputting an occupancy prob-
ability. Only voxels with probabilities exceeding a thresh-
old δ are retained and subdivided into eight child voxels for
the next, higher-resolution level, with features intelligently
propagated to these children.

This three-step design enables MS3D to maintain global
consistency while adaptively allocating computational re-
sources to geometrically important regions, progressively
enhancing detail where it matters most.

Texture Modeling. Following geometry reconstruction, we
design a lightweight 3D auto-encoder network similar to
[35, 53] for texture modeling. The network employs sparse
3D convolutions[69, 74] and cross-attention [35, 88] mod-
ules to aggregate multi-view information and propagate it

Multi-Scale Structured Latent Hierarchy

Input Dinov2 Ours scale 1 Ours scale 3

Figure 4. Visualization of Dinov2 [47] feature and Multi-Scale
Features, note that multi-scale features are at different resolutions,
we resize them to the same size here.

to unseen regions, ensuring high-quality appearance while
maintaining computational efficiency. Since we already ob-
tain the reconstructed shapes, we incorporate geometric in-
formation by concatenating positional encoding with sur-
face normals as initial structured latents, thereby facilitating
texture learning. The final surface color is decoded using
a shallow MLP. This efficient design enables high-quality
texture reconstruction within 1 second.

3.2. Multi-Scale Visual Feature Integration
Previous reconstruction models [21, 29, 35, 64, 77] typi-
cally employ Dinov2 [47] as their image encoder. While
such encoders produce semantic-rich information, we ob-
serve they frequently sacrifice spatial, high-frequency de-
tails, such as the keyboard illustrated in Fig. 4, resulting
in oversmoothed geometry and blurry textures. Inspired by
successful multi-scale methods in 2D vision tasks [50, 51],
we develop a multi-scale image feature extraction and scale-
corresponding feature integration mechanism that works in
perfect synergy with our hierarchical structured latent rep-
resentation. This complementary design creates a symbi-
otic relationship where hierarchical modeling receives pre-
cisely targeted visual features at each structural level, while
multi-scale feature extraction provides appropriate guid-
ance throughout the progressive refinement process (Fig. 2).

Multi-Scale Feature Extraction. Specifically, we adopt
the Segment Anything Model V2 (SAMv2) [51] as our
backbone encoder, leveraging its proven capability in cap-
turing global context and local details. The encoder pro-
cesses input images through a hierarchy of window atten-
tion blocks [89], producing feature maps at multiple scales.
Low-resolution features (Scale 1) encode high-level seman-
tics and high-resolution features (Scale 3) preserve high-
frequency spatial information, as shown in Fig. 4.

Scale-Corresponding Feature Integration. Having ex-
tracted multi-scale features, we inject them from low-
frequency semantic-rich features to high-frequency detail-
preserving features, accompanying progressive multi-scale
modeling, enabling reconstruction of coarse global shapes
initially before gradually refining fine-grained geometric
details. We adopt a view-aware local attention mecha-
nism [35, 88] to adaptively aggregate features across multi-
ple views and handle visibility relationships.

Specifically, for each structured latent in our hierarchy,
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we project its position onto multi-view features at the cor-
responding scale, which is then utilized to interpolate image
features {pvi }mi=1 across views. Finally, the structure feature
fv is updated via aggregated multi-view information:

fv ← CA({fv}, {pvi }mi=1 + {fv}, {pvi }mi=1 + {fv}), (2)

where CA denotes the multi-head cross-attention operation.

3.3. Supervision
We develop a comprehensive supervision framework that
provides guidance across multiple scales, which supervises
the geometry and ensures high rendering quality. Training
utilizes multi-view RGB images Ii, normal maps Ni, cam-
era poses ci, and corresponding 3D meshes for dual focus
on accurate structure and visual fidelity.

Hierarchical Structure Supervision. Given the ground-
truth(GT) meshes, we can construct GT structure hierar-
chies. The structure prediction at each scale is supervised
using cross-entropy loss:

Lstruct =
∑
i,s

Cross-Entropy(o(s)i , (o
(s)
i )GT). (3)

where o
(s)
i denotes the occupancy prediction for the i-th

voxel at level s, and (o
(s)
i )GT is its GT value.

Geometry Supervision via Explicit SDF. To ensure accu-
rate geometry reconstruction, we supervise the continuous
signed distance field using dense points sampled within the
volume. Specifically, the sampled points are a combination
of near-surface points Xnear for detailed surface geometry,
grid centers at 5123 resolution Xgrid for global structure. We
apply L1-loss on the truncated signed distance field (TSDF)
to ensure proper sign transitions near the surface:

Ltsdf = Ex∈Union(Xnear,Xgrid)[|fθ(x)− tsdf(x)|]. (4)

Multi-Scale Rendering Supervision. We apply novel view
rendering losses to the rendered RGB and normal images.
Specifically, we extract meshes via dual marching cube [41]
and employ Nvdiffrast [28] for differentiable rendering.
The RGB rendering process is similar to deferred shading,
where we first obtain the intersection of rays and surface,
then query the color from the structured latents. However,
surface rendering only provides sparse gradients for struc-
tured latents, leading to slow convergence, therefore, we im-
plement a multi-scale rendering supervision by rasterizing
images at different resolutions and interpolating them to the
target resolution. The final loss combines MSE and percep-
tual loss [86] for both color and normal images.

Lrender = Eci [MSE(Ii, (Ii)GT) + λ1LPIPS(Ii, (Ii)GT)].
(5)

Here I represents both RGB and normal images.
This comprehensive supervision framework ensures con-

sistent guidance at all scales of our reconstruction pipeline,
from coarse structure to fine geometric details, while main-
taining a high-quality visual appearance.

4. Experiment
4.1. Implementation Details

Data Preprocessing. We use a filtered subset of the Ob-
javerse [14] dataset to train our model. To obtain a full
capture of 3D models, we sample two elevations and use
BlenderProc to render a total of 36 views for each ob-
ject (24 views and 12 views respectively, following Rich-
Dreamer [49]). Since our model relies on pre-computed
SDF for supervision, we convert all meshes into watertight
to ensure reliable signed distance computation.

Training. We train geometry model and texture model sep-
arately on 8 NVIDIA A800 GPUs with a batch size of 1
per GPU. The geometry branch is trained for 100k itera-
tions, which takes 5 days, and the texture branch is trained
for 40k iterations, which takes 2 days. To optimize training
efficiency, we adopt the VDB structure [46, 74] for man-
aging the hierarchical structured latent representation and
improve memory usage leveraging FlashAttention V2 [13],
and mixed-precision training with BF16 data type [43].

Evaluation. We evaluate our model on two datasets:
GSO [15] and OmniObject3D [75]. Both datasets contain
real-scanned 3D objects that are not seen during training to
assess generalization and reconstruction capabilities. For
the GSO dataset, we utilize all 1030 3D shapes for evalua-
tion and for the OmniObject3D dataset, we randomly sam-
ple 5 shapes from each category, resulting in 1038 shapes
for evaluation. We employ both 2D and 3D metrics for vi-
sual and geometric evaluation. For 2D metrics, we com-
pute PSNR and LPIPS for the rendered color and normal
images. For 3D metrics, we measure geometric accuracy
using F-Score and Chamfer distance with 20,000 uniformly
sampled points per shape. To ensure fair comparison, we
align all reconstructed meshes with ground-truth meshes to
account for different coordinate systems across baselines.

4.2. Single-view to 3D
We compare MS3D with feed-forward reconstruction mod-
els and 3D diffusion models, including Shap-E [25],
CRM [72], TripoSR [64], LGM [62], InstantMesh [29],
MeshFormer [35] and TRELLIS [76]. We also com-
pare a multi-view images conditioned version of TRELLIS
(TRELLIS*) provided by the authors. We use their official
implementations for all methods except MeshFormer, for
which we download their reconstructed meshes from their
Google Drive. To ensure fair comparisons, we adopt the
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Figure 5. Qualitative Comparisons on Single-View to 3D. Our method successfully reconstructs fine geometric details that baseline
methods often miss or incorrectly reconstruct. Best viewed in 2× zoom. TRELLIS* denotes multi-view conditioned results.

26341



Method
GSO [15] OmniObject3D [75]

PSNR ↑ LPIPS ↓ PSNR-N ↑ LPIPS-N ↓ F-Score ↑ CD ↓ PSNR ↑ LPIPS ↓ PSNR-N ↑ LPIPS-N ↓ F-Score ↑ CD ↓
ShapE [25] 18.43 0.199 21.97 0.155 0.871 0.053 20.09 0.189 21.56 0.181 0.883 0.056
CRM [72] 17.34 0.191 21.61 0.172 0.863 0.054 19.08 0.180 21.72 0.180 0.848 0.058

TripoSR [64] 18.59 0.173 22.62 0.160 0.895 0.047 20.08 0.167 22.44 0.164 0.879 0.051
LGM [62] 16.37 0.213 18.87 0.223 0.807 0.069 18.53 0.197 19.63 0.211 0.817 0.070

InstantMesh [77] 20.06 0.159 24.32 0.127 0.937 0.037 19.36 0.168 23.02 0.162 0.892 0.048
MeshFormer [35] 20.13 0.155 24.79 0.108 0.961 0.031 18.85 0.168 23.60 0.151 0.921 0.041

TRELLIS [76] 20.34 0.162 23.90 0.109 0.955 0.035 21.09 0.165 23.14 0.152 0.933 0.039
TRELLIS* [76] 19.86 0.175 22.87 0.132 0.887 0.049 20.47 0.177 22.46 0.168 0.888 0.048

Ours 20.54 0.154 25.50 0.105 0.979 0.026 21.86 0.155 24.42 0.139 0.963 0.033

Table 1. Quantitative Comparisons of Single Image to 3D on GSO [15] dataset and OmniObject3D [75] dataset. InstantMesh,
TRELLIS* and our method all take the same multi-view RGB images predicted by Zero123++ [57] as input. PSNR-N, LPIPS-N denote
the PSNR and LPIPS computed from rendered normals and CD denotes Chamfer Distance.

L: A blue jay standing on rainbow macarons. M: Chibi Deadpool. 
R: A covered wagon.

L: An overstuffed pastrami sandwich. M: An octopus holding a blue 
ceramic cup. R: A bunny sitting on top of pancakes.

L: A human skull. M: A frog wearing a sweater. R: A corgi 
puppy.

L: A golden goblet. M: A blue tulip. R: A bobblehead of Albert 
Einstein.

Figure 6. Qualitative results of Text to 3D. Our method successfully generates high-quality textured meshes from text descriptions while
preserving intricate geometric details.

single-view to 3D setting for all baselines. For the GSO
dataset, we use the first thumbnail image as the single-view
input. For the OmniObject3D dataset, we randomly sam-
ple a rendered image as input. For CRM and LGM, we use
their original multiview generation; for InstantMesh, Mesh-
Former, TRELLIS*, and MS3D, we use Zero123++ [57] for
multi-view RGB and normal images generation.

We present visual comparisons of single image to 3D in
Fig. 5. Our MS3D successfully reconstructs accurate geo-
metric details and fine-grained texture details that baseline
methods often miss or incorrectly reconstruct. For exam-
ple, CRM, TripoSR, and LGM extract mesh from the NeRF
representation, which leads to significant mesh artifacts.
InstantMesh and TRELLIS perform global interaction be-
tween images and learnable tokens, thus fail to capture fine-
grained correspondence between input images and recon-
structed shapes, such as blurring the number of the bunny
car and the logo on the shoe tongue. While TRELLIS also
supports multi-view image conditioning, it produces infe-
rior results compared to single image inputs. MeshFormer
adopts a single-scale feature injection mechanism, thus fails
to capture fine-grained details, resulting in oversmoothed
geometry and blurry textures upon close inspection, such
as the shoe stripes and the man’s beard. We summarize

quantitative results in Tab. 1. MS3D outperforms baseline
methods in both 2D and 3D metrics across two datasets,
demonstrating the advantages in preserving sharp geomet-
ric details and fine-grained texture details.

4.3. Text-to-3D
We present text-to-3D generation by combing MS3D with
the text-to-multi-view diffusion model [54, 57]. We evalu-
ate our approach on 480 prompts from DreamFusion [48]
and MVDream [58], and show qualitative results in Fig.6
where our method produces high-quality textured meshes
with precise geometric details and rich textures. Please re-
fer to Appendix for comparisons with other baselines.

4.4. Ablation Study
We conduct ablation studies to evaluate the contribution of
each key component. All experiments are performed on
GSO [15] dataset with ground-truth images as input, elimi-
nating potential interference from multi-view quality.

How Critical are Multi-Scale Features? To answer this,
we replace our multi-scale image features with a pre-trained
Dinov2 [47] and a single-scale variant of SAMv2 [51]
where the lowest resolution features are used as input—a
common approach in previous methods. As illustrated in
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Setting PSNR ↑ LPIPS ↓ PSNR-N ↑ LPIPS-N ↓ F-Score ↑ CD ↓
w/ Dino Feature 32.10 0.104 32.88 0.050 0.990 0.012

w/ Single-scale Feature 30.16 0.119 33.90 0.047 0.991 0.010
Upsample to 64 - - 30.56 0.056 0.981 0.011

Upsample to 128 - - 33.25 0.045 0.991 0.011
w/o Multi-scale Rendering 32.32 0.078 - - - -

Full 34.08 0.068 34.71 0.036 0.992 0.010
Table 2. Quantitative results on ablation. We ablate multi-scale feature integration, progressive upsampling and multi-scale rendering.
PSNR-N and LPIPS-N denote the PSNR and LPIPS computed from rendered normals and CD denotes Chamfer Distance.

Dino SAM single-scale OursGT

Dino SAM single-scale OursGT

Figure 7. Qualitative results of geometry reconstruction with dif-
ferent image features. Best viewed in 2× zoom.

Dino SAM single-scale OursGT

Dino SAM single-scale OursGT

Figure 8. Qualitative results of texture reconstruction with differ-
ent image features. Best viewed in 2× zoom.

Fig. 7, Fig. 8 and Tab. 2 (first two rows), both alterna-
tives show significant limitations. The Dinov2 model, while
encoding rich semantic information, struggles with spatial
precision, resulting in loss of fine-grained details, such as
the dragon’s spines and the robot’s joints (highlighted in red
boxes). Similarly, the single-scale SAMv2 model fails to
capture intricate geometric structures, producing smoother
surfaces. In contrast, our multi-scale design successfully
preserves crucial geometric and texture details, demonstrat-
ing the importance of incorporating features across multiple
resolutions for accurate 3D reconstruction.

How Does Upsample Scale Help? We iteratively subdi-
vide and prune the latents during the progressive reconstruc-
tion pipeline. The high-resolution sparse voxels act as reg-
isters for sparse features to capture high-frequency infor-
mation. As shown in Fig.9 and Tab.2 (3-4 rows), increasing
the maximum voxel resolution from 64 to 256 progressively
enhances geometric fidelity. At 64-res, the model struggles
with complex structures (highlighted in red boxes), exhibit-
ing simplified geometries with lost details in the gear-like

64-res 128-res 256-res

Figure 9. Qualitative results of different upsampling scale.

structures and rounded components. The 128-res model
shows improved reconstruction but still lacks the precision
visible in the 256-res result, which captures sharp edges and
precise curvatures. This demonstrates how higher resolu-
tions enable our model to represent increasingly fine geo-
metric details that are critical for accurate reconstruction.

Why Multi-scale Rendering Supervision? We adopt
multi-scale rendering for supervision. To evaluate this de-
sign, we compare models trained with and without multi-
resolution rendering supervision over a 24-hour training
period with all other settings kept the same. As shown
in Tab. 2 (5th row), the model with multi-resolution su-
pervision demonstrates significant advantages over single-
resolution supervision (PSNR: 33.52dB vs. 32.32dB). The
improvements result from the hierarchical nature of our su-
pervision: lower resolution renderings provide stable gradi-
ents for global appearance, while higher resolutions guide
fine detail refinement.

5. Conclusion
We present MS3D, a novel multi-scale 3D reconstruction
framework for high-quality textured mesh generation.
By identifying limitations in the single-scale modeling
approaches prevalent in existing methods, we introduce a
progressive, multi-scale framework that effectively decom-
poses complex 3D reconstruction into a sequence of refined
steps. Our key innovations—a hierarchical structured latent
representation and a complementary multi-scale image
encoder design—work synergistically to capture global
structure and local details. Through extensive experiments,
we demonstrate that MS3D significantly outperforms
existing methods across diverse datasets, particularly
in preserving intricate geometric details and accurately
reconstructing complex structures. The efficiency of our
approach, completing high-quality textured mesh recon-
struction in under 5 seconds, makes it practical for real-
world applications like image- and text-to-3D generation.
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