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Abstract

Industrial visual inspection is crucial for detecting de-
fects in manufactured products, but it traditionally relies on
human operators, leading to inefficiencies. Industrial Vi-
sual Anomaly Detection (IVAD) has emerged as a promis-
ing solution, with methods such as zero-shot, few-shot, and
reconstruction-based techniques. However, zero-shot meth-
ods struggle with subtle anomalies, and reconstruction-
based methods fail to capture fine-grained details. Few-shot
methods, which use limited samples and prompts, offer a
more efficient approach. Despite their promise, challenges
remain in managing intra-class variation among references
and in effectively extracting more representative anomaly
features. This paper presents Retrieval-enhanced Multi-
modal Prompt Fusion Anomaly Detection (ReMP-AD),
a framework that introduces Intra-Class Token Retrieval
(ICTR) to reduce noise in the memory bank and Vision-
Language Prior Fusion (VLPF) to guide the encoder in cap-
turing more distinctive and relevant features of anomalies.
Experiments on the VisA and MVTec-AD datasets demon-
strate that ReMP-AD outperforms existing methods, achiev-
ing 97.8%/94.1% performance in 4-shot anomaly segmen-
tation and classification. Our approach also shows strong
results on the PCB-Bank dataset, highlighting its effective-
ness in few-shot industrial anomaly detection. Code is
available at hitps://github.com/cshcma/ReMP-AD. git

1. Introduction

Within the manufacturing process, industrial visual inspec-
tion is the final but most crucial step in identifying defects
in produced goods. This step is significant for cost sav-
ings by detecting faults as early as possible in the produc-
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Figure 1. A comparison of the visualization results under the 2-
shot setting using different references. (a) Original input with
ground truth. (b) The first reference. (c) The second reference.
(d) Visualization results.
tion stages. Moreover, it prevents the dispatch of defective
products to customers, thereby maintaining product qual-
ity and preserving the company’s reputation. Traditionally,
this task heavily relies on human operators, which incurs
a high human resource burden and results in low produc-
tion efficiency. To this end, Industrial Visual Anomaly De-
tection (IVAD) [2, 5, 6, 14, 15, 19, 24] has garnered in-
creased attention in recent years. IVAD aims to detect
and localize anomalies in industrial product images auto-
matically using detection algorithms. Relevant works can
be categorized into zero-shot methods [3, 17, 28], few-
shot methods [5, 6, 10, 13, 19] and reconstruction meth-
ods [8, 15, 25]. Zero-shot methods mainly utilize pre-
trained vision-language models to exploit the correlation
between visual and textual features for anomaly detection.
However, due to the ambiguity of the textual modality, these
methods may fail to detect subtle and irregular anomalies.
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Reconstruction-based methods measure reconstruction er-
ror between the reconstructed image and the input image for
anomaly detection. Nonetheless, they may struggle to cap-
ture fine-grained details from hidden patterns, resulting in
substantial reconstruction errors for normal samples. Few-
shot methods leverage both textual prompts and a small
number of normal reference samples, requiring less compu-
tational effort while achieving relatively good results, which
is regarded as a more reasonable solution.

In the context of few-shot anomaly detection (FSAD),
existing models typically build the memory bank by treat-
ing all reference samples with equal confidence, regardless
of inherent differences between them, such as background
noise, lighting conditions, or variations in placement. This
approach fails to account for the fact that certain references
may be more relevant than others, leading to a lack of differ-
entiation in how the model processes these samples. Conse-
quently, the presence of irrelevant or noisy references, cou-
pled with low-quality embedding features in the retrieval
memory bank, can obscure the most relevant pathways for
anomaly detection. As shown in Figure 1, selecting dissim-
ilar references results in ambiguous and dispersed anomaly
detection heatmaps. In contrast, using references closely
matching the query produces precise anomaly localization
and more accurate detection. This phenomenon demon-
strates selecting reference images similar to the query sig-
nificantly improves anomaly localization accuracy in few-
shot visual anomaly detection, underscoring the importance
of managing intra-class variability. Moreover, the task of
anomaly detection is complicated by the indistinct and lo-
calized nature of anomalies themselves. Anomalies often
present as subtle and context-specific deviations, making it
difficult for the pre-trained visual encoder to generalize and
capture the underlying patterns that differentiate abnormal
from normal instances.

To address the above challenges, we propose the
Retrieval-enhanced Multi-modal Prompt Fusion Anomaly
Detection (ReMP-AD), which includes Intra-Class To-
ken Retrieval (ICTR) and Vision-Language Prior Fusion
(VLPF). To effectively reduce the impact of background
noise in the reference images and prevent being disturbed
by low-relevance images, we propose an ICTR mechanism,
which filters the relevant normal prototypical pattern of ref-
erence patches according to similarities, ensuring that only
sufficiently similar reference patches are retrieved. Further-
more, to maximize the contribution of the most relevant ex-
amples to the memory bank, we assign the greatest weight
to this reference when retrieving prototypical patterns. To
use prior knowledge to guide the encoder to extract more
representative features of anomalies, we propose VLPF to
integrate visual and language prompts. In VLPF, we em-
ploy the potential abnormal region-level feature as visual
prompts to enhance related patch-level features for fusing

both vision and language knowledge. At the same time, a
vision mask attention is integrated into the image encoder,
which is termed the VLPF image encoder. This integration
with visual prompts helps the model to focus on the likely
abnormal regions while reducing attention to less probable
areas.

Our contributions can be summarized as follows:

* This paper proposes a novel Intra-Class Token Retrieval
(ICTR) mechanism for mitigating intra-class variation
and reducing noise from the memory bank. In ICTR,
Global Prototype Retrieval (GPR) is adapted to integrate
the global correlation of features. Moreover, Class Token
Balancing (CTB) addresses the insufficient consideration
of variation among references.

* This paper proposes Vision-Language Prior Fusion
(VLPF), employing both the vision principle and vision-
textual principle for Industrial Visual Anomaly Detection.
VLPF takes advantage of visual prompts to make the net-
work extract representative anomaly features.

* Comprehensive experiments on VisA [30], MVTec-
AD [1] datasets demonstrate ReMP-AD’s superior perfor-
mance on few-shot Industrial Image Anomaly Detection.
Especially, in the VisA dataset, we achieve 97.8%/94.1%
in 4-shot anomaly segmentation and classification. For
further validation, the proposed method is applied to a
real-world printed circuit board dataset (PCB-Bank [25])
and achieves impressive performance.

2. Related Work

2.1. Visoin-prior anomaly detection

Vision-prior methods leverage visual cues to iden-
tify anomalous regions, which can be categorized into
reconstruction-based methods [8, 15, 25] and feature
embedding-based methods [5, 6, 19]. Reconstruction-based
approaches utilize the reconstruction error between the re-
constructed image and the original to detect anomalies.
Notable examples include MemAE [8], OCR-GAN [15],
and GLAD [25], employing diverse reconstruction network
architectures such as autoencoders, GANSs, and diffusion
models. In contrast, feature embedding methods focus on
extracting normal features and storing them in a memory
bank, where the average similarity distance between input
embeddings and stored normal features is used to detect
anomalies. For instance, SPADE [5] computes anomaly
scores using the average Euclidean distance from the K
nearest normal images. In comparison, Padim [6] derives
scores based on the Gaussian distribution of patches at the
same position, applying the Mahalanobis distance. Patch-
Core [19] enhances efficiency through a greedy coreset sub-
sampling technique to reduce redundancy in the feature
bank, utilizing patches from various positions and conduct-
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ing a nearest neighbor search for anomaly localization.

2.2. Language-prior anomaly detection

Vision-language models (VLMs) excel at understanding the
interrelationships between image and text data. A notable
example is CLIP [18], which was pre-trained on 400 million
image-text pairs from the internet. It demonstrates excep-
tional generalization across various downstream tasks [7,
10, 27], and exhibits strong zero-shot transfer capabili-
ties [20, 26]. Additionally, CLIP’s effectiveness in detect-
ing out-of-distribution data [21, 23] has motivated us to use
CLIP for language-prior IVAD.

WinCLIP+ [10] first introduces CLIP into IVAD and
proposes a language-prior paradigm by constructing two
sets of prompts for normal and abnormal objects. APRIL-
GAN [4] simplifies WinCLIP’s network and further en-
hances its performance. Recent works [13, 28] mod-
ify the attention computation to better refine the local vi-
sual space. By introducing an innovative attention mech-
anism, these approaches enhance the model’s focus on lo-
cal features while maintaining the original structure. More-
over, VCP-CLIP [17] employ cross-attention to improve
language-prior anomaly detection, whereas InCTRL [29]
introduces in-context residual learning for anomaly classi-
fication. Furthermore, AdaCLIP [3] and PromptAD [13]
leverage prompt learning to enhance language-prior IVAD
performance by increasing the discrepancy between normal
and abnormal textual features. AdaCLIP [3] leverages lan-
guage prior detection results to integrate visual features, but
it focuses only on the fusion of image-level features. Aside
from CLIP, FiLo [9] enhances text prompts with positional
information for Grounding DINO [16] to obtain prelimi-
nary bounding boxes. However, these methods overlook
the critical role of visual context in fine-grained multimodal
alignment or integrating visual prior knowledge only at the
image level. This limitation hinders their effectiveness in
addressing complex industrial anomaly segmentation sce-
narios.

3. Methodology

Anomaly detection primarily relies on two sources: data
from the memory bank and vision-language information.
ReMP-AD leverages a vision encoder to embed visual fea-
tures and stores them in the memory bank. At the same
time, it takes advantage of both language and vision infor-
mation via a CLIP-based backbone.

3.1. Overview of ReMP-AD

The overall pipeline of the proposed ReMP-AD is illus-
trated in Fig. 2. This framework consists of two novel
core components: Intra-Class Token Retrieval (ICTR) and
Vision-Language Prior Fusion (VLPF). Specifically, ICTR
effectively leverages reference features by extracting and

comparing class-specific prototypes for each query patch.
Additionally, ICTR addresses variability among references
by incorporating global variation analysis. VLPF inte-
grates language and vision prior through a unified approach.
It utilizes vision-prior masks as vision prompts to guide
the transformer extract anomaly features and employs con-
nected area analysis to transform these masks into coherent
regions generated by language prior, enabling a comprehen-
sive extension from patch-level to region-level feature anal-
ysis. During training, VLPF is kept frozen, and only the
MLP module is trained.

3.2. Preliminaries

CLIP-based anomaly detection leverages the semantic dif-
ferences between visual features and the textual features
corresponding to “normal” and “abnormal” concepts to rec-
ognize anomalies. Two textual prompts are formulated: “a
photo of a normal [CLASS]” and ““a photo of an abnormal
[CLASS]”, where [CLASS] represents the name of the tar-
get class. The corresponding text features are denoted as
Fy, = [E], F?], where F;, € R?*C. Here, F* and F repre-
sent the text features for normal and abnormal descriptions,
respectively. Given an image, the visual feature F,, € R'*¢
is obtained via the vision encoder. Additionally, the inter-
mediate layer feature map Fqcn € RHEXWXChpaten gpd
the class token F.;, € R1*Crater gre extracted from the
visual encoder. For computational convenience, the spa-
tial dimensions of Fj.., are concatenated, resulting in
Fpaten, € REWXCraten Here, H and W represent height
and width, respectively. It is important to note that the di-
mension Cpacn, representing the feature dimension of the
intermediate layer, differs from C. The anomaly classifica-
tion probability score S,; is computed as follows:

exp(Fy, F/T)

Sy = 1
L= (E Fp )+ eap(Fo Fofry )

Here, (, ) represents the similarity measure by computing
the cosine similarity between vectors. And 7 is the temper-
ature hyperparameter.

3.3. Intra-Class Token Retrieval

To effectively handle noisy and diverse feature embeddings
within the memory bank, the Intra-Class Token Retrieval
(ICTR) algorithm is introduced to leverage comprehensive
reference features, effectively reducing interference from
noisy or misleading information. Its primary function is
to identify the normal prototypical patterns within query
patches, enabling accurate detection of abnormal regions.
Additionally, intra-class variations are balanced by utiliz-
ing image-level class tokens. The ICTR algorithm com-
prises two sub-processes: Class Token Balancing (CTB)
and Global Prototype Retrieval (GPR). These processes are
designed to extract prototypes of query features at both the
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Figure 2. The computation of the anomaly map consists of two branches. The memory-guided branch capitalizes on the feature discrepancy
between the query image and the reference image. Meanwhile, the language-guided branch leverages the paradigm that abnormal vision
features are more similar to textual features from abnormal prompts than to those from normal prompts. The results from both branches
are combined to produce the final anomaly map. This illustration of ReMP-AD showcases two novel modules: ICTR and VLPF. For the
memory bank, ICTR outputs prototypes for comparison with query features. Additionally, intermediate patch features are input into the
Vision-Language Prior Fusion (VLPF), where vision prior knowledge masks serve as visual prompts for the VLPF image encoder. Regions
enriched with vision-language prompts are further computed, extending feature representation to the regional level. The MLP module is
the only trainable part of the model. And the entire process is conducted over P layers.

image and patch levels. In a few-shot scenario, K reference
images are processed through a pre-trained visual encoder
to generate patch-level features and class tokens. These
features are then concatenated and stored within a memory
bank, resulting in patch-level features By, € REX Craten
and class tokens Bjs € RE*Cpaten where L = K x HxW
represents the total number of patch features.

Class Token Balancing (CTB) To address intra-class vari-
ations and to enhance confidence among references across
different classes, the Class Token Balancing (CTB) method
is proposed. The confidence score for each reference is
computed based on the similarity between the query class
token and the reference tokens, as well as the similarities
among the references. As illustrated in Algorithm 1,B?,
is the class token of the i-th reference, and W, measures
the similarity between the query and various references. It
is assumed that a higher value of W, reflects greater con-
fidence in the ¢-th reference. Additionally, the minimum
similarity across other references is considered as the con-
fidence bias W,..y. To further enhance the differences in
confidence scores, the squared ¢ norm is applied.

Global Prototype Retrieval (GPR) For an input query
feature Fj,4sc5, the memory bank utilizes GPR to retrieve
its corresponding prototype feature F},.,. The proce-
dure first involves calculating the similarity between the
test and reference features to derive patch-level weights

Algorithm 1: CTB Algorithm

Input: Input Features Fi;s, B
Output: Output image-level weights W
Compute the similarity score W, between the test
image class token and the reference class tokens:
Wclls — <FClS7 Béls>; )
Calculate the confidence score W, , for each
reference:
i, BT
cls cls
1Bl - 1 Besll

Compute the final weights Wcls by evaluating the
discrepancy between the similarity matrix and the
reference confidence scores. Specifically, for each
reference 7, calculate:

”/ref < min 7 ;
cls

A 2
i

4 cls<_ H]‘—’_Wclls_wrlef 2;
5 W  concat (Wéls) (t=1...K),
6 return Wczs
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Subsequently, for L = KHW, the Wpach is reshaped
into Waren €RE xH*W? = Next, the image-level weights



Table 1. Comparison of few-shot anomaly detection on MVTec-AD and VisA datasets. The results are presented as mean + standard
deviation, based on three runs conducted with different random seeds. The best results are in bold, and the second-best results are

underlined.

Setup Method MVTec-AD VisA
[-AUC I-F1 P-AUC  P-Fl PRO I-AUC [I-F1 P-AUC  P-Fl PRO
Padim [()] 76.6:5.1 88.2:11 89.3:09 40.2:2. 73.3:20 62.8:54 753112 89.9:08 17.4:7  64.3:24
PatchCore [19] 83.4.30 90.5:15 92.0:10 50.4:2. 79. 7120 79.9:29 81.7:16 95.4.06 38.0:19 80.5:5
1-shot WinCLIP+ [10]  93.1w0  93.7:4  95.2:05  55.9:7  87.1s12 83.8:0  83.1:17  96.4ws  41.3:5  85.1aa
APRIL-GAN [4]  92.0:05 92.4:02  95.1s01  54.2:00 90.6:02 91.2:08 86.9:06 96.0:00  38.5.0:  90.0u0.
PI‘OH]ptAD [1 3] 94.6:1 - 95.9.05 - 87.9:10 86.9:23 - 96.7:04 - 85.1:25
RCMP-AD(OUI‘S) 94.7 0. 94.3.0.1 95.6:0.1 56.8:01  90.2:03  91.3:04  87.0:0. 97.6-00 44. 7502 92.2:01
Padim [6] 78951 89.2u1  91.3:07  43.7as  782us  67.4wsa 75.7as 92.0:07 21124 70.1:26
PatchCore [19] 86.3:33 92.0:15 93.3.05 53.0217 82.343 81.6:40 82.5:18 96.1:05 41.0s30 82.6:23
7-shot WinCLIP+ [10]  94.4.u: 94408  96.0:05  58.4u17 88.4u9 84.604 83.0us  96.8:05 43.5.35 86.2.14
APRIL-GAN [4] 924435  92.6:01  95.5:00  55.9:05 91.3:01  92.2:05 87.7:05  96.2:0  39.3:02  90.1:04
PI'OIIIptAD [13] 957115 - 96.2:03 - 88.5:08 88.320 - 97103 - 85.8:2.1
ReMP-AD(ours) 95.9.05 95.1:01 96.2:0.1 58.9:05  91.6:03 92.9:01 88.2:07 97.8:0. 47109  92.6:00
Padim [6] 80.4:25 90242 92.6:07  46.1us 81.3s0  72.8:9  78.0:2 932405 24.6us  72.6410
PatchCore [1 9] 88.8126 92.6:156 94305 55.0:10 84.3:14 85.31.1 84.3.13 96.8:03 43.9.3, 84.9:14
4-shot WinCLIP+ [10] 95243 947208  96.2:03  59.5:8  89.0:08  87.3s8 84246 972102 47.0s0  87.6:00
APRIL-GAN [4]  92.8:02  92.8:01  95.9.00 56.9:01 91.8:01  92.6:04 88405  96.2.00  40.0w01  90.2:0.
PromptAD [13] 96.6:00 - 96.5:02 - 90.5:07 89.1.17 - 97 .4:04 - 86.2.17
ReMP-AD(ours) 96.8:0:2 95.5:01 96.6:0.1 61.1:06  92.8:02 94.1:02 89.7:06 97.8:00 48.2:10  92.9:01

Wes, as defined in Algorithm 1, are incorporated with the
patch-level weights to form a hierarchical weight matrix
Wpro as follows:

W;ro = W;atch : W(fls (3)
where ¢ indexes first dimension of W,,.,.

However, unrelated regions might still be integrated into
the prototype due to a dense Wp,.,. To address this issue,
a filtering operation is applied with a hyperparameter A to
promote sparsity.

W _ Wpro ) Wpra > >\7
pro 0, otherwise.

“4)

Anomalies are detected by measuring the discrepancy
between the query feature and its prototype. The prototype
feature should resemble its normal query features while dif-
fering from the abnormal ones. After reshaping, the weight
meeRH WxL s used to integrate the prototype Fj, in
the following equation:

Wpro . Bpatch

= pro_—pateh (5)
HmeHl

pro

The i-th patch localization result M?

bank can be computed as follows: 4
Mrlnem = (1 - <F;7atch7 F;n"o>)

+ (1 _ m]aX<F;atch7 Biatch>)

from memory

(6)

3.4. Vision-Language Prior Fusion

In designing the visual prompt, it is assumed that visually
salient regions are more likely to contain anomalies. These
potentially anomalous regions are identified and utilized as
visual prompts. To quantitatively assess the anomaly like-
lihood of each patch, the Vision Prior Knowledge (VPK)

score is calculated as follows:
mi

. 1 - :
:)pk =+ mik Z (Topmk <F;atch7 F;ateh>> )
j_

where (1!7';)'(”c . Fgatch> represents the calculation of cosine
similarity matrix between the i-th and j-th patch features,
and T'op,,, indicates the top my, highest values in the sim-
ilarity matrix, where my, is a hyperparameter. The indices ¢
and j range from 1 to HW.

The vision prior knowledge score .S, is first converted
into a binary VPK mask M, using a hyperparameter m .
This hyperparameter sets a threshold for the conversion:
values above the threshold are assigned a weight w;, and
values equal to or below the threshold are assigned a weight
wy. This approach enhances the focus on potential abnor-
mal regions and reduces the emphasis on less likely ones.

My, = 1, Svpk > My, M L = wi, S’upk > my,
P 0, otherwise. =~ ¥ wsg, otherwise.
(®)

Subsequently, the vision prior knowledge weighted mask
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M pi, is multiplied with Fpqzen:

Fpat(zh = Fpatch o Mvpk (9)
where o is the Hadamard product. Then, the resulting
weighted feature map Fpatch is fed to the next layer of the
pre-trained image encoder, referred to as the VLPF image
encoder. This operation is applied at p th layer in the VLPF
image encoder.

To align with the textual features, an MLP layer is trained

to generate the post-processed feature F),, , ERAW*C

from FpatChGRHWXCPWh. A language prior knowledge
score .Sjpy and its corresponding binary mask M, are as
follows:

/

S o e$p<Fp(lt(:h7 Ftu/7—> (10)
lpk — 7 7
P ewp<Fpatch7 Ftn/T> + e'rp<Fpatch> Fta/7—>

1, S > my
My =< P ’ 11
ok {0, otherwise. 1D

Then the vision-language prompt fusion mask M, s is
obtained as the intersection of M, and M. Next, con-
nected area analysis is then applied to the M, to produce
the binary region R, €RN*HW_ To extend from patch-
level to region-level, the average feature of patches within
the same region is utilized as the region feature Fi.g;on.

N pn !
Fregion = Z M (12)
n—1 ||Rgzpf||1
This feature is then combined with the patch feature

’

F, qtch, using the hyperparameter m.:
Fr/egion = MaFregion + (1 —ma) 1/7atch (13)
Next, the language-prior segmentation map M, is gen-
erated using a binary classification approach:

M = exp<F7/'egion7 Fta/7—> (14)
! exp<F7{egion’ Ftn/7_> + e‘rp<F7{egion’ Fta/T>

During inference, the final segmentation result M;; is
obtained by fusing the language-guided map M,,; and the
memory-guided map M., , as follows:

P P
1 1
Myiz = 55 » UP (M) + 55 > UP (M},,,) (1)
p=1 p=1

where p denotes the result computed at the p-th layer of the
ViT, with a total of P layers. The operator U P(-) represents
the upsampling operation.

For the final classification outcome, the language-prior
classification score S,; € [0, 1] is combined with the maxi-

mum pixel value derived from the anomaly map.

1 1
Simg = §Svl + 5 max (Mpm) (16)

4. Experiments

We comprehensively compared ReMP-AD against recent
state-of-the-art approaches across 1-shot, 2-shot, and 4-shot
scenarios. Furthermore, ablation studies were carried out to

examine the individual contributions of the VLPF and ICTR
enhancements.

4.1. Experiments setup

4.1.1. Dataset descriptions

Our benchmarks include the MVTec-AD [1], VisA [30] and
PCB-Bank [25] datasets. The MVTec-AD dataset com-
prises 15 objects, with image resolutions ranging from
700 x 700 to 900 x 900 pixels. It includes 3,629 sam-
ples in the training set and 1,725 in the test set. Similarly,
the VisA dataset contains 12 objects, each approximately
1.5K x 1K pixels in size, with 9,621 normal samples and
1,200 anomalous samples. PCB-Bank is a dataset of printed
circuit boards (PCBs) encompassing seven different PCB
types. It consists of 4,214 normal samples in the training
set and 2,253 test samples. Following APRIL-GAN [4], we
train on the VisA test set and evaluate on MVTec-AD. Ad-
ditionally, we train on the MVTec-AD test set and evaluate
on the other datasets.

4.1.2. Implementation details

In our experiments, we utilize the CLIP model with ViT-L-
14-336 pretrained backbone. The threshold A in (4) is 0.72
for the VisA dataset, 0.64 for the MVTec-AD dataset. In
(7), my is set to 100. The hyperparameters for generating
Mvpk in (8) include my, wi, and we, with optimal settings
of my = 0.5, w; = 1.2, and wo = 0.8. The attention layers
p in the VLPF image encoder are implemented at the 12th,
18th, and 24th layers. The hyperparameter m,, in (13) is
defined as 0.2. We configure the number of layers P in (15)
for extracting patch-level features to 4, selecting features
evenly from layers 6, 12, 18, 24 of the 24 transformer layers
in the image encoder. All images are resized to 518 x 518
pixels before being input into the encoder. The Adam is
employed as an optimizer with an initial learning rate of le-
3. The model is trained for 3 epochs on MVTec-AD and 15
epochs on VisA, using a batch size of 8. All experiments are
conducted on a single NVIDIA GeForce RTX 4060 Ti, with
three runs performed using different random seeds, and the
results are averaged.

4.1.3. Evaluation metrics

Industrial Visual Anomaly Detection is evaluated by three
key metrics: the area under the receiver operating charac-
teristic curve (AUC), the F1-score at the optimal threshold
(F1), and the per-region overlap (PRO). For image-level
anomaly classification, I-AUC and I-F1 are used, while
pixel-level anomaly segmentation is assessed using P-AUC,
P-F1, and PRO.

4.2. Image/Pixel-level comparison results

Table 1 presents image-level comparative results for ReMP-
AD and existing methods, including PaDiM [6] and Patch-
Core [19], which adapt traditional full-shot techniques for
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Figure 3. Qualitative segmentation results of 4-shot anomaly detection on MVTec-AD and VisA dataset, compared with PatchCore [19],
WinCLIP+ [10], APRIL-GAN [4], and PromptAD [13]. The redder the area on the segmentation map, the higher the corresponding
anomaly score at that location. From the results, it is clear that our method excels at reducing false positives and effectively detecting large

abnormal areas.

Table 2. Comparison of few-shot anomaly detection on PCB-Bank
dataset. Metrics are [-AUC/I-F1 at first raw and P-AUC/P-F1/PRO
at second raw.

Setting WinCLIP+[10] APRIL-GAN [4] ReMP-AD(ours)

L<hot 62.8/71.0 77.6/77.7 79.0/77.6
SIOL 88 3/11.5/62.7  91.9/25.6/758  93.8/32.4/80.5

> hot 66.4/72.8 79.7/77.9 82.3/80.1
SIOL 80.0/13.0/64.1  92.6/26.1/772  95.6/36.6/84.9

tshot 69.6/73.0 83.5/80.5 86.9/84.1
90.8/17.4/68.1  92.7/26.8/77.8  95.4/38.8/85.4

Table 3. Results of integrating the proposed method into the many-
shot framework (MuSc). LP represents the branch of language-
prior anomaly detection (APRIL-GAN). * indicates that only the
VLPF image encoder is used. Metrics are P-AUC/P-F1/I-AUC/I-
F1.

Method MVTec-AD VisA
Baseline 97.1/62.2/97.8/97.4  98.7/49.0/92.6/88.9
w/ VLPF*(ours) 97.2/63.0/97.9/97.3  98.7/49.1/92.6/89.1
w/ LP 97.1/62.5/98.2/97.7  98.7/52.2/94.7/90.8
w/ LP + VLPF(ours) 97.2/63.4/98.5/97.6 98.8/52.7/94.9/91.1

few-shot scenarios. These methods demonstrate limited
anomaly detection (AD) performance. In contrast, Win-
CLIP+ [10] and APRIL-GAN [4], which first introduce
CLIP, significantly enhance image-level AD in few-shot
settings. PromptAD [13] further leverages prompt learn-
ing and a new attention mechanism , achieving state-of-
the-art performance. Notably, ReMP-AD shows substan-
tial improvements across all three settings in both bench-
marks compared to the aforementioned methods. Except
for comparable performance on the MVTec-AD dataset in
the 1-shot setting, ReMP-AD surpasses the state-of-the-art
in both benchmarks. Moreover, to ensure a fair comparison,
Table 11 reports the results using identical backbones, since
PromptAD employs smaller backbones, which may impact
the performance.

To further prove its effectiveness in a real-world applica-
tion, ReMP-AD is applied to a printed circuit board dataset
(PCB-Bank). Table 2 presents the results on the PCB-Bank

Table 4. Results of ablation study under 4-shot setting on VisA
dataset. The best results are in bold, and the second-best results
are in underlined.

ICTR

7" _ VLPF P-AUC P-FI I-AUC IFl
GPR CTB
X x X 964 397 915 874
v X X 971 454 940 893
4 v x 976 469 940 895
v v v 978 480 941 899

dataset in comparison with WinCLIP+ [10] and APRIL-
GAN [4]. The proposed method demonstrates superior per-
formance compared to the two language-prior methods and
exhibits strong capability in detecting PCB defects. Fur-
thermore, the proposed method demonstrates strong gener-
alizability on the MPDD [11] and Real-IAD [22] datasets,
as shown in Table 10.

To provide a more intuitive understanding, the quantita-
tive results of anomaly localization are presented in Fig. 3.
For example, in the third row of Fig. 3 (a), ReMP-AD’s
results show comprehensive recognition of the “tape” stick-
ing to the tile. In the third row of Fig. 3 (b), it exhibits
fewer false positives for the wick of the candle compared
to APRIL-GAN [4]. In conclusion, compared to Win-
CLIP+ [10] and APRIL-GAN [4], ReMP-AD demonstrates
superior anomaly localization capability and reduced false
positives for both objects and textures in the 4-shot setting.

We also validate our method on a many-shot setting,
which is proposed by MuSc [12]. In Table 3, the VLPF
module is applied to MuSc to evaluate the efficiency of the
method, with mask attention alone improving P-F1 by 0.8%
on MVTec-AD and 0.1% on VisA. As MuSc is a vision-
prior method, the language-prior branch of APRIL-GAN
is introduced to further demonstrate the efficiency of the
VLPF module. When VLPF is applied to this branch, ad-
ditional gains of 0.9% in P-F1 on MVTec-AD and 0.5%
on VisA are observed. It shows the effectiveness of the
proposed method in integrating vision and language prior
knowledge.
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Table 5. Comparison of results with and without CTB on VisA
dataset in few-shot settings.Metrics are P-AUC/P-F1/I-AUC/I-F1.

Setting w/o CTB w CTB

1-shot  97.3/44.5/91.2/86.6  97.6/44.8/90.9/86.8
2-shot  97.4/45.1/92.5/88.4  97.6/46.3/93.0/89.1
4-shot  97.4/46.6/93.6/88.1 97.8/48.0/94.1/89.9
8-shot  97.3/47.0/94.3/89.4  97.7/48.1/94.7/89.9
16-shot  97.4/49.4/95.2/90.8  97.6/50.3/95.3/90.9

Table 6. Results of integrating the state-of-the-art method Promp-
tAD [13] with the intra-class token retrieval module on MVTec-

AD and VisA datasets. Metrics are P-AUC/P-F1/I-AUC/I-F1.

Method Setting PromptAD PromptAD+ICTR
1-shot  95.4/52.7/91.8/93.1 94.9/53.1/92.8/93.6
MVTec-AD  2-shot  95.8/54.5/94.5/95.5 95.8/54.9/94.7/95.4
4-shot  96.1/55.9/95.8/96.0  96.1/56.6/96.0/96.0
1-shot  95.9/34.8/85.4/82.2  96.3/35.5/86.2/82.8
VisA 2-shot  96.4/35.9/84.6/81.7  96.3/36.6/85.2/82.1
4-shot  96.8/36.5/87.9/83.9  96.7/37.4/88.4/84.0

4.3. Ablation study

The proposed method incorporates two key components:
Intra-Class Token Retrieval (ICTR) and Vision-Language
Prior Fusion (VLPF), the former comprising Global Proto-
type Retrieval (GPR) and Class Token Balancing (CTB). In
this section, ablation studies are conducted to evaluate the
effectiveness of each component within the overall frame-
work.

In Table 4, the first and second rows show that ap-
plying GPR improves pixel-level and image-level results
(AUC/F1) by 0.7%/5.7% and 2.5%/1.9%, respectively. This
demonstrates that GPR effectively integrates global patterns
of normality by capturing and incorporating global feature
correlations. Additionally, as shown in Table 4, the sec-
ond and third rows show that the inclusion of CTB leads
to further improvements over GPR, increasing P-AUC and
P-F1 by 0.5% and 1.5%, respectively. This suggests that
CTB enhances the robustness of the retrieved prototypes,
particularly when variations exist among the reference sam-
ples. After using VLPF shown in Table 4, the pixel-level
and image-level results (AUC/F1) show improvements, re-
spectively, indicating that VLPF effectively enhances local-
ization ability. VLPF leverages vision-prior knowledge to
guide the network’s attention toward patches with potential
anomalies. The results demonstrate that this method for se-
lecting potential abnormal areas and achieving region-level
anomaly localization is noteworthy.

To further explore CTB’s efficiency in the few-shot
setting, Table 5 shows that the presence of CTB signif-
icantly enhances performance in multiple-shot scenarios
compared to its absence. Improvements from 1-shot to 16-
shot demonstrate that CTB’s ability to adjust the confidence
of references is valuable in the few-shot setting.

Additionally, some other few-shot methods [10, 13, 19]
did not use external datasets for pre-training. For a fair

89.5
93.53 89.0%
s 88.5+
93.00 -
2 88.0"
92.5 87.5
92.0 87.0
0.7 0.7
0.5
10 50 038
mgt0o (ool
(a) LAUC (b) I-F1

Figure 4. Results under different my and my applied to VLPF on
the VisA dataset in a 4-shot setting.

comparison, we incorporated the ICTR module into Promp-
tAD [13], following a standard few-shot setup. Table 6
shows that adding the ICTR module improves performance
in the few-shot setting, confirming its effectiveness. The
performance gains from 1-shot to 4-shot further highlight
the effectiveness of the ICTR module in enhancing feature
retrieval and adaptation.

4.4. Hyper-parameter analysis

To evaluate the impact of the hyperparameters m;, and m)
on the generation of the VPK mask, Fig. 4 illustrates their
effects. The hyperparameter m;, exhibits minimal influence
on the I-AUC, whereas the I-F1 score reaches its peak at
my, = 100. In contrast, m significantly affects the results,
with an optimal peak observed at my, = 0.5. Therefore,
we adopt the default settings of mj;, = 100 and m) = 0.5.
Furthermore, we also investigate additional hyperparame-
ters, including p, which refers to the attention layers used
in VLPF, w; and wy, which denote the attention weights
within VLPF, and ), which represents the filtering threshold
in ICTR. The effects of these hyperparameters are analyzed
in the supplementary material: the impact of p is shown in
Table 7, the influences of w; and w, are discussed in Ta-
ble 8, and the effect of ) is detailed in Table 9.

5. Conclusion

In this paper, we introduce ReMP-AD, a novel anomaly de-
tection approach that integrates prototypical patterns from
reference samples and fuses vision-language prior knowl-
edge for few-shot anomaly detection. First, we propose
a prototype retrieval method that extracts normal proto-
types from the references at both pixel and global levels.
Furthermore, to better exploit potential abnormal regions,
we introduce vision-language prior fusion, applying mask
attention in the vision encoder to capture abnormal fea-
tures and extend anomaly detection from the patch level to
the region level. Moreover, extensive experiments confirm
the superiority of ReMP-AD in few-shot industrial image
anomaly detection. The application in real-world printed
circuit board anomaly detection further proves its effective-
ness. In the future, we intend to apply this approach to a
broader spectrum of 3D industrial scenarios.
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