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Abstract

Generative models have made rapid progress in content
creation, particularly in synthesizing artworks and captur-
ing stylistic variation. However, most methods operate at
the level of individual images, limiting their ability to re-
veal broader stylistic trends and temporal transitions. We
address this by introducing a framework that models stylis-
tic evolution as an optimal transport problem in a learned
style space, using stochastic interpolants and dual diffusion
implicit bridges to align artistic distributions across time
without requiring paired data. A central contribution is a di-
verse dataset of over 650,000 artworks spanning 500 years,
curated with metadata across multiple genres. Together, our
method and dataset enable tracing long-range stylistic tran-
sitions and plausible futures of individual artworks, support-
ing fine-grained temporal analysis. This offers a new tool
for modeling historical patterns in visual culture and opens
up promising directions in visual understanding. Code and
dataset: https://github.com/CompVis/Art-fm.

1. Introduction

Recent advances in computer vision have sparked growing
interest in applications in interdisciplinary research domains.
Such applications not only try to offer novel perspectives,
but also address challenges that were impossible before, such
as those seen in medical imaging [18, 53], novel detection
in material science [50], and simulation of climate [56]. De-
spite these successes, there remains a noticeable gap in their
use for cultural studies [4], particularly in art history.

With the rise of generative models such as Stable Dif-
fusion [66], DALL-E [64], and others [51, 58, 69], there
has been increasing use of these tools for artwork synthesis
and content creation. However, their primary focus remains
on image generation and editing, rather than analyzing the
broader narrative of art history [10, 19, 99]. As a result,
current models are not designed to capture the complex evo-
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lution of artistic movements and styles over time.
In this paper, we ask: How would a piece of art evolve?

What might it look like if created centuries earlier or
later? Naturally, no ground-truth pairs exist for such a task,
and the artistic style of a creator is inherently dynamic and
historically constrained. To address this challenge, we aim
to analyze the flow of artistic styles over time. Given a
single artwork, we try to determine its closest “projection”
onto the manifold of artistic expressions corresponding to a
given historical period. While optimal transport provides a
natural formulation for such a task, considering only a single
isolated artwork is insufficient. Instead, we reformulate the
problem as a distribution matching task, where we study the
evolution of the underlying distribution of art over time.

Recent advances in diffusion bridges such as DDIB [83],
DSB [13, 85], and DDBMs [100] have shown that domain
translation can be performed implicitly, without the need for
paired supervision. We build on this idea in the context of art
history by incorporating stochastic interpolants [1], enabling
us to model the temporal evolution of artistic styles without
requiring explicitly aligned training data. Unlike traditional
style transfer methods that transform images based on prede-
fined and discrete styles, our approach projects styles onto
their corresponding distributions across time. Operating in a
compact latent space allows us to abstract away pixel-level
distraction and focus on meaningful stylistic shifts.

To support this temporal modeling, we require a dataset
that spans centuries and reflects a wide variety of artistic
styles. While datasets like WikiArt [71] offer breadth in
genre and metadata, they lack the scale and historical depth
needed to model long-term stylistic progression. Others,
such as BAM [93] and BAM-FG [70], are either restricted
in access or skewed toward modern art. To address this,
we curate a new unified dataset of over 650,000 artworks
annotated with creation year, location, artist, medium, and
other metadata (Fig. 1). This dataset enables the study of
artistic evolution at scale and over time. In summary, our
key contributions are as follows:
• We propose the first generative framework that explicitly

models the temporal progression of artistic styles across
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Figure 1. Overview of the proposed dataset. We have curated and unified our large-scale dataset, including 650,000 artworks from different
creation periods (ranging from 1500 to 2021) and styles with other meta-information, e.g., year, title, artist, media, etc.

historical periods, introduced in Sec. 3.2 and Sec. 3.3.
• To support this, we construct a large-scale, unified dataset

of 650,000 artworks annotated with creation year and other
metadata, covering five centuries of diverse artistic styles
(Sec. 3.4). An overview is shown in Fig. 1.

• Our method models temporal transitions without requir-
ing paired data. We outperform competitive baselines in
capturing long-range stylistic shifts (Sec. 4.2).

2. Related Works

2.1. Stylistic representation

The pioneering work by Gatys et al. [21] marked the be-
ginning of the style transfer era, which defines style as
Gram Matrices of pre-trained network features. Various
methods have been proposed to improve different aspects
of style representation, ranging from efficiency-focused
approaches like [32, 42, 92] to quality-centric ones such
as [36, 89, 98, 101]. Moreover, efforts have been made to
enhance the generality and diversity of style transfer meth-
ods [30, 90, 91, 95]. Despite these achievements, most ex-
isting approaches [6, 41, 61, 86, 98] focus on image editing
or the disentanglement of style and content through explicit
style/content representations or user-defined prompts. Data-
driven methods as [15] defined the representativity of art-

works as a deep feature fusion incorporating not only im-
ages, but also painting styles, creation time, and authorship
information. On the other hand, ContextNet [19] aims to rep-
resent and explore artistic attributes in different modalities
and their relationships to improve the retrieval of artworks
in automatic art analysis. ArtGCN [99] uses a graph CNN
to construct stylistic representation based on artistic com-
ments. More recent works, such as GDA [88] and CSD [79],
train style descriptors by fine-tuning on top of the existing
feature space of CLIP [62] through contrastive learning with
synthetic or curated data.

These studies typically concentrate on rendering or dif-
ferentiating individual images with specific styles and often
overlook treating styles as distributions. Chen et al. [5] tried
to match portrait images through time with a family of mod-
els for each decade and re-synthesize them. However, it
is limited to simple face data. In our work, we focus on
analyzing artistic style shifts in artworks depicting more
complicated scenes from different eras and using a curated
dataset with newly proposed flow-based models, which have
not been explored before in similar analyses.

2.2. Art datasets

Various datasets focus on different domains [2, 14, 43, 82,
97]. However, in the domain of art, particularly paintings

5868



Figure 2. Implicit bridge with 2D example. Two unconditional models are trained between Gaussian noise and data distributions A (squares)
and B (circles), without access to mode labels (colors). Despite this, structure is preserved in noise space. By mapping samples from A to
noise via v(a) and then back to B via v(b), we show that correspondences can emerge without paired supervision.

concerning artistic style, there is a notable absence of large-
scale datasets tailored for comprehensive analysis. Existing
art datasets exhibit several limitations. WikiArt [71] pro-
vides a diverse collection of styles and includes year infor-
mation in some of the filenames, but is limited in the number
of samples to facilitate a comprehensive analysis of artis-
tic evolution. BAM [93] and BAM-FG [70] are restricted
in accessibility as they are not publicly available and pri-
marily consist of contemporary artworks, thereby lacking a
historical perspective essential for studying stylistic progres-
sion. LAION-Styles [79] has curated a large style attribution
dataset from LAION [74]. However, it lacks chronological
information and does not differentiate between styles and
artists, which is crucial for analyzing the evolution of styles.

To the best of our knowledge, no previous work has cu-
rated a large-scale dataset of artwork with detailed metadata,
including style, artist, year of creation, and medium. Our
curated dataset (see Sec. 3.4) unifies these aspects, enabling
scalable studies beyond existing approaches.

2.3. Flow Matching and Stochastic Interpolants

Flow Matching [44, 46, 54] has established Continuous Nor-
malizing Flow (CNF) as a notable competitor to diffusion
models [26, 78]. It enables simulation-free training of CNFs
using an optimal transport conditional probability path with
Ordinary Differential Equations (ODE), providing a more
efficient alternative to traditional diffusion training and sam-
pling methods [34, 81]. The versatility of Flow Matching
has been showcased across various domains, including im-
age [27, 29, 37, 44, 75], depth map [22], video [12], hu-
man motion [28], point cloud [94], and manifold data [7].
A more recent family of frameworks – Stochastic Inter-
polants [1, 47] has been proposed for unifying Flows and
Diffusions. They suggested that Stochastic Interpolants can
be generalized to align with various generative models, in-
cluding Normalizing Flow [8], Diffusion Model [66, 80],
Flow Matching [22, 29, 75], and Schrödinger Bridge [45, 85].
In this work, we develop our method within the stochastic
interpolant framework and use the learned optimal transport
paths (flows) to study the progression of styles across eras.

3. Method

We aim to enable the matching of artworks across differ-
ent time periods, despite the absence of ground-truth corre-
spondences. Analyzing the temporal evolution of individual
paintings is inherently infeasible, as artworks are static and
finalized entities. Future stylistic transformations are highly
unpredictable, even when considering subsequent works by
the same artist, given that many artists undergo significant
stylistic changes throughout their careers (e.g., Van Gogh or
Pablo Picasso). Due to this absence of explicit ground-truth
data pairs, we propose an alternative formulation of the prob-
lem. Specifically, we approach it as a distribution matching
task, where the evolution of artistic styles over time is under-
stood in terms of underlying probability distributions rather
than isolated instances.

By modelling on the global distribution of artistic styles
across time, we can establish meaningful correspondences
spanning different centuries [77]. A principled framework
for matching distributions is Optimal Transport (OT), which
minimizes the transportation costs between distributions
[83, 100]. To achieve this, we leverage implicit bridges
and flow matching, which, upon training, inherently define
an Ordinary Differential Equation (ODE) that aligns with
the principles of optimal transport. This not only captures
high-level stylistic transitions over time but also facilitates
fine-grained alignment of individual artworks based on their
placement within these temporally evolving distributions.

3.1. Theoretical background

Stochastic Interpolants In recent years, generative prob-
abilistic models that transform noise into data have gained
significant attention. These models are primarily represented
by diffusion-based models [17, 66, 80, 81] and flow-based
models [26, 44]. This transformation can be defined [1] by a
time-dependent forward process with t ∈ [0, 1] as

xt = αtx0 + σtx1, (1)

where x0 corresponds to data sampled from the data dis-
tribution p0(x) for which we have empirical observations
available and x1 ∼ N (0, I) is a simple prior distribution.
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Algorithm 1 Transforming artworks from source age distri-
bution to target age distribution
Input: x(a)

0 ∼ pA(x) - data samples from age A
ya - original chronological conditioning
yb - chronological conditioning for desired age yb = ya + ∆y
v(a)

θ - model corresponds to age A, instantiated by vθ(xt, t, ya)
v(b)

θ - target model corresponds to age B, instantiated by vθ(xt, t, yb)
tth ∈ (0, 1] - the integration threshold

Output: x(b)
0 , the result in the target age data distribution B.

1: for each element x(a)
0 ∼ pA(x) do

2: xth = ODESolve(x(a)
0 ; v(a)

θ , 0, tth) ! obtain the structured noise from
source age data

3: x(b)
0 = ODESolve(xth; v(b)

θ , tth, 0) ! obtain target age data from the
structured noise

4: return x(b)
0

The forward process is characterized by the hyperparam-
eters αt and σt, with αt decreasing and σt increasing as
time t ∈ [0, 1] progresses, interpolating between data and
noise. Furthermore, the boundary conditions are normally
constrained as α0 = σ1 = 1 and α1 = σ0 = 0, so that for
t = 0 we have pure data and t = 1 pure noise. In particu-
lar, flow-based models, represented by SiT [47, 75], have
attracted significant interest due to their faster training and
inference compared to diffusion-based models. With the
above-defined forward process, the velocity is defined as

v(x, t) = E[ẋt|xt = x], (2)

which generates the marginal probability distribution pt(x)
of xt at time t [1, 47]. This aligns with the distributions of
the probability flow ODE [81] so that during inference we
can generate samples by solving the Ordinary Differential
Equation (ODE) backward in time starting from pure noise
N (0, I) to arrive at a sample x ∼ p0(x). Ma et al. [47]
demonstrates that we can train a neural network vθ(xt, t) to
parametrize the velocity using the training objective:

Lv(θ) =
∫ T

0
E[‖vθ(xt, t) − α̇tx0 − σ̇tx1‖2]dt, (3)

with α̇t and σ̇t representing the time derivative of αt and σt,
respectively. For simplicity and due to its relatively straight
trajectories, we adopt the Linear Interpolant from [46, 47]
with αt = 1 − t and σt = t.

3.2. Bridging artworks over time
We aim to establish meaningful correspondences between
artworks originating from different historical periods. By
leveraging and adapting the recent advances in generative
modelling, we develop a framework that learns to transport
dynamics across time-conditioned data distributions without
requiring paired supervision. We begin by introducing the
foundations of implicit diffusion bridges, before detailing
how they can be applied to match artworks across time.

Let x(a) represent a data sample from data distribution A.
The goal is to identify the corresponding sample x(b) from
a different data distribution B. This problem is inherently
ill-posed due to the absence of ground-truth data pairs. To
address this, we seek to establish optimal transport between
the underlying manifolds and construct Schrödinger bridges
between the respective distributions [9, 40].

Dual Diffusion Implicit Bridges (DDIB) [83] demonstrate
that such bridges can be effectively constructed using a pair
of pre-trained image diffusion models. Notably, the Ordinary
Differential Equations (ODEs) derived from trained diffu-
sion models inherently exhibit optimal transport between
the Gaussian noise prior and the corresponding data distri-
butions [85]. Let ODESolve denote the mapping from an
initial noise x1 to the data x(a)

0 with v(a)
θ defined in Eq. (3):

ODESolve(xt; v(a)
θ , 1, 0) = x1 +

∫ 0

1
v(a)

θ (xt, t)dt. (4)

Analogously, we can train ODESolve(xt; v(b)
θ , 1, 0) for

mapping data between noise and B. Given these frame-
works, the learned mappings between noise and data distri-
butions, along with their corresponding reverse processes
ODESolve(xt; vθ, 0, 1), inherently constitute optimal trans-
port pairs. As illustrated in the example in Fig. 2, we demon-
strate this ability to transfer data between distributions A
and B despite having no prior information about their in-
herent relationship. First, we use the trained ODE to map
data distribution A to the standard Gaussian noise. A clear
structure related to A emerges, highlighting the optimal
noise-to-data pairs achieved through the ODE model’s trans-
port. Subsequently, another trained ODE transports this
structured noise [67] to the distinctly different distribution B.
In this setup, the mapping between distributions A and B re-
mains largely preserved, even when using two independently
trained ODEs that share no information. This indicates that
the noise space might not be pure noise, but rather contains
a certain structure as suggested in [67].

The independent vθ can be achieved by training the same
model with different conditions, namely

v(a)
θ = vθ(·, t, ya), v(b)

θ = vθ(·, t, yb). (5)

Under our problem setup, the data x(a)
0 resembles a piece of

artwork, and ya represents the corresponding chronological
information (creation year of the artwork). This parameteri-
zation allows a single model vθ to learn mappings between
arbitrary years ya → yb through conditioning, effectively
replacing the need to train separate models for each temporal
pair, as illustrated in Fig. 3.
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Figure 5. Stylistic flows over time. We visualize distribution shifts
for ∆y = 0, 20, 40, 80 years. Blue quivers indicate the dominant
movements of art pieces into the next time frame and visualize how
style distribution flows across time.

5,053 artists, 128 styles, 7,908 media, and 1,442 geographi-
cal locations. Due to the space limitation, we defer the more
details of the dataset in the Appendix D.

4. Experiment

4.1. Choice of Style Representations
The concept of style is inherently complex and multifaceted,
encompassing aspects such as color, material, atmosphere,
design, and structure. From a human perspective [39, 72],
defining style is subjective and often varies depending on
context. Similarly, in computer vision, style is represented
through diverse latent spaces depending on the task. For
instance, works on style classification and retrieval [11, 33]
focus on different representations than those used in style
transfer [20, 95] or in diffusion-based generation [16, 61, 87].
In both domains, style remains fluid and context-sensitive.

To accommodate this ambiguity, our model is designed to
be agnostic to the specific choice of style space. In our exper-
iments, we primarily focus on two feature spaces: CLIP [62]
and CSD [79]. As shown in Table S3, CSD excels in style-
based retrieval, whereas CLIP performs slightly better in
year-based retrieval and can be decoded to images with un-
CLIP [65] (see Figure S15). We refer readers to Appendix A
for a detailed comparison of all candidates.

4.2. Experimental Results
Tracing stylistic flows across time. We visualize the tem-
poral flows of style distributions in Figure 5, showing how
our model progressively aligns embeddings of early-20th-
century artworks with those from later periods. Each subplot
displays kernel density estimates (KDEs) [57] in the CSD
space for three sets of samples: the original early-century
inputs transported by our model (green), the real artworks
from the corresponding future time window (orange), and

the fixed target distribution of late-20th-century art (blue).
At ∆t = 0, the transformed distribution (green) coin-

cides with the original input, as expected. As ∆t increases
to 20, 40, and 80 years, the green distribution increasingly
aligns with the orange ground-truth distribution for each
target decade, despite the absence of sample-level corre-
spondences. This alignment is not exact, but meaningful:
the transformed samples retain certain semantic traces of
their origin, resulting in a distribution that blends tempo-
ral stylistic adaptation with content continuity. Such diver-
gence offers insight into how artistic style may evolve from
a given source, even in ways not fully captured by existing
data. Eventually, the green distribution approaches the late-
century manifold (blue), indicating that our model learns
a smooth and coherent temporal flow (denoted by the blue
quivers) from a distribution perspective.

To bridge population-level dynamics with sample-level
behavior, we track a single artwork—Berlin Street Scene
(1913)—through time. Its unCLIP renderings reflect plau-
sible stylistic changes in line with historical trends, while
preserving core semantics. This illustrates the model’s ability
to capture stylistic evolution across distributions and within
individual samples, which we explore next.

Transforming individual artworks through time. We
present visual examples demonstrating how individual art
pieces evolve across time by transferring their semantic em-
bedding in the CLIP [62] space and visualizing using the un-
CLIP model [66]. In Figure 6, we show the temporal trajecto-
ries of canonical works such as Les Demoiselles d’Avignon
(1907, Cubism) and Landscape near Chatou (1904, Fauvism).
This task is particularly challenging as these pieces are less
realistic, making semantic capture more difficult. Despite
this, we preserve artistic intent and content over time by
operating in a compact semantic space.

Additionally, we compare our approach with image edit-
ing methods in pixel space [49, 96] in Figure 7. These meth-
ods fail to achieve faithful semantic transformations tied to
specific periods; instead, they apply superficial style trans-
fers that ignore historical context. In contrast, our method
enables long-range interpolation through time. We further
analyze the style distributions of both unconditionally gener-
ated embeddings and mapped embeddings in Appendix C.2,
showing that both closely follow the stylistic distributions.

Content preservation. Our model captures how artistic
style changes over time and how such stylistic evolution
influences content, including shifts in scene composition
and object substitution, e.g., horses versus motorcycles in
Figure 7. Because style and content are often deeply entan-
gled, meaningful temporal transformation requires flexibility.
When the threshold parameter tth is set too low (Section 3.3),
the model is overly constrained to the original input, limit-
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Figure 6. Qualitative comparison of editing methods across different historical styles. Each row shows results from a different method. The
1st and 5th columns show original artworks (Les Demoiselles d’Avignon - 1907 and Landscape near Chatou - 1904).

Method Rococo Impressionism Realism
R@1 R@5 ! ! " (%) " R@1 R@5 ! ! " (%) " R@1 R@5 ! ! " (%) "

RF-inversion [68] 5.6 9.3 0.690 83.7 10.5 26.3 0.658 76.8 2.4 6.5 0.749 66.3
LEDITS ++ [3] 12.6 23.0 0.528 79.4 15.4 30.4 0.585 69.6 9.7 20.5 0.509 64.9
SDEdit [49] 6.3 15.8 0.572 45.6 5.3 13.4 0.605 34.5 3.7 12.4 0.612 45.6
SDEdit (fine-tuned) 37.9 42.8 0.265 64.7 34.1 47.3 0.272 47.2 27.5 38.4 0.236 57.3

Ours 72.5 85.1 0.024 84.8 65.0 76.3 0.024 75.8 58.5 69.3 0.025 68.6

Table 1. Quality of the time matching when transferring artworks over time. We sampled a compact subset of a hundred samples for each
style to calculate the metrics. We transfer clusters of artworks to randomly selected years within the range of [! 100, 100] and compute the
mean metrics. For ! , we used the nearest nns[: 25] neighbors as positive samples and further nns[50 : 75] as the negative samples for each
chosen anchor, where nns denotes its nearest neighbors. See extended table in Table S4.

ing stylistic adaptation. This results in hybrid outputs, such
as a Steam Horse locomotive, that blend past and future
characteristics without fully transitioning.

Content deviation is a broader challenge across models.
Most methods face a trade-off between low-level fidelity
and high-level semantic consistency. Pixel-focused tech-
niques [3, 49, 67] often struggle to produce meaningful tem-
poral shifts even with adjusted guidance scales, sometimes
leading to failures like buildings morphing into people, as
seen in Figure 6. In contrast, our model preserves conceptual
content while enabling coherent, temporally grounded trans-
formations, striking a balance between semantic stability
and stylistic progression.

Quantitative evaluation of time travel. Assessing the
quality of temporal transitions in artworks is challenging due
to the absence of ground-truth correspondences. However,
semi-ground-truth evidence exists: artworks created close
in time and close in style are more likely to evolve together
rather than disperse. Based on this intuition, we utilized
three key metrics:
• Recall@k assesses alignment with the target era by check-

ing whether time-traveled samples retrieve temporally ap-
propriate neighbors in style space.

• Compactness δ measures how coherent the transformed

samples are by comparing their variance to that of random
samples in the target year: σ2

samples
σ2

target
. A good transformation

should preserve this coherence, as source samples are
initially similar in style and time, resulting in lower δ.

• Triplet consistency τ is adapted from triplet loss [23, 73].
It evaluates whether the relative relation among an-
chor, positive, and negative samples is preserved post-
transformation, reflecting the model’s ability to maintain
local structure.
We evaluate on subsets of 100 samples by selecting lo-

calized neighborhoods of artwork within several style labels
from the test split. These subsets serve as the starting sam-
ples for time mapping. Due to space constraints, we present
results for the few most prominent artistic styles in Table 1,
though our analysis extends across a much broader range.
Since most editing baselines operate directly in pixel space,
we perform an additional step of encoding their generated
outputs back into the style space to enable a fair compari-
son, which allows us to compute nearest neighbor recall and
compactness in a shared representation space.

As shown in Table 1 (we offer more analysis in Table S4
in the Appendix), conventional pixel-based image-editing
methods [3, 49, 67] fail to achieve both objectives: they
neither align generated samples with the appropriate data
manifold, reflected by the lower Recall@k, nor preserve



Figure 7. Flow preserves content semantics across time. We trans-
form a motorcyclist to the year 1800 with increasing tth (left to
right, top row). Low tth leads to incorrect mappings due to lim-
ited editing flexibility, while higher values retain semantic identity
(“man on a horse”) with correct stylistic traits.

local structural coherence, indicated by the higher δ). This
is mainly due to their reliance on pixel-level cues, which
are insufficient for modeling more profound, semantic style
shifts. For instance, RF-Inversion achieves high fidelity
editing [67] but leads to minimal pixel shifts, evidenced by
the low recall. We address these issues by operating in a
compact latent space and focusing on semantic information
to better align with historical stylistic flows.

Since our method is trained exclusively on the curated
dataset, a distributional mismatch may arise when compar-
ing against baseline models such as Stable Diffusion, which
are pretrained on broader, general-domain datasets. For a
fair comparison, we also fine-tuned the base Stable Diffu-
sion model on our dataset until convergence. Specifically,
we adapt the SD 1.5 model using chronologically condi-
tioned prompts of the form “A painting in {year} style”.
This finetuning procedure improves both the synthesis FID
in Table 2 and retrieval-based matching performance in Ta-
ble 1, confirming our dataset’s value. However, applying
SDEdit remains suboptimal for our task, as the method strug-
gles to perform temporally faithful transformations. This
performance gap persists across all evaluated artistic styles,
where our method consistently yields more coherent and
historically aligned style transitions.

Comparison to synthesis baselines. As previously dis-
cussed, for visualization purposes, we project samples into
the CLIP [62] embedding space and render them using the
unCLIP model [66]. This enables quantitative evaluation
using the standard Fréchet Inception Distance (FID) [25],
which assesses both the realism of the generated outputs and
their fidelity to the target temporal style distribution.

We compared our method against three Latent Diffusion
Models (LDM) variants: Stable Diffusion 1.5 [66], Stable

FID↓ conditioned on century
Model 16th 17th 18th 19th 20th

SD 1.5 [66] 131.1! 40.4 118.9! 37.1 103.5! 17.2 149.9! 77.9 180.4! 101.5
SD 2.1 214.4! 123.7 147.1! 65.3 134.2! 47.9 170.2! 98.2 167.1! 88.2
SDXL [60] 186.6! 95.9 142.4! 60.6 143.4! 57.1 114.8! 42.8 146.1! 67.2
FLUX.1-schnell [38] 199.2! 108.5 142.2! 60.4 137.3! 51.0 122.8! 50.8 126.1! 47.2

SD 1.5 (fine-tuned) 111.7! 21 96.4! 14.6 88.8! 2.5 96.4! 24.4 150.7! 71.8

Ours 90.7 81.8 86.3 72.0 78.9

Table 2. Feature synthesis across centuries. Evaluation metrics
are computed on 1,000 samples per century. While Stable Diffu-
sion and FLUX rely on text prompts for year conditioning, our
model conditions directly on this information. Our method exhibits
stronger alignment with ground truth distributions.

Diffusion 2.1 [66], and SDXL [60], as well as the flow-
matching based FLUX model [38]. We also compare against
the fine-tuned Stable Diffusion 1.5, with results summarized
in Table 2. SDXL [60] has demonstrated strong artistic
understanding and has become the foundation for many re-
cent stylistic image generation methods [16, 24, 76, 87].
While SDXL performs well on certain styles, such as Re-
naissance (16th century) and Cubism (20th century) in the
Appendix Figure S13, it struggles to capture stylistic distri-
butions comprehensively. FLUX [38], despite its training
scale and exhibiting strong performance across text-to-image
tasks, also struggles to capture temporal style distributions
effectively (see Figure S14). In contrast, our model, trained
on the proposed dataset, better captures the diversity of artis-
tic styles. Our approach achieves significantly lower FID
scores than standard text-conditioned models, demonstrating
better alignment with the underlying feature distribution of
different art periods. Furthermore, it provides more consis-
tent stylistic alignment across centuries. Further rendering
results for all models are available in the Appendix.

5. Conclusion
Studying the evolution of art is challenging due to the lack
of ground-truth correspondences between artworks from dif-
ferent periods. We present a framework that models stylistic
progression using stochastic interpolants and dual diffusion
implicit bridges, enabling distribution-level alignment with-
out paired data. By formulating art evolution as optimal
transport in a learned style space, our method captures con-
tinuous temporal transitions in artistic style.

A central contribution is a dataset of over 650,000 art-
works spanning 500 years, which we use to demonstrate
that our model captures long-range stylistic shifts. Beyond
modeling distributions, our method also enables tracing the
stylistic origins and plausible futures of individual artworks,
allowing for fine-grained longitudinal analysis. Our work
explores a less-studied direction in computer vision: using
generative models to investigate the evolution of art and sup-
port cultural and historical analysis. We believe our approach
offers a foundation for future interdisciplinary work at the
intersection of machine learning and cultural analytics.
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Painter prediction from artworks with transfer learning. In
2021 7th International Conference on Mechatronics and
Robotics Engineering (ICMRE). Ieee, 2021. 1

[11] Elliot Crowley and Andrew Zisserman. The state of the art:
Object retrieval in paintings using discriminative regions. In

Proceedings of the British Machine Vision Conference 2014.
British Machine Vision Association, 2014. 6

[12] Aram Davtyan, Sepehr Sameni, and Paolo Favaro. Random-
ized conditional flow matching for video prediction. arXiv,
2022. 3

[13] Valentin De Bortoli, James Thornton, Jeremy Heng, and
Arnaud Doucet. Diffusion schrödinger bridge with appli-
cations to score-based generative modeling. Advances in
Neural Information Processing Systems, 2021. 1

[14] Jia Deng, Wei Dong, Richard Socher, Li-Jia Li, Kai Li, and
Li Fei-Fei. ImageNet: A large-scale hierarchical image
database. In CVPR, 2009. 2

[15] Yingying Deng, Fan Tang, Weiming Dong, Chongyang Ma,
Feiyue Huang, Oliver Deussen, and Changsheng Xu. Explor-
ing the representativity of art paintings. IEEE Transactions
on Multimedia, 2020. 2

[16] Yarden Frenkel, Yael Vinker, Ariel Shamir, and Daniel
Cohen-Or. Implicit style-content separation using b-lora.
In ECCV, 2024. 6, 8

[17] Michael Fuest, Pingchuan Ma, Ming Gui, Johannes S Fis-
cher, Vincent Tao Hu, and Bjorn Ommer. Diffusion mod-
els and representation learning: A survey. arXiv preprint
arXiv:2407.00783, 2024. 3

[18] Shangqi Gao, Hangqi Zhou, Yibo Gao, and Xiahai Zhuang.
Bayeseg: Bayesian modeling for medical image segmen-
tation with interpretable generalizability. Medical Image
Analysis, 89, 2023. 1

[19] Noa Garcia, Benjamin Renoust, and Yuta Nakashima. Con-
textnet: representation and exploration for painting classi-
fication and retrieval in context. International Journal of
Multimedia Information Retrieval, 9(1), 2020. 1, 2

[20] Leon Gatys, Alexander S Ecker, and Matthias Bethge. Tex-
ture synthesis using convolutional neural networks. In Ad-
vances in Neural Information Processing Systems (NeurIPS),
2015. 6

[21] Leon A Gatys, Alexander S Ecker, and Matthias Bethge.
Image style transfer using convolutional neural networks.
In Proceedings of the IEEE/CVF Conference on Computer
Vision and Pattern Recognition (CVPR), 2016. 2

[22] Ming Gui, Johannes Schusterbauer, Ulrich Prestel,
Pingchuan Ma, Dmytro Kotovenko, Olga Grebenkova, Ste-
fan Andreas Baumann, Vincent Tao Hu, and Björn Ommer.
Depthfm: Fast monocular depth estimation with flow match-
ing. AAAI, 2025. 3

[23] Alexander Hermans, Lucas Beyer, and Bastian Leibe. In
defense of the triplet loss for person re-identification. arXiv
preprint arXiv:1703.07737, 2017. 7

[24] Amir Hertz, Andrey Voynov, Shlomi Fruchter, and Daniel
Cohen-Or. Style aligned image generation via shared atten-
tion. In CVPR, 2024. 8

[25] Martin Heusel, Hubert Ramsauer, Thomas Unterthiner, Bern-
hard Nessler, and Sepp Hochreiter. Gans trained by a two
time-scale update rule converge to a local nash equilib-
rium. Advances in neural information processing systems,
30, 2017. 8

[26] Jonathan Ho, Ajay Jain, and Pieter Abbeel. Denoising diffu-
sion probabilistic models. Advances in Neural Information
Processing Systems (NeurIPS), 33, 2020. 3



[27] Vincent Tao Hu, Yunlu Chen, Mathilde Caron, Yuki M.
Asano, Cees G.M. Snoek, and Björn Ommer. Guided dif-
fusion from self-supervised diffusion features. In ARXIV,
2023. 3

[28] Vincent Tao Hu, Wenzhe Yin, Pingchuan Ma, Yunlu Chen,
Basura Fernando, Yuki M. Asano, Efstratios Gavves, Pascal
Mettes, Björn Ommer, and Cees G.M. Snoek. Motion flow
matching for human motion synthesis and editing. In ARXIV,
2023. 3

[29] Vincent Tao Hu, Stefan Andreas Baumann, Ming Gui, Olga
Grebenkova, Pingchuan Ma, Johannes Fischer, and Björn
Ommer. Zigma: A dit-style zigzag mamba diffusion model.
In European conference on computer vision, pages 148–166.
Springer, 2024. 3

[30] Xun Huang and Serge Belongie. Arbitrary style transfer in
real-time with adaptive instance normalization. In Proceed-
ings of the IEEE/CVF International Conference on Com-
puter Vision (ICCV), 2017. 2

[31] Herve Jegou, Matthijs Douze, and Cordelia Schmid. Product
quantization for nearest neighbor search. IEEE transactions
on pattern analysis and machine intelligence, 33(1):117–
128, 2010. 1

[32] Justin Johnson, Alexandre Alahi, and Li Fei-Fei. Percep-
tual losses for real-time style transfer and super-resolution.
In Proceedings of the European Conference on Computer
Vision (ECCV). Springer, 2016. 2

[33] Sergey Karayev, Matthew Trentacoste, Helen Han, Aseem
Agarwala, Trevor Darrell, Aaron Hertzmann, and Holger
Winnemoeller. Recognizing image style. arXiv preprint
arXiv:1311.3715, 2013. 6

[34] Tero Karras, Miika Aittala, Timo Aila, and Samuli Laine.
Elucidating the design space of diffusion-based generative
models. In NeurIPS, 2022. 3

[35] Diederik P Kingma and Jimmy Ba. Adam: A method for
stochastic optimization. In International Conference on
Learning Representations (ICLR), 2015. 1

[36] Dmytro Kotovenko, Matthias Wright, Arthur Heimbrecht,
and Bjorn Ommer. Rethinking style transfer: From pix-
els to parameterized brushstrokes. In Proceedings of the
IEEE/CVF Conference on Computer Vision and Pattern
Recognition (CVPR), 2021. 2

[37] Felix Krause, Timy Phan, Ming Gui, Stefan Andreas Bau-
mann, Vincent Tao Hu, and Björn Ommer. Tread: Token
routing for efficient architecture-agnostic diffusion training.
arXiv preprint arXiv:2501.04765, 2025. 3

[38] Black Forest Labs. Flux. https://github.com/
black-forest-labs/flux , 2024. 8, 2

[39] Berel Lang. The concept of style. Cornell University Press,
1987. 6

[40] Christian Léonard. A survey of the schr\" odinger problem
and some of its connections with optimal transport. arXiv
preprint arXiv:1308.0215, 2013. 4

[41] Wen Li, Muyuan Fang, Cheng Zou, Biao Gong, Ruobing
Zheng, Meng Wang, Jingdong Chen, and Ming Yang. Style-
tokenizer: Defining image style by a single instance for
controlling diffusion models. In European Conference on
Computer Vision, pages 110–126. Springer, 2024. 2

[42] Xueting Li, Sifei Liu, Jan Kautz, and Ming-Hsuan Yang.
Learning linear transformations for fast image and video
style transfer. In Proceedings of the IEEE/CVF Conference
on Computer Vision and Pattern Recognition (CVPR), 2019.
2

[43] Tsung-Yi Lin, Michael Maire, Serge Belongie, James Hays,
Pietro Perona, Deva Ramanan, Piotr Dollár, and C Lawrence
Zitnick. Microsoft coco: Common objects in context. In
ECCV, 2014. 2

[44] Yaron Lipman, Ricky TQ Chen, Heli Ben-Hamu, Maxim-
ilian Nickel, and Matt Le. Flow matching for generative
modeling. ICLR, 2023. 3

[45] Guan-Horng Liu, Tianrong Chen, Oswin So, and Evangelos
Theodorou. Deep generalized schrödinger bridge. NeurIPS,
2022. 3

[46] Xingchao Liu, Chengyue Gong, and Qiang Liu. Flow
straight and fast: Learning to generate and transfer data
with rectified flow. ICLR, 2023. 3, 4

[47] Nanye Ma, Mark Goldstein, Michael S Albergo, Nicholas M
Boffi, Eric Vanden-Eijnden, and Saining Xie. Sit: Exploring
flow and diffusion-based generative models with scalable
interpolant transformers. arXiv, 2024. 3, 4

[48] L. McInnes, J. Healy, and J. Melville. UMAP: Uniform
Manifold Approximation and Projection for Dimension Re-
duction. ArXiv, 2018. 1

[49] Chenlin Meng, Yutong He, Yang Song, Jiaming Song, Jia-
jun Wu, Jun-Yan Zhu, and Stefano Ermon. Sdedit: Guided
image synthesis and editing with stochastic differential equa-
tions. In ICLR, 2022. 6, 7, 3

[50] Amil Merchant, Simon Batzner, Samuel S Schoenholz, Mu-
ratahan Aykol, Gowoon Cheon, and Ekin Dogus Cubuk.
Scaling deep learning for materials discovery. Nature, 624
(7990), 2023. 1

[51] Chong Mou, Xintao Wang, Liangbin Xie, Yanze Wu, Jian
Zhang, Zhongang Qi, and Ying Shan. T2i-adapter: Learn-
ing adapters to dig out more controllable ability for text-
to-image diffusion models. In Proceedings of the AAAI
Conference on Artificial Intelligence, 2024. 1

[52] Kevin Musgrave, Serge Belongie, and Ser-Nam Lim. A
metric learning reality check. In Computer Vision–ECCV
2020: 16th European Conference, Glasgow, UK, August
23–28, 2020, Proceedings, Part XXV 16, pages 681–699.
Springer, 2020. 1

[53] Ivona Najdenkoska, Xiantong Zhen, Marcel Worring, and
Ling Shao. Uncertainty-aware report generation for chest x-
rays by variational topic inference. Medical Image Analysis,
82, 2022. 1

[54] Kirill Neklyudov, Daniel Severo, and Alireza Makhzani. Ac-
tion matching: A variational method for learning stochastic
dynamics from samples. arXiv, 2022. 3

[55] Maxime Oquab, Timothée Darcet, Theo Moutakanni, Huy V.
Vo, Marc Szafraniec, Vasil Khalidov, Pierre Fernandez,
Daniel Haziza, Francisco Massa, Alaaeldin El-Nouby, Rus-
sell Howes, Po-Yao Huang, Hu Xu, Vasu Sharma, Shang-
Wen Li, Wojciech Galuba, Mike Rabbat, Mido Assran, Nico-
las Ballas, Gabriel Synnaeve, Ishan Misra, Herve Jegou,
Julien Mairal, Patrick Labatut, Armand Joulin, and Piotr Bo-



janowski. Dinov2: Learning robust visual features without
supervision, 2023. 3

[56] Norihiro Oyama, Noriko N Ishizaki, Satoshi Koide, and
Hiroaki Yoshida. Deep generative model super-resolves
spatially correlated multiregional climate data. Scientific
Reports, 13(1), 2023. 1

[57] Emanuel Parzen. On estimation of a probability density
function and mode. The annals of mathematical statistics,
33(3):1065–1076, 1962. 6

[58] Pablo Pernias, Dominic Rampas, Mats Leon Richter,
Christopher Pal, and Marc Aubreville. Würstchen: An ef-
ficient architecture for large-scale text-to-image diffusion
models. In The Twelfth International Conference on Learn-
ing Representations, 2023. 1

[59] Ed Pizzi, Sreya Dutta Roy, Sugosh Nagavara Ravindra, Priya
Goyal, and Matthijs Douze. A self-supervised descriptor for
image copy detection. In CVPR, 2022. 5

[60] Dustin Podell, Zion English, Kyle Lacey, Andreas
Blattmann, Tim Dockhorn, Jonas Müller, Joe Penna, and
Robin Rombach. Sdxl: Improving latent diffusion models
for high-resolution image synthesis. In ICLR, 2024. 8, 2

[61] Tianhao Qi, Shancheng Fang, Yanze Wu, Hongtao Xie,
Jiawei Liu, Lang Chen, Qian He, and Yongdong Zhang.
Deadiff: An efficient stylization diffusion model with disen-
tangled representations. arXiv preprint arXiv:2403.06951,
2024. 2, 6

[62] Alec Radford, Jong Wook Kim, Chris Hallacy, Aditya
Ramesh, Gabriel Goh, Sandhini Agarwal, Girish Sastry,
Amanda Askell, Pamela Mishkin, Jack Clark, et al. Learn-
ing transferable visual models from natural language super-
vision. In International conference on machine learning.
PMLR, 2021. 2, 6, 8, 1

[63] Alec Radford, Jong Wook Kim, Chris Hallacy, Aditya
Ramesh, Gabriel Goh, Sandhini Agarwal, Girish Sastry,
Amanda Askell, Pamela Mishkin, Jack Clark, et al. Learn-
ing transferable visual models from natural language super-
vision. In International Conference on Machine Learning
(ICML). PMLR, 2021. 3

[64] Aditya Ramesh, Mikhail Pavlov, Gabriel Goh, Scott Gray,
Chelsea Voss, Alec Radford, Mark Chen, and Ilya Sutskever.
Zero-shot text-to-image generation. In ICML, 2021. 1

[65] Aditya Ramesh, Prafulla Dhariwal, Alex Nichol, Casey Chu,
and Mark Chen. Hierarchical text-conditional image gen-
eration with clip latents. arXiv preprint arXiv:2204.06125,
2022. 6, 1, 2

[66] Robin Rombach, Andreas Blattmann, Dominik Lorenz,
Patrick Esser, and Björn Ommer. High-resolution image
synthesis with latent diffusion models. In Proceedings of
the IEEE/CVF conference on computer vision and pattern
recognition, 2022. 1, 3, 6, 8, 2

[67] L Rout, Y Chen, N Ruiz, C Caramanis, S Shakkottai, and W
Chu. Semantic image inversion and editing using rectified
stochastic differential equations. 2024. 4, 7, 8

[68] Litu Rout, Yujia Chen, Nataniel Ruiz, Constantine Cara-
manis, Sanjay Shakkottai, and Wen-Sheng Chu. Semantic
image inversion and editing using rectified stochastic differ-
ential equations. In ICLR, 2025. 7

[69] Nataniel Ruiz, Yuanzhen Li, Varun Jampani, Yael Pritch,
Michael Rubinstein, and Kfir Aberman. Dreambooth: Fine
tuning text-to-image diffusion models for subject-driven
generation. In Proceedings of the IEEE/CVF Conference on
Computer Vision and Pattern Recognition, 2023. 1

[70] Dan Ruta, Saeid Motiian, Baldo Faieta, Zhe Lin, Hailin Jin,
Alex Filipkowski, Andrew Gilbert, and John Collomosse.
Aladin: All layer adaptive instance normalization for fine-
grained style similarity. In ICCV, 2021. 1, 3

[71] Babak Saleh and Ahmed Elgammal. Large-scale classifica-
tion of fine-art paintings: Learning the right metric on the
right feature. arXiv preprint arXiv:1505.00855, 2015. 1, 3

[72] Meyer Schapiro. Theory and philosophy of art: Style, artist,
and society. 1994. 6

[73] Florian Schroff, Dmitry Kalenichenko, and James Philbin.
Facenet: A unified embedding for face recognition and clus-
tering. In Proceedings of the IEEE conference on computer
vision and pattern recognition, pages 815–823, 2015. 7

[74] Christoph Schuhmann, Richard Vencu, Romain Beaumont,
Robert Kaczmarczyk, Clayton Mullis, Aarush Katta, Theo
Coombes, Jenia Jitsev, and Aran Komatsuzaki. Laion-400m:
Open dataset of clip-filtered 400 million image-text pairs.
arXiv preprint arXiv:2111.02114, 2021. 3, 2

[75] Johannes Schusterbauer, Ming Gui, Pingchuan Ma, Nick
Stracke, Stefan A Baumann, and Björn Ommer. Boosting
latent diffusion with flow matching. ECCV, 2024. 3, 4

[76] Viraj Shah, Nataniel Ruiz, Forrester Cole, Erika Lu, Svetlana
Lazebnik, Yuanzhen Li, and Varun Jampani. Ziplora: Any
subject in any style by effectively merging loras. In ECCV,
2024. 8

[77] Higor YD Sigaki, Matja! Perc, and Haroldo V Ribeiro. His-
tory of art paintings through the lens of entropy and com-
plexity. Proceedings of the National Academy of Sciences,
115(37):E8585–E8594, 2018. 3

[78] Jascha Sohl-Dickstein, Eric Weiss, Niru Maheswaranathan,
and Surya Ganguli. Deep unsupervised learning using
nonequilibrium thermodynamics. In ICML, 2015. 3

[79] Gowthami Somepalli, Anubhav Gupta, Kamal Gupta, Shra-
may Palta, Micah Goldblum, Jonas Geiping, Abhinav Shri-
vastava, and Tom Goldstein. Measuring style similarity in
diffusion models. ECCV, 2024. 2, 3, 5, 6, 1

[80] Jiaming Song, Chenlin Meng, and Stefano Ermon. Denois-
ing diffusion implicit models. In ICLR, 2021. 3

[81] Yang Song, Jascha Sohl-Dickstein, Diederik P Kingma, Ab-
hishek Kumar, Stefano Ermon, and Ben Poole. Score-based
generative modeling through stochastic differential equa-
tions. In ICLR, 2021. 3, 4

[82] Khurram Soomro, Amir Roshan Zamir, and Mubarak Shah.
Ucf101: A dataset of 101 human actions classes from videos
in the wild. arXiv preprint arXiv:1212.0402, 2012. 2

[83] Xuan Su, Jiaming Song, Chenlin Meng, and Stefano Er-
mon. Dual diffusion implicit bridges for image-to-image
translation. ICLR, 2023. 1, 3, 4

[84] Wei Ren Tan, Chee Seng Chan, Hernan Aguirre, and Kiyoshi
Tanaka. Improved artgan for conditional synthesis of natural
image and artwork. IEEE Transactions on Image Processing,
28(1):394–409, 2019. 5



[85] Zhicong Tang, Tiankai Hang, Shuyang Gu, Dong Chen, and
Baining Guo. Simplified diffusion schrödinger bridge. arXiv
preprint arXiv:2403.14623, 2024. 1, 3, 4

[86] Gemma Canet Tarrés, Dan Ruta, Tu Bui, and John Collo-
mosse. Parasol: Parametric style control for diffusion image
synthesis. arXiv preprint arXiv:2303.06464, 2023. 2

[87] Haofan Wang, Matteo Spinelli, Qixun Wang, Xu Bai, Zekui
Qin, and Anthony Chen. Instantstyle: Free lunch towards
style-preserving in text-to-image generation. arXiv preprint
arXiv:2404.02733, 2024. 6, 8

[88] Sheng-Yu Wang, Alexei A Efros, Jun-Yan Zhu, and Richard
Zhang. Evaluating data attribution for text-to-image models.
In ICCV, 2023. 2

[89] Zhizhong Wang, Lei Zhao, Sihuan Lin, Qihang Mo, Huim-
ing Zhang, Wei Xing, and Dongming Lu. Glstylenet:
exquisite style transfer combining global and local pyramid
features. IET Computer Vision, 14(8), 2020. 2

[90] Zhizhong Wang, Lei Zhao, Haibo Chen, Ailin Li, Zhiwen
Zuo, Wei Xing, and Dongming Lu. Texture reformer: To-
wards fast and universal interactive texture transfer. In Pro-
ceedings of the AAAI Conference on Artificial Intelligence,
2022. 2

[91] Zhizhong Wang, Lei Zhao, Haibo Chen, Zhiwen Zuo, Ailin
Li, Wei Xing, and Dongming Lu. Divswapper: Towards
diversified patch-based arbitrary style transfer. In Proceed-
ings of the Thirty-First International Joint Conference on
Artificial Intelligence (IJCAI), 2022. 2

[92] Zhizhong Wang, Lei Zhao, Zhiwen Zuo, Ailin Li, Haibo
Chen, Wei Xing, and Dongming Lu. Microast: Towards
super-fast ultra-resolution arbitrary style transfer. In Pro-
ceedings of the AAAI Conference on Artificial Intelligence,
2023. 2

[93] Michael J Wilber, Chen Fang, Hailin Jin, Aaron Hertzmann,
John Collomosse, and Serge Belongie. Bam! the behance
artistic media dataset for recognition beyond photography.
In ICCV, 2017. 1, 3

[94] Lemeng Wu, Dilin Wang, Chengyue Gong, Xingchao Liu,
Yunyang Xiong, Rakesh Ranjan, Raghuraman Krishnamoor-
thi, Vikas Chandra, and Qiang Liu. Fast point cloud genera-
tion with straight flows. arXiv, 2022. 3

[95] Zijie Wu, Zhen Zhu, Junping Du, and Xiang Bai. Ccpl:
Contrastive coherence preserving loss for versatile style
transfer. In Proceedings of the European Conference on
Computer Vision (ECCV), 2022. 2, 6

[96] Lvmin Zhang, Anyi Rao, and Maneesh Agrawala. Adding
conditional control to text-to-image diffusion models, 2023.
6

[97] Sheng Zhang, Yanbo Xu, Naoto Usuyama, Hanwen Xu,
Jaspreet Bagga, Robert Tinn, Sam Preston, Rajesh Rao,
Mu Wei, Naveen Valluri, et al. Biomedclip: a multimodal
biomedical foundation model pretrained from fifteen million
scientific image-text pairs. arXiv preprint arXiv:2303.00915,
2023. 2

[98] Yuxin Zhang, Fan Tang, Weiming Dong, Haibin Huang,
Chongyang Ma, Tong-Yee Lee, and Changsheng Xu. Do-
main enhanced arbitrary image style transfer via contrastive
learning. In ACM SIGGRAPH 2022 Conference Proceed-
ings, 2022. 2

[99] Wentao Zhao, Dalin Zhou, Xinguo Qiu, and Wei Jiang. How
to represent paintings: A painting classification using artistic
comments. Sensors, 21(6), 2021. 1, 2

[100] Linqi Zhou, Aaron Lou, Samar Khanna, and Stefano Ermon.
Denoising diffusion bridge models. ICLR, 2024. 1, 3

[101] Zhiwen Zuo, Lei Zhao, Shuobin Lian, Haibo Chen,
Zhizhong Wang, Ailin Li, Wei Xing, and Dongming Lu.
Style fader generative adversarial networks for style degree
controllable artistic style transfer. In Proc. Int. Joint Conf.
on Artif. Intell.(IJCAI), 2022. 2


	Introduction
	Related Works
	Stylistic representation
	Art datasets

	Method
	Theoretical background

	Experiment

