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Abstract

Active learning (AL) seeks to reduce annotation costs by
selecting the most informative samples for labeling, mak-
ing it particularly valuable in resource-constrained set-
tings. However, traditional evaluation methods, which fo-
cus solely on final accuracy, fail to capture the full dy-
namics of the learning process. To address this gap, we
propose PALM (Performance Analysis of Active Learning
Models), a unified and interpretable mathematical model
that characterizes AL trajectories through four key parame-
ters: achievable accuracy (Amax), coverage efficiency (9),
early-stage performance (o), and scalability (8). PALM
provides a predictive description of AL behavior from par-
tial observations, enabling the estimation of future per-
formance and facilitating principled comparisons across
different strategies. We validate PALM through extensive
experiments on CIFAR-10/100 and ImageNet-50/100/200,
covering a wide range of AL methods and self-supervised
embeddings. Our results demonstrate that PALM gener-
alizes effectively across datasets, budgets, and strategies,
accurately predicting full learning curves from limited la-
beled data. Importantly, PALM reveals crucial insights into
learning efficiency, data space coverage, and the scalability
of AL methods. By enabling the selection of cost-effective
strategies and predicting performance under tight budget
constraints, PALM lays the basis for more systematic, re-
producible, and data-efficient evaluation of AL in both re-
search and real-world applications. The code is available
at: https://github.com/juliamachnio/PALM.

1. Introduction

With the rapid growth of large-scale, domain-specific
datasets in real-world applications, the cost and effort re-
quired for data labeling have become significant bottlenecks
in machine learning pipelines. In many domains, obtain-
ing labeled data necessitates substantial human expertise,
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Figure 1. Illustration of the PALM method for comparing AL
strategies through interpretable parameters. Methods 1 and 2 differ
in how labeled samples (green and orange) cover the data space,
with & representing the average coverage per labeled sample. The
corresponding PALM equations describe accuracy growth as a
function of the cumulative annotation budget (B), with parameters
controlling early-stage performance («), scalability (3), and max-
imum achievable accuracy (Amax). The learning curves show how
different parameter configurations affect AL dynamics: Method 1
achieves faster accuracy gains and higher asymptotic performance
due to better coverage efficiency and scalability.

time, and resources, making it impractical to fully-annotate
large datasets. Active learning (AL) addresses this chal-
lenge by iteratively selecting the most informative samples
for labeling, enabling models to achieve high performance
with fewer labeled examples [32]. This makes AL partic-
ularly attractive in settings where labeled data is scarce or
expensive, such as medical imaging [4, 35, 36], autonomous
driving [12, 23], and anomaly detection in [oT systems [39].

Although AL provides a solution to reduce annotation
costs, its effectiveness in deep learning largely depends on
the sample selection strategy. Over the years, a variety of
AL methods have been proposed [1, 34, 37, 40], typically


https://github.com/juliamachnio/PALM

categorized into three main groups based on their selection
criteria: uncertainty-based methods, diversity-based meth-
ods, and core-set approaches. Uncertainty-based meth-
ods prioritize samples where the model exhibits low con-
fidence [11, 21, 28, 30]. Diversity-based methods aim to
maximize data space coverage by selecting diverse samples
[2, 16, 18, 19]. Core-set approaches focus on selecting rep-
resentative subsets that best capture the global data distri-
bution [22, 24, 31]. Recently, a fourth category, typicality-
based methods, has emerged, particularly effective in sce-
narios with limited annotation budgets (the number of la-
beled samples). These methods select samples that are most
representative of the underlying data distribution, aiming to
enhance coverage and learning efficiency [14, 25, 38].

Integrating self-supervised learning (SSL) into active
learning pipelines has further enhanced typicality-based
methods by providing richer feature representations that
improve both sample selection and model initialization
[14, 25, 38]. SSL techniques such as SimCLR [5], BYOL
[13], or MoCov2+ and MoCov3 [6, 7] have become pow-
erful tools for learning transferable representations from
unlabeled data. The synergy between AL and SSL has
proven especially beneficial under limited annotation bud-
gets, where high-quality feature representations help iden-
tify the most informative and representative samples.

Despite these advancements, the performance of AL
methods remains highly sensitive to experimental settings,
including model initialization, dataset properties, and task
complexity [3]. Furthermore, current evaluation protocols
typically focus on the final accuracy achieved after a fixed
number of iterations, neglecting critical factors such as early
learning efficiency, spatial coverage, and the scalability of
learning gains over time. Recent work has highlighted the
need for fair comparisons of AL methods in various sce-
narios but continues to rely on metrics such as accuracy and
area under the ROC curve (AUC), which provide only a lim-
ited view of overall performance [26].

These comparison limitations reveal a fundamental gap;
there is no general predictive model for evaluating and com-
paring AL performance across diverse methods, datasets,
and annotation budgets. In real-world scenarios, where an-
notation resources are finite, the objective is not only to
achieve high accuracy but also to ensure robustness and
generalization within limited budgets [32]. Moreover, deep
learning models often retain predictive ability in uncovered
regions of the data space, meaning that performance de-
pends not only on labeled coverage but also on the model’s
inherent generalization capacity. Thus, evaluating active
learning strategies requires considering both coverage ex-
pansion and the model’s ability to learn from unlabeled re-
gions. Without standardized, predictive evaluations incor-
porating these factors, selecting the most effective AL strat-
egy remains a costly and inconsistent process.
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To address the challenge of fair comparison, we propose
PALM, a mathematical model for the Performance Analysis
of Active Learning Models, describing the dynamics of AL
processes through a compact set of interpretable parameters
as shown in Figure 1. PALM captures not only how accu-
racy grows with increasing labeled data but also how un-
covered regions contribute to overall performance through
generalization. It estimates the full learning curve from a
limited number of iterations and predicts outcomes such as
final accuracy, data coverage, early learning efficiency, and
scalability. This formulation generalizes across different
AL methods, datasets, and configurations and is compatible
with or without SSL-based feature representations. By pro-
viding an interpretable and predictive description of AL be-
havior, PALM enables practitioners to estimate the number
of labels required to achieve target performance and identify
the most cost-effective strategies under resource constraints.

Our main contributions are as follows: (1) we propose
PALM, a simple yet powerful mathematical model that de-
scribes the dynamics of AL and predicts key performance
metrics from limited labeled data; (2) we empirically eval-
uate PALM’s ability to compare different AL methods,
datasets, and configurations without requiring full dataset
annotation; (3) we demonstrate that PALM can estimate fi-
nal accuracy, data space coverage, early learning efficiency,
and scalability of learning gains across various AL settings;
(4) we analyze the impact of incorporating SSL embeddings
into AL pipelines, showing that PALM remains effective
with or without SSL-based representations; and (5) we pro-
vide a practical approach for estimating the number of label-
ing samples needed to achieve target performance, facilitat-
ing real-world deployments under strict budget constraints.

2. Methods

In this section, we present the underlying calculations of
PALM and the properties that enable it to predict final ac-
curacy and space coverage for active learning methods. Our
formulation is grounded in fundamental probabilistic prin-
ciples [29], considering the random distribution of objects
in a space and their contribution to coverage estimation.
This approach is inspired by the random covering problem
[17], as well as concepts such as covering and effective sam-
ple size [8] and dynamic coverage and margin mix [25].

2.1. Expected Coverage Fraction

Definition 1 (Coverage Probability). Let X C R? represent
a d-dimensional space, and let {O;}?_; denote a collection
of s randomly placed objects within X. Each object O; is a
measurable subset of X. For a given point x € X, we define
the coverage probability P (z) as the probability that x is
covered by at least one object:

Po(z) =1— Pyc(), ey



where Py (x) represents the probability that « is not cov-
ered by any object in {O;}5_,.

Definition 2 (Coverage Probability with s Independent
Objects). Assume that each object O; is placed indepen-
dently and covers a given point € X with the same proba-
bility p. The probability that a single object does not cover
x is 1 —p. Since the objects are independent, the probability
that no object covers x is given by:

Pyeo(x) = (1 —p)°.
Therefore, the overall coverage probability of point z is:
Po(z) =1—(1-p)". 3)

As s — 00, Po(x) approaches 1, ensuring that x is al-
most surely covered. When s = 0, we have Po(z) = 0.
Moreover, since (1 — p)® decreases with increasing s for
0 < p < 1, the probability of non-coverage diminishes as
the number of objects increases.

Corollary 1 (Boundary Behavior of the Coverage Prob-
ability). The coverage probability Pc(z), as defined in
Eq. (3), exhibits different boundary behaviors. As the num-
ber of objects grows infinitely, the probability that x is cov-
ered approaches 1, ensuring full coverage of the space:

2)

lim Po(z) =1- lim (1-p)°, 4)
and since 0 < 1 — p < 1, we have:
lim (1 —p)® =0. )
S§— 00

Thus, as the number of objects approaches infinity, the cov-
erage probability becomes:

lim Po(x) = 1.

S§—00

(6)

Conversely, as the number of objects approaches zero, the
probability of coverage also approaches zero, indicating no
coverage of the space:

lim Po(x) =1— lim (1 —p)° =0.

s—0+t s—0+t )
Definition 3 (Expected Coverage Fraction). Let X be a
space with finite volume V', and let 6 = Vj,/V denote the
fraction of the total volume covered by a single randomly
placed object O;, assuming all objects have the same vol-
ume and are placed independently and uniformly over X.
Under the assumption of independence, the expected frac-

tion of X covered by s objects, denoted by Ec, is given by:
Ec=1-(1-9)° (8)

where 0 < 6 < 1. Note that E¢ describes the expected
proportion of the entire space covered and is independent
of any specific point in X. This equation exhibits the same
limiting behavior as outlined in the previous corollary. A
larger 0 implies that fewer objects are needed to achieve
significant coverage of X since each object covers a greater
proportion of the space.
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2.2. Active Learning Pools

To define the properties of AL methods, we adopt the no-
tation introduced in [25], with a modification in the inter-
pretation of §. Specifically, in this context, § represents the
fraction of the space X covered by a single labeled sample
rather than the radius of a covering ball.

We define I C X as the labeled set of points and U C X
as the unlabeled set, such that X = [LUU, with the cardinal-
ity of the labeled set |L| = B, representing the cumulative
annotation budget collected iteratively from the AL pool.
A labeling round refers to an iteration of the active learn-
ing process, in which a subset of points from U is selected
for labeling, and the labeled set L is updated accordingly.
Throughout the AL process, the cumulative budget B < |X]|
increases as more rounds are completed.

Definition 4 (Expected Coverage in Active Learning
Pools). The expected fraction of X covered by B labeled
samples, selected independently, is given by:

Ec=1-(1-6)5, 9)
where, § captures the average contribution of a single la-
beled sample to the overall coverage of X, which inher-
ently depends on the AL strategy used to select the sam-
ples. Specifically, more effective strategies prioritize sam-
ples that maximize coverage, leading to higher & values.
Hence, comparing § across different strategies allows for
assessing their relative effectiveness in covering the space.

Additionally, the accuracy of a model trained on the la-
beled set . C X depends not only on the fraction of the
space covered by labeled samples but also on the quality of
the predictions within both the covered and uncovered re-
gions [38]. Furthermore, the uncovered regions contribute
to the model’s generalization ability by influencing its be-
havior in areas with sparse or no labeled data.

Definition 5 (Accuracy as a Function of Coverage Prob-
ability). The overall test accuracy of a trained model on the
labeled set can be expressed as:

A =AcPc+ Auyc (1 — Fo), (10)
where Ac is the model’s accuracy in the covered regions of
X, Ayc is its accuracy in the uncovered regions, and F¢ is
the probability that a random test point lies within a covered
region. By substituting P from Eq. (9), we obtain:

A=Ac (1-(1-8") +Auc(1-86)", a1
which establishes a simple yet powerful relationship be-
tween test accuracy and the proportion of covered space.
When the labeled budget B is small, the overall accuracy is
dominated by Ayc, as most of the space remains uncovered.
As B increases, coverage expands and accuracy improves,



eventually converging to Ac as B — oo. For small ¢ val-
ues, the accuracy exhibits exponential growth behavior, ap-
proximately following 1 — e~ 5% capturing the rate at which
coverage and accuracy improve with increasing budget.

This formulation unifies the concepts of coverage and
accuracy growth, showing how increasing labeled samples
enhances accuracy while recognizing the importance of un-
covered regions. In real-world scenarios, where models of-
ten retain some generalization capacity in uncovered areas,
Ayc becomes a crucial factor in performance evaluation.
However, it does not fully describe how uncovered regions
influence the rate of accuracy improvement during AL. To
address this, we introduce additional parameters to better
reflect the impact of uncovered areas on learning dynamics.

Definition 6 (Generalized Accuracy as a Function of
Coverage with Exponential Adjustment). We define the
generalized test accuracy function as:

A = Ao (1 (1— 5)<B+a>ﬁ) 7 (12)
where A ax 1s the maximum achievable accuracy, « > —B
is a shifting parameter that adjusts the effective starting
point of learning by capturing the contribution of uncovered
regions, and S > 0 is a scaling parameter that controls the
rate at which accuracy increases with the number of labeled
samples. These parameters introduce greater flexibility in
modeling how space coverage shapes the learning outcome.
An analysis of the asymptotic behavior of this function is
provided in Supplementary Materials, showing how «a and
[ influence initial accuracy, growth rate, and the impact of
uncovered regions on learning dynamics.

The generalized accuracy function offers a robust model
for approximating AL training curves across varying initial
conditions, AL strategies, and datasets. Given accuracy ob-
servations at four or more distinct cumulative budgets B,
the parameters Ap,.x, 0, @, and 3 can be estimated by solv-
ing a system of equations using nonlinear regression meth-
ods. The computational complexity of this estimation is ap-
proximately O(log(B)) when employing optimized expo-
nentiation techniques.

More straightforward optimization approaches typically
exhibit higher complexity, approaching O(B?) for large B.
Moreover, the rapid growth of the term (B + «)? can lead
to large numerical values, increasing the risk of floating-
point precision errors. To mitigate these issues and enhance
numerical stability, it is beneficial to normalize the cumula-
tive budget B by the mean annotation budget per iteration,
denoted b. This normalization reduces computational com-
plexity to approximately O((B/b)”) and aligns the model
with the iterative structure of AL, where labeled data is ac-
quired in fixed increments of size b per iteration.

Definition 7 (Normalized Accuracy Function for Active
Learning Budget Scaling). The generalized accuracy func-
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tion with normalized budget B is defined as:

A= A (1 (1= 0)(B5)7), (13)
where b is the mean number of labeled samples per iteration.
This normalization aligns the accuracy function with the it-
erative structure of AL and mitigates numerical instability
associated with large budget values. Estimating the charac-
teristic parameters (6, b, a, 5, Apax) from observed learning
curves enables direct and meaningful comparisons between
different AL methods.

Theorem 1 (Comparison of Active Learning Methods
Using the Normalized Accuracy Function). Consider two
active learning methods 1 and 2 described by their respec-
tive accuracy functions:

B1
A1 = Amax (1—(1—61)(51““) ) (14)

B B2
A2 = Amax,Q (1 - (1 - 52)(5+(¥2> ) . (15)

For a given budget B, Method 1 outperforms Method 2 if
A1 > A,y. Importantly, A;,.x determines the asymptotic
performance as B — oo, with the method having higher
Anmax achieving superior long-term accuracy. The rate of
accuracy improvement, influenced by d, b, «, and S, fur-
ther captures the efficiency of each method in reaching its
asymptotic potential. The full proof is presented in Supple-
mentary Materials.

Lemma 1 (Comparison Criterion for Active Learning
Methods). For any budget B, two active learning methods,
A and B, can be compared directly through:

A1 > As. (16)
This provides a simple and effective criterion to identify
the better-performing method for a given annotation bud-
get, making it easier to evaluate performance across differ-
ent stages of the AL process.

Corollary 2 (Comparison of Learning Efficiency and Pa-
rameter Influence). Assuming both methods achieve the
same maximum accuracy, their performance can be distin-
guished through the following considerations:

Coverage Efficiency (0): A higher ¢ indicates that each
labeled sample provides more effective coverage of the
space, enhancing overall efficiency.

Budget Efficiency (b): A smaller b results in more fre-
quent, smaller batches of labeled data, leading to faster
and more incremental accuracy improvements.

Initial Learning Efficiency (a): A lower « boosts the
starting accuracy, which is especially advantageous in
low-budget scenarios.

Scaling of Learning Gains (/3): A larger /3 increases the
accuracy improvement rate as more samples are labeled.



Hence, active learning methods can be quantitatively com-
pared by evaluating these parameters and A, that defines
the maximum achievable accuracy as the budget increases.
Overall, this work presents a unified equation for mod-
eling AL performance through a normalized accuracy func-
tion that captures the effects of coverage efficiency, budget
scaling, and learning dynamics. By introducing coverage
efficiency (§), budget efficiency (b), initial accuracy shift
(a), and learning gain scaling (), the model captures the
early-stage and long-term behavior of AL methods. This
formulation enables a direct, quantitative comparison of dif-
ferent AL strategies based on their estimated parameters,
independent of the dataset or initial conditions.

3. Experimental Setup

We evaluate the proposed PALM model in fully supervised
settings using ResNet-18 and ResNet-50 architectures [15]
on the CIFAR-10 and CIFAR-100 datasets [20], as well
as on subsets of ImageNet [9], including ImageNet-50,
ImageNet-100, and ImageNet-200. In this context, fully
supervised refers to training the models exclusively on the
labeled subset L of the dataset. At each iteration, L is in-
crementally expanded with newly labeled samples in accor-
dance with standard AL procedures. We adapted an existing
AL framework to ensure reproducibility across various AL
sampling strategies [14, 27]. In each experiment, we es-
timated the PALM parameters, which characterize the AL
dynamics, based on the cumulative annotation budget B at
the corresponding iteration.

3.1. Supervised Training on CIFARs

For CIFAR-10 and CIFAR-100, we trained a ResNet-18
model for at least 100 epochs. The training process em-
ployed stochastic gradient descent (SGD) with Nesterov
momentum (0.9), weight decay (0.0003), and a cosine
learning rate schedule, starting with an initial learning rate
of 0.025. The models were trained using a batch size of 512.
Standard data augmentation techniques, including random
cropping and horizontal flipping, were applied. For further
implementation details, please refer to [25, 27].

3.2. Supervised Training on ImageNet Subsets

For ImageNet-50, ImageNet-100, and ImageNet-200, we
adopted the same optimization settings and data augmen-
tation protocol as used in the CIFAR experiments, but with
a ResNet-50 backbone [15].

3.3. Self-Supervised Feature Extraction

To obtain semantically meaningful feature representations,
we trained SimCLR on each dataset using the official im-
plementation from [5]. For CIFAR-10 and CIFAR-100, we
employed a ResNet-18 encoder with a projection head map-
ping to a 128-dimensional vector, training for 500 epochs.

The training hyperparameters followed the settings out-
lined in SCAN [33]. After training, we extracted rep-
resentations from the penultimate layer, resulting in 512-
dimensional embeddings for CIFAR-10 and CIFAR-100
and 2048-dimensional embeddings for ImageNet.

For the ImageNet subsets, we also extracted features us-
ing the official pretrained models of BYOL [13] (ResNet-50
trained for 300 epochs with a batch size of 512), MoCov2+
[6] (ResNet-50 trained for 800 epochs with a batch size of
256), and MoCov3 [7] (ResNet-50 trained for 1000 epochs
with a batch size of 4096). We computed the mean and
standard deviation of the features extracted from the train-
ing samples, applied normalization accordingly, and used
the same values to normalize the features extracted from
the validation and test samples.

3.4. Active Learning Strategies

To demonstrate PALM’s ability to approximate active learn-
ing dynamics across diverse query strategies, we evaluated
several commonly used AL methods: Random Sampling,
TypiClust [14], Uncertainty Sampling, which selects sam-
ples with the lowest maximum softmax probability, Max
Entropy, which selects samples with the highest predictive
entropy, Min Margin, which selects samples with the small-
est margin between the top two softmax probabilities, and
DBAL [10]. For reproducibility and fair comparison, we
followed the experimental settings outlined in [27].

4. Results and Discussion

AL Behavior: We first evaluate the ability of PALM to ap-
proximate AL dynamics across different sampling strategies
on CIFAR-10 and CIFAR-100. For CIFAR-10, we used a
mean budget size of b = 20 over 1000 iterations, while for
CIFAR-100, the budget was b = 100 over 450 iterations.
Each AL strategy was executed until the unlabeled pool
was nearly exhausted. For each AL curve, we estimated
the PALM parameters (, &, 3, Amax) using nonlinear least
squares to fit the model to the observed empirical accuracy
as a function of the cumulative annotation budget B. To en-
sure stable and interpretable fits, we imposed constraints on
the parameters. These constraints help reduce ambiguity in
the parameter estimates. Figure 2 presents the AL curves
together with their corresponding PALM fits. Across both
datasets, two distinct behaviors emerge: (1) AL strategies
that achieve gradual accuracy improvements over extended
annotation budgets and (2) strategies leveraging pretrained
embeddings, which exhibit rapid accuracy gains and early
convergence toward A,,,x. These differences in behavior
are reflected in the fitted PALM parameters.

The parameter § quantifies the coverage efficiency per
labeled sample. Across both CIFAR-10 and CIFAR-100,
methods that employ pretrained embeddings achieve signif-
icantly higher § values. For example, on CIFAR-10, Margin
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Figure 2. PALM approximation of AL curves on CIFAR-10 (b = 20) and CIFAR-100 (b = 100). Each plot displays the accuracy
trajectories of multiple AL strategies fitted with the PALM model across the entire annotation budget. Two distinct behaviors emerge in both
datasets: methods with gradual accuracy growth and those utilizing pretrained embeddings that quickly reach maximum accuracy. These
differences are reflected in the fitted PALM parameters. Methods using pretrained embeddings consistently show higher J values, indicating
greater sample efficiency, while non-embedding methods exhibit higher o values, indicating delayed learning progress. Despite the varying
complexity of the datasets, PALM successfully models the learning dynamics and highlights clear differences between AL strategies. Note
that the highest test accuracy for CIFAR-100 is approximately 65%. All quantitative results are available in the Supplementary Materials.

sampling without embeddings yields 6 = 0.094, whereas
its embedding-based counterpart achieves 6 = 0.535. Simi-
larly, on CIFAR-100, Random sampling improves from § =
0.048 (without embeddings) to 6 = 0.318 (with embed-
dings). These indicate that pretrained embeddings enhance
the representational quality of selected samples, thereby im-
proving space coverage and annotation efficiency.

The parameter o controls the initial offset of learning
progress. Higher « values indicate a delayed onset of learn-
ing, a trend that is especially pronounced in non-embedding
methods. For example, on CIFAR-100, Margin sampling
without embeddings exhibits « 10.643, whereas its
embedding-based counterpart reduces « to 0.068, indicat-
ing faster initial learning when using SSL-derived repre-
sentations. Moreover, the parameter 3 captures the scal-
ing of accuracy gains for the annotation budget. Larger
[ values correspond to steeper growth in accuracy. On
CIFAR-100, Entropy sampling with embeddings demon-
strates # = 0.651, the highest among the evaluated strate-
gies, indicating rapid convergence.

Despite similar final accuracies across methods, the
PALM parameters offer a fine-grained view of sample ef-
ficiency and learning behavior. For example, while Ran-
dom sampling with embeddings achieves a high § = 0.536,
Entropy sampling without embeddings is limited to § =
0.066, despite achieving comparable asymptotic perfor-
mance. This illustrates that PALM not only captures end-
point accuracy but also characterizes the trajectory of learn-
ing dynamics. These findings empirically validate Eq. (13),
where J, «, and § jointly describe the efficiency, onset, and
scaling of active learning progress. The clear distinction in
behaviors across AL strategies, as revealed by the fitted pa-
rameters, confirms that PALM provides a consistent and in-
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terpretable model of AL dynamics across different datasets,
methods, and embedding strategies. Full quantitative results
are provided in the Supplementary Materials.

While PALM accurately fits the learning trajectories
across AL strategies, we observe minor deviations in the
later rounds of the CIFAR-100 experiments. This is likely
due to the progressive exhaustion of informative examples
in the unlabeled pool. As AL progresses, the remaining
samples tend to be noisier or less representative, which in-
creases prediction uncertainty and affects fit stability. Al-
though PALM assumes an effectively infinite unlabeled
pool, this simplification may lead to small estimation drift
once the pool is nearly depleted. Nevertheless, the observed
deviations remain within 2% of test accuracy across all bud-
get levels. Importantly, PALM is designed to support early-
stage decision-making, where accurate prediction from lim-
ited partial observations is most impactful.

Limited Budgets: To further assess the predictive capabil-
ity of PALM, we evaluated its performance when fitted to
partial learning curves, using only a limited number of an-
notated samples across different AL methods and datasets.
The results are presented in Figure 3. For CIFAR-10, an
accurate approximation of the full learning dynamics was
achieved with as few as 1,000 labeled samples, represent-
ing just 2% of the dataset. Notably, for some strategies,
high-quality predictions emerged with only 200-300 la-
beled samples, corresponding to approximately 0.8-1.5%
of the dataset. Methods leveraging pretrained embeddings
required even fewer samples to achieve strong fits, fur-
ther highlighting the efficiency gains provided by SSL-
based representations. Additionally, for CIFAR-100, a more
complex dataset with 100 classes, reliable approximations
were obtained using 5,000—10,000 labeled samples. This
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Figure 3. PALM predictions of AL training curves fitted using varying numbers of cumulative budget points, as indicated in the legend.
Each plot compares the predicted trajectories with the actual performance across different AL strategies on CIFAR-10 and CIFAR-100.
Note that the strategies in rows 2 and 4 utilize embeddings extracted using the SimCLR method. We find that accurate predictions of
the full learning dynamics can be made with cumulative budgets of approximately 1,000 samples for CIFAR-10 (2% of the dataset) and
5,000 samples for CIFAR-100 (10% of the dataset). In certain cases on CIFAR-10, reasonable predictions can be made with as few as 400
samples (0.8% of the dataset), demonstrating PALM’s ability to model learning behavior even with limited early-stage supervision.

translates to approximately 50-100 labeled examples per
class, demonstrating that PALM can generalize effectively
to higher-dimensional spaces with greater class diversity.

TypiClust, a method specifically designed for small-
budget scenarios and reliant on pretrained embeddings,
demonstrated particularly strong approximation with ex-
tremely limited supervision. On CIFAR-100, PALM ac-
curately modeled TypiClust’s learning trajectory using just
1,000 labeled samples (roughly 10 examples per class), un-
derscoring its effectiveness under resource-constrained con-
ditions. The use of SSL-based embeddings significantly
reduced the computational cost of AL iterations, offering
practical advantages for large-scale or real-time annotation
workflows. This finding suggests that embedding-based AL
pipelines not only enhance model performance but also im-
prove training efficiency, making them a compelling choice
for the design of future AL systems.

It is worth noting that for CIFAR-10, PALM occasion-
ally struggles to fit the sharp knee point of the learning
curve due to the dataset’s relatively simple structure and the
rapid accuracy gains observed in early iterations. In con-
trast, this effect is less pronounced on CIFAR-100, where
the increased complexity and class imbalance align more
closely with real-world scenarios, enabling smoother ap-
proximations across the full budget range.

Large-Scale Datasets: Furthermore, to assess the general-
ization capability of PALM on large-scale, natural datasets,
we conducted experiments on ImageNet-50, ImageNet-100,
and ImageNet-200 using a total annotation budget corre-
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sponding to 4% of the training samples. Figure 4 presents
the results of this experiment. As seen, PALM success-
fully approximated the learning dynamics across all tested
active learning strategies and SSL-based embeddings, re-
inforcing its applicability to realistic, resource-constrained
scenarios. Beyond capturing overall learning trajectories,
PALM effectively models distinct learning behaviors, in-
cluding methods that achieve rapid initial improvements
and those with delayed performance onset. These differ-
ences are reflected in the fitted parameters, particularly «
and §, which control the starting point and coverage effi-
ciency of the learning process.

A particularly notable case arises with the BYOL embed-
dings. Due to BYOL’s extremely slow and nearly linear ac-
curacy progression within the small budget, PALM fits the
curve as if the method has already plateaued. This behavior
occurs because the early-stage dynamics are not sufficiently
captured with the limited number of labeled samples. How-
ever, signs of acceleration appear in methods like TypiClust,
where the final iterations show an upward trend, suggesting
that with larger annotation budgets, BYOL would eventu-
ally follow the growth patterns predicted by our mathemat-
ical model. This observation underscores the need for more
labeled samples to estimate future performance for slow-
starting methods reliably.

Differences in 3 across AL strategies also reveal im-
portant scalability trends, with higher 8 values indicating
steeper accuracy gains following the initial labeling phase.
Notably, strategies combined with MoCov3 consistently ex-
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Figure 4. PALM predictions of AL curves on ImageNet subsets. Each plot compares the performance of different AL strategies combined
with various SSL methods (MoCov2+, MoCov3, BYOL, and SimCLR). PALM accurately models learning dynamics under extreme an-
notation constraints, capturing distinct behaviors across methods and embeddings. MoCov3 consistently achieves the highest achievable
accuracy (Amax) and coverage efficiency (§), indicating superior representation quality and faster learning. In contrast, BYOL exhibits
slow, nearly linear accuracy growth with minimal coverage, indicating delayed learning that requires larger annotation budgets. SimCLR
and MoCov2+ show varying dynamics depending on the AL strategy, underscoring the sensitivity of embedding performance to sample
selection methods. These findings highlight PALM’s ability to model and compare AL behavior across diverse settings.

hibit higher 3, reflecting their ability to capitalize on accu-
mulated labeled data more effectively. A closer analysis of
the ImageNet-200 results further illustrates these insights:
¢ MoCov3 consistently achieves the highest Ay, and §
values across all strategies, indicating superior represen-
tation quality and faster learning progression, making it
highly effective under limited supervision.

SimCLR shows competitive A, but lower ¢, suggest-
ing slower per-sample gains and greater sensitivity to the
choice of active learning strategy, as evidenced by the
variability of o across methods.

BYOL displays consistently low § values and, in some
cases, near-zero values (e.g., with TypiClust), reflecting
minimal coverage per labeled sample and delayed learn-
ing. For TypiClust specifically, a high « and steep /3 indi-
cate a late but accelerating learning phase, aligning with
the observed rise in the final iterations.

MoCov2+ generally lags behind the other embeddings,
with lower A, and § across strategies, further high-
lighting the varying effectiveness of SSL embeddings in
active learning pipelines.

The findings show that PALM not only captures overall per-
formance trends but also uncovers nuanced interactions be-
tween SSL embeddings and AL strategies. It offers a com-
prehensive model for comparing methods, balancing trade-
offs between early performance and long-term scalability,
and guiding annotation planning in practical applications.

5. Conclusion

We presented PALM, a unified mathematical model for the
performance analysis of active learning models by captur-
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ing the dynamics of AL curves through a compact set of in-
terpretable parameters. Unlike conventional evaluation pro-
tocols that compare methods based solely on accuracy at
fixed budgets, PALM provides a principled approach to un-
derstanding how active learning strategies behave through-
out the entire annotation process. By modeling coverage ef-
ficiency (6), sampling behavior (), early-stage performance
(), scalability (/3), and achievable accuracy (Ap,ax), PALM
offers a comprehensive characterization of active learning
trajectories from limited observations.

Our experiments on CIFAR and ImageNet benchmarks,
covering a diverse range of AL strategies and SSL embed-
dings, demonstrate that PALM generalizes across datasets,
methods, and budget regimes despite using only a small
fraction of labeled data. It not only accurately predicts
learning curves under extreme annotation constraints but
also reveals key differences in how methods scale, where
they accelerate, and how embedding quality interacts with
sampling strategies. These insights expose the limitations
of relying on final accuracy alone and establish PALM as a
fair model for cost-aware comparison of AL methods.

PALM advances AL by shifting the focus from iso-
lated performance measurements to predictive modeling of
the learning process. This enables more informed, data-
efficient decision-making in real-world settings, where an-
notation costs dominate and strategy selection is critical. By
accounting for the dynamics and learning efficiency, PALM
lays the basis for a new standard in AL evaluation, paving
the way toward more systematic and scalable AL design.
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