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Abstract proposed methods of BiNI [7] and of Kiet al. [24], which
allow handling normals observed by an ideal pinhole cam-
Recovering a 3D surface from its surface normal map, a era, which more closely resembles real-world scenarios.

problem known as normal integration, is a key component  AJ| the leading methods are derived from partial differ-
for photometric shape reconstruction techniques such asential equations (PDES) which relate normals to the depth
shape-from-shading and photometric stereo. The vast ma-map describing the surface, and typically base their for-
jority of existing approaches for normal integration handle mulation on functionals that discretely approximate these
only implicitly the presence of depth discontinuities and are PDEs [7, 21, 24, 28]. In this work, we propose a novel
limited to orthographic or ideal pinhole cameras. In this formulation not derived from differential constraints, but
paper, we propose a novel formulation that allows modeling based instead on the simple assumption that the surface is
discontinuities explicitly and handling generic central cam- composed of local planes separated by discontinuities. We
eras. Our key idea is based on a local planarity assumption, model this assumption through conditions between the sur-
that we model through constraints between surface normalsface normal and theay directionassociated with each pixel.
and ray directions. Compared to existing methods, our ap- We show experimentally that this results in a more accurate
proach more accurately approximates the relation between approximation of the ground-truth relation between depth
depth and surface normals, achieves state-of-the-art resultsand normals. Additionally, by relying on ray directions, our
on the standard normal integration benchmark, and is the approach is to the best of our knowledge the rst to directly
rst to directly handle generic central camera models. handle generic central camera models, thereby extending
the case of an ideal pinhole. Furthermore, our mathemati-
cal formulation explicitly takes discontinuities into account.

1. Introduction In order to recover both the depth map and the discon-
tinuity values, we adopt an iterative optimization process
based on the bilateral weighting scheme of BiNI. In par-
long been studied in computer vision. Its importance lies in “C“'a? we adapt the|r_ sem|-'srr.100.th assumption Fo our for-

mulation and extend its optimization scheme to iteratively

its several applications for shape reconstruction, in particu-_ . . S . )
lar as a necessary step to recover the surface from the Outpue[\stlmate depth and discontinuities. We additionally provide

o photometric stereo 4] r shapeon:shading -] ecn- PO DOV ISGTS o e epumiaton coreroence
nigues, which estimate normals from image shading. 9 - EXP

: ) . . our method captures discontinuities more accurately than
Classically, normal integration has been studied predom-__. . .
. : existing methods and sets a new state of the art in the stan-
inantly under the assumption that the surface to be re- . ! .
. . . dard normal integration benchmark [31]. We provide ex-

constructed is smooth [28]. This assumption, however, . .

; ; . . tensive ablations on the hyperparameters of our method and
breaks in the presence of depth discontinuities, which nat-

: . . further demonstrate it on normal maps from non-ideal pin-
urally arise due to occlusions. While a number of meth- . .

; o . . hole cameras and real-world data, showing effective surface
ods for discontinuity-preserving integration have been pro-

. : reconstruction also under th nditions.
posed, these tend to introduce simplifying assumptions on econstruction also under these conditions

the statistics of the discontinuities [3, 29] or model their N Summary, our main contribution is a novel formula-
magnitude only implicitly [1, 7, 35]. Moreover, the vast ma- tion for discontinuity-aware normal integration based on a

jority of the existing methods for discontinuity-preserving 10¢@! planarity assumption and ray directions, tifgtmore
normal integration tackle the case of orthographic projec- accurately describes the relation between depth and surface

tion [3, 29, 36]; an exception is represented by the recemlynormals_,(ii) ach_ieves state-of-the-e_l_rt results on the standard
normal integration benchmark, aéd) shows for the rst

?Work mainly performed during an internship at Meta. time direct applicability to generic central camera models.

The problem of reconstructing a 3D surface from its sur-
face normal map, also known asrmal integration has
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2. Related work method tackles this problem by explicitly modeling sur-
, . . . , . face discontinuities while solving for the unknown depth
In the following Section, we brie y review the main existing 5 ,es. Additionally, unlike previous methods that are de-
approaches for normal integration. For a more extenswesigned for orthographic and pinhole cameras, our approach
summary, we refer the reader to the surveys [28, 29]. allows modeling the broader category of central cameras.
~ The majority of normal integration methods proposed |, the following Section, we rst derive the general for-
in the literature are derived from discrete approximations mjation of our method for discontinuity-aware surface nor-
to PDEs relating depth and surface normals. One cate-y jntegration for arbitrary central cameras (Sec. 3.1). We
gory of approaches, pioneered by Horn and Brooks [21], {hen describe the general optimization framework to esti-
are based on constraints between the partial derivatives of,ate solutions from our proposed formulation (Sec. 3.2).
the depth and the gradient eld computed from the normal ginaly, in Section 3.3 we provide speci ¢ details on how
map [2, 3, 11, 15, 29]. More recently, an alternative differ- \ye perform the optimization and retrieve discontinuities by

ential formulation has been proposed by Zhu and Smith [37] extending and generalizing the bilateral assumption of [7].
and later extended by Ca al. [7] that instead enforces an

orthogonality constraint between the normals and the tan-3.1. Proposed formulation

gent plane to the surface, showing improved numerical sta-| ot ;s consider a generic central camera, that is, any cam-

bility. Our method is derived from a similar orthogonality .5 that models @entral projection[16], and let us de-
constraint, but proposes a more general formulation that is5ie with - u 2 R2 7! (U)=( x(u); y(u); 1)T 2 R3

applicable to generic central camera models and explicitly
takes discontinuities into account.

To handle depth discontinuities, two main categories of
approaches have been proposed that extend the PDE—bas%
formulations above. One category of methods modify their
functionals with robust estimators that reduce the effect of
large residuals [3, 11, 27]. Another line of approaches in- . ) T
stead introduce weights in the terms of the PDEs. Among nates(x(ti()(:j))/(u), 2(u))” 2 yFij) these can be_ expressed as
these, single-analysis methods use weights de ned before x(4) = gy and y(u) = 5. Inthe specic case of a
the optimization based on error residuals or input gradi- Pinhole camera with focal lengttis andfy and principal
ents [1, 13, 23, 33, 36]. Since the weights are kept xed, POINt(cx;¢y), the mapping is af ne in the image coordi-
these approaches might fail to correct wrong discontinuities nates and can be written agu) = Uoc g !
during the optimization. To address this issue, alternative When the camera observes afull;?-opaqyue surface. each
approaches have been proposed that iteratively optimize th?ay that intersects the surface is in one-to-one corre,spon-
weights. Typically, this is achieved by alternatively updat- dence both with the visible 3D poipt= ( x:y: z)T 2R3 at
ing depth and parameters controlling the location of the dis- which it intersects the surface and With, tHe normal vector
continuities [2, 29, 35]. Recently, Caat al. [7] signi -

— . . T 2 3 H
cantly advanced the state of the art by proposing an itera—nhgot)it_ is( ng'SrS]{k;lzzt)O dzesne in'FeQCt?\L/teﬂ:'r?; poi::lt.s :fr;ﬁl]l?r\:]vz o
tive weight-update approach based on the assumption tha¥ P I bping 9

the target surface is one-sided differentiable. At each it- coordinates to visible surface points and normal vectors.
eration, the terms in its functional are scaled by relatively Our. ggneral formulatlpn for normal llntegratlon, ma.kes
weighting the residuals on the two sides of each point, re- "¢ of: (i) a local planarity approximation to handle pixel
sult?ng ir? effective discontinuity preservation for tphe r,st discretization, (ii) explicit discontinuity modelling, and (iii)
time also for the perspective, ideal pinhole case. Kim the general de nition of ray direction vectors. In partic-
al. [24] later proposed to explicitly model gradients across Elsrrr’n;?trr?aam\j/vki)thbiotrvrvgs ng:‘%r;r?or;:]% pelxgljsorlgintgle S”lpm
discontinuities through auxiliary edges, showing more ac- .~ " ¢ p(,j B .p T Ig 9 . .e ~
curate detection of small discontinuities. In our approach, (Ua;Va) " @ndup = (Up;Vp) . In our main experiments,

we adopt the bilateral weighting scheme of [7] and extend it Wi de ne nag_hpgrhood ba}sedbdn conn((jactlvclity, é\lthgugh
to our formulation, which explicitly models discontinuities other connectivities can also be considered. Furthermore,

and handles generic central cameras. let m denote a subpixel location along the line segment
connecting pixel andb on the image plane (Fig. 1) and

let i = ( x; v pi = (xiiyi;z)', andn; =

(Nix 5 Niy 5 Niz )T denote respectively the ray direction vec-

Formally, the objective of normal integration is to recover tor, the unknown visible surface point, and the known nor-

a surface, in the form of a depth map, from a single-view mal vector corresponding to (sub)pixeR f a; b; mg. Our

per-pixel normal map and known camera parameters. Ourmethod assumes that at the location of kmtimdbthe sur-

the mapping from a poind = (u; v)T on its image plane to
its correspondingay direction vector (u). The elements
(u) and y(u) represent the tangent of the viewing angle,
rresponding to the ray passing through respectively
along thex andy axes of the camera coordinate frame.
For a generic poinp(u) along the ray, with camera coordi-

3. Discontinuity-aware normal integration
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Figure 1. Visualization of our local planarity assumption on Figure 2.Visualization of our local planarity assumption in 3D.

the image plane. For each pair of neighboring pixetsandb, a We assume that the surface can be modeled as piecewise-planar
subpixelm is selected on the line segment connectingnd b, and de ne the plane endpoints as the intersection between the sur-

here chosen to be equidistant from the pixel centers. Along bothface and the rays from the camera center of projedalong the
the directionam ! bandm ! a, the surface is assumed to be ray directions 2, b, and n . We explicitly model a discontinu-
locally planar, with a discontinuity at the location rof. ity "uni a along thez camera axis in line witlpn, .

face can be locally approximated by a plane segment per-where

pendicular to the normal vector. More precisely, as illus- Na

trated in Fig. 2, we assume that the pgigt can be found b, = n =

at the intersection between the ray and the plane tangent é T é T ©)
to the surface gb,. To model a depth discontinuity pt, , o= W;

we further assume that the plane tangent to the surface at Na' a Np’ m

point p, can be intersected by moving fropy, by "p 4
units along the positive direction of tlzecamera axis.
The assumptions described above can be modeledD
through the following system d independent equations,
where we denedx; = x; Xj, dy; = Yy Y,
dz; = zi z, withi;j 2 fa;b;mg, and use a right-
hand convention for camera coordinat&s Y, andz axes
pointing respectively to the right, bottom, and front):

We provide a full derivation of (3) in Appendix A.

It should be noted that all the quantities in (3) are known
y hypothesis, except for,, (or equivalently the location
of the subpixelm on the image plane), the choice of which
controls the local planarity approximation (Fig. 2). In our
main experiments, we assume for simplicity that =
( a + p)=2, which for mappings that are af ne in the
image coordinates correspondsntohaving image coordi-

8 — Xp+ X nates given by the average of the pixel coordinatesarid
Xm T Zp+ dzmp b i.e,un = (us + up)=2. However, alternative choices
= Yo+ dYmp for obtaining , are possible, including through linear in-
Ym Zp+ dzZmp . .
terpolation = a2+ m( b  a),wWith 2 [0;1] (of
— Xp+tdXmp  dXma i . . .
Xa T Zy+dzmp  UZma which the above is a special case, with = 0:5 for all
— Yb+dymp dyma @) pixel pairs). We refer the reader to Appendix D in the Sup-
Ya o zordzms  dzma plementary Material for a more detailed analysis and for
Npx  OXmp + Npy dYmb + Npz dZmp =0 ablations on the choice of, .
. _ We furthermore note that the coef cients in (3) depend
“ Nax OXma + Nay dyma + Naz (dZma + "p 2) =0

on terms of the forrm™ , which relate surface normals to
ray directions through a dot product. This dot product re-
The rst four equations in the system follow from the |ationship has previously been studied in the literature, fa-
de nition of ray direction vector, while the last two model mous|y by Marr [26] and more recent|y by Bae and Davi-
the perpendicularity constraint between the two plane seg-son [4]. As previously noted in these works, a necessary
ments and the normal vectons,, ny, taking into account  condition for a surface point to be visible is that the an-
the depth discontinuityy a. gle between its corresponding ray direction vector and sur-
Solving (1) fordxma , dXmb, dYma , dYmb, dZma , dZmp, face normal vector is greater th@f ,i.e,nT < 0, with
and plugging the solutions back into the de nitions of these equality being attained in the limit of the point lying on an
quantities yields the following condition om,, z,, and  occluding boundary. It follows that, assuming valid surface
"b a: normals, theterms, ' . andn,' } in (3) are strictly neg-
Za="'", "ooat'b oa Zn ) ative. On the other hand, the termg’ ,, andn,' ., are
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negative if the points of intersection between the ray direc- More in detail, upon initialization we assume the sur-
tion , and the two local planes containing, and py, face to be smooth everywhere, thereby setting all disconti-
respectively, are visible by the camera when approximating nuities"y 5 to 0. As a consequence, the system of equa-
the surface as local planes. As we discuss more in detailtions (4) is initially homogeneous; knowing that depth val-
in Appendix C, when choosing,, to linearly interpolate  ues are positive and following a common practice in the lit-
a and p the latter condition is ful lled for all but very  erature [7, 28], we therefore introduce the change of vari-
speci ¢ corner cases, and is always veri ed in practice for ablez := log z. To allow rewriting (2) as a condition on
m =( a+ p)=2. From (3), it follows that under these 2z, and z,, we additionally express the discontinuity val-
settings the ,, , terms are always positive. While this con- ues asrelative discontinuities, by introducing the terms
dition is not strictly necessary, it allows a convenient refor- 4 = " a=%, SO that
mulation of (2), as detailed in the next Section.
] "o a= bl a Zo (6)
3.2. General solution framework
Using (6) and applying the logarithm to both sides of (2),

Similarly to previous methods [7, 24], our formulation al- . -
we can rewrite our condition (2) as

lows estimating the unknown depth values by solving a

least-squares optimization problem. In particular, the set AD = | | ® 4 + 5. 7
of conditions (2) for all valid choices of neighboring pixels as =100 "ra pratioia YE (7)
(a; b, (a; 0), etc can be rewritten in the form of a system of N o
linear equations\z = b, where where we additionally use the _superscﬂblto indicate that
2 3 the variables are evaluated at iterattasf the optimization.
1 "'poa 0 We note that upon initialization the terms inside the log-
1 0 Pal a arithm in (7) coincide witH , 4, having set‘g!)) .=0and
A = : : : R therefore g?) 2 = 0. As noted in Section 3, when choos-
Lar b 1 0 ing the subpixel locationm to interpolate betweea and
. . ) b, the termd 1, 5 are positive, which ensures that the log-
: 5 : 3 - 4) arithm is always de ned. Similarly to [7, 24], we initialize
2 3 Lo, "o a the log-depth valuesy’; 2", etc to 0, which corresponds
Za ey et a to a planar surface of unit depth. At each iteratipwe rst
;= gzbz - andb = optimize the log-depth values using the system of equations
Zeg | " Az = b that can be derived from (7) with the same proce-
: b alb dure used to write (4) from (2); then, we update the terms
(), as we detail in the next Section.
The optimization problem then reads as: 3.3. Discontinuity>aware bilateral formulation
min(Az  b)TW (Az b); (5) In order to guide the optimization of the log-depth values
z

as well as to iteratively update the discontinuity values, we
whereW is an optional diagonal matrix that can assign dif- adopt the semi-smooth assumption of BiNI [7], which we
ferent We|ght3 to the equations_ The unknown depth val- extend to our formulation and brie Yy summarize below.
uesz can then be found by applying an iterative conju-  For a pinhole camera with focal lengthg andf, and
gate gradient method [7, 18] on the normal equation of (5), Principal point(cy;cy), BiNI makes use of the following
ATWAz = ATWb . However, since our formulation ex- discrete PDE, here expressed in our notation:
plicitly takes discontinuities into account, the tebnin (5)
depends on the valués a, "¢ a, €tc We note that if b a(Za  Z0) = bt a; ©)
the ground-truth values of these quantities hence of the
termb were known, the conditions expressed by the sys-
temAz = b would modelexactlythe relationship between
the ground-truth depth values at the different pixels, and as

where neighboring pixel® are de ned according tal-
connectivity, and the terms, 5 and , 5 are de ned as:

we show in Section 4.3, the optimizatioq would be able to boa=Nax(Ua G)+ Nay(Va G)+ Naf (9)
recover the ground-truth depth values with close-to-perfect

accuracy. Since, however, the ground-truth value$dor, withf = fy; w a = nax for neighboring pixeld s.t.
are unknown, in our optimization we not only iteratively up- (up;vp) = (Ua  Livg) andf = fy; w a = Ny for

date the depth values, but also optimize the tbrrso that neighboring pixeld s.t. (up;Vp) = (Ua;va 1). Their
it progressively models the ground-truth term more closely. method then assumes the surface to be semi-smooth, that is,
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to contain at most one-sided discontinuities. This assump- o
tion is modeled by weighting each equation (8), at each op- 1]
timization iterationt, by a term

. 2 2
BiNI( t t t 0:5 |
Wy a( Y= o res {)! a resfo!) a (10
whereres! = o 2 2" s aresidual that en- 0 02 04 06 08 1 wenC?
codes the extent to which the surface is discontinuous be-
tweenpy, andpa, «() is the sigmoid function (x) = Figure 3. Discontinuity activation term (16) for q = 50:0 and
’ A, (1) . . . I
1+e kx 1, and where we denote withb the neighbor = 0:25. The term ,,’ , progressively mcorpor(?tel;s discontinu
of aopposite tab, i.e. St.U p Ua= (Up Uga). By ities in our formulation, which correspond e, < 05.
roperties of the sigmoid functionyp "« V' 2 [0;1] an " : . :
p;,e,?tt)ei of the SB%,( 8d u ct OB%(’!U& ,[O’_ ] é d an additional term () _ 2 [0;1]in (11), which selectively
Wiy a =1 wyy 7, with wy g Oindicating  activates the discontinuity terms, as follows:
that the estimated surface is discontinuous betveeand
pa but continuous betweep , andpa, andwg'N'Ef R ooa 20 2V = oy oalog lpoatte, WO
wBCY 05 that the surface is continuous on both sides. (15)
We note that, up to the multiplicative constagt ,, the The rationale for éf) o I1s the following: If the surface
formulation of BiNI (8) has the same functional form as our is estimated to be continuous between pixendb, one
formulation. While (8) could be rewritten a3 2z = can approximatep a 0, so the in uence of the discon-

bl a= b a, as noted in Sec. 2 of the Supplementary of tinuity term should be negligible. On the other hand, the
BiNI [9] the factor , , proves to be crucial to improving more the surface is estimated to be discontinuous beteveen
their numerical stability during optimization. We empiri- andb, the more the termy, ; would increase the accuracy
cally verify that the same holds true for our formulation, and of (11), and thus the more it should be taken into account.
we therefore rewrite our formulation as follows, by multi- We note that the weighte™N! naturally model this rela-
plying both sides of (7) by 4 and rearranging: tionship. Indeed, as the optimization identi es with increas-
ing con dence that a discontinuity is present betweaeand
bal(Za Z)= b alog(orat !, wa): (11) bthe corresponding term&N! increasingly approaches
Viceversa, if the optimization identi es the surface to be
continuous betweea andb, or at least equally discontin-
uous in the directions of the two opposite pixbland b,
the termwE™. is greater or equal that5 (WEN, | 1in
—f n,T . (12 the rst case andvE™.  0:5in the latter). We therefore

bl a— . . . . .
de ne thediscontinuity activationerms as

Following BiNI, we furthermore de ne our weighting ma-

trix W based on (10). Importantly, we additionally note
that 1 5 can be rewritten (up to the differences between
fyx andfy) as

which for generic central cameras we generalize as
(ty _ BiNI (t .
o oa=Kup Uak=k b ok Na' a:  (13) b a= @ Woi ’ (16)

In light of this observation, we present a thorough analysis where we setj = 50:0and = 0:25, which guarantees that

pf the impact of the_terms in (13) ilj Appendix B, providing l()f) , tends smoothly td aswg‘!‘Ng“ Y gand smoothly
important novel ndings about their effect on convergence

BiNI (t D . i i
and shedding light on the role of, , in the optimization. toi ?haesﬁv;bgrpara:ne?éiga(ncé' 'i:r:gAi?Jle\;Vgi;tllzjdy the impact
While the above procedure allows optimizing the log- '
depth values, as noted in Sec. 3.2 we would like to addition-
ally update our discontinuity terms(bt!) . to model discon-
tinuities with increasingly higher accuracy. To this purpose, This Section provides the experimental evaluation of our

4. Experiments

we invert (7) to derive the following update scheme: method, describing our experimental setup (Sec. 4.1), com-
(t+1) - paring the accuracy of its formulation to that of existing
b a exp Zét) z, Pooa =l (14) ones (Sec. 4.2), evaluating its normal integration accuracy

on a standard benchmark (Sec. 4.3), and demonstrating its
with g!)) o = 0 for all valid pairs(a; b). However, applying  applicability to generic central cameras (Sec. 4.4) and real-
this update to all pairs would cause the optimization to con- world input normals (Sec. 4.5). Readers can nd ablations,
verge in one iteration to a suboptimal solution, since its ob- additional experimental results, and a discussion of the lim-

jective (5) would evaluate t6. To avoid this, we introduce itations of our method in the Supplementary Material.
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4.1. Experimental settings

Baselines. We compare our method to the state-of-the-
art BiNI [7] and Kim et al. [24] on the DiLiGenT bench-
mark [31]. As no source code is publicly available for [24],
in the remaining evaluations we only compare our method
to BiNlI, setting its hyperparameter to its default value.
Hardware and timing. We run all our evaluations on a
standard CPU-only machine, on which our unoptimized im-
plementation takes betwe&® and 120 seconds for1200
iterations with an input normal map of sizé2 612

4.2. Comparison of formulation accuracy

Before examining the quality of the reconstruction pro- Figure 4.Reconstructions of our method from real-world data.

duced by o_ur optlmlz_atlon, we assess how acc_:urately From the left, the third and fourth column show our reconstruction
our formulation approximates the ground-truth relation be- based on normals respectively from photometric stereo [22] ( rst

tween depth and surface normals compared to existingcolumn) and from DSINE [4] (second column).

PDE-derived formulations. To this end, we compute for

both our method and BiNI the absolute residual emerging tion error, resulting in state of the art on virtually all objects.
from the respective formulations; as previously noted, this Further, object-speci ¢ improvements can be obtained by
has for both the same functional foqmy 4(zZa  #) tuning the hyperparameters of our discontinuity activation
RHSj, whereRHS denotes the right-hand side of (8) for term f. Appendix E).

BiNI and of (11) for our method. We evaluate this quan-
tity on the DiLiGenT dataset [31], assuming for fairness un-
known discontinuity values, thereby setting the terms » To verify the applicability of our method to generic central
in our formulation to0. As shown in Tab. 1, our method camera models, we synthetically render normal maps (and
achieves mean error lower by one or two orders of magni- depth for evaluation) observed by a pinhole camera with
tude on all but one object. We provide additional compar- Brown-Conrady lens distortion [5], using BlenderProc [10].
isons using relative residuals in Appendix G, where we nd Since to our knowledge no other methods are available that
similar results. can directly handle normals from non-ideal pinhole cam-
eras, we show, for illustration purposes only, the output of
BiNI for such distorted maps; we remark that a quantita-
We evaluate the reconstruction accuracy of our normaltive evaluation is unfair, since BiNI assumes normals from
integration method compared to the state-of-the-art ap-an ideal pinhole camera. We additionally render the normal
proaches [7] and [24] on the standard DiLiGenT bench- and depth maps observed by an ideal pinhole camera with
mark [31], which provides ground-truth normal maps pro- intrinsics resulting from undistortion and resolution match-
duced by an ideal pinhole camera. As shown by Fig. 5 anding the original one. As shown in Fig. 7, our method effec-
Tab. 2, our method without discontinuity computatiae.( tively handles the case with lens distortion both for scene-
setting 1 4 = 0) achieves accuracy that is state-of-the-art level maps of medium complexity and for object-level ones,
for 7 out of 9 objects, comparable fdr object, and worse  while the reconstruction from BiNI suffers from notice-
for a single object. This result shows that the higher ac- able distortion, as expected. The undistorted reconstruc-
curacy of our formulation can effectively translate into bet- tions show comparable results between the two methods,
ter reconstruction quality through the optimization process. with slightly better accuracy for ours, but at the cost of a
This is further con rmed by verifying that using coef cients reduced eld of view, due to barrel distortion.

based on discontinuity values, , from the ground-truth
surface, the optimization results in an extremely low error
for virtually all the objects. We note that our method con- Figure 4 shows qualitative examples of the reconstructions
verges more slowly than BiNI, and we therefore run it for a produced by our method using normals obtained from real-
larger number of iterationd200; however, after the same  world images [22], both through a recent photometric stereo
number of iterations necessary for BiNI to achieve conver- approach [22] and through prediction by a state-of-the-art
gence 150 our method already achieves better results thanlearning-based normal estimation method [4]. The results
the other approaches on most objects. Iterative computaindicate that our method can be applied effectively to real-
tion of the terms , , allows more accurately capturing world normal maps, producing reasonably accurate recon-
discontinuities (Fig. 6) and further reduces the reconstruc-structions also for the overly smooth normals of [4].

4.4. Experiments with nonsideal pinhole cameras

4.3. Benchmark experiments

4.5. Experiments with reabworld data
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Method bear buddha cat cow harvest potl pot2 reading goblet

BiNI[7] (372 271) 10! (457 921) 10! (0:54 1.09) 1(° (446 358) 10! (0:52 271) 10° (418 563) 10! (3:96 426) 10! (0:50 1:24) 1C° (0:43 1:33) 10°
Ours  (0:82 7:39) 102 (090 912) 10! (0:03 1:27) 1¢° (0:19 1:61) 10! (0:22 280) 1C° (0:09 272) 10° (0:39 311) 101 (0:08 1:21) 1¢° (0:06 1:20) 10P

Table 1. Absolute formulation accuracy on the ground-truth log-depth map, DiLiGenT dataset [31] For both methods, we report
mean and standard deviation across the pixels of the absolute rgsidua{za  z) RHSj computed on the ground-truth log-depth
map, wheréRHS denotes the right-hand side of (8) for BiNl and (11) for Ours. We use=( a + p)=2and p a =0 for Ours.

Method bear buddha cat cow harvest potl pot2 reading goblet

BiNI [7] From paper 0:49 086 011 007 2:73 062 022 034 853
BiNI [7] From code [8], 1200iterations’ 0:33 106 607 0:06 1:84 064 022 026 200
Kim et al. [24] 0:45 067 024 0:06 2:44 057 019 Q015 902
Oursw/o ; 5 computation]150iterations  0:08 030 0.06 0:09 498 052 013 021 646
Oursw/o 1 5 computation]1200iterations 0:07 0:26 0.06 0:08 483 050 013 0.12 6:56
Ours,150iterations 0.03 0:37 0.06 0:08 135 050 014 0:15 5:98
Ours,1200iterations 0.03 0.24 0.06 0:08 0.73 0.49 0.13 0:17 4.72
Ours with known discontinuity values 0:01 010 003 < 10 2 0:34 004 003 008 011

Table 2. Mean absolute depth error (MADE) [mm] on the DiLiGenT benchmark [31]. For each objectold and underlinedlenote
respectively the best and the second-best result across the methods. The resultebélKare taken from [24]: This object contains a
full depth discontinuity? BiNI achieves full convergence already afféi0 iterations.
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Figure 5.Comparison on the DiLiGenT benchmark [31]. First row: Ground-truth surfaces. Second and third row: Surface reconstructed

by BiNI [7]; absolute depth errors maps (in mm). Fourth and fth row: Surface reconstructed by our method with explicit discontinuity
computation; absolute depth error maps. The color map is the same for the rst eight columns. Below each absolute depth error map is the
corresponding mean value (MADE) in mm. The absolute depth error maps are displayed from the viewpoint of the input normal map.

5. Conclusions achieves state-of-the-art results on the standard benchmark
for normal integration. Furthermore, thanks to its formula-
We presented a novel formulation for normal integration tion based on ray directions, our method allows for the rst
based on a local planarity assumption modeled through raytime handling normals from generic central cameras.
directions and explicit discontinuity terms. Compared to Acknowledgements.The authors thank Lionel Ott and Yu-
existing methods, our approach more accurately approxi-jie Wei for their feedback on the manuscript draft and the
mates the relation between depth and surface normals andnonymous reviewers for their constructive comments.
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Ground truth BiNI [7] Ours

Figure 6.Detail of the reconstructed surfacesOur formulation allows capturing discontinuities with higher accuracy than the previous
method of BiNI [7]. Top and bottom rows show respectively objdets/est andpotl from the DiLiGenT benchmark [31].

RE: 2:08, ERA: 1:99 RE: 8:01, ERA: 6:47 RE: 2:26, ERA: 2:07 RE: 2:30, ERA: 2:09
RE: 2:94, ERA: 3:02 RE: 4:44, ERA: 4:29 RE: 2:49, ERA: 2:48 RE: 2:63, ERA: 2:61
RE: 8:20, ERA: 7:04 RE: 13:32, ERA: 10:09 RE: 8:35, ERA: 6:85 RE: 8:69, ERA: 6:73
RE: 0:27, ERA: 0:30 RE: 1:16, ERA: 1:29 RE: 0:16, ERA: 0:19 RE: 0:17, ERA: 0:21

Figure 7.Reconstructions for non-ideal pinhole normal mapsFrom the left, rstthree columns: input normal map with Brown-Conrady
distortion, reconstruction of our method, and reconstruction of BiNI; last three columns: undistorted input normal map, reconstruction of
our method, reconstruction of BiNI. Below each reconstruction are the corresponding mean relative def#tgand(mean depth error
relative to the average depth of the sceB®A), both expressed as percentages. Note that undistortion causes part of the scene to be
cropped. Source of the mesh models from the top to the bottom row: [12], [19], [14] [32].
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