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Figure 1. Overview of GeoAvatar. We propose GeoAvatar, a novel adaptive geometrical Gaussian Splatting framework, and release a new
monocular video dataset, DynamicFace. Given an input novel animation, GeoAvatar generates robust and high textured 3D head avatars.

Abstract

Despite recent progress in 3D head avatar generation, bal-
ancing identity preservation, i.e., reconstruction, with novel
poses and expressions, i.e., animation, remains a challenge.
Existing methods struggle to adapt Gaussians to varying
geometrical deviations across facial regions, resulting in
suboptimal quality. To address this, we propose GeoAvatar,
a framework for adaptive geometrical Gaussian Splatting.
GeoAvatar leverages Adaptive Pre-allocation Stage (APS),
an unsupervised method that segments Gaussians into rigid
and flexible sets for adaptive offset regularization. Then,
based on mouth anatomy and dynamics, we introduce a
novel mouth structure and the part-wise deformation strat-
egy to enhance the animation fidelity of the mouth. Finally,
we propose a regularization loss for precise rigging be-
tween Gaussians and 3DMM faces. Moreover, we release
DynamicFace, a video dataset with highly expressive fa-
cial motions. Extensive experiments show the superiority
of GeoAvatar compared to state-of-the-art methods in re-
construction and novel animation scenarios.

Project page: https://hahminlew.github.io/geoavatar
*Equal contribution
†Corresponding author

1. Introduction

Recent advancements in deep learning-based 3D modeling
techniques [20, 22, 35, 37] have spurred active research into
their applications for 3D head avatar generation [2, 4–7, 11,
12, 15, 17, 18, 23, 27, 29, 34, 40, 44, 45, 49–55, 57, 59–
63, 65]. Among these, Gaussian Splatting [22], originally
developed for reconstructing static scenes, has been used
due to its explicit representations of Gaussians in 3D space.

Since adapting the reconstruction-oriented approach for
animation poses significant challenges, recent methods have
leveraged the deformable 3D Morphable Model (3DMM)
[28, 32] as a 3D prior [11, 40, 44, 51, 60] to extend its appli-
cability to head avatar animation. However, we emphasize
that a critical challenge still lies in balancing high-fidelity
identity preservation, i.e., reconstruction, with the robust-
ness of various novel poses and expressions, i.e., animation.

To achieve this goal, the existing works simply ap-
ply offsets, i.e., local mean, to allow deviations for Gaus-
sians [11, 40, 44, 51, 60] while regularizing them through
the naı̈ve position loss based on the fixed threshold [40, 60].
However, we observe a key finding that local mean dis-
tributions of Gaussians vary significantly across facial re-
gions [11, 40, 44, 51, 60]. For example, less accurate re-
gions of 3DMM fitting, e.g., scalp or ears, exhibit higher lo-
cal mean values, while well-reconstructed regions, e.g., face
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Figure 2. Different distributions of the local mean per each facial region. (a) We plot the mean value of local means of Gaussians
in each facial region. Indeed, regions where the FLAME mesh cannot reconstruct the ground truth geometry, e.g., scalp, neck, and ear
regions with long hair, show high mean values. (b) However, existing models, e.g., SplattingAvatar and FlashAvatar, do not consider the
aforementioned distribution differences, which show acceptable performance on reconstruction but not on the novel animation. (c) In
contrast, GeoAvatar considers the distribution differences across facial regions, e.g., bangs - flexible and crew cut - rigid.

or lips, show minimal deviation as shown in Figure 2(a).
Based on the key observation above, we point out that

existing models apply the uniform regularization strategy
for every facial region, not considering the distribution dif-
ferences across facial regions. The uniform regularization
strategy refers to 1) no regularization [11, 44, 51] or 2) miti-
gated regularization [40, 60], regardless of facial regions. In
other words, the uniform regularization strategy fails to ap-
ply stronger rigging regulation even in well-fitted regions,
e.g., face, resulting in weakened correspondence between
Gaussians and the mesh. Indeed, in Figure 2(b), baselines
yield acceptable reconstruction performance, whereas they
generate severe artifacts during novel animations.

Moreover, several challenges arise when representing
the mouth, due to the absence of fine details of mouth in
3DMMs [16, 28] and high dynamics of mouth. While recent
works utilize mesh modification, e.g., adding extra faces by
naı̈vely connecting lip vertices [51] or lacking the mouth
structure except for frontal teeth [40], the modified meshes
still fail to represent the mouth structure properly, result-
ing in incomplete representations. Furthermore, they utilize
deformation [50, 51] to each Gaussian independently with-
out considerations of mouth anatomy and dynamics. Here,
we point out that the mouth structure maintains the struc-
tural consistency within the same part, e.g., upper teeth-
palate and lower teeth-floor, during the animation. On top
of that, the less expressive and dynamic motions in the ex-
isting monocular video dataset [44] decline the robustness
and evaluation of the dynamic animation scenarios.
Contributions. We propose a novel adaptive Geometrical
Gaussian Splatting framework for 3D head Avatar, named
GeoAvatar. Our method first segments Gaussians into
two distinct categories: rigid and flexible sets. Given a
FLAME [28] mesh, Gaussians with small local means are
classified as the rigid set, corresponding to regions where
FLAME geometry closely aligns with the ground truth ge-
ometry. Conversely, Gaussians with large local means
form the flexible set, representing regions where FLAME
struggles to reconstruct the geometry accurately, requir-

ing higher flexibility. We present Adaptive Pre-allocation
Stage (APS), an unsupervised method to partition these
sets.

In addition, we propose a novel mouth structure along
with a deformation to handle the high dynamics of the
mouth. First, we highlight that the mouth structure is ab-
sent in 3DMM [16, 28, 38] or still inadequate [40, 51].
To this end, we construct not only frontal teeth [40], but
also molar teeth, palate and floor, through the 3DMM mesh
modification. Moreover, with regarding the structural con-
sistency, we propose a part-wise deformation on mouth re-
gions, which deforms Gaussians within the same part with a
consistent offset. To the best of our knowledge, our work is
the first attempt to adapt part-wise deformation considering
the biological human anatomical structure.

Lastly, we design a tailored optimization scheme for
GeoAvatar, introducing a novel regularization loss for pre-
cise rigging Gaussians to corresponding FLAME faces.
For the higher expressive and dynamic facial motions,
we release a new monocular human face video dataset,
DynamicFace, featuring highly expressive facial motions.
Our extensive experiments on existing benchmark datasets
and DynamicFace demonstrate that GeoAvatar outperforms
state-of-the-art methods qualitatively and quantitatively, ex-
celling in both reconstruction and animation. To sum up,
The contributions of this work are as follows:
• We introduce Adaptive Pre-allocation Stage (APS), an

unsupervised method to segment rigid and flexible sets.
• We present a novel mouth structure and part-wise defor-

mation, which significantly improves mouth textures.
• We introduce a novel regularization loss for precise rig-

ging between Gaussians and 3DMM faces.
• We release a monocular human face video dataset, Dy-

namicFace, which has a variety of expressions and poses.

2. Related Work

3D Gaussian Splatting with a 3D Morphable Model.
Gaussian Splatting [22] has been widely used to reconstruct



a static scene from 2D image sequences and correspond-
ing 3D geometries. The original Gaussian Splatting [22]
utilized Structure-from-Motion (SfM) [47], e.g., COLMAP
[43], to generate 3D point clouds from images [14, 25].
However, COLMAP has limitations for capturing 3D point
clouds of dynamic objects [3, 42], e.g., human face [39].

A 3D Morphable Model (3DMM), e.g., FLAME [28],
NPMs [38], or the Basel Face Model [16] has been widely
used as a 3D prior for Gaussian Splatting in head avatar gen-
eration. For instance, one of the most widely used 3DMM
models, FLAME [28], targets modeling the head and neck,
allowing for the accurate capture of facial expressions and
poses, including subtle movements of the jaw and eyes.

However, 3DMM inherently struggles to fully capture
ground truth geometry due to several key limitations: 1)
inherent low resolution of 3DMM, e.g., only 5023 ver-
tices [28], 2) fitting errors [12, 21, 24, 36], and 3) lack of
mouth structure, e.g., teeth [16, 28, 38]. These shortcom-
ings prevent 3DMM from independently achieving accurate
reconstruction of ground truth geometry.
3D Head Avatar Reconstruction and Animation. Recent
methods [11, 40, 44, 51, 60] introduce offsets for Gaussians,
allowing them to deviate from the 3DMM mesh by a certain
distance. This flexibility ensures that fine details, e.g., hair
strands, the mouth structure, and regions prone to fitting er-
rors, e.g., ears, can maintain their original identity and ge-
ometry, even with naı̈ve FLAME geometry.

For instance, in SplattingAvatar [44], the model allows
some degree of deviation between the generated Gaussians
and the FLAME geometry to enhance flexibility during
training. In FlashAvatar [51], the model provides the offset
for each Gaussian, which deforms them from the original
FLAME mesh to the desirable location.

However, relying solely on a rendering loss during train-
ing often causes offsets to grow excessively large [40].
While this can improve the reconstruction quality, it com-
promises the correspondence between Gaussians and the
underlying 3DMM structure with overly high positional
freedom, leading to noticeable artifacts during anima-
tion [40]. To address this, existing models introduce a posi-
tion loss that permits deviations through the local mean but
regularizes based on the fixed threshold [40, 60].

3. Method
Given the sequence of frames from the monocular video,
we denote the frame corresponding to the timestep T as IT .
By utilizing FLAME tracker [64], we extract FLAME pa-
rameters F = { ! , " , ! , R, t} , consists of shape ! ! R300 ,
expression " ! R100 , pose ! ! R12, rotation R ! R3, and
translation t ! R3, from I T . With F , FLAME [28] yields
a mesh constructed by vertices V ! R5023! 3 and faces
F ! R9976! 3. Then, we utilize the given FLAME mask
[28] to segment FLAME faces into n parts, where each set

stands for a specific part of the face, e.g., face, ears, or lips.
In specific, we assign every face fi ! F to one of n facial
parts p1, á á ápn . During training, each face fi binds the set
of Gaussians with index j , i.e., Gi = {Gi,j |Gi,j binds to fi } ,
where each Gaussian Gcan be expressed as below:

G = { µ , r, s, c, ! } , (1)

where µ ! R3, r ! R4, s ! R3, c ! R3, and ! stand
for local mean, rotation, scale, color, and opacity, respec-
tively. We transform µ = ( x, y, z) into a polar coordinate,
i.e., µ = ( r, ", # ), to apply the regularization proposed in
Section 3.3. Here, r denotes the distance from the origin, "
and # denote the degree between (x, y, z) and the positive
x-axis, z-axis, respectively.

We segment faces in 3DMM into three sets: a rigid set
Fr , a flexible set Ff , and a mouth structure set Fm . We seg-
ment Fr and Ff in an unsupervised way, named Adaptive
Pre-allocation Stage (APS) in Section 3.1, and set Fm to be
newly added faces for our modified FLAME, mentioned in
Section 3.2. To apply deformation on vertices that construct
mouth structure faces, i.e., fm ! Fm , we introduce a mouth
deformation network ! in Section 3.2, to yield the vertices
offset " vm . With deformed face f"

m in Fm and faces in Fr

or Ff , i.e., fr , ff , respectively, we obtain a new facial fea-
tures, e.g., rotation Rface, center Cface, and scale Sface. Uti-
lizing facial features, G is transformed to the global space
by following transformation T [40]:

T : µ , s, r "# SfaceRfaceµ + Cface, Sfaces, Rfacer. (2)

Finally, we go through the 3D Gaussian rendering process
[22] to yield the rendered output öIT as shown in Figure 3.

3.1. Adaptive Pre-allocation Stage
We propose that faces of 3DMM can be distinguished into
two sets besides pre-defined Fm : 1) faces that precisely re-
produce the original 3D geometry and animation, i.e., rigid
set Fr , 2) faces that fail to reproduce the 3D geometry but
animates similarly with the ground truth, i.e., flexible set
Ff . Though FLAME offers masks that distinguish FLAME
vertices part-wisely, e.g., eyes, nose, and lips, we need a cri-
terion to classify each part pk#{ 1,ááá,n } to Fr or Ff . Since
we do not have 3D priors at the beginning of the training,
we set every face to Fr except the mouth structure and op-
timize the model as described in Section 3.3, for N steps.
After N steps, we average the local mean of Gaussians that
binds to fi and average it again part-wisely as below:

Distance(k) =
1

|pk |

!

fi # pk

1
|Gi |

!

j # Gi

||µ i,j ||. (3)

Consequently, Distance(k) can represent the mean distance
between Gaussians belonging to pk and the mesh. The large
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Figure 3. Structure of GeoAvatar. Our method segments 3DMM faces into three sets: rigid set, flexible set, and mouth structure set.
Adaptive Pre-allocation Stage segments rigid and flexible sets in an unsupervised way, by utilizing part-wise mean distance. For the mouth
structure set, we apply the deformation to its vertices part-wisely, e.g., upper and lower parts. After deformation, we place local Gaussians
into global coordinates through the local-to-global transformation, to yield the final rendering output through Gaussian renderer.

Distance(k) means the model needs large flexibility to re-
produce the original geometry on pk , i.e., flexible set, and
vice versa, i.e., rigid set. We utilize the mean of Distance(k)
as a threshold $part , and assign pk to Fr if Distance(k) <
$part , and assign to Ff if Distance(k) > $part .

3.2. Mouth Structure and Deformation

Ground Truth GaussianAvatars Ours

Figure 4. Visualization of mouth structure. We compare our
mouth structure with GaussianAvatars [40] with the widely open-
mouth frame. The structure of GaussianAvatars only covers the
frontal teeth and not enough to cover the molar teeth. On the con-
trary, ours has not only the frontal and molar teeth but also palate
and floor structures for more elaborate representation.

Arguably, since the mouth part is the most dynamic part
among all facial regions, improving the generation quality
of the mouth is crucial to enhance the animation perfor-
mance. However, FLAME lacks the geometry of the mouth
structure, which degrades the generation performance on
the existing models [7, 40, 51]. To this end, we add the
mouth structure Fm inside FLAME. Motivated by Gaus-
sianAvatars [40], we utilize the lip ring meshes to construct
teeth. However, we empirically find that this method can
only cover the frontal teeth, while the molar teeth geometry
is still empty. To offer more precise geometrical priors, we
extend the teeth structure to cover the molar teeth and addi-

tionally add the palate and floor of the mouth structure. In
Figure 4, we compare our mouth structure with GaussianA-
vatars [40], which shows more elaborate and realistic. We
elucidate the detailed process in Appendix 8.7.

Though we incorporate the mouth structure within the
FLAME, 3DMM tracking cannot accurately capture the
subtle mouth animations. Therefore, to mitigate this error,
models utilize the deformation [50, 51] per Gaussian. How-
ever, even during the dynamic movement of the mouth, the
relative locations within the upper part, e.g., upper teeth and
palate, and the lower part, e.g., lower teeth and floor, remain
consistent. In light of this observation, we suggest part-wise
deformation, which maintains the relative locations within
the same part. In specific, we divide the mouth structure
into two parts, e.g., upper part vupper for upper teeth and
palate vertices, and the lower part vlower for lower teeth and
floor vertices. With offsets for each part, i.e., " vupper and
" vlower , we deform vertices in each part simultaneously:

v"
upper = vupper + " vupper , (4)

v"
lower = vlower + " vlower . (5)

Consequently, the Gaussians rigged to each mouth part
are deformed concurrently along with mouth structures. We
obtain " vupper and " vlower via separate deformation net-
works with the same structure, i.e., ! upper and ! lower , re-
spectively. In each ! , we utilize FLAME parameters re-
lated to mesh animation [9], e.g., " and ! , along with
timestep T , as inputs. While recent deformation models
[50, 51, 54] only utilize FLAME parameters or landmarks,
we empirically find that it is insufficient to address the sub-
tle misalignment per each frame. Therefore, we utilize T



with FLAME parameters for timestep-wise mesh correc-
tion:

" v = !( " , ! , %(T)) , (6)

where %denotes the positional encoding [35, 48]. In in-
ference, since we do not need the FLAME correction, we
simply set T = 0 .

3.3. Optimization Scheme

(a) ! " # " $ %$! (b) ! " # & $ ' $! (c) ! & $ ' $!

! !"#$%  Needed ! !"#$%  Not Needed

Figure 5. Strategy for rigging Gaussians correctly. (a) With
high values of r and ! , Gaussians may be positioned far from
the rigged triangle, i.e., denoted as red, increasing the likelihood
of representing a different part from the one assigned to the red
triangle. (b) While maintaining the high r , e.g., flexible set, we
can keep Gaussians not to be closer to the neighborhood triangle
by regularizing ! . (c) In the case when r is small, e.g., rigid set,
we do not need to regularize ! .

In addition to the loss function that compares the generated
and original images, models that utilize 3DMM often in-
troduce regularization terms [40] or training strategies [44]
to preserve the geometric consistency between the 3DMM
mesh and Gaussians. This approach is essential for the fol-
lowing two reasons: First, to ensure that the Gaussian-based
avatar exhibits similar animations as the 3DMM, models
should maintain a rough alignment between the geometry
of the Gaussians and the 3DMM mesh. To achieve this,
we impose a regularization on the local mean of the Gaus-
sians, regularizing the center of each Gaussian to be located
in proximity to the center of its corresponding mesh face.
We use the radius of µ , i.e., r , obtained by polar coordinate
transformation:

L p(r ) = ReLU(r $ $p), (7)

where p stands for the set, i.e., rigid r , flexible f , or mouth
m. Specifically, we set $r = 0 .1, $f = 2 .0 to adjust the
regularization strength flexibly. Lastly, in the case $m , we
can assume Fm reflects the ground truth geometry properly
through the deformation. Therefore, we apply strict regu-
larization loss term for Fm same as Fr , i.e., $m = $r .

Second, the other purpose of regularization is to ensure
the proper assignment of Gaussian animations. For in-
stance, a Gaussian representing the lip skin but rigged to
a mesh face representing the nose can cause artifacts in the

animation. This misalignment occurs because the position
of the Gaussian does not closely align with the intended fa-
cial region, causing undesired deformation in nearby areas.
Consequently, it is desirable to keep the distance between
Gi,j and fi be smaller than the distance between Gi,j and the
neighborhood triangle, i.e., r n . In the case when r is small,
we can keep r < r n even with large # , as shown in Fig-
ure 5(c). However, to facilitate flexibility in geometry, we
use a larger $f , which allows Gaussians to have large r . As
illustrated in Figure 5(a), this may lead to r > r n when #
is large. To this end, we introduce an additional loss term:

L angle (#) = r>! r ReLU(# $ $" ), (8)

which regularizes # if r > $ r . We set $" = 45$ % 0.78 rad.
Finally, our regularization loss L reg is following:

L reg (µ ) =
!

p#{ r,f,m }

!

fi # Fp

!

Gi,j # G i

L p(r i,j ) + L angle (# i,j ).

(9)

Combining proposed loss terms with the rendering loss
L rgb = (1 $ &)L 1 + &L D-SSIM [22], our final optimization
loss L is defined as below:

L = L rgb (I, öI ) + L reg (µ ). (10)

4. Experiments
In this section, we briefly introduce datasets and baselines.
Then, we compared the performance on self- and cross-
reenactment, and novel-view synthesis, while showing the
effectiveness of each method through ablation studies.

4.1. Setup
For thorough evaluations, we utilized various datasets in-
cluding our newly proposed dataset, DynamicFace. Fol-
lowing are the brief descriptions of each dataset:
DynamicFace. To focus on generating dynamic facial
movements, we collected a dataset, consisting of 2-3 min-
utes of monocular RGB videos featuring 10 actors. Each
actor was instructed to perform a range of facial expres-
sions for the construction of a dataset that can facilitate the
development of robust models of facial movements. Ad-
ditionally, to ensure coverage of various viewpoints with a
single camera, actors were instructed to slowly nod their
heads while holding different facial expressions. We eluci-
dated details for collecting DynamicFace in Appendix 8.8.
SplattingAvatar. We utilized datasets provided by Splattin-
gAvatar [44], which consists of 10 monocular videos from
INSTA [65], NHA [18], IMAvatar [61], and NerFace [15].
NeRSemble. Since NeRSemble [23] provides a 16-view
dataset of various human facial animations, we utilized it to
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Figure 6. Self- and cross-reenactment and novel-view synthesis results. We compared our method with baselines on various scenarios,
i.e., self- and cross-reenactment and novel-view synthesis. In self-reenactment, ours showed robust generation results while maintaining
high texture quality. In cross-reenactment, ours presented highly expressive and robust results similar to source actors, while the others
showed artifacts and blurred details with low similarity of driving expressions. In novel-view synthesis, ours successfully reproduced the
animation without artifacts. On the other hand, baselines struggled to reproduce desirable animations or to generate without artifacts.

compare our model with the multi-view avatar generation
model in Section 4.3. We utilized videos of 12 actors from
the NeRSemble dataset for a thorough comparison.
Baselines. We compared our method with the state-of-the-
art NeRF-based model, i.e., INSTA [65] and various out-
performing Gaussian Splatting-based models, i.e., Splattin-
gAvatar [44], MonoGaussianAvatar [6], FlashAvatar [51],
GaussianAvatars [40], and including 3DGS [22] itself.
Though ours targets the monocular video setting, we in-
cluded the multi-view video-based model, i.e., GaussianA-
vatars [40], due to its notable performance. Baseline details
are explained in Appendix 8.9.

4.2. Comparison on Monocular Video Dataset
In Figure 6, we compared our method with state-of-the-
art baselines in self- and cross-reenactment and novel-view

synthesis scenarios. When presented with unseen anima-
tions near the mouth, e.g., the first row, the baselines exhib-
ited severe artifacts. On the contrary, with the robust mouth
modification and deformation schemes, ours showed clear
results without artifacts. In the second row, ours showed the
highest resolutions on the accessory part, due to the flexible
relaxation of the geometry through APS.

Then, we showed the cross-reenactment and novel-view
synthesis results of each model. Since GaussianAvatars was
originally a multi-view video-based model, it showed se-
vere artifacts with a monocular-video dataset. As seen in
the third and fourth rows, ours showed superiority in the
cross-reenactment scenario, while other baselines showed
low-textured results with less accurate expressions. More-
over, though baselines generated coarse appearances well,
they suffered from generating the original motion, leading



Model INSTA [65] 3DGS [22] SplattingAvatar [44] MonoGaussainAvatar [6] FlashAvatar [51] GaussianAvatars [40] GaussianAvatars0 [40] GeoAvatar (Ours)

Dataset SplattingAvatar [44]

MSE (10! 3 ) % 2.429± 2.02 2.164± 2.14 3.132± 0.83 1.895± 1.73 2.239± 2.63 1.679± 1.53 1.237± 0.80 0.884± 0.72
PSNR ! 28.083± 2.50 27.543± 2.95 25.333± 1.19 28.813± 2.95 29.306± 2.85 29.124± 3.51 29.686± 2.91 32.635± 2.88
SSIM ! 0.938± 0.02 0.923± 0.03 0.933± 0.02 0.937± 0.02 0.943± 0.02 0.938± 0.03 0.934± 0.02 0.965± 0.02
LPIPS (10! 1 ) % 0.678± 0.23 1.019± 0.42 0.588± 0.12 0.733± 0.38 0.444± 0.17 0.494± 0.28 0.529± 0.16 0.367± 0.17

Dataset DynamicFace (Ours)

MSE (10! 3 ) % 1.545± 0.59 1.603± 0.77 1.426± 0.52 1.618± 0.51 1.811± 0.61 1.268± 0.71 0.744± 0.39 0.612± 0.35
PSNR ! 28.688± 1.96 28.547± 1.94 28.843± 1.63 28.196± 1.32 27.780± 1.36 29.641± 2.24 31.026± 2.09 32.760± 1.99
SSIM ! 0.888± 0.03 0.874± 0.03 0.869± 0.03 0.886± 0.03 0.874± 0.03 0.879± 0.04 0.904± 0.02 0.919± 0.02
LPIPS (10! 1 ) % 1.289± 0.28 1.699± 0.34 1.378± 0.21 1.321± 0.17 0.745± 0.10 0.801± 0.20 0.776± 0.18 0.660± 0.14

Table 1. Quantitative comparison on SplattingAvatar [44] and DynamicFace datasets. We utilized 10 subjects from each dataset and
denoted the mean value with standard deviation from each dataset. Bold indicates the best and underline indicates the second.

Ground Truth GaussianAvatars(16-views) Ours (1-view)

Figure 7. Qualitative comparison on the multi-view dataset.
We compared the result between ours trained on a single view, and
GaussianAvatars trained on 16 views. Though we utilized only a
single view, ours showed remarkably better reproduction on teeth,
while improving the texture besides the mouth.

to artifacts and blurred details as shown in the fifth and sixth
rows. In contrast, ours showed robust and highly textured
results. Please refer to Appendix 8.2 for additional results.

In Table 1, we quantitatively compared the self-
reenactment results of each model on both monocular video
datasets, e.g., DynamicFace and SplattingAvatar. For the
fair comparison, we utilized every 10 subjects in each
dataset and set the last 350 frames of each video as test se-
quences, as [44] and [65] did. Our model outperformed the
baselines on both datasets, with notable margins across vari-
ous metrics, e.g., MSE, PSNR, SSIM, and LPIPS. Note that,
we design the test dataset in DynamicFace with challenging
scenarios, e.g., dynamic talking scenarios, to evaluate the
model performance more accurately. Indeed, the models
show notably worse results on the human-aligned metric,
e.g., LPIPS [58], in DynamicFace compared to SplattingA-
vatar Dataset. We show additional quantitative results on
self and cross reenactment in Appendix 8.1.

4.3. Comparison on Multi-View Video Dataset
Though multi-view settings can improve the FLAME fit-
ting results through batch-wise optimization, we conjecture
that it is not enough to reflect detailed geometry and sub-
tle movements inside the mouth. To prove this, we con-

GaussianAvatars
(16-views)

Ours
(1-view) Gap (%)

MSE (10! 3 ) % 2.483± 2.16 2.514± 2.18 -1.247
PSNR ! 27.829± 1.59 27.782± 1.60 -0.169
SSIM ! 0.877± 0.04 0.882± 0.04 +0.617
LPIPS (10! 1 ) % 1.073± 0.34 0.969± 0.32 +9.711

Table 2. Quantitative comparison on the multi-view dataset.
We utilized 12 actors in the NeRSemble dataset and denoted the
mean and standard deviation. With only utilizing a single view,
ours showed comparable results with GaussianAvatars. In specific,
ours showed a marginal difference on MSE, PSNR, and SSIM,
while showing a notable gain on LPIPS, i.e., 9.7%. Bold indicates
the best and underline indicates the second.

ducted the experiment on the NeRSemble dataset, which
utilizes multi-view FLAME fitting and calibrated camera
parameters to provide accurate FLAME fitting results. Us-
ing NeRSemble preprocessing, we compared ours with the
state-of-the-art multi-view video-based avatar, i.e., Gaus-
sianAvatars. Since our model is a monocular video-based
model, we utilized only a single view to train ours, while
GaussianAvatars employed every view, i.e., 16 views.

First, we qualitatively compared ours and GaussianA-
vatars as in Figure 7. Though the dataset provides elabo-
rated FLAME fitting results, GaussianAvatars still suffered
from artifacts inside the mouth. On the other hand, our
model effectively reduced artifacts inside the mouth by uti-
lizing only single-view images. Moreover, even besides the
mouth, ours showed sharper textures than GaussianAvatars,
which proves that our flexible utilization of the geometry
is useful even when the FLAME fitting result is relatively
more accurate than the monocular video scenario. In Ta-
ble 2, we emphasized that ours showed comparable results
on MSE and PSNR, and better results on SSIM and LPIPS
than GaussianAvatars, by utilizing only a single view for the
training. Specifically, ours outperformed on LPIPS metric
with the notable margin, i.e., 9.7%, which is closely related
to human perception quality [58].

4.4. Ablation Study
To demonstrate the effectiveness of each method proposed
in GeoAvatar, we set the configurations as follows: First,



Ground Truth A B C D E (Ours)

Figure 8. Qualitative ablation results. We compared each ablation configuration qualitatively. With applying APS, i.e., B, the resolution
of output improved notably. With FLAME teeth and mouth deformation, i.e., C and D, the teeth generation quality improved remarkably.
Finally, By adding Langle , i.e., E, we can wipe out existing artifacts and obtained more robust results. Best viewed zoom-in.

Configuration MSE
(10! 3 ) %

PSNR ! SSIM !
LPIPS

(10! 1 ) %

A Baseline 0.991 30.356 0.919 0.653

B + APS 0.905 30.717 0.930 0.572
C + FLAME mouth 0.802 32.273 0.941 0.548
D + Part-wise deformation 0.733 32.751 0.941 0.519
E + L angle (Ours) 0.748 32.697 0.942 0.513

Table 3. Quantitative ablation results. We compared the per-
formance of each proposed method from the baseline, which only
utilized the method for rigging 3D Gaussians along with 3DMM
[40]. Our proposed method indeed improved results quantitatively,
especially for the human-aligned metric, i.e., LPIPS.

A is same with the baseline [40] except for setting spher-
ical harmonics degree of Gaussians from three to zero,
GaussianAvatars0, to fit better for the monocular video-
based scenario. Then B was trained by adding APS to A,
while C utilized FLAME mouth modification from B. For
D, we added the mouth part-wise deformation. Finally, by
adding L angle to D, we constructed E, i.e., GeoAvatar.

First, B showed a notably lower LPIPS than A, while
showing comparable results on other metrics. We attributed
this to the effective regularization by setting the rigid set,
which improved the human-aligned metric, i.e., LPIPS.
Moreover, by separating the region that needs large flex-
ibility, i.e., flexible set, from the rigid set through APS, B
obtained better performance even on metrics that are related
to the reconstruction, e.g., MSE and PSNR. Indeed, in Fig-
ure 8, B generated sharper teeth and eyeglasses than A.

Adding the mouth structure to the mesh, i.e., C, further
enhanced the quality of the teeth, but it still generated a
blurred result and a wrong teeth geometry. The mouth struc-
ture showed a synergistic effect when applied with ! , which
effectively led teeth to resemble the ground truth.

Finally, adding L angle in E, rigging of Gaussians became
more robust, yielding more accurate results. For instance,
in Figure 8, E generated teeth without any artifacts inside
the mouth, i.e., the first row, while robustly representing the
light reflection on the eyeglasses, i.e., the second row. We

show additional ablations on initializations, APS, and de-
formation field more elaborately by isolating each module
in Appendix 8.3. Moreover, we visualize the distribution of
rigid and flexible sets in Appendix 8.4.

5. Discussion

Limitations and Future Works. Although GeoAvatar
showed superior and robust 3D head avatar generation com-
pared to the existing baselines, it still has following issues:
1) Our model has a lack of hair and clothing modeling.
Combining recent hair and clothing methods [31, 33, 41]
is a promising research topic for further steps. 2) Currently,
our method is not feasible for relighting avatars [19]. Con-
sidering lighting conditions with Gaussian Splatting, our
method has more room to be interesting in further research.
Negative Social Impacts. Our advanced 3D head avatar
framework could be misused to create highly realistic fake
identities or deepfake content. Additionally, the release of
DynamicFace, though intended for further research, could
enable malicious actors to utilize it for unethical applica-
tions. To mitigate these risks, we emphasize the importance
of users following ethical guidelines, ensuring data security,
and considering the broader ethical implications.

6. Conclusion

In this work, we proposed GeoAvatar, a framework for
adaptive geometrical Gaussian Splatting in 3D head avatar
generation. We introduced Adaptive Pre-allocation Stage
(APS), along with a novel mouth structure and part-wise
deformation, and new regularization loss terms for high-
quality reconstruction and animation. Additionally, we re-
lease DynamicFace, a monocular video dataset featuring
highly expressive facial motions. Extensive experiments
showed GeoAvatar surpasses state-of-the-art methods in
both reconstruction and animation quality. We look forward
to the active utilization of GeoAvatar in future works and
applications within related domains.
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Ma, Oliver Pilarski, Wenqi Xian, Laszlo Rikker, Xueming
Yu, Ryan Burgert, Ning Yu, et al. Diffrelight: Diffusion-
based facial performance relighting. arXiv preprint
arXiv:2410.08188, 2024. 8

[20] Binbin Huang, Zehao Yu, Anpei Chen, Andreas Geiger, and
Shenghua Gao. 2d gaussian splatting for geometrically ac-
curate radiance fields. In ACM SIGGRAPH 2024 Conference
Papers, pages 1–11, 2024. 1

[21] Ira Kemelmacher-Shlizerman and Ronen Basri. 3d face re-
construction from a single image using a single reference



face shape. IEEE transactions on pattern analysis and ma-
chine intelligence, 33(2):394–405, 2010. 3

[22] Bernhard Kerbl, Georgios Kopanas, Thomas Leimkühler,
and George Drettakis. 3d gaussian splatting for real-time
radiance field rendering. ACM Trans. Graph., 42(4):139–1,
2023. 1, 2, 3, 5, 6, 7

[23] Tobias Kirschstein, Shenhan Qian, Simon Giebenhain, Tim
Walter, and Matthias Nießner. Nersemble: Multi-view radi-
ance field reconstruction of human heads. ACM Transactions
on Graphics (TOG), 42(4):1–14, 2023. 1, 5

[24] Josef Kittler, Patrik Huber, Zhen-Hua Feng, Guosheng Hu,
and William Christmas. 3d morphable face models and their
applications. In Articulated Motion and Deformable Ob-
jects: 9th International Conference, AMDO 2016, Palma
de Mallorca, Spain, July 13-15, 2016, Proceedings 9, pages
185–206. Springer, 2016. 3

[25] Byeonghyeon Lee, Howoong Lee, Xiangyu Sun, Usman Ali,
and Eunbyung Park. Deblurring 3d gaussian splatting, 2024.
3

[26] Hah Min Lew, Sahng-Min Yoo, Hyunwoo Kang, and
Gyeong-Moon Park. Towards high-fidelity head blending
with chroma keying for industrial applications. In 2025
IEEE/CVF Winter Conference on Applications of Computer
Vision (WACV), pages 6188–6196. IEEE, 2025. 16

[27] Jiahe Li, Jiawei Zhang, Xiao Bai, Jin Zheng, Xin Ning, Jun
Zhou, and Lin Gu. Talkinggaussian: Structure-persistent 3d
talking head synthesis via gaussian splatting. arXiv preprint
arXiv:2404.15264, 2024. 1, 14

[28] Tianye Li, Timo Bolkart, Michael J Black, Hao Li, and Javier
Romero. Learning a model of facial shape and expression
from 4d scans. ACM Trans. Graph., 36(6):194–1, 2017. 1,
2, 3, 14

[29] Xueting Li, Shalini De Mello, Sifei Liu, Koki Nagano, Umar
Iqbal, and Jan Kautz. Generalizable one-shot 3d neural head
avatar. Advances in Neural Information Processing Systems,
36, 2024. 1

[30] Shanchuan Lin, Andrey Ryabtsev, Soumyadip Sengupta,
Brian L Curless, Steven M Seitz, and Ira Kemelmacher-
Shlizerman. Real-time high-resolution background matting.
In Proceedings of the IEEE/CVF Conference on Computer
Vision and Pattern Recognition, pages 8762–8771, 2021. 13

[31] Siyou Lin, Zhe Li, Zhaoqi Su, Zerong Zheng, Hongwen
Zhang, and Yebin Liu. Layga: Layered gaussian avatars for
animatable clothing transfer. In ACM SIGGRAPH 2024 Con-
ference Papers, pages 1–11, 2024. 8

[32] Matthew Loper, Naureen Mahmood, Javier Romero, Gerard
Pons-Moll, and Michael J Black. Smpl: A skinned multi-
person linear model. In Seminal Graphics Papers: Pushing
the Boundaries, Volume 2, pages 851–866. 2023. 1

[33] Haimin Luo, Min Ouyang, Zijun Zhao, Suyi Jiang, Longwen
Zhang, Qixuan Zhang, Wei Yang, Lan Xu, and Jingyi Yu.
Gaussianhair: Hair modeling and rendering with light-aware
gaussians. arXiv preprint arXiv:2402.10483, 2024. 8

[34] Shengjie Ma, Yanlin Weng, Tianjia Shao, and Kun Zhou. 3d
gaussian blendshapes for head avatar animation. In ACM
SIGGRAPH 2024 Conference Papers, pages 1–10, 2024. 1

[35] Ben Mildenhall, Pratul P Srinivasan, Matthew Tancik,
Jonathan T Barron, Ravi Ramamoorthi, and Ren Ng. Nerf:

Representing scenes as neural radiance fields for view syn-
thesis. Communications of the ACM, 65(1):99–106, 2021. 1,
5, 15

[36] Araceli Morales, Gemma Piella, and Federico M Sukno.
Survey on 3d face reconstruction from uncalibrated images.
Computer Science Review, 40:100400, 2021. 3

[37] Thomas Müller, Alex Evans, Christoph Schied, and Alexan-
der Keller. Instant neural graphics primitives with a mul-
tiresolution hash encoding. ACM transactions on graphics
(TOG), 41(4):1–15, 2022. 1, 15
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