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Abstract

Accurate, reliable solar flare prediction is crucial for
mitigating potential disruptions to critical infrastructure,
while predicting solar flares remains a significant chal-
lenge. Existing methods based on heuristic physical fea-
tures often lack representation learning from solar images.
On the other hand, end-to-end learning approaches strug-
gle to model long-range temporal dependencies in solar im-
ages. In this study, we propose Deep Space Weather Model
(Deep SWM), which is based on multiple deep state space
models for handling both ten-channel solar images and
long-range spatio-temporal dependencies. Deep SWM also
features a sparse masked autoencoder, a novel pretraining
strategy that employs a two-phase masking approach to pre-
serve crucial regions such as sunspots while compressing
spatial information. Furthermore, we built FlareBench, a
new public benchmark for solar flare prediction covering
a full 11-year solar activity cycle, to validate our method.
Our method outperformed baseline methods and even hu-
man expert performance on standard metrics in terms of
performance and reliability. The project page can be found
at https://keio-smilab25.github.io/DeepSWM.

1. Introduction

Solar flares are intense bursts of electromagnetic radiation
that can significantly impact critical infrastructure includ-
ing GPS systems, communication networks, spacecraft, and
power grids [7, 13]. The potential economic damage from a
major solar flare is estimated to be 0.6 to 2.6 trillion US
dollars [43]. Accurate and reliable solar flare prediction
is therefore crucial for mitigating these potential risks by,
for example, rerouting flights, preparing satellites for safe-
mode operations, and bolstering power grid resilience.

In this study, we focus on predicting the class of the
largest solar flare occurring within 24 hours, formulated
as a multi-class classification problem. Despite decades
of research, accurate and reliable solar flare prediction re-
mains a significant challenge, even for skilled human ex-
perts [37, 46]. Human expert performance is quantified by
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Figure 1. Overview of the proposed method, Deep SWM. The
input is a sequence of multi-channel solar images (top). These
images are processed by the Solar Spatial Encoder. Concurrently,
the images are used for pretraining with a Sparse Masked Autoen-
coder, and the resulting representations are passed to the Long-
range Temporal State Space Model. The outputs of these two mod-
ules are combined to output a predicted probability corresponding
to one of the four solar flare classes (X, M, C, and O) (bottom).

a Gandin-Murphy-Gerrity score (GMGS) [17] and a Brier
skill score (BSS= ) [48] of 0.48 and 0.16 [37], whereas a
perfect forecast would achieve a 1.0 on each metric.

Existing approaches often face challenges in representa-
tion learning and temporal modeling. Typical approaches
based on heuristic physical features, such as Spaceweather
HMI Active Region Patch (SHARP) parameters [8, 30, 38],
often fail to capture the finer details preceding solar flare
eruptions [6, 41, 65] because of the lack of direct repre-
sentation learning from the images. By contrast, end-to-
end approaches [2, 50] (although they learn representations)
sometimes fail to adequately model the long-range temporal
dependencies critical for accurate prediction.

To address these limitations, we propose Deep Space
Weather Model (Deep SWM), an end-to-end solar flare pre-
diction model that (1) learns representations from a time



series of solar images with sparse important regions and (2)
extends deep state space models (deep SSMs) to capture
long-range spatio-temporal dependencies. By learning di-
rectly from time series of solar images, our model avoids the
limitations of the physical features but captures represen-
tations of pre-flare states. Furthermore, by extending deep
SSMs, our model accurately captures the long-range spatio-
temporal dependencies that are crucial for accurate flare
prediction. These dependencies represent complex solar in-
teractions and evolving patterns over time. They are precur-
sors to flares and are often missed by traditional methods
focusing on localized features.

Fig. 1 illustrates an overview of Deep SWM. It takes
as input a sequence of multi-channel solar images, such as
those captured by the SDO/HMI [57] and SDO/AIA[39] in-
struments. It outputs a predicted probability for one of the
four flare classes (X, M, C, and O), indicating the largest
flare class expected within the next 24 hours. Note that
these classes are ordered by peak X-ray flux, with X rep-
resenting the strongest events. Detailed information on the
flare classes can be found in Appendix B.

The novelties of this study are outlined as follows:

We have constructed a new public benchmark for solar
flare prediction, FlareBench, covering a complete 11-year
solar activity cycle to mitigate the risk of biased evalua-
tions inherent in shorter-duration datasets.

We propose the Solar Spatial Encoder, which selec-
tively weights channels and captures long-range spatio-
temporal dependencies over time series of multi-channel
solar images.

We introduce the Long-range Temporal State Space
Model, extending deep SSMs to accurately capture long-
range temporal dependencies and fine-grained temporal
features exceeding the solar rotation period.

We introduce Sparse Masked Autoencoder, a pretraining
method tailored for sparse images, improving the repre-
sentation of crucial, yet sparse, informative regions, such
as sunspots.

We present the first successful attempt to demonstrate
that an end-to-end solar flare prediction model can
achieve superhuman performance in terms of both GMGS
(weighted accuracy) and BSS (reliability).

2. Related Work

There exist several comprehensive surveys on recent ad-
vances in solar flare prediction [18]. In addition, masked au-
toencoders (MAEs), explored in this study, have been used
for pretraining visual models, with successful applications
to image representation learning summarized in [73]. Fur-
thermore, deep state space models (deep SSMs), also a key
component of our approach, have emerged as a powerful
method for sequence modeling, with recent advances com-
prehensively summarized in [52, 68].
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Al for space. Observations from space, coupled with ad-
vancements in Al, have significantly enhanced our under-
standing of astronomical phenomena and have been instru-
mental in advancing solar physics [12, 15, 31, 44]. Within
this rapidly evolving field, solar flare prediction plays a cru-
cial role in space weather forecasting. Many methods have
been proposed for solar flare prediction [13, 32, 34, 41,
42, 47, 51]. Early studies often employed MLPs operat-
ing on extracted physical features [16, 47], such as DeFN
[47]. Recently, transformer-based models have been ex-
plored for their ability to capture long-range dependencies
[1,20, 34, 41]. The Flare Transformer [34] models temporal
relationships between magnetograms and physical features.

Masked autoencoders. Masked image modeling has
emerged as a powerful paradigm for self-supervised learn-
ing in computer vision, drawing inspiration from the suc-
cess of masked language modeling [5, 45, 60]. The semi-
nal work on MAE [29] demonstrated that a simple yet ef-
fective strategy of masking random patches of an input im-
age and reconstructing the missing pixels could yield scal-
able and robust visual representations. The core of MAE’s
design lies in its asymmetric encoder-decoder architecture;
the encoder processes only visible patches, whereas the de-
coder reconstructs the entire image from the latent repre-
sentation and mask tokens. Critically, [29] found that a high
masking ratio (e.g., 75%) usually creates a non-trivial self-
supervisory task, forcing the model to learn holistic image
understanding.

Deep SSMs.  While the Transformer architecture [66] has
become standard in various fields [4, 9, 14], its core at-
tention mechanism suffers from quadratic computational
complexity concerning sequence length, posing scalabil-
ity challenges [52]. Consequently, considerable research
has focused on architectures that maintain the represen-
tational power of Transformers while reducing computa-
tional cost, particularly for long sequences [27, 56]. Deep
SSMs [21, 25, 61] have attracted significant research inter-
est, given their ability to model long-range dependencies.
Building upon foundational work in deep SSMs, S5 [61]
uses a multi-input, multi-output SSM and an efficient par-
allel scan for computation, improving the computational ef-
ficiency of deep SSMs. Mamba [21] introduces a selection
mechanism that enables a time-varying deep SSM, leading
to reported improvements over Transformers in natural lan-
guage processing and spurring significant interest.
Appendix A explains other related studies.

3. FlareBench

Why do we need a new benchmark? Most conventional
datasets for solar flare prediction [3, 49] do not cover di-
verse solar activity states. Consequently, models trained
on such datasets can exhibit biases towards specific peri-
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Figure 2. (a) Dataset division for time-series cross-validation. The dataset is divided into three folds (Fold 1, Fold 2, and Fold 3), each
comprising a training set, a validation set, and a test set. The numbers within each bar denote the duration (in years) of the corresponding

periods. (b) Annual distribution of solar flare classes.

ods of solar activity. Furthermore, many datasets contain

only small, low-resolution sunspot patches. To address

these limitations, we propose FlareBench, a novel bench-
mark for solar flare prediction. FlareBench covers the entire

11-year solar activity cycle for evaluating models under di-

verse solar activity states. FlareBench focuses on predicting

the maximum class of solar flare within the next 24 hours,

a standard approach in solar flare prediction [38, 49, 74].

Furthermore, time-series cross-validation is used for model

evaluation to ensure that results are not biased towards spe-

cific periods.
FlareBench presents the following unique challenges:

« It requires modeling long-term, diverse solar states span-
ning the entire 11-year solar cycle.

e Computationally efficient architectures are necessary
to model multi-wavelength images that capture multi-
layered physical phenomena across various atmospheric
layers.

Dataset composition. Building a benchmark that covers
the entire 11-year solar activity cycle has only recently be-
come possible for the following reasons. The FlareBench
dataset comprises continuous multi-wavelength solar ob-
servation data, acquired by the Helioseismic and Magnetic
Imager (HMI) [57] and Atmospheric Imaging Assembly
(AIA)[39] instruments onboard the SDO[54]. SDO/HMI
began observations on May 1, 2010, and SDO/AIA on April
28, 2010, respectively. The availability of this full-cycle
dataset, combining both HMI and AlA data, motivated the
development of FlareBench.

The reason for using HMI and AIA in this dataset is
that simultaneously using data from both the photospheric
magnetic field and the multi-layered coronal atmosphere
is crucial for effective solar flare prediction. HMI ob-
serves the line-of-sight and vector magnetic fields in the
photosphere [58], whereas AIA captures extreme ultravi-
olet emissions from the multi-layered coronal atmosphere

[39]. Solar flares are fundamentally linked to changes in
magnetic field structure and reconnection [59], highlighting
the importance of incorporating data from both instruments.

Dataset statistics. Fig. 2 shows the statistics of
FlareBench.  The dataset initially comprised 100,801
samples collected from June 2011 to November 2022.
Each sample consists of a sequence of k time steps. Each
time step includes one HMI image and nine AIA images at
different wavelengths, resulting in 10 channels. The input
sequence is aligned at a 1-hour cadence. We excluded
2,440 samples with missing class labels and 2,524 samples
where more than 25% of the input channels (i.e., more than
25% of the k C-channels) were missing. Consequently,
our dataset consisted of 95,837 samples, used for model
training and evaluation. After these exclusions, the average
missing rate of input channels across the remaining samples
was 0.93% (£4.03%). For these remaining samples, if less
than 25% of the k C-channels were missing, we applied
zero-padding to the missing channels. The numbers of
samples with ground truth labels for classes X, M, C, and
O were 1,750, 13,263, 34,978, and 47,775, respectively.

Fig. 2 (b) illustrates the distribution of solar flare classes.
This distribution is highly imbalanced and varies signifi-
cantly across different years. For example, no X-class flares
occurred between 2018 and 2020, whereas 6.0% of the
flares in 2014 were X-class. This imbalance results from
the Sun’s 11-year activity cycle [19, 28], which causes fluc-
tuations in solar flare occurrence.

Time-series cross-validation. We divided the dataset into
training, validation, and test sets using time-series cross-
validation [63], as illustrated in Fig. 2 (a). The numbers
within each bar represent the time duration in years of the
corresponding split. Fig. 2 (b) illustrates the distribution of
flare classes within the test set of each fold. The three folds
are designed to cover representative phases of the approx-
imately 11-year solar activity cycle. We used observations
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Figure 3. Architecture of the proposed method for solar flare prediction. The SSE extracts spatio-temporal features, incorporating a DCSM
and a ST-SSM. The LT-SSM captures long-range temporal dependencies, employing multiple S5 Blocks.

from 2021 and 2022 to ensure each fold’s test set represents
a distinct phase of the solar cycle. Thus, we can evaluate
model performance across varied solar conditions. Each
fold’s training set also spans multiple years to maximize
the inclusion of various solar activity phases in the training
data. As illustrated in Fig. 2 (b), X and M-class flares are
scarce in 2020 and 2021. The validation set was strategi-
cally defined to encompass the initial period of the dataset,
ensuring these crucial classes are included while maintain-
ing the chronological order of the test set within each fold
(as depicted in Fig. 2 (a)). Details on the data sources and
composition of FlareBench can be found in Appendix D.

4. Methodology

This study proposes Deep Space Weather Model, a novel
architecture extending deep state space models for classify-
ing the maximum solar flare class within a 24-hour horizon,
utilizing multi-wavelength images.

Fig. 3 shows the structure of the proposed method. Our
proposed method includes three main components: the So-
lar Spatial Encoder (SSE), the Long-range Temporal State
Space Model (LT-SSM), and the Sparse MAE as a pretrain-
ing model. The SSE incorporates the Depth-wise Channel
Selective Module (DCSM) and the Spatio-Temporal State
Space Model (ST-SSM).

The input to our model, denoted as x [RK*C>H>W ‘jg
defined as X = (Mt—k+1, Vi—k+2; -,
RCE*H>W represents a C-channel image at time step t.
Here, k, H, and W denote the history length, the height, and
the width of the image, respectively. Each channel within
V¢ corresponds to a specific wavelength. Details on our
multi-channel approach can be found in Appendix C.1.

4.1. Solar Spatial Encoder

The SSE efficiently captures spatio-temporal features from
X [CRI<C>H>W "and outputs hgse CR-*P, where L and

V¢), where V¢ [
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D represent the length of the encoded sequence and the fea-
ture dimension, respectively. Unlike existing methods for
solar flare prediction [7, 40, 51], which predominantly fo-
cus on limited temporal histories or fewer channels, the SSE
can accommodate a broader range of spatio-temporal scales
and an increased number of channels without incurring pro-
hibitive computational costs. This flexibility is crucial for
capturing subtle precursor patterns and for modeling com-
plex solar phenomena that may span varied time windows.

The SSE is composed of a multi-stage hierarchical archi-
tecture. The process begins with a 3D convolutional down-
sampling layer applied to X, reducing the spatial resolution
and producing hgse® [CRP*CxH@>W® “gyneaquently,
the model iterates through Lsse stages. In each stage |
(1 = | = Lssg), the following operations are performed
sequentially:

1. A 3D convolution downsamples the spatial resolution of
hsse ™2, resulting in h§).

. The DCSM refines hgs) using parallel 2D and 3D convo-

lutions and channel weighting, producing hfj'c)s

h®

dcs’

. The ST-SSM captures long-range dependencies in
producing hgse .

After the final stage, hsse"5=) is processed through a
sequence of 2D convolutional layers and then flattened, re-
sulting in the final output hgse CRI-*P.

4.2. Depth-wise Channel Selective Module

The DCSM is designed to process each channel indepen-
dently and selectively weight their importance. In multi-
wavelength solar imaging, each channel represents different
physical processes occurring at various atmospheric layers.
When all channels are treated equally, critical cues related
to flaring events may be overshadowed, potentially degrad-
ing prediction performance.



Figure 4. (a) An example of an original image, Vi. (b) Visu-
alization of patches with the top a% highest standard deviation
highlighted, often corresponding to sunspot regions. (c) lllustra-
tion of the spatial-level masking. (d) Reconstructed image by our
proposed Sparse MAE.

To address this problem, the DCSM first extracts spatio-
temporal features through parallel 2D and 3D convolu-
tions and then applies a channel-wise weighting mecha-

nism to highlight more informative channels. Given h((j's) 1

RD*CPxH® =W D from the previous downsampling stage,
the DCSM outputs h{). [CRP*C®*H®>W® \ith jdenti-
cal dimensions.

The DCSM employs parallel 2D and 3D convolutions to
extract spatial and spatio-temporal features from h®, re-
sulting in a fused feature map Ffyseq. Further details can be
found in Appendix C.2.

A channel-wise weighting mechanism then emphasizes
the most relevant channels. First, average pooling reduces
the spatial dimensions of Fyyseq to 1< 1, creating a channel-
wise descriptor. This descriptor is then passed through 3D
convolution layers, followed by a sigmoid function, result-
ing in the channel-wise weight W. Using this, the output is
computed as hf,'c)s = Convyx1(Ffusea [V + hf,'s), where

[Cadd Convy 1 denote the Hadamard product anda 1 < 1
convolution, respectively.

4.3. Spatio-Temporal State Space Model

The ST-SSM aims to capture long-range dependencies in
both spatial and temporal dimensions of multi-channel,
long time-series solar images, leveraging the efficiency
and effectiveness of deep state space models (deep SSMs).
Specifically, we adopt S5 [61] owing to its time-invariant,
MIMO structure, which is particularly well-suited for ef-
ficiently modeling multi-channel, continuous solar image
modalities. A detailed justification for adopting S5 is pro-
vided in Appendix C.3. The ST-SSM maps the output
of the DCSM, denoted as h{), [RP*C®=H®P=w® 44
h_g,lt) I:EIDXC“)XH(I)XW“).

Hereafter, SSM(-) refers to this S5-based operation de-
scribed in Appendix C.4. An SSM block, denoted as
SSMBIlock(+), is introduced to provide a function similar
to the Transformer’s feedforward network. For an input z,
the SSMBIock(+) is computed as follows:

[
z"=SSM LN(z) +z,
SSMBlock(z) = MLP LN(@ZY + ZV

@)
O]
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where LN, and MLP represent a layer normalization oper-
ation, and a multi-layer perceptron, respectively.

Given h((j'c)s, the ST-SSM first flattens and transposes
the spatial and channel dimensions, creafing an intermesli-

. = [ORTTORVVIO RS
ate representation denoted as h{p R ¢ H" W™ =D
M

by applying the transpose operation to the flattened hg.
The SSMBlock is then applied to ﬁg{), resulting in
h®. Finally, hY is transposed and reshaped to h{) 1
RD*COxH®=W® o4 that essential spatio-temporal struc-
tures are preserved across channels.

4.4, Sparse MAE

We present Sparse MAE, a pretraining method for capturing
long-range temporal dependencies in images with sparse
but essential information regions. Sparse MAE extends the
MAE and tailors it specifically for the unique characteris-
tics of solar images. While MAEs have been successfully
applied to video representation learning and other domains
[10, 11, 53, 55, 67, 71, 72], compressing spatial informa-
tion, directly applying them to solar images presents unique
challenges. For instance, crucial information for solar flare
prediction, such as that from sunspot regions, can be com-
pletely masked, making it difficult to reconstruct these re-
gions based solely on surrounding information if they are
heavily masked. Sparse MAE addresses this challenge with
a two-phase masking strategy during pretraining (Fig. 4).

For pretraining, the input, denoted as Xpre, is defined
as Xpre = (Mt—m+1, Vi—m+2, ..., V) [CRM>CxH>W,
where m (> k) represents the longer history length used
in the pretraining. For each time step fromt—m + 1to t,
the model processes each V¢ within the Xpre independently.
The two-phase masking strategy proceeds as follows.

Spatial-level masking. As depicted in Figs. 4 (a) and
(b), we first identify patches with high standard deviation
(top a%). These patches often correspond to sunspot re-
gions, critical for solar flare prediction. These high-variance
patches are masked with a lower ratio, ry, and the remaining
patches are masked with a higher ratio, rn (> ry). This pref-
erential masking ensures that crucial features are less likely
to be completely obscured. Fig. 4 (c) shows this masking.

Feature-level masking. After spatial masking, the result-
ing features are further masked with a ratio, r¢. This sec-
ond masking phase prevents the MAE from relying solely
on the easily reconstructed unmasked regions. This phase
is critical when spatially sparse, yet vital, information (like
sunspots) might be completely masked in the first phase.

The encoder and decoder architectures, as well as the
reconstruction loss, are identical to those in MAE [29]. De-
tails are provided in the Appendix E. We repeat this process
for each time step, resulting in a sequence of intermedi-
ate feature representations hpre = (Nt—m+1, ..., ht—1, hy)



Method Test period GMGS1 BSS=m1 TSSom1
Flare Transformer [34] (w/o PF) 2014-2017 (4 years) 0.220+0.116 -1.770+0.225 0.198 +0.371
DeFN-R [48] 2014-2015 (2 years) 0.302+0.055 0.036+0982 0.279+0.162
CNN-LSTM 2019-12-01 - 2022-11-30 (3 years) 0.315+0.166 0.272+0.259 0.330 +0.306
DeFN [47] 2014-2015 (2 years) 0.375+0.141 0.022+0.782 0.413+0.150
Flare Transformer [34] (full) 2014-2017 (4 years) 0.503+0.059 0.082+0.974 0.530+0.112
Ours 2019-12-01 - 2022-11-30 (3 years) 0.582+0.032 0.334+0.299 0.543 +0.074
Human experts [37, 46] 2000-2015 (16 years) 0.48 0.16 0.50

Table 1. Quantitative comparison. The best scores are in bold. PF stands for physical features.

used in subsequent modules. Each hy is a Dpre-dimensional
feature vector encoding information from the corresponding
time step.

4.5. Long-Range Temporal State Space Model

The LT-SSM s designed to accurately capture long-range
temporal dependencies, spanning the solar rotation period,
within the intermediate features obtained from the pretrain-
ing stage applied to solar images. The LT-SSM extends
deep SSMs to efficiently capture and model these long-
range temporal relationships within the intermediate fea-
tures hpre, and it outputs hye CR-=P.

The LT-SSM comprises a series of L+ SSM Blocks
(defined in Equation (2)). The I-th SSM Block, where
1 <1 < L., outputs hl(tl)' The first SSM Block’s out-
put is obtained by applying the SSMBlock to hpre. For
subsequent layers, each SSM Block’s output is obtained by
applying the SSMBIlock to the preceding SSM Block’s out-
put. Finally, the output h|(tLLT) is processed by 1D convolu-
tional layers that adjust the channel dimension and produce
the final output hy.

The outputs hgse and hye from the SSE and LT-SSM, re-
spectively, are integrated along the sequential dimension.
We then obtain the predicted probability p(y) of the solar
flare class corresponding to x as follows:

P(Y) = FEN(SSMBIlock([hsse; hitl)). @)
where SSMBIlock and FFN represent an SSMBIlock as de-
fined in Eq. (2) and a feedforward network, respectively.

Our loss function comprises the cross-entropy loss,
along with the GMGS and BSS losses proposed by [34].
Definitions of the loss function components, including their
mathematical formulations, can be found in Appendix C.5.

5. Experiments

5.1. Setup

Baselines. Several approaches have been successfully ap-
plied to solar flare prediction, including those based on
MLPs, CNNs or LSTMs, and Transformers. We selected
representative methods as baseline methods for comparison.
For MLP-based methods, we include DeFN [47] and DeFN-
R [48]. Among CNN-based or LSTM-based methods, we
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adopted a CNN-LSTM similar to [62], which is designed
to process multi-channel images. For Transformer-based
methods, we selected Flare Transformer [34], which lever-
ages both images and physical features.

We used their previously reported results for DeFN,
DeFN-R, and Flare Transformer because these methods
rely on physical features that are not fully provided in
FlareBench. For CNN-LSTM, we reproduced and evalu-
ated it on FlareBench under the same conditions as our pro-
posed method.

Evaluation metrics. For evaluating performance in the
context of imbalanced solar flare observations, we em-
ploy three standard metrics given their suitability to this
task[1, 34, 37, 41, 48]: GMGS[17], BSS= m[48], and
TSS= m[37]. The significant class imbalance in solar flare
prediction (detailed in Subsection 3) necessitates careful
metric selection. Maximizing accuracy alone can be mis-
leading, as a naive model predicting the majority class (e.g.,
“C-class or O class”) can achieve high accuracy without
capturing the underlying patterns of flare occurrence.
GMGS ensures fair evaluation across all flare classes
[17]. BSSs\ assesses the forecast reliability for larger
(=M) and smaller (<M) flares [48]. TSSx \ balances the
accurate prediction of both larger and smaller flares [37].
For these metrics, =M and <M indicate that the evaluation
is performed by categorizing flares as (a) M-class or above
or (b) below M-class, respectively. Detailed definitions of
these metrics, including the mathematical formulations for
GMGS, BSS, and TSS, can be found in Appendix E. Addi-
tional experimental setup details can also be found there.

5.2. Quantitative Results

Table 1 shows the quantitative comparison between our pro-
posed method and the baseline methods. The values repre-
sent the mean and standard deviation of each metric, calcu-
lated using time-series cross-validation. The corresponding
test set periods for each method are provided in the table.
The table also presents the performance of human experts,
which was reported by Kubo et al. for daily forecasting op-
erations spanning 2000 to 2015 [37]. Details on the human
forecasters can be found in Appendix F.1.
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Figure 5. Qualitative results for flare predictions. (a) and (b) illustrate successful X-class predictions, (c) illustrates a successful M-class
prediction, and (d) illustrates a failed X-class prediction. For each case, we present Extreme Ultraviolet images at 131 A, 193 A, and 304
A from time t — k to t, the ground truth (GT) label, and the predictions from the baseline and our proposed method.

Table 1 shows that our method achieved a GMGS,
BSS= \m, and TSSs pm of 0.582, 0.334, and 0.543, respec-
tively. Our method outperformed the CNN-LSTM by 0.267,
0.062, and 0.213 in GMGS, BSS= p, and TSS= p, re-
spectively. Furthermore, our method also surpassed Flare
Transformer [34], which had the highest scores among the
baselines in all metrics, by 0.079, 0.252, and 0.013 in
GMGS, BSS= 1, and TSS= wm, respectively. Notably, our
method even outperformed human expert performance by
margins of 0.102, 0.174, and 0.043 in GMGS, BSS= 1,
and TSS= \, respectively. Our method demonstrated sta-
tistically significant differences in GMGS compared with
the CNN-LSTM (p < 0.05). However, a direct statistical
comparison with other baselines was not feasible because
of differences in their test set periods.

It is particularly noteworthy that the results surpass the
performance of human experts across three distinct metrics,
utilizing the dataset covering a complete solar cycle.

5.3. Qualitative Results

Fig. 5 shows qualitative results of our method for both X-
class and M-class flare predictions. In the figure, we show
Extreme Ultraviolet images at 131, 193, and 304 A from
time t — k to t, the ground truth label, and the predictions
from both the baseline CNN-LSTM and our method.
Subfigures (a) and (b) illustrate successful X-class pre-
dictions, (c) illustrates a successful M-class prediction,
while the baseline CNN-LSTM misclassified the flare class.
Subfigure (d) illustrates a failed X-class prediction. Both
our model and the baseline CNN-LSTM incorrectly pre-
dicted an M-class flare. This misclassification may be due
to the challenging nature of this sample. During the 24
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Figure 6. Reconstruction results obtained from the MAE [29] with
a mask ratio (p) of 0.5 and Sparse MAE. Rows (a), (b), (c), and (d)
include 94 A AIA, 304 A AIA, 1600 A AIA, and HMI images, re-
spectively, captured three hours before an upcoming X-class flare.
Columns (i), (ii), (iii), and (iv) present the original image, the base-
line reconstruction, the spatial-level masking of the Sparse MAE,
and the Sparse MAE reconstruction, respectively.

hours preceding the X-class flare, there were two distinct
peaks in X-ray flux, each corresponding to M-class flares.
Moreover, the X-class flare lay at the boundary between X-
and M-class events. These factors likely contributed to the
difficulty in accurately classifying the flare class. The prox-
imity of the observed X-class event to the M/X-class bound-



Model (D) (S) (L) GMGSt BSS=m1 TSS=m1t
(2-) [CI—1 0.330+0.029 —0.084 +0.487 0.381 *0.018
(2-ii) [T 0.342 40180 0.320+0.052 0.438 +0.165
(2-ii)) [ [C0.371%0.094 0.392 +0.053 0.413 #+0.060
(1-iv) [ 0.494 +0.129 0.232 *0.630 0.462 *0.175
(1-v) [ [ [C0.582=0.032 0.334 *0.200 0.543 *0.074

Table 2. Ablation study on the core modules in our method.

Model GMGSt

(2-i) 0.286 *0.090
(2-ii))  0.420 %o0.062
(2-iii) 0.582 *0.032

BSS=m1 MSE!
0.067 *0.306
0.354 *+o0.163

0.334 +0.299

TSS=m1
0.428 +0.173  4.147 *0.378
0.402 +0.100 5.887 *0.329
0.543 +0.074 2.461 *0.115

Table 3. Ablation study: impact of masking strategies.

ary and the preceding M-class activity suggests that this was
a challenging boundary case. The X-ray flux transitions for
this sample can be found in Appendix F.2.

5.4. Qualitative Results for Pretraining

Fig. 6 illustrates the reconstruction results obtained from
the baseline MAE [29] with a mask ratio (p) of 0.5 and our
proposed Sparse MAE. Rows (@), (b), (c), and (d) illustrate
94 AAIAI images, 304 AAIA images, 1600 AAIAI images,
and HMI images, respectively, captured three hours before
an upcoming X-class flare. Columns (i), (ii), (iii), and (iv)
present the original image, the baseline reconstruction, the
spatial-level masking of the Sparse MAE, and the Sparse
MAE reconstruction, respectively.

As depicted in subfigures (a-ii) and (a-iv), and the oth-
ers, the Sparse MAE reconstructs features in and around
sunspots with high fidelity. By contrast, the baseline
method struggles to reproduce fine details in these regions.
These observations suggest that the enhanced representa-
tion of sunspots in the Sparse MAE reconstructions can be
attributed to its two-phase masking strategy, which empha-
sizes preserving essential features such as sunspots. Further
results can be found in Appendix F.3.

5.5. Ablation Study

We conducted ablation studies to demonstrate the effective-
ness of our proposed method. We performed module-wise
ablation and pretraining ablation. Details on deep SSM ab-
lation can be found in Appendix F.4.

Module-wise ablation. Table 2 presents the performance
impact of three main modules: LT-SSM, DCSM, and ST-
SSM. We compare five model configurations: (1-i) exclu-
sion of LT-SSM, (1-ii) exclusion of DCSM, (1-iii) exclusion
of ST-SSM, (1-iv) exclusion of the entire SSE (both DCSM
and ST-SSM), and (1-v) the complete model including all
three modules. Here, (D), (S), and (L) represent DCSM,
ST-SSM, and LT-SSM, respectively. Regarding GMGS,
Models (1-i), (1-ii), (1-iii) and (1-iv) exhibited lower perfor-
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mance compared with Model (1-v) by 0.252, 0.240, 0.211
and 0.088 points, respectively. These results indicate that
each module improves model performance, with the LT-
SSM module exerting the most significant impact.

Maximizing BSS= ), alone can be misleading because
of the class imbalance in the solar flare class distribution
(where O and C classes are prevalent). It is possible to
achieve high BSS= p by primarily predicting the major-
ity classes while performing poorly on the critical but rarer
M- and X-class flares. Therefore, it is crucial to improve
GMGS (TSS= p) along with BSS= p, achieving a balance
that reflects strong performance on both frequent and rare,
high-impact events.

Pretraining ablation. Table 3 presents an ablation study
comparing the impact of different pretraining methods on
solar flare prediction performance. We evaluate three mod-
els: (2-i) using MAE [29] with a mask ratio (p) of 0.75,
(2-ii) using MAE [29] with p = 0.5, and (2-iii) our proposed
Sparse MAE. The table presents the GMGS, BSS= \, and
TSS= v scores for the solar flare prediction task, and the
MSE from the pretraining phase. MSE are computed as the
mean squared error over the masked patches.

The results reveal differences in performance across the
evaluated models. Models (2-i) and (2-ii) underperform
Model (2-iii) in terms of both GMGS and MSE. Specif-
ically, Model (2-i) underperforms Model (2-iii) by 0.296
and 1.686 points in GMGS and MSE, respectively, while
Model (2-ii) underperforms Model (2-iii) by 0.162 and
3.426 points in GMGS and MSE, respectively. These results
indicate that the improved reconstruction of crucial solar re-
gions, such as sunspots, achieved with Sparse MAE, leads
to extracting features more relevant for this task.

6. Conclusion

In this study, we focused on predicting the maximum class
of solar flare within the next 24 hours. We propose the Deep
Space Weather Model, a novel method that extends deep
state space models to effectively capture long-range spatio-
temporal dependencies and represent crucial, yet sparse, in-
formative regions in multi-wavelength solar images. Fur-
thermore, we have constructed a new public benchmark for
solar flare prediction, FlareBench, covering a full 11-year
solar activity cycle to mitigate the risk of biased evaluations
inherent in shorter-duration datasets. Finally, our method
is the first to achieve superhuman performance on both the
GMGS and BSS compared with human experts.

Limitations. Currently, our model uses compressed solar
images, which may limit its ability to capture fine-grained
spatial details relevant for accurate prediction. In future
work, we plan to adopt full-resolution solar images rather
than compressed representations to enable finer-grained
spatial modeling and enhance prediction performance.
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