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Abstract

We present cmKAN, a versatile framework for color match-
ing. Given an input image with colors from a source
color distribution, our method effectively and accurately
maps these colors to match a target color distribution in
both supervised and unsupervised settings. Our framework
leverages the spline capabilities of Kolmogorov-Arnold Net-
works (KANs) to model the color matching between source
and target distributions. Specifically, we developed a hy-
pernetwork that generates spatially varying weight maps
to control the nonlinear splines of a KAN, enabling accu-
rate color matching. As part of this work, we introduce a
first large-scale dataset of paired images captured by two
distinct cameras and evaluate the efficacy of our and ex-
isting methods in matching colors. We evaluated our ap-
proach across various color-matching tasks, including: (1)
raw-to-raw mapping, where the source color distribution is
in one camera’s raw color space and the target in another
camera’s raw space; (2) raw-to-sRGB mapping, where the
source color distribution is in a camera’s raw space and the
target is in the display sSRGB space, emulating the color ren-
dering of a camera ISP; and (3) sSRGB-to-sRGB mapping,
where the goal is to transfer colors from a source sSRGB
space (e.g., produced by a source camera ISP) to a target
SRGB space (e.g., from a different camera ISP). The results
show that our method outperforms existing approaches by
37.3% on average for supervised and unsupervised cases
while remaining lightweight compared to other methods.
The codes, dataset, and pre-trained models are available at:
https://github.com/gosha20777/cmKAN.git
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Figure 1. We present cmKAN, a learning framework for color
matching. Our framework is versatile, supporting three color-
matching scenarios: supervised and unsupervised offline training,
as well as paired-based optimization. It is suitable for different
color-matching tasks, such as (1) raw-to-raw, (2) raw-to-sRGB
and (3) sRGB-to-sRGB mapping. Compared to other methods
(e.g., SIRLUT [42]), our method demonstrates promising results
across all tasks with a small number of parameters.

1. Introduction and Related Work

Camera Image Signal Processors (ISPs) consist of various
modules that process input image colors to produce the fi-
nal output [12, 18, 29, 34, 49]. These ISPs perform spa-
tially nonuniform color transformations that map the initial
image colors from the camera’s raw space — defined by the
camera’s characteristics — to standardized color spaces (e.g.,
sRGB, DCI P3, etc) [12, 49].

However, variations in the final rendered colors arise
when the same scene is captured by different camera sys-
tems. These discrepancies arises from several factors, in-
cluding the initial raw colors produced by the camera sen-
sor and the diverse algorithms employed by ISPs, which can
vary in accuracy and reflect the desired styles that the cam-
era manufacturer aims for in the final image [18, 51, 64, 74].

Color matching, or more specifically, color stabilization,
aims to adjust the colors of an input image (source) to



closely resemble the colors of a reference image (target) that
captures the same scene [26, 27]. Typically, these images
are taken by different cameras or by the same camera but in
different color spaces [25, 26]. Color matching can thus be
considered a subset of color transfer, focused specifically on
aligning colors between source and target images. In con-
trast, color transfer generally involves images from different
scenes [23, 47] and seeks to transfer the “feel” and “look’ of
the target image to the source image [52], often resulting in
extensive image recoloring [4]. Unlike color transfer, color
matching emphasizes accurate color reproduction between
target and source images depicting the same scene [26].

Color matching is beneficial in various applications
within camera pipeline manufacturing and photo editing,
including mapping colors between different color spaces
(e.g., raw-to-sRGB [32] or sSRGB-to-raw [50, 57]), post-
capture white-balance editing (e.g., [2, 3]), reusing cam-
era ISP color modules for previously unsupported cameras
through raw-to-raw mapping (e.g., [1, 54]), ensuring consis-
tent color reproduction across dual-camera systems to im-
prove image quality (e.g., [7, 40, 68]), and enable seamless
dual-camera zoom [67]. While access to both source and
target images is feasible in certain scenarios (e.g., on-board
camera SRGB-to-raw mapping [57] or dual-camera aligned
image color mapping [40, 67]), there are other situations
where this condition is difficult to achieve (e.g., raw-to-raw
mapping [1], raw-to-sRGB mapping [32, 60], color map-
ping to specific embedded photographic styles [13, 43], or
generic color enhancement [11, 17, 44]).

Most existing color matching and transfer techniques,
however, assume access to both source and target images
or colors (e.g., [5, 15,19, 22, 24, 26, 27, 35, 53, 55, 56, 58,
59, 69]), which limits the applicability of these algorithms.
In this work, we propose cmKAN, a framework suitable for
both online paired-based optimization (where both source
and target images are available at inference time) and of-
fline training (where the target image is not accessible at
inference time). Additionally, our cmnKAN can be trained
in an unsupervised manner, making it practical for scenar-
ios where obtaining paired training data is challenging.

Our cmKAN model employs Kolmogorov-Arnold Net-
works (KANs) [45], based on the Kolmogorov-Arnold Rep-
resentation Theorem [37], for inherent non-linear, spline-
based processing of input features, making them partic-
ularly well-suited for non-linear color matching [48, 61,
62]. KANSs use affine combinations of piecewise poly-
nomial, spline-based activation functions, that allow more
nuanced and flexible approximations of complex func-
tions. In this work, we show that the KAN layer natu-
rally extends the modern color-matching transform between
two pipelines [26]. This motivated us to integrate KANs
into our color-matching framework, where we introduce a
hypernetwork-based architecture that includes a generator
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to control the coefficients of the KAN splines. Acting as a
hypernetwork [28], the generator produces spatial weights
that dictate the behavior of the KAN, enabling dynamic
adaptation for color-matching tasks (see Fig. 1).

We evaluated our framework on different tasks rele-
vant to camera ISP development and post-capture editing.
Specifically, we tested our approach on unsupervised raw-
to-raw mapping, where the goal is to transform the raw col-
ors from a source camera to resemble those produced by
another camera in its raw space [1]. Additionally, we exam-
ined raw-to-sRGB mapping, aiming to map images from the
camera raw space to the standard display SRGB space (act-
ing as a learnable camera ISP [31, 70, 73] from color per-
spective) using supervised training. Furthermore, we tested
our framework on color mapping in the SRGB space, where
the goal is to map the sSRGB colors from the source camera
to appear consistent with those from the target camera. For
this task, we evaluated both unsupervised training (when no
paired dataset is available) and supervised training. Addi-
tionally, we considered the scenario where both source and
target images are available at inference. This situation ap-
plies to dual-camera-based processing (e.g., [40, 67, 68])
or for creating small learned metadata (i.e., in our case,
the model’s weights) to store for post-capture editing (e.g.,
[3,41]).

To evaluate our method’s effectiveness in sRGB-to-
sRGB color mapping between two different camera ISPs,
we introduce a large dataset of 2.5K well-aligned paired
images captured by two distinct cameras. We believe this
dataset will be a valuable resource for evaluating color-
matching techniques in future research.

Contribution

Our contributions can be summarized as follows:

* We introduce cmKAN, a novel lightweight hypernetwork-
based color matching framework that leverages KANs.
To the best of our knowledge, this is the first work to
leverage the spline non-linearity in KANs for highly ac-
curate, and adaptive color matching.

We propose a lightweight generator that predicts spatially
varying KAN parameters for localized and content-aware
color transformations, featuring novel Illumination Esti-
mator, Color Transformer, and Color Feature Modulator
modules.

We present a large-scale dataset of paired, well-aligned
images taken by two different cameras, facilitating the
training and evaluation of color-matching methods.

Our experiments show that our method outperforms ex-
isting approaches by an average of 37.3% across multi-
ple tasks (i.e., raw-to-raw, raw-to-sRGB, and sRGB-to-
sRGB) for supervised and unsupervised schemes, while
remaining lightweight and suitable for on-device use. Ad-
ditionally, we conducted a user study, demonstrating 2 x
superior MOS scores over other methods.



2. Method

This section outlines the core principles of our proposed
color-matching model, cmKAN, based on KANs. As shown
in Fig. 2 (a), cmKAN primarily comprises a KAN network
and a generator. The KAN network adjusts input image
colors to match target colors, and the generator (hypernet-
work), takes a source input image and produces spatially
varying parameter maps for the KAN.

Without loss of generality, we assume the input and tar-
get colors come from source and target cameras, respec-
tively, each potentially with its own ISP, causing disparities
in the SRGB images we aim to match. The model applies
to other scenarios (raw-to-sRGB/raw-to-raw), learning non-
linear mapping between color spaces within a camera (raw-
to-sRGB) or across cameras (raw-to-raw). To address these
complex mappings, we first detail the core components:
KAN (Secs.2.1) and generator (2.2). Then, we discuss of-
fline training (Sec. 2.3, Sec. 2.4) and paired optimization
(Sec. 2.5) scenario.

2.1. Color Matching Using KAN

Color matching maps a source image’s color distribution to
that of the target image using spatially varying linear, L,
and non-linear, F'(-), transformations [9, 27, 38, 39]:

y=FXL, (D

where I is applied element-wise, and x and y are row vec-
tors of input and output colors, respectively. This standard
model can be extended using a more complex one with sep-
arate functions, F;(-), for each channel (see Supp.):

2

y=FXL—=g; = Z Fij(zi) - L, 2
i=0

where z;, ; are input and output color components, [;; are

elements of L; 4, 7 = 0..2.

Popular color-matching approaches [26, 27] using poly-
nomial approximations of the standard model (Eq. 1) and
even deep CNNs/MLPs often struggle to accurately capture
color transformations in intricate cases [3, 27, 39]. In con-
trast, the proposed KAN-based approach leverages trainable
splines to describe our extended model (Eq. 2) with greater
precision and to provide additional smoothness [45, 72] for
color correction:

2 7

g = Z wijsilu(z;) + vij Z CijmBijm ()

i=0

3)

m=0

lij
Fij(xi)

where z; and §J; are the input and output RGB components.
stlu(.) is a residual activation, B, (.) are cubic B-spline
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basis functions, and u;;, v, Cijm are 90 KAN parameters;
1,7 = 0..2, m = 0..7. See Supp. for math. background.

However, a standard KAN layer (Eq. 3) operates glob-
ally, which restricts its ability to handle localized color
mismatches caused by spatially nonuniform illumination
and ISP-induced artifacts. To overcome this, we intro-
duce a hypernetwork-driven KAN framework, where a
lightweight generator G dynamically predicts 2D parame-
ter map coding spatially varying KAN parameters. The pa-
rameter map is channel-wise split into three components:
W = (W,, W,, W.). Each point in W represents 90 non-
trainable KAN parameters: u;; = Wy (-)ij, vij = Wu(+)ijs
Cijm = We()ijm (Fig. 2 (a)). This structured parameteri-
zation enables region-specific color transformations while
mitigating the adverse effects of noise, ensuring robust
and smooth approximations of complex mappings [72].
Moreover, our method effectively handles high-dynamic-
range scenes, mitigating overexposure and underexposure
by leveraging distinct generator-driven spline representa-
tions tailored to varying illumination conditions. The full
color-matching function is then defined as:

Y = KAN(G(X,0), X), 4)

where K AN is the KAN layer (Eq. 3), G is the generator
with trainable parameters 0, and X, Y are the input and
output images.

2.2. Generator Network

As shown in Fig. 2 (b), the generator architecture effi-
ciently generates 2D parameter maps for the KAN layer,
handling color correction, and capturing spatial information
for processing non-uniform scene structures. This mirrors
the ISP’s selective application of color corrections and tone
mappings to different image regions. The functionality and
contributions of its three specialized modules are briefly de-
scribed below.

2.2.1. Illumination Estimator

The illumination estimator (Fig. 2 (c)) provides a founda-
tional step for the overall color processing of the input im-
age X. Correct illumination prevents over-saturation or
washed-out colors during mapping, preserving the scene’s
appearance. Accurate illumination estimation enables pre-
cise brightness adjustments, ensuring consistent and realis-
tic color reproduction.

The illumination estimator is a small CNN that processes
input image X and its channel-averaged value X, to gen-
erate illumination feature F; and map M,;. It starts with a
1 x 1 convolution to the concatenated X and X, inte-
grating channel information. A 3 x 3 dilated depth-wise
convolution (dilation factor of 2) then expands the recep-
tive field, incorporating contextual information, especially
for over/under-exposed regions. Finally, a 1 x 1 convolu-
tion constructs illumination map M; from feature represen-
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Figure 2. a) Overview of the cmKAN architecture, b) Generator Network (G) and its key components: ¢) Illumination Estimator (IE), d)

Color Transformer (CT), and e) Color Feature Modulator (CFM).

Figure 3. The proposed Multi-Scale Color Attention (MCA) to
efficiently exploit the channel-wise dependencies.

tation F;. This illumination and features maps guide the
multi-scale color attention (MCA) in the subsequent color
transformer, refining hidden representations and ensuring
improved illumination equalization, preventing over/under-
exposed areas.

2.2.2. Color Transformer

The Color Transformer (CT) works closely with the Illumi-
nation Estimator (IE) for color balance and enhanced spatial
coherence. As shown in Fig. 2 (d), the CT block uses a ViT-
inspired [20] architecture and processes a down-sampled
input from the Discrete Wavelet Transform (DWT), pre-
serving boundary details and low-frequency features. The
normalized, down-sampled input and illumination features
are processed by the proposed Multi-Scale Color Attention
(MCA) for enhanced refinement. The MCA’s normalized
output then directly goes to the FFN layer [14], which em-
beds rich contextual information to augment the features.
Multi-Scale Color Attention: The proposed Multi-Scale
Color Attention (MCA) (Fig. 3) builds on RawFormer [54]
with essential enhancements for improved efficiency. While
RawFormer operates spatially, computing similarity be-
tween a spatially compressed query (Q) and uncompressed
key (K), MCA operates at the channel level. It applies spa-
tial compression to both vectors using strided convolutions
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(stride s = 2) and introduces anchors (A) as intermediaries,
compressed spatially and channel-wise via strided depth-
wise separable convolutions. These anchors enable efficient
similarity comparison, greatly reducing computational cost
without sacrificing accuracy (See Supplementary). Addi-
tionally, the V value vector is modulated by illumination
feature F; to better account for lighting sources, and shifting
attention from spatial to channel dimensions helps compute
cross-channel covariance, encoding color correction details
more efficiently. These changes allow MCA to retain mod-
eling capacity for color reconstruction while significantly
reducing complexity. The MCA operation is summarized
as:

MCA(My,,M,, V)
M, = Softmax(%),Mv = Softmax(

=M, - M, - FV)
AK”
t'u

5
)()

where M;, and M,, are horizontal and vertical attention
maps from anchor-query and anchor-key pairs, respectively;
tn, t,, are their temperatures; and F; is illumination feature
provided by the estimator. To avoid dimension mismatch
when multiplying V by F;, F; is passed through a strided
convolution.

2.2.3. Color Feature Modulator

As shown in Fig. 2 (b and e), the Color Feature Modula-
tor (CFM) processes concatenated 2D maps (X ') from var-
ious parts of the generator, a composite multi-scale, color-
dependent vector that requires further modulation to gen-
erate parameter maps, W, for the KAN, using a mecha-
nism similar to memory colors (common in color correc-
tion) [53]. Thus, to modulate X', we apply linear projec-
tions (LL) of trainable bias vectors, B, to refine the nor-
malized (LN) concatenated maps, X"'. The modulation is:
Xm = B;- ReLU(X" - Bj), where X" is the normalized
input, B;, B; are linear projections (LL) of trainable bias B,
and X, is the modulated output. Finally, parameter maps



W are obtained by applying an FFN [14] as an output pro-
jection to refine X,,.

Next, we discuss how the model is adapted for super-
vised, unsupervised, and paired-based optimization scenar-
ios.

2.3. Supervised Learning

Let X and Y represent an input image and its correspond-
ing target image, respectively. For the supervised learning
approach, the proposed cmKAN model generates an esti-
mated image Y from X, aiming to approximate the color
characteristics of the target image Y (Eq. 4). The overall
framework is trained using the following loss function:

(6)

where B9 = 0.15, and ¢; and SSIM refer to L1 loss and
the structural similarity index measure (SSIM) [66], respec-
tively.

‘cpimel—wise(}/a Y) - 61 + 60(1 — SSIM)

2.4. Unsupervised Learning

In our unsupervised learning approach, we adopted two-
stage training strategy: (1) generator pre-training and (2)
unpaired image-to-image training using a CycleGAN-like
framework [75]. For network’s pretraining, the input im-
ages were divided into 32 x 32 patches, and a color transfor-
mation including random jitter in the range (-30%, +30%)
of brightness, contrast, saturation, hue, color shift, and ran-
dom channel reordering were randomly applied to each
patch with 60% coverage of the image. The overall ob-
jective of the generator in pre-training stage was to recon-
struct the original image colors from these partially altered
patches via minimizing the pixel-wise loss function in Eq. 6.
Following pre-training, unpaired color matching was
performed to jointly train our cnKAN and a discriminator
network. Here, we use the discriminator network proposed
in [54]. During this stage, the discriminator networks were
optimized to minimize the following loss functions:

EdAiS = Egan(DA(GB—MX(b))’ O) + égan(DA(a)’ 1) @

EdBiS = ggan(DB(GAHBU]’))’ 0) + ggan(DB(b)7 1) ®)

where a and b represent images from the source and target
color distributions A and B, respectively, while Gz_, 4(b)
and G 4, 5(a) are the output images produced by each gen-
erator network, respectively. The labels 0 and 1 represent
“fake” and “real” images, respectively, and £y, (-) com-
putes the cross-entropy loss.

The weights of two cmKAN models — one mapping from
source to target and the other from target to source color
distributions — were optimized to minimize the following
loss function:
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L0 = BULYT + L) + B2 (LU + LE) + B (LY + £5) O

where (1, (2, and B3 where set to 1, 10, 0.5, respec-
tively; £%"" and LY refer to {yqn(Dp(Ga—p(a)),1)
and Lpizel—wise(Gp—a(a),a), respectively. LG is
Lpizel—wise(GB—a(Ga—p(a)),a). Note that at inference
time, only a single cmKAN (e.g., G4, p) is required to map
colors from the source color distribution (e.g., A) to the tar-
get color distribution (e.g., B).

2.5. Paired-Based Optimization

For paired-based optimization, we used pairs of correspond-
ing colors for the source and target images to align their
color distributions effectively. For training between image
pairs, we employed cmKAN-Light, a lightweight variant of
our full model, optimized for faster performance. Unlike
the original architecture depicted in Fig. 2, cmKAN-Light is
simplified to include only a single Color Transformer (CT)
block and one Discrete Wavelet Transform (DWT) block,
reducing computational complexity while maintaining es-
sential functionality. Given the need for efficient online
optimization, we adopted a two-stage approach. First, to
provide a robust initialization, we pre-trained the cmKAN-
Light model on the corresponding dataset using the super-
vised learning approach outlined in (Sec. 2.3). This step
generated a set of well-initialized parameters, serving as a
starting point for fine-tuning. Subsequently, fine-tuning was
performed directly on the particular image pairs, allowing
the model to adapt to specific pairwise relationships. To fur-
ther accelerate training, we employed an L1 loss function
over just 10 iterations, ensuring rapid convergence. This
strategy enables cmKAN-Light to achieve effective color
matching with minimal computational overhead, making it
well-suited for online optimization tasks.

3. Experiments

In this section, we evaluate our cnKAN across a range of
color-matching tasks in different scenarios, including super-
vised, unsupervised, and paired-based optimization. First,
we evaluate our method on unsupervised raw-to-raw map-
ping, where the goal is to map raw images from a source
camera to the raw color space of a target camera. Next, we
apply our approach to supervised raw-to-sSRGB mapping,
where our network learns the ISP non-linear color mapping
function. Finally, we evaluate cnKAN on sRGB-to-sRGB
mapping, to transfer colors from a source color distribution
to a target distribution, such as professional photographer
edits [13] or another camera ISP rendering [26]. Addition-
ally, we test our method on our proposed dataset of paired
sRGB images rendered by the camera ISP and captured by
two different cameras. For this sSRGB-to-sRGB mapping
task, we present results across the three scenarios: unsuper-
vised, supervised, and paired-based optimization.



3.1. Datasets

We begin by introducing our dataset, collected to support
the training and evaluation of SRGB-to-sRGB mapping for
images captured by two different cameras. Next, we pro-
vide an overview of the datasets used throughout our evalu-
ation, organized by each specific task.

3.1.1. Proposed dataset

To validate our cross-camera mapping in SRGB color space,
we collected a dataset of 2,520 sRGB images captured by
the wide and main cameras (1,260 images per camera) of
the Huawei P40 Pro smartphone. These cameras use dis-
tinct sensor types: a Quad-Bayer RGGB (Sony IMX700)
for the wide camera and an RYYB (Sony IMX608) for the
main camera. We used the on-device camera ISP to ren-
der images to the SRGB space. sRGB image pairs were
then spatially aligned by first identifying keypoints with the
SURF detector [8] and matching features using the KNN
algorithm with Lowe’s ratio test [46]. A projective trans-
formation matrix was subsequently applied to warp the im-
ages. Since both cameras are fixed within the smartphone,
this stable positioning helped to significantly minimize mis-
alignment errors. Finally, all aligned images were manually
reviewed to discard any remaining misaligned pairs. Our
dataset reflects real-world conditions, with images captured
under diverse lighting and seasonal variations (see supp.
materials for additional details).

3.1.2. Raw-to-raw mapping

For this task, we utilized the raw-to-raw mapping dataset
[1], which contains a total of 392 unpaired raw images (196
from each of the Samsung Galaxy S9 and iPhone X). Addi-
tionally, the dataset includes 115 paired testing raw images
from each camera for evaluation.

3.1.3. Raw-to-sRGB mapping

For this task, we utilized the Zurich raw-to-sRGB
dataset [32] to evaluate our method on the raw-to-sRGB
task. This dataset consists of 48,043 paired raw images
and their corresponding sRGB-rendered outputs, captured
simultaneously with a Huawei P20 smartphone camera and
a Canon 5D Mark IV DSLR camera. For our experiments,
we used 70% of the images for training and 30% for testing.

3.1.4. sSRGB-to-sRGB mapping

As mentioned previously, in the sRGB-to-sRGB task,
we apply color matching to emulate specific photogra-
pher styles, replicate the color rendering of target camera
ISPs, and align colors between sRGB images captured by
two different cameras within a dual-camera device. For
the photographer-style matching, we used the MIT-Adobe
FiveK dataset [13], which provides expert-adjusted ground-
truth styles. We specifically chose expert style C as our
target, as it is widely referenced in prior work [6, 16, 65].
In our experiments, we employed 5K images for supervised
training and 498 images for evaluation.
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Figure 4. Qualitative comparison of unsupervised raw-to-raw
mapping on the dataset in [1]. Our cmKAN method achieves the
most accurate color mapping with lower AFE errors, while being
more lightweight than RawFormer [54]. Gamma operator is ap-
plied to aid visualization. Best viewed in the electronic version.

For camera rendering mapping, we conducted paired-
based optimization evaluations using the dataset from [26],
which includes 35 images captured by two DSLR cameras
(Nikon D3100 and Canon EOS 80D) from the same scenes
with slightly different camera positions. This dataset pro-
vides synthetic ground-truth images to support color render-
ing transfer from the source to the target camera, ensuring
well-aligned ground-truth pairs.

Finally, we used our proposed dual-camera sRGB
dataset to evaluate all the three scenarios: supervised, un-
supervised, and paired-based. For both the supervised and
unsupervised experiments, 900 images were allocated for
training and 350 images for testing.

3.2. Training details

We used the following patch sizes for training: 256x256
patches for raw-to-raw mapping, 448x448 patches for
raw-to-sSRGB, and 1024 x 1024 patches for sSRGB-to-sRGB
mapping. In all the experiments, we used Adam opti-
mizer [36] for supervised training, unsupervised training,
and paired-based optimization with betas set to (0.9, 0.99).

For unsupervised training, we first trained our cnKAN
on the color reconstruction task (as explained in Sec. 2.4)
for 200 epochs, and then trained it on the unpaired data for
the color-matching task for an additional 500 epochs. We
used a learning rate of 0.0001 for the discriminator net-
works to minimize Eqs. 7 and 8, and a learning rate of
0.001 for the cmKAN models to minimize Eq. 9. For su-
pervised training (i.e., raw-to-sRGB and supervised sSRGB-
to-sRGB), we trained our model for 450 epochs to minimize
the loss function in Eq. 6. For both supervised training and
paired-based optimization, we used a learning rate of 0.001.

3.3. Results

3.3.1. Raw-to-raw mapping results

We compare our unsupervised-trained model for raw-to-raw
mapping against the following methods (trained in an un-
supervised or semi-supervised manner as described in [54]
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Figure 5. Qualitative comparison of raw-to-sRGB rendering on the
Zurich raw-to-sRGB dataset [32]. Our cmKAN method achieves
the most accurate color mapping with lower AE errors. Best
viewed in the electronic version.

and [1], respectively): SSRM [1], UVCGANV2 [63], and
RawFormer [54]. We report PSNR, SSIM, and AFE er-
rors in Table 1 for the raw-to-raw mapping dataset [1]. As
shown, our method achieves better or comparable results to
the recent work in [54], while being lightweight and more
compatible with limited computational resources. Qualita-
tive examples demonstrating the efficacy of the proposed
method are shown in Fig. 4 (more in supp. materials).

Table 1. Results for unsupervised raw-to-raw mapping using the
dataset in [1]. The best results are highlighted in yellow.

Method PSNR SSIM AE | PSNR SSIM AFE
Samsung-to-iPhone iPhone-to-Samsung
SSRM [1] 2965 089 632 | 2858 090 6.3
UVCGANV2 [63] | 3632 094 421 3646 092 473
RawFormer [54] 4098 097 209 | 4148 098 1.99
cmKAN 41.01 097 1.23 | 4147 098 1.27

3.3.2. Raw-to-sRGB mapping results

We compare our method for learning raw-to-sRGB color
rendering in camera ISPs against the following methods (all
trained in a supervised manner on the same dataset): MW-
ISP [31], LiteISP [73], MicroISP [33] , and SimpleISP [21].
Table 2 reports PSNR, SSIM, and A E error metrics demon-
strating that our method achieves promising results with re-
duced computational cost (FLOPs). Qualitative examples
are shown in Fig. 5 (more in supp. materials).

3.3.3. sSRGB-to-sRGB mapping results

In Table 3, we report the results on our proposed dataset
in three different scenarios. Firstly, we compare our
unsupervised-trained model against other unsupervised
methods, namely UVCGANv2 [63] and RawFormer [54].
Then, we compare our supervised-trained model against
several methods trained in a supervised manner, includ-
ing: SepLUT [71], MW-ISP [31], LYT-Net [10], and SIR-
LUT [42]. Lastly, we compare our paired-based optimiza-
tion results against other paired-based methods for color
matching and transfer. Specifically, we compare our results
with the following methods: polynomial mapping [30],
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Table 2. Results for supervised raw-to-sRGB mapping on the
Zurich raw-to-sRGB dataset [32].

Method | PSNR SSIM AFE | FLOPs
MW-ISP [31] 21.88 082 1033 | 3.6T
LiteISP [73] 22.18  0.83 1028 | 174G
MicroISP [33] | 2030 0.78 11.14 | 37G
SimpleISP [21] | 24.18  0.84 10.02 | 58G
cmKAN 2441 085 727 | 40G

Table 3. Results of SRGB-to-sRGB mapping on our dataset. We
compare the results of unsupervised trained models, supervised
trained models, and paired-based inference. Inference times were
measured on GPU (except for methods marked by *, which were
run on CPU).

Method | PSNR  SSIM  AE | #Params  Time
Unsupervised training
UVCGANV2 [63] 2289 074 644 | 32.6M  2.1s
RawFormer [54] 23.81 0.77 5.78 26.1M 6.7s
cmKAN 2564  0.88  4.86 76.4K 1.1s
Supervised training
SepLUT [71] 2286 074 631 | 119.8K  2.1s
MW-ISP [31] 2331 076 593 29.2M 8.8s
LYT-Net [10] 2419 078  5.64 1.IM 3.9s
SIRLUT [42] 24.12 0.78 5.59 113.3K 2.1s
cmKAN 2594  0.89 451 76.4K 1.1s
Paired-based inference
Poly [30] 2427 078  5.08 57 0.8s*
Root-poly [25] 2453 080 492 120 4.65*
NeuralPreset [35] 2335 076 597 | 5.I5M  20.4s*
R.G. Rodriguez et al. [26] | 2435  0.78  4.99 14 3.3s%
cmKAN-Light 28.06 0.88  3.88 7.8K 0.5s

root-polynomial mapping [25], NeuralPreset [35], and Ro-
driguez et al.’s method [26]. As shown, our method achieves
the best results across all metrics, while requiring less in-
ference time and having fewer parameters compared to the
other methods. Qualitative comparisons for the same are
shown in Fig. 6 (more results in supp. materials).

Lastly, the results on the MIT-Adobe FiveK [13] dataset
for supervised sSRGB-to-sRGB mapping to emulate a spe-
cific photographer style, are presented in Table 4 (results
on the PPRIOK dataset [43] for the same task are in supp.
materials).

The results clearly show that our method consistently
outperforms alternative approaches across various color-
matching tasks. Additionally, we validated our results
by conducting a user study that shows 2x superior MOS
scores over other methods (see supp. for more details).

3.4. Ablation Studies

The ablation studies for supervised SRGB-to-sRGB on our
dataset (Table 5) validate our design choices by systemati-
cally assessing key components—the KAN and the Genera-
tor network. In Cj, we exclude these components, replacing
the KAN and our proposed blocks (IE, MCA, CFM) with a
three-layer MLP (3, 13, 3) and Rawformer’s CQA/SPFN
blocks [54], which generate a 1D global vector via aver-



UVCGAN v2
-

Rawformer

a) Comparison with others

b) Comparison of our approach among different types of training

Figure 6. Qualitative comparison of SRGB-to-sRGB color matching on our dataset. In (a), we show three scenarios using our method:
unsupervised learning (green), supervised learning (purple), and paired-based optimization (red). Our method demonstrates superior color
matching compared to other methods (UVCGAN v2 [63], Rawformer [54], SepLUT [71], SIRLUT [42], NeuralPreset [35], and Rodriguez
et al’s method [26]). In (b), we show results from a single scene across the three scenarios using our method, showcasing consistent

color-matching accuracy.

Table 4. Results of supervised sSRGB-to-sRGB mapping on the
MIT-Adobe FiveK dataset [13]. The best-performing results are
highlighted in yellow.

Method | PSNR SSIM AE
SepLUT [71] | 2547 092 754
LYT-Net[10] | 2410 092  7.03
SIRLUT [42] | 2725 094  6.19
cmKAN 3174 095 283

Table 5. Ablation study on the impact of different components
of our method and various network architectures. Results are re-
ported on our dataset.

Config KAN 2DMap IE CT CFM ‘ PSNR SSIM AE
Cy 22.61 0.74 6.41
Cy v 2490  0.84 5.10
Cy v v 25.23 0.86 471
Cy v v v 25.51 0.87  4.65
Cy v v v v 2559 087 458
C’5 (ours) v v v v v 2594 089 451

age pooling instead of 2D spatial maps. Components are
then added incrementally, showing their combined impact.
Replacing the MLP with a 1D KAN in C leads to a 2.29
dB improvement, highlighting the effectiveness of KAN for
color transformation (as evident from error maps and scat-
ter plots in Fig. 7). In C9, removing average pooling and
allowing the generator to output 2D spatial maps further
improves the performance. Incrementally incorporating our
proposed components—Illumination Estimator (C3), Color
Transformer with MSA (C,), and Color Feature Modulator
(C'5)—yields additional gains of 2.9 dB, 2.98 dB, and 3.33
dB, respectively. See supp. for more ablations and archi-
tectural details of different configurations.
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Figure 7. Visualization of results on Adobe FiveK [13] dataset us-
ing the crucial configurations, including A E' error maps and scat-
ter plots between input and output colors. The synergy of the KAN
layer and 2D maps of parameters enables the construction of dis-
tinct splines for different regions, enhancing performance in chal-
lenging lighting conditions.

4. Conclusion

We have presented cmKAN, a versatile color-matching
framework based on the Kolmogorov-Arnold Network
(KAN). Our method includes a KAN layer, controlled by
spatially adaptive weights produced by an efficient gener-
ator network, which achieves target-matching colors in the
final output image. We demonstrate three applications of
our framework: supervised training, unsupervised training,
and paired-based optimization. We validated our approach
across multiple color-matching tasks, including 1) raw-fo-
raw mapping: transferring colors from a source camera’s
raw space to match a target camera’s raw space; 2) raw-
to-sRGB mapping: aimed at learning the color rendering
process of a camera’s ISP, and 3) sRGB-to-sRGB mapping:
aligning the SRGB colors of source images to match colors
from another camera or a photographer’s style. Our cmKAN
achieves SoTA results, outperforming other methods while
remaining lightweight and computationally efficient.
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