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relaxed and trusting?
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Figure 1. We introduce MoLaM, the Interactive Motion-language model, a unified architecture that combines language and motion

for two-person interactive scenarios. The figure highlights its capabilities across various tasks including motion-to-text, text-to-motion,

reaction generation, motion editing, and multi-turn motion reasoning, all within a single framework.

Abstract

Recent advancements in large language models (LLMs)
have greatly enhanced their ability to generate natural and
contextually relevant text, enabling more human-like AI in-
teractions. However, generating and understanding inter-
active human-like motion, where multiple individuals en-
gage in coordinated movements, remains challenging due
to the complexity of modeling these coordinated interac-
tions. Furthermore, a unified and versatile model is re-
quired to handle diverse interactive scenarios, such as chat
systems that dynamically adapt to user instructions and
assigned roles. To tackle these problems, we introduce
MoLaM, the Interactive Motion-LAnguage Model, which
integrates both language and motion modalities to effec-
tively understand, generate, and control interactive mo-
tions in multi-turn conversational contexts. Unlike previ-
ous studies primarily focusing on uni-directional tasks (e.g.,

*Corresponding authors. Works done during Jeongeun Park was an

intern at Naver AI Lab.

text-to-motion or motion-to-text), MoLaM employs a uni-
fied architecture capable of simultaneously understanding
and generating both motion and text modalities. Given
the lack of an appropriate dataset to address this chal-
lenge, we introduce Inter-MT2, a large-scale instruction-
tuning dataset containing 82.7K multi-turn interactive mo-
tion instructions, spanning 153K interactive motion sam-
ples. Inter-MT2 covers diverse instructional scenarios in-
cluding editing, question answering, and story generation,
with interactive motions leveraging off-the-shelf large lan-
guage models and motion diffusion models. We extensively
evaluate the versatility of MoLaM across multiple inter-
active motion-related tasks: motion-to-text, text-to-motion,
reaction generation, motion editing, and reasoning about
motion sequences. Remarkably, MoLaM is the first model
capable of effectively addressing all these tasks with a sin-
gle unified framework, achieving competitive performance
compared to task-specific methods.

This ICCV paper is the Open Access version, provided by the Computer Vision Foundation.
Except for this watermark, it is identical to the accepted version;

the final published version of the proceedings is available on IEEE Xplore.
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1. Introduction
Modeling interactive human motions stands at the forefront

of advancements in robotics and virtual reality. By captur-

ing the subtle nuances of human communications, including

gestures, expressions, and interactive behaviors, machines

can offer seamless and natural interfaces. This holistic un-

derstanding enables technology to adjust its responses and

behaviors based on the user’s physical motions and situa-

tional context, leading to more personalized and engaging

interactions.

Recent advancements in large language models (LLMs)

[7, 33, 39] have demonstrated significant potential in gen-

erating human-like text and understanding complex lin-

guistic interactions. They have even extended their ca-

pability to multi-modal contexts, successfully integrating

various input sources such as images, speech, and videos

[6, 9, 22, 31, 32]. Building upon these developments, there

is a growing interest in incorporating human (or robot) mo-

tion as a new modality [5, 17], leading to the emergence

of the “motion-language models” (MLM). However, exist-

ing approaches [4, 12, 13, 41, 44] often focus on unidirec-

tional tasks that handle one-way translation between text

and motion, e.g., text-to-motion or motion-to-text, and con-

sider only single-person motions without interactions. This

limitation hinders the agents’ ability to handle scenarios in-

volving interactive motions in multi-turn conversations.

Beyond modeling single-person motions, interactive mo-

tions between two individuals allow the model to learn

about social behavior. Modeling such interactions requires

versatility to effectively control interactions, allowing users

to provide instructions, assign roles, or modify behaviors.

In this paper, we aim to build a unified motion-language

model designed to generate, control, and comprehend so-

phisticated interactive motions.

One of the primary challenges in constructing those

models is the lack of multi-turn interactive motion data.

Datasets containing motions of two individuals interacting

with each other, along with multi-turn conversational in-

structions, are scarce and challenging to collect. This makes

it difficult for models to learn the nuances of interactive mo-

tions and multi-turn dynamics. To address this, we present

a new interactive motion dataset, Inter-MT2, which con-

tains 82K samples, including various instructional scenarios

about the interactive motions in a multi-turn conversational

format. We utilize large language models to produce di-

verse instructions with motion captions and diffusion-based

text-to-motion models to generate corresponding interac-

tion motions.

Building upon our Inter-MT2, we present MoLaM, an

Interactive Motion-language model designed for multi-turn

conversations involving interactive motions. We pursue the

versatility of MoLaM through a unified architecture that

can simultaneously input and output both motion and text

modalities. Based on the pre-trained LLMs, our training

process can be divided into three stages: (1) training of

the interactive motion tokenizer, (2) pre-training for mo-

tion and text representation alignment, and (3) instruction

tuning with Inter-MT2 to handle more complex and multi-

turn instructions. This enables MoLaM to effectively com-

prehend, generate, and control interactive motions, as illus-

trated in Figure 1. To evaluate MoLaM’s capabilities, we

introduce new protocols that assess its performance on vari-

ous motion-related tasks, including motion editing and rea-

soning based on contextual cues, demonstrating its versatil-

ity in complex scenarios.

In summary, the main contributions of this paper are

threefold: (1) We propose MoLaM that can simultane-

ously process and generate both two-people motion and text

modalities, along with a three-stage training pipeline con-

sisting of motion tokenizer training, pre-training for modal-

ity alignment, and instruction tuning. (2) We present Inter-

MT2, a multi-turn interactive motion-text dataset, to ad-

dress the lack of multi-turn interactive motion data. (3) We

introduce a new evaluation protocol to evaluate the perfor-

mance of motion-language models on complex motion in-

teraction scenarios.

2. Related Work
Human Motion Modeling & Control Advancements in

human motion modeling have driven significant progress

in motion generation and control. Diffusion-based meth-

ods [34, 35, 42] have been applied to synthesize human mo-

tions from text descriptions. Meanwhile, transformer mod-

els using vector quantization [12, 41] have been explored

for capturing diverse motion patterns, and MoMASK [13]

uses residual tokenizers to enhance fine-grained motion de-

tails. For motion editing, some approaches focus on style

transfer [1, 14] or specific body part modifications [18, 42].

MEOs [11] use captions and large language models to iden-

tify frames and body parts to edit, while MotionFix [2] con-

ditions diffusion models on both source motion and edit text

for seamless motion edits. However, these models usually

target unidirectional tasks (e.g., text-to-motion, or motion

editing) and cannot handle input and output of both motion

and text simultaneously in a unified architecture. Unlike

existing methods, our approach processes both motion and

text concurrently in a unified architecture.

Motion-Language Model Recent developments in

motion-language models have aimed to achieve versatility

across various motion-related tasks. MotionGPT [16]

demonstrates versatility in motion comprehension and

generation based on a unified framework. MotionChain

[17] introduces a multi-turn conversational system for

interpreting and generating motions within dialogue con-

texts, including image inputs. Recent work [5, 23, 43, 45]
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has explored unified approaches to multi-modal motion

generation, including speech, video, and image. However,

these methods focus on the single-person motions, thus,

modeling interactive motions in unified models remains

under-explored. Wu et al. [36], address the interactive

motions, but they still lack multi-turn interactions and

complex reasoning abilities. Our work addresses such

issues with a model trained on our Inter-MT2 dataset,

enabling the understanding and generation of interac-

tive motions in multi-turn conversations with advanced

reasoning capabilities.

Human-Human Interactive Motion Modeling Model-

ing human-human interactions has garnered increasing at-

tention in recent research. Several multi-person interaction

datasets [8, 24, 40] have been developed, and recent efforts

like Inter-X [37] and InterHuman [20] have collected in-

teractive motions paired with textual descriptions for text-

based motion control. In text-to-motion tasks [4, 29], Inter-

GEN [37] leverages diffusion with spatial constraint loss,

while PriorMDM [30] adapts pre-trained diffusion models

with slim communication blocks. For reaction generation,

ReMoS [10] uses spatio-temporal cross attention to synthe-

size reactive motions, and ReGenNet [38] predicts reactions

with a transformer and loss of interaction based on relative

distance. While existing models have advanced interactive

motion modeling, they lack versatility and focus on spe-

cific tasks, failing to capture complex multi-turn dynamics.

To address this, we introduce Inter-MT2, enabling agents

to generate sophisticated motions, respond to instructions,

adapt roles, and adjust behaviors based on context.

3. Inter-MT2: Interactive multi-turn motion-
text dataset

In this section, we present Inter-MT2 dataset, for modeling

multi-turn interactive motion of multiple humans. Previous

datasets [20, 37] provide a textual description of the mo-

tions, lack sufficient diversity in instructions, and do not

include multi-turn conversations. Since they are insuffi-

cient to enable a model to understand and generate complex

interaction motions in multi-tern scenarios, we introduce

Inter-MT2: Interactive Muti-Turn Motion-Text dataset.

This dataset covers a variety of interactive motion scenar-

ios with multi-turn conversations, diverse instructions, and

spatiotemporally aligned motions between two individuals.

We enhance our dataset by generating diverse instructions

from large language models and combining motion data

from existing datasets with generative approaches to enable

flexible text-to-motion modeling.

We begin with the human interaction motion and text

datasets, Inter-X [37] and InterHuman [20], as the foun-

dational resources for our dataset construction. To con-

41.7%

41.7%

16.7%

Story Generation
Motion Editing
Motion Reasoning

71.4%

28.6%

From data
Synthesized

1%
6.2%

12.4%
7.3%

17.5%
15.4%

13.8%

11.6%

14.8%

Artistic Conflict
General Move. Social Bonding
Comm. Emotions
Basic Bio. Exercise
OthersTotal Instructions: 82.7K Total Motions: 153K

(3) Motion Scenario Type(2) Motion Source(1) Instruction Type

(a) The distribution of instruction types, motion sources, and motion scenario

types, highlighting the dataset’s diversity. The type of motion scenario is clas-

sified using a large language model with motion captions.

Imagine a scene where two colleagues are in a park. One colleague, with a 
soccer ball, passes it to the other. Show me that motion.

Can you describe what happens in the continuation of their interaction 
in motion?

(b) A multi-turn interaction example where two people are playing soccer,

illustrating the dataset’s detailed motion and conversational annotations.

Figure 2. Statistics and data sample from Inter-MT2.

Dataset Ret. top-3 Div.

Source dataset 0.870 0.997

Generated by InterGEN 0.645 0.953

Inter-MT2 (Ours) 0.701 0.931

Table 1. Comparison of generated motions on text-matching abil-

ity (top-3 retrieval precision), and motion diversity (Div.).

vert these datasets into instructional datasets, we first gener-

ate multi-turn instructions with motion captions using GPT-

4o [25]. We consider the instructional scenarios as various

tasks with following text prompts, including motion edit-

ing (e.g., “Make the left person more playful”), motion rea-

soning (e.g., “What happened before/after this motion?”),

and story generation (e.g., “Let’s create a story where two

people are following this motion.”). Detailed prompt tem-

plates and the complete data collection pipeline are pre-

sented in the supplementary materials. To guarantee high-

quality caption generation, we guide the LLMs by provid-

ing action labels from the existing datasets alongside ex-

ample captions, effectively constraining and enhancing the

relevance and accuracy of the generated captions. Subse-

quently, we utilize a state-of-the-art diffusion-based text-

to-motion model, InterGEN [20], to synthesize interactive

motions that align closely with these generated captions.

Our pipeline creates samples in two ways. First, start-

ing with a dataset motion, we generate a caption and in-
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struction and then use InterGEN [20] to synthesize a match-

ing motion, yielding both the original and synthesized mo-

tions with the instruction. Alternatively, we generate two

captions and instructions to synthesize two motions, pro-

ducing samples entirely from synthesized motions. This

method blends data-sourced and generative motions for re-

liable interactive motion modeling. Overall, we collected

82K multi-turn conversations, including 96K synthesized

and 56K real motions. Figure 2 shows statistics and samples

from our Inter-MT2, where motion scenarios are classified

using a large language model with motion captions.

To assess the quality and diversity of the generated mo-

tions and their alignment with texts, we evaluate our dataset

using the text-motion matching score and diversity metric

of our dataset, as shown in Table 1. Pre-trained retrieval

models [27] assess the alignment between motions and cap-

tions, with additional details in the supplementary material.

Our dataset achieves a top-3 retrieval precision of 0.701
(the precision of the source dataset of the retrieval model is

0.870), showing good alignment, which slightly surpasses

the matching performance of the synthesized dataset cre-

ated by the state-of-the-art motion generation method, In-

terGEN [20]. Additionally, our dataset exhibits robust di-

versity similar to the source dataset. These results indicate

that despite our multi-turn interactive motions and captions

being synthetically generated, their quality closely approx-

imates that of real-world datasets.

4. MoLAM: Interactive Motion-Language
Model

In this section, we introduce MoLaM, a versatile interac-

tive motion-language model that processes multi-turn con-

versations with both language and two-person interactive

motions as inputs and outputs. First, we will explain our

design choices for the model architectures, followed by a

detailed description of the training methodologies.

4.1. Notations

We denote an interactive motion from two individual a and

b as {ma,mb}, following non-canonical representation in

[20] based on SMPL-X structure [26] with M as a motion

length. At each motion time step i, the motion representa-

tion is defined as: mi = [jpg, j
v
g , j

r, cf ], where jpg ∈ R
3Nj

is the global joint positions, jvg ∈ R
3Nj is the global joint

velocities, jr ∈ R
6Nj is 6D representation of local rota-

tions with Nj joints, and cf ∈ R
4 is binary ground contact

features. We train a motion-language model pθ that jointly

models text and motion data. The model processes the in-

put (user instructions or context) and output (machine re-

sponses), effectively integrating both modalities.

4.2. Architecture
Our architecture for modeling and generating interactive

motions consists of three primary components: motion to-

kenizer, large language model (LLM), and motion decoder.

This design allows for the integration of both motion and

text data within a unified framework. The overview of

MoLaM’s architecture is shown in Figure 3.

To enable the LLM to interpret interactive motions,

we first tokenize the motion sequences. We utilize RQ-

VAE [19] as a tokenizer to reduce the information loss

during the quantization, similarly to the approach in [13].

Motion Encoder

Motion Decoder

Figure 4. Tokeniza-

tion of interactive

motions.

The motion encoder EM applies

2D convolutions to motion features

along the time axis, converting

motion pairs {ma,mb} into latent

vectors {z1:La , z1:Lb }, L = M/l
with down-sample rate l. Each la-

tent vector zi is quantized into an

ordered set of D discrete codes,

RQ(zi; C, D) = (ki1, · · · , kiD) ∈
[K]D, where C is the code book

with K = |C|, and kid is the code of

z at timestep i and depth d. These

tokens, combined with special to-

kens indicating the start and end of

motions, constitute the motion vo-

cabulary. For text inputs, we utilize a standard text tokenizer

compatible with the LLM.

Subsequently, the quantized tokens are provided to the

LLM block, which serves as the central processing compo-

nent. In this work, we initialize MoLaM with the pretrained

LLaMA-3.1-8B [7]. The motion vocabulary and text vo-

cabulary of the LLM are integrated into a unified vocabu-

lary, allowing the model to to efficiently process and gen-

erate both modalities. Interactive motion is represented as

Xm = {k1;a1:D, k1;b1:D, · · · , kL;a
1:D, kL;b

1:D}, where Xm denotes

the motion sequence encoded in the unified vocabulary, and

ki;a1:D ∈ [K]D is the i-th token of motion a.

Finally, to visualize the generated motion tokens, we use

the motion decoder of the RQ-VAE. The decoder projects

the quantized features ẑi =
∑D

d=1 e(k
i
d), converting them

back into motion sequences.

4.3. Training
We describe the training strategy in MoLaM, to convert a

language model into an interactive motion-language model.

Motion Tokenizer The motion tokenizer consists of an

encoder, decoder, and quantizer. We followed the original

objective functions from [19], minimizing the reconstruc-

tion loss, the codebook loss to align the encoder’s outputs

with the codebook, and the loss of commitment to ensure

the consistency of the encoder. After training the encoder
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MoLaM: Interactive Motion-Language Model

One person is 
punching the 
second person

Make the second 
person more 
aggressive

What is 
happening in 
this motion?

Text token Interactive motion token

Figure 3. An overview of MoLaM, illustrating its capability to flexibly process and generate interactive motions and texts in an auto-

regressive manner. We omit the motion tokenizer, which converts raw motion sequences into discrete motion tokens, for clarity. MoLaM

covers versatile motion tasks involving both motion and textual modalities across multiple conversational turns.

and decoder, we freeze their parameters throughout the rest

of the training stage.

Pre-training for Cross-modal Motion-Text Alignment
The goal of this stage is to enable the large language mod-

els (LLMs) to process and generate interaction motion to-

kens effectively. To achieve this, we continuously pre-train

LLMs using paired interaction motion-text datasets, such as

Inter-X [37] and InterHuman [20], across various tasks in-

cluding motion-to-text, text-to-motion, motion prediction,

and reaction generation.

For each task, we construct sequences y that com-

bine motion sequences with their corresponding captions

and train with a next-token prediction objective L =
− log

∑T
pθ(yi|y<i). To improve training efficiency, we

employ LoRA adaptor [15], similar to [9], and merge its

parameters to the LLM backbone. Furthermore, due to a

limited number of interactive motion data, we also leverage

a subset of single-person motion-text datasets from Motion-

X [21]. This additional single-person data offers prior

knowledge of how the individual motions are described in

language, enhancing the model’s ability to align motions

with textual descriptions.

Instruction-tuning with Inter-MT2 Data In this stage,

we aim to enhance the model to extend beyond understand-

ing and generating single-turn interaction motions and fo-

cusing on handling diverse and complex instructions pre-

sented through multi-turn conversational scenarios. Simi-

lar to the pre-training stage, We adopt a next-token predic-

tion training objective for training. The instruction-tuning

sequences are composed of user interactions paired with

corresponding responses, integrating tokens from a unified

vocabulary that covers texts, motions, or both modalities.

We also leverage the Inter-MT2 dataset along with single-

turn interaction data from existing motion datasets [20, 37],

formatted according to the instruction template of [16].

5. Experiments

In this section, we evaluate the effectiveness of MoLaM,

particularly focusing on its capability to accurately under-

stand and generate interactive motions in complex, multi-

turn conversational scenarios involving both motions and

text modalities. To extensively validate our approach,

we compare MoLaM against several specialized baseline

methods, each explicitly designed for individual tasks. This

allows us to understand the performance and versatility of

MoLaM. Additionally, we investigate the contribution and

effectiveness of our proposed dataset, Inter-MT2, showing

how it enhances MoLaM’s ability to process and generate

interactive motion and texts. We also provide qualitative

video results generated by MoLaM in the supplementary

material.

5.1. Evaluation Tasks and Baselines

Motion Reasoning We introduce a motion reasoning task

to validate the model’s ability to comprehend interactive

motions and text queries. Motion reasoning involves pre-

dicting past or future events, or reasoning about current

motions, based on prior conversational data. This task re-

quires the model to understand the context of the conversa-

tion, interpret how the given interactive motion fits within

that context, and adjust its reasoning accordingly. We uti-

lize LLMs-based evaluator, specifically GPT-4o [25], to as-

sess the content alignment, naturalness, and logical coher-

ence of the generated textual responses. Content alignment

evaluates how accurately the text reflects the given interac-

tive motions, logical coherence checks the consistency and

reasoning accuracy of inferences made about past or future

events, and naturalness evaluates the fluency of generated

texts, with rating each metric on a 10-point scale. Addition-

ally, we employ linguistic metrics, such as METEOR [3],

and MAUVE [28] to quantitatively evaluate relevance and

fluency against 2002 labeled samples from the Inter-MT2

test set. We present the results on motion reasoning in §5.2.
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Motion Editing In the motion editing task, the model

modifies the given motion based on a person’s persona or

scenario, e.g., emotions or relationship dynamics, which

adds complexity as changes in one individual affect the

other’s motion. Unlike single-person motion editing [2, 11],

the task that edits interactive motions should consider pre-

serving contextual coherence and social dynamics. We eval-

uated the methods on 1445 samples from the Inter-MT2

test set. In a within-subject user study (following [11]),

30 participants each rated five samples (from 30 randomly

selected tests) on content similarity, instruction alignment,

and motion quality using a 5-point Likert scale. Content

similarity evaluates whether the edited motion preserves

the original meaning of the source motion, while instruc-

tion alignment assesses how accurately the edited motion

follows the given command. Participants compared our

method against four baselines by reviewing randomly shuf-

fled motion outputs. Additionally, we measured perfor-

mance using data-driven metrics, Frechet Inception Dis-

tance (FID), and mean per joint position error (MPJPE),

against the labeled motions in the Inter-MT2 test set, fol-

lowing [11]. The results are detailed in §5.3.

Traditional Motion Relevant Tasks We further evalu-

ated our method on three traditional interactive motion

tasks: motion-to-text, text-to-motion, and reaction gener-

ation, using the combined test sets from InterHuman [20]

and Inter-X [37]. Text-motion matching is assessed via top-

3 retrieval precision (batch size 32) in the retrieval mod-

els’ feature space [27]. Motion quality is measured by the

Frechet Inception Distance (FID) and the accuracy of reac-

tion motions is measured by mean per joint position error

(MPJPE) in meters. Detailed results are in §5.4.

Baselines Since our interactive multi-turn scenarios and

tasks, including interactive motion reasoning and motion

editing, are novel, there is no exact comparison method.

We compare our method against reasonable baselines that

handle both motion and texts as input and output.

• Two-stage approach. We leverage off-the-shelf LLMs

and motion-to-text methods. For the motion reasoning

task, we convert motions to text via the state-of-the-art

motion-to-text model, TM2T [12] and then apply large

language models (GPT-4o [25], LLaMA-3.1-8B [7]). For

the motion editing task, we first convert the given motions

into text descriptions using TM2T, and we concatenate

the motion description with editing command texts. We

then put the texts to InterGEN [20] to generate modified

motions.

• Extending unified single-human motion model. We

adopt a single-human motion-language model, Mo-

tionGPT [16], for interactive motions. We consider three

variations: (1) MotionGPT∗: a modified MotionGPT

Methods LLM-Assisted Linguistic Metrics

Coh. ↑ Align. ↑ Nat. ↑ METEOR MAUVE

two-stage approach
TM2T + LLaMA-3.1 3.852 3.050 6.348 0.226 0.009

TM2T + GPT-4o 4.266 3.455 6.790 0.227 0.019

unified approach
MotionGPT∗ 1.855 1.303 3.574 0.096 0.005

MotionGPT∗
I 3.690 3.160 5.291 0.218 0.417

MoLaM w/o Inter-MT2 2.770 2.141 4.968 0.145 0.004

MoLaM (Ours) 5.252 4.511 6.981 0.260 0.794

Table 2. Evaluation on Motion Reasoning task with Inter-MT2

test set. Coh., Align., and Nat. denote logical coherence, content

alignment, and naturalness, respectively. Bold indicates best per-

formance and underline denotes the second best performance.

fine-tuned on interactive motion data; (2) MotionGPT∗
I :

MotionGPT∗ enhanced with Inter-MT2 dataset; (3)

MoLaM w/o Inter-MT2: our method fine-tuned with in-

struction templates, but without Inter-MT2 data.

• Motion generation baselines. For traditional motion

tasks, we benchmarked against interactive motion gener-

ation methods, ComMDM [30] and InterGEN [20], and a

single human motion generation model, MoMask∗ [13].

5.2. Motion Reasoning
In the motion reasoning task, conversations about two in-

teractive motions are examined to assess the model’s ability

to deduce past or future events and comprehend the mo-

tivations driving the motions. The experimental results in

Table 2 demonstrate that our unified model, MoLaM, out-

performs baselines across all LLM-assisted and linguistic

metrics. Specifically, MoLaM achieves improvements with

performance increases exceeding 1.9 points in logical co-

herence, 1.1 points in content alignment, and nearly 0.2

points in naturalness compared to the best two-stage model.

The improved performance of our unified model,

MoLaM, over two-stage approaches, appears to result from

two key factors: error accumulation and interpretation am-

biguity. Two-stage models can carry over errors if the

motion captioning step is inaccurate, undermining content

alignment and coherence. In contrast, our unified architec-

ture integrates motion encoding and reasoning in a single

framework, minimizing error propagation. Moreover, a sin-

gle caption may not fully capture multiple interpretations of

the same motion, compromising context accuracy in two-

stage setups. Our unified approach, however, accounts for

these varied interpretations to generate more contextually

precise outputs. Figure 5 shows its ability to dynamically

adjust interpretations and responses by incorporating con-

text from previous conversations.

5.3. Motion Editing
We aimed to validate the hypothesis that users perceive in-

teractive motions edited by our proposed method as more
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The current motion is                     Can you tell me what happened before?

 Before this scene, the first person received a wristwatch as a gift 
and extended their arm for the second person to adjust it.

The next scene is                             Explain the reason for this motion.

MoLaM (Ours) TM2T + GPT-4o TM2T + LLaMA3.1—8B

     

                    

After the first person finished 
adjusting the wristwatch, the first 
one might acknowledge the help
and show their respect to the
second person. …

The squatting motion could be 
part of a game or playful exercise 
routine. This activity might be 
intended to strengthen their leg 
muscles …

The two people are playing a game 
of squatting down. This could be a 
playful way for the second person to 
help the first person stretch their legs 
….

Figure 5. Generated samples for interactive motion reasoning task. This example shows how MoLaM explains behaviors and their

motivations, demonstrating a deeper understanding of scenarios by incorporating context from prior interactions.

Figure 6. User subject study results for motion editing. We plotted

the difference only in a post hoc pairwise comparison of the pro-

posed method. * as 0.01 < p < 0.05, ** as p < 0.01, and *** as

p < 0.001. The error bars represent 95% confidence intervals.

Methods FID ↓ MPJPE ↓
two-stage approach
TM2T + InterGEN 0.110 0.811

unified approach
MotionGPT∗ 0.251 4.002

MotionGPT∗
I 0.161 3.982

MoLaM w/o Inter-MT2 0.080 0.908

MoLaM (Ours) 0.064 0.758

Table 3. Quantitative results in motion editing task.

content-consistent, better aligned with instructions, and

of higher overall quality. To investigate this, we con-

ducted a user study and analyzed the results using repeated-

measures multivariate analysis of variance (MANOVA).

The analysis revealed significant effects of the method on

user perception across all evaluated dimensions; F (4) =
4.591, p = 0.002, η2 = 0.137 for content similarity,

F (4) = 7.134, p = 0.000, η2 = 0.197 for instruction align-

ment, and F (4) = 4.781, p = 0.001, η2 = 0.142 for mo-

tion quality, with all α = 0.05. The estimated marginal

mean of the rated score is reported in Figure 6. The results

show that the proposed method had better alignment, qual-

ity, and consistency of instruction in other baselines with

significant differences.

During post-hoc pairwise comparisons, MoLaM signif-

icantly outperforms the two-stage model (TM2T [12] with

InterGEN [20]) in terms of content similarity (p = 0.017)

and instruction alignment (p = 0.010). The two-stage

model had lower content similarity due to motion-to-text

conversion errors causing unintended motions. It also strug-

gled with instruction alignment since InterGEN was trained

to generate motions from textual descriptions, limiting its

adaptability. In contrast, our unified framework avoids error

accumulation and, trained on diverse instructions, demon-

strates superior reasoning and adaptability for accurate mo-

tion editing and generation. Compared to MoLaM w/o

Inter-MT2, our model significantly improves content sim-

ilarity (p = 0.010) and instruction alignment (p = 0.001),

suggesting that excluding Inter-MT2 data hinders motion

control. It also outperforms MotionGPT∗
I in all metrics,

indicating that the baseline’s VQ-based tokenizer strug-

gles to capture precise relative joint positions in two-person

motion. Further ablation studies on the motion tokenizer

are provided in the supplementary materials. Quantitative

evaluations using data-driven metrics, specifically FID and

MPJPE (Table 3), further confirmed the superiority of our

method over baseline methods, consistent with user study

results. Examples of generated edited motions are illus-

trated in Figure 7.

5.4. Traditional Motion Related Tasks

In this section, we conduct comparison experiments on ex-

isting motion-relevant tasks, such as motion-to-text (M2T),

text-to-motion (T2M), and reaction generation. The de-

tailed results are in Table 4. The first row (“Real”) shows

retrieval accuracy, and FID scores from the dataset labels.

Note that both MoLaM w/o Inter-MT2 and MotionGPT∗

were trained on all of these tasks for fair comparison. The

results confirm that incorporating Inter-MT2 dataset en-

hances the model’s performance in traditional motion tasks,
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MoLaM (Ours) MoLaM w/o Inter-MT2 MotionGPT*
I TM2T + InterGEN

MoLaM (Ours) MoLaM w/o Inter-MT2 MotionGPT*
I TM2T + InterGEN

One person circles around the other 
person, like [source motion].  Let's 
make the person who is circling 
seem more focused and strategic.

Two friends meet after a long time 
and greet each other like [source 
motion]. What if one of the friends 
becomes overly touched upon 
meeting the other friend?

[source motion]

[source motion]

Figure 7. Generated samples for interactive motion editing. The proposed method excels in capturing nuances, outperforming alternatives

in content similarity and instruction alignment.

Methods
M2T T2M Reaction Gen.

R Top3 ↑ R Top3 ↑ FID ↓ MPJPE ↓ FID ↓
Real 0.867 0.869 0.00 - 0.00

task-specific approach
TM2T∗ 0.696 0.534 0.300 - -

MoMask∗ - 0.612 0.066 1.602 0.112

ComMDM - 0.251 0.304 - -

InterGEN - 0.645 0.078 - -

unified approach
MotionGPT∗ 0.494 0.328 0.123 3.444 0.355

MotionGPT∗
I 0.503 0.331 0.118 1.436 0.380

MoLaM w/o Inter-MT2 0.894 0.561 0.082 0.984 0.031

MoLaM (Ours) 0.901 0.568 0.059 0.691 0.019

Table 4. Comparisons for three motion-related tasks on Inter-X

and InterHuman datasets. M2T denotes motion-to-text, T2M for

text-to-motion, and Reaction Gen. for reaction generation.

by comparing with MoLaM w/o Inter-MT2.

For M2T, Top-3 retrieval accuracy improved from 0.894

(MoLaM w/o Inter-MT2) to 0.901 (MoLaM). For T2M,

it rose from 0.561 to 0.568, with FID dropping from 0.082

to 0.059, indicating better motion generation. For reaction

generation, MPJPE decreased from 0.984 to 0.691 and FID

from 0.031 to 0.019, highlighting the benefits of multi-turn

datasets for motion comprehension and generation. We be-

lieve that Inter-MT2 dataset provides diverse, context-rich

examples, helping the model learn more nuanced relation-

ships between text and motion.

In addition, we compared MoLaM against task-specific

methods, each optimized individually per each task. Note

that the methods marked with an asterisk (*) were originally

designed for single-motion tasks and were trained on inter-

active motion data for our evaluation. MoLaM outperforms

these specialized models in motion-to-text (M2T) and re-

action generation tasks, achieving higher retrieval precision

accuracy and lower MPJPE and FID scores. In the text-

to-motion task (T2M), MoLaM achieves a comparable per-

formance against the state-of-the-art task-specific models,

including InterGEN and MoMask∗, highlighting the ability

to generate high-quality interactive motions.

Generate interactive motions where three people are engaging 
with each other while chatting

Figure 8. Expanding MoLaM to generate multiple human mo-

tions. For clarity, we simplified the incremental process, where

MoLaM first generates two-person motion and adds a third-person

to them.

5.5. Discussion: Generating Multi-Human Motions
Interestingly, the versatility of MoLaM allows it to gener-

alize beyond two-person interactions without explicit fine-

tuning on multi-person interactive data. Specifically, users

can incrementally generate motions: first generating a two-

person motion, then adding a third person’s motion condi-

tioned on the existing context. By leveraging prior turns,

MoLaM seamlessly integrates the new figure’s movements,

as shown in Figure 8. Since our method is agnostic to the

number of people, it can readily extend to groups or crowds,

provided interactive multi-person data is available.

6. Conclusion
In this paper, we introduced MoLaM, a versatile motion-

language model designed to understand, generate, and rea-

son about interactive motions. We presented the detailed

architecture and training strategy of our unified frame-

work, which integrates large language models with inter-

active motion modality. To further enhance the model’s

reasoning capabilities and applicability, we presented a

specialized dataset, Inter-MT2, which incorporates a vari-

ety of reasoning tasks set within multi-turn conversations

centered on interactive motions. Our comprehensive ex-

periments demonstrated that MoLaM successfully handles

instruction-following, motion editing, and motion reason-

ing tasks, highlighting its capability to effectively interpret

and generate contextually accurate interactive motions.
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    /NLD (Gebruik deze instellingen om Adobe PDF-documenten te maken waarmee zakelijke documenten betrouwbaar kunnen worden weergegeven en afgedrukt. De gemaakte PDF-documenten kunnen worden geopend met Acrobat en Adobe Reader 6.0 en hoger.)
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    /ENU (Use these settings to create Adobe PDF documents suitable for reliable viewing and printing of business documents.  Created PDF documents can be opened with Acrobat and Adobe Reader 6.0 and later.)
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