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Figure 1.SteerXis a zero-shot inference-time steering approach t
and feed-forward scene reconstruction models [24, 61, 86], enabli

Abstract

Recent progress in 3D/4D scene generation emphasize
the importance of physical alignment throughout video gen-
eration and scene reconstruction. However, existing meth-

ods improve the alignment separately at each stage, makind

it dif cult to manage subtle misalignments arising from an-
other stage. Here, we present SteerX, a zero-shot inference
time steering method that uni es scene reconstruction into
the generation process, tilting data distributions toward bet-
ter geometric alignment. To this end, we introduce two ge-
ometric reward functions for 3D/4D scene generation by
using pose-free feed-forward scene reconstruction models
Through extensive experiments, we demonstrate the effe
tiveness of SteerX in improving 3D/4D scene generation.

*Equal contributiony Corresponding author

C_

hat seamlessly integrates video generative models [24, 35, 59, 62, 80]
ng any 3D and 4D scene generation without explicit camera conditions.

1. Introduction

Generating 3D and 4D scenes from images or text prompts

%as attracted signi cant attention due to its potential appli-

cations in AR/VR and robotics [10, 63, 76]. This progress
is largely driven by the advancement of generative mod-
els [7, 25, 35, 62, 80] and neural scene representations [33,
46, 73]. Generative models learn the underlying distribution
of large-scale and high-quality video data, leveraging their
scalability without imposing explicit physical constraints.

In contrast, neural scene representations lift these distribu-

tions into structured 3D or 4D spaces, enforcing physical

consistency and enabling more faithful scene modeling.

In this context, recent efforts [2, 3, 23, 27,59, 71, 75, 87]
have focused on producing geometrically consistent images
by ne-tuning generative models with camera pose param-
eters, where the generation process follows user-de ned or
pre-de ned camera trajectories. This facilitates seamless 3D
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and 4D scene reconstructions but requires complex opti-directly adopt standard gradient guidance approaches [13,
mization to regress neural scene representations, increasin@4, 57] for several reasons. For one, gradient guidance can
computational overhead and hindering practical adaptation.be used only when the reward is fully differentiable, which
To address this inef ciency, another line of work [24, 37] hampers exibility in the design of reward functions. More-
has introduced text-conditioned camera pose generation andver, there exist substantial memory constraints to compute
feed-forward decoding of pixel-aligned 3DGS [33]. This gradients for dozens of video frames, limiting their scalabil-
approach trains 3DGS decoders to learn a mapping func-ty for long video sequences. Therefore, we propose a steer-
tion that directly reconstructs 3D scenes from multi-view ing algorithm based on sequential Monte Carlo (SMC) [20],
images, leveraging multiple 3D scene datasets for improvedwhich has gained recent traction [19, 36, 55, 74] due to its
3D scene modeling. However, the limited datasets used toapplicability to non-differentiable reward functions and fa-
train pose-conditioned decoders fail to capture the variousvorable inference-time scaling properties.
camera trajectories produced by video generative models.
This results in slight misalignments between video genera-
tion and scene reconstruction, requiring further re nement

steps [53, 79, 89] to enhance geometric consistency. as a fully general framework that integratasy generative

To sum up, previous works handle geometric alignment \ijeq models wittany 3D reconstruction models, enabling
separately in either video generation or scene reconstruCiverse tasks, including Image-to-3D, Image-to-4D, Text-

tion. This makes it dif cult to address cross-stage misalign- 5 3p and Text-to-4D generation. Through extensive ex-

ments, as inconsistencies in one stage may not be fully oryeiments on both 3D and 4D scene generation with various
rected in the other. Despite recent efforts to mitigate this

: e - . ; ‘ pre-trained video generative models [24, 35, 59, 62, 80],
issue, achieving precise alignment remains an ongoing chalye gemonstrate the effectiveness and broad applicability
lenge due to the indistinct link between the two stages.

- of our approach. Furthermore, we show that by increasing
On the other hand, zero-shot guidance methods that alyhe nymper of particles, we see favorable scaling proper-

ter the sampling trajectory of generative models to enforceties’ opening up new possibilities that have been rather un-

physical constraints have been widely explored in recent lit- 15, ,ched in 3D/4D scene generation: test-time scaling.
erature [17, 64]. These methods have shown great general-

izability and performance, contingent uporwall-de ned

reward For instance, in inverse imaging problems, a closed- 2. Related Works
form likelihood function can guide prior sampling processes
toward posterior sampling [13, 57]. However, directly ap-

plying zero-shot guidance to 3D/4D scene generation re-

mains challenging due to the ambiguity in de ning reward various neural scene representations have been explored for
functions and the signi cant computational overhead. 3D and 4D scene reconstruction. Most recent works tend to
In this work, we address this gap by introducing SteerX, yse Neural Radiance Fields (NeRF) [46] and 3D Gaussian
a zero-shot inference-time steering method that seamlessi\splats (3DGS) [33] for its high-quality rendering of under-
integrates video generation and scene reconstruction, genellying static scenes [4, 5, 85]. These scene representations
ating geometrically aligned high-quality 3D and 4D scenes. have been extended to reconstruct 4D scenes by incorporat-
To achieve this, we de ne geometric reward functions to ing additional supervision®(g, depth maps [78] and seg-
assess physical consistency across video frames, drawingnentation masks [34]) along with deformable elds [38, 47,
inspiration from cycle consistency [90] to guide the gener- 50, 51, 67] and Gaussian splats [65, 73].
ation process toward high-reward outputs. We propose two Recent advancements in 3D and 4D scene datasets [16

geometric reward functions tailored for 3D and 4D scene 40, 41, 54, 82, 84, 88] have enabled the development of

generation. To evaluate geometric consistency across multi- . ) .
ple video frames, we extend MEL3R [1], a recent evaluation generalizable scene representations, allowing feed-forward

metric forimage pairs, by incorporating advanced pos:e-freescene reconstruction methods [9, 12, 15, .60’ 69]. Further
feed-forward scene reconstruction methods such as Mv_advancements have extend_ed these techniques to pose-free
DUSt3R+ [61] and MonST3R [86]. These reconstruction fe-ed.-foryvard 3D reconsiruction models [56, 61 68, 81, 86],
methods lift intermediate generated video framesring eliminating the need for camera pose conditions and en-

the reverse sampling process into 3D and 4D spaces. Théalbllng the scene reconstruction from hundreds of unposed

reconstructed scenes are then projected back into the origilmages’ making the process more exible and scalable. We

. . . leverage these powerful pose-free 3D reconstruction mod-
nal image space for consistency evaluation. .
g9e sp y eval els, speci cally MV-DUSt3R+ [61] and MonST3R [86],
However, even when the reward is de ned, one cannot . . . :
to assess geometric consistency and lift generated video
IDenoised predictions, as used in [13] frames into 3D and 4D spaces.

By designing tailored reward functions for geometrically
plausible and accurate 3D/4D scene generation, along with
a guided sampling process based on SMC, SteerX serves

2.1. 3D and 4D Scene Reconstruction
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2.2. 3D and 4D Scene Generation can be applied to any reward function. SteerX builds upon
KS, integrating geometric reward functions and exploring

tailored design space for geometric steering, making it ap-
plicable toanyvideo generative models.

Recent 3D and 4D scene generation approaches commonlg
adopt a two-stage framework, where video generation is fol-
lowed by scene reconstruction, with a focus on enhancing
geometric consistency across both stages. Some works ne- I ) .
tune video generative models with camera pose parame—g" Preliminary: Feynman-Kac Steering

ters[2,23,27,42,71,75, 83, 87], where the generation pro-pjffusion models [18, 58] are learned to reverse a forward
cess is conditioned on a user-de ned or pre-de ned cameraprocesst;  ¢(x(jXo = X) with T timesteps, that gradu-

trajectory to produce geometrically aligned video frames. a|ly transforms a data sampieinto Gaussian noise. This

These camera-conditioned video frames are used as trainreyverse process (x; 1jx;) is de ned as:

ing data to regress neural scene representations. While they

produce plausible scenes, optimizing scene representations

from scratch incurs high computational costs. P (XT:XT 155505 X1;X0) / P (Xt 1jXe): (1)
In contrast, camera-free approaches [24, 37] reconstruct t=1

3D scenes without camera conditions, improving geomet- The main goal of inference-time steering methods is to

ric alignment in the scene reconstruction stage. They gen- ample tilted distributions toward maximizing an exponen-

erate text-conditioned camera poses and use a feed—forwarﬁaI of user-speci ed reward function (xo) as:

3DGS decoder trained on diverse 3D scene datasets to es- '

timate underlying 3D structures from posed multi-view im- B (X0)/ p (Xo)exp(r (Xo)): @)

ages. However, these methods often fail to fully capture the

diverse camera trajectories produced by video generative Feynman-Kac Steering (FKS) [55] introduces a system

models. Instead of addressing alignment separately at eaclf multiple interacting diffusion paths.é. particles), where
stage, SteerX integrates scene reconstruction models dleach patxt.0 = (X1;:::;Xp) isresampled at intermediate

rectly into the video generation process, ensuring that videosteps based on potentid®s (x+ ), resulting in a sequence
frames are optimally structured for accurate scene recon-of tilted distributionsp (X1 .):

struction and enabling seamless integration of both stages.

. . Y
2.3. Guided Sampling pOaa)/ P re)Gslxrs) (@)
Generative models are trained to represent data distributions s=T
across various domains, including images [30, 48, 49, 52],
videos [26, 31], and 3D [43, 72]. However, sampling from

tilted d'Stt”b'.“'t'o?tS €9, fp ostbelrlczr ?jlstrll_)utl?ns f“’m mea-  Thege potentials are generally de ned as SMC [74] to score
surements) is often preferable to drawing from naive prior. the particles at each transition step; ! x; based on
Recent works [6, 77] have encoded user preferences

through reward functions and ne-tuned generative mod- intermediate rewards (x).

els to maximize these rewards, effectively sampling from 4. Methods

a tilted distribution toward high-reward outputs. However,

ne-tuning approaches require extensive training and ham- In this section, we introduce SteerX, a zero-shot inference-

pers the generalizability by modifying the base distribution. time steering method for 3D/4D scene generation. SteerX
In contrast, guided sampling methods [13, 17, 57, 58, 64] uni es pose-free feed-forward scene reconstruction models

allow sampling from a tilted distribution in a zero-shot man- into the video generation process, iteratively tilting the data

ner while keeping the base distribution intact. Among vari- distribution towards geometrically aligned samples. In Sec-

ous paradigms, two classes stand out: gradient-based guidtion 4.1, we de ne two geometric reward functions to eval-

ance [13, 57] and particle ltering19, 36, 74]. Gradient-  uate geometric consistency in generated multi-view images

based guidance is simple to implement and widely applied and dynamic videos, respectively. In Section 4.2, we detail

but requires differentiable reward functions and is memory- our SMC-based steering algorithm.

intensive. In contrast, particle ltering is amenable to non- )

differentiable rewards, and is more memory-ef cient, as it 4.1. Geometric Rewards

does not rely on backpropagation. Recently, Feynman-Kacoyr geometric rewards build upon MEt3R [1], which uti-

Steering (FKS) [55] has uni ed previous particle ltering  |izes DUSt3R [68] to measure feature similarity in over-

techniques, introducing a general steering framework that|apping regions between image pairs. It extracts upscaled

2Throughout the paper, we exibly use the term particle Iteringand sSMc DINO features [8, 22] and computes the cosine similarity

to refer to this class. between reference view features and the rendered features

where the product of(@otentials matches the total tilt of
the base distribution as ?:T Gi(XT:1) = exp( r (xo))-
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Figure 2.An overview of geometric rewards.Our reward functions assess the geometric consistency of intermediate generated video
frames by computing the feature similarity of upscaled DINO features. (a) GS-MEt3R evaluates feature similarity between the original
video frames and their corresponding rendered images from 3DGS. (b) Dyn-MEt3R focuses on background regions by unprojecting
background features from half of the video frames and reprojecting them onto the remaining frames to compute feature similarity.

from another viewpoint. It can evaluate multiple images by agesf Figl{; and rendered imagds; g\, as:
computing feature similarity across all possible image pairs _ _

and averaging the scores. However, as the number of images _ 1 XXX Fi'k IfiJk ] 5
increases, this becomes computationally expensive, making r= N ii gk i Pk i ®)
the overall generation process inef cient. ke T '

To address this, as shown in Fig. 2, we introduce two  This approach not only offers a more direct evaluation of
geometric reward functions, GS-MEt3R and Dyn-MEt3R, the physical consistency of the 3D scene compared to av-
which measure geometric consistency across video framesraging consistency across all image pair combinations but
tailored for 3D/4D scene generation, respectively. We em- also indirectly assesses the rendering quality of 3DGS. In
ploy pose-free feed-forward scene reconstruction methodspther words, high GS-MEt3R scores indicate both geomet-
MV-DUSt3R+ [61] and MonST3R [86], to reconstruct 3D ric alignment and visually realistic 3D scenes.
and 4D scenes, which are subsequently projected back intgp scene Reward. While the 3D scene reward function
image space to assess consistency with the original framesis hased on 3DGS, feed-forward dynamic scene reconstruc-
This mitigates computational bottlenecks while ef ciently {jon with Gaussians remains underexplored, making it dif -
evaluating global consistency in the generated video frames o1t o directly apply 3DGS-based rewards. Instead, we em-

3D Scene Reward. We extend MEt3R [1]in distinctways ~ ploy 3D point cloud representations, where MonST3R [86]
to better suit 3D and 4D scene reconstruction models. Forreconstructs it with point mapiX gL, , binary dynamic
3D scenes, recent methods [61, 81] introduce a mappingmasksf Migl; , and camera posé®; g, as:

function f  that directly reconstructs 3DGS and camera ) N N .

poses fromN sparse view§l; 2 R? W S3gN. as: foafligm T XiMiPigs ©)

( . N H W where we leverage these time-varying point clouds as 4D
foofligh, ! Fiios i 9=1 @) scene representations and design a reward function for eval-
I fPigh, ’ uating geometric consistency in dynamic videos.

Since dynamic masks are produced in the camera pose
where the 3D scene is represented as Gaussian parametemrsstimation process to retain only high-con dence points, a
including position , volume densityo, covariance , and well-reconstructed 4D scene should effectively Iter out dy-
colorc. Then, we produce imagé$; g\, byrenderingthe  namic objects while preserving geometric consistency in the
scene with estimated camera po&@sgly, , ensuring they  background regions. Therefore, we evaluate the consistency
correspond to the same viewpoints as the input images. Fi-only for background regions of video frames, which are not
nally, GS-MEt3R is measured by computing the cosine sim- Itered out by the dynamic mask. To this end, we rst split
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Algorithm 1 SteerX (v-prediction)
Required: v-parametrized diffusion model , reward
function r , number of particlesk, and initial noise

fxrg, N (0:1).

Sampling:

1: fort2fT 1;:::;0gdo

2: fori 2f1:::kgdo

s % Pooda DTy )

4; x}  dpm-solvef®}; x}.;)

5: s r (RY . Intermediate rewards
6: Gi exp( max'_(s)) . Potential
7 end for

g fxigk, Multinomial(fx};Gigk,) . Resample
9: end for

10: | argmaX 1k g’ (Xb

11: return x4

andly; = flo;la;::0;In 19 Then, we unproject the

upsampled DINO features of background regions ip
into 3D space using MonST3R. Finally, we reproject them
onto the viewpoint ofl i, where the rendered features

similarity with background regions i as:

o Fl i
ri = @ MOY——5— O
ke C R i P i
1 K2
= = ri: 8)
(N==2) i=1

With these geometric rewards, we can effectively steer
pre-trained video generative models to produce geometri-
cally consistent video frames, which are then directly recon-
structed into 3D and 4D spaces using the feed-forward 3D
reconstruction models employed in the geometric rewards.

4.2. Geometric Steering

Using the rewards de ned in Section 4.1, getin (2) be the
distribution we wish to sample from. SMC operates with the
three following steps:

1. (Proposal)) For each particle, sample from the proposal
distributionx} G (XtjX}41)

2. (Weighting) Compute weights from reward-based po-

_ b (XUXL_ ) i

=t Gt

3. (Resampling Draw new particles from the multinomial
distributionf x{g.,  Multinomial(f x}; Gigk, )

tentials! |

Two choices should be made: the poten@a) and the pro-
posal distributiorg . For the potential, we use max potential
i T
Gi(XT)' =exp max[r (Ro)] 9)
with
!
Gi(XT:t)
t=1
such that the particle with the highest reward is preferred.
Notice that we use the Tweedie estim@ge= E[Xojx] [13,
21, 55] in intermediate steps to avoid full reverse sampling.
For the proposal kernel, to save computation, we leverage
DPM-solver++ [44], which approximates the true sampling

trajectory limited to small neural function evaluation (NFE).
These choices lead to SteerX, as shown in Alg. 1.

1

Go(xT:0) :=exp(r (xo)) (10)

Proposition 1. Given the reverse generative proces$lij
let ¢ be the transition kernel satisfying

P (Xt 1jXt)

————2 =1+ ((XT1); 11

(X 1) t(XT:1) (11)
with j ((XT+)] " uniformly. Also assume that the error

from the reward computed at the approximate stégeis
bounded, i.gr (Ro) r (Xo)j . Then, given the de ned
max potentials ir{9),(10), Alg. 1 samples from

p(X0) I p (xo)exp(r (xo))(L+ O(T"+ 1)) (12)

See Appendix A for the proof. Prop. 1 states that when
the approximation errors are suf ciently small, then we can
sample from the desired tilted distribution with SteerX.

5. Experimental Results

In this section, we conduct extensive experiments to verify
the scalability and effectiveness of SteerX across various
video generative models in four scene generation scenar-
ios: Text-to-4D, Image-to-4D, Text-to-3D, and Image-to-
3D. We brie y explain our experimental setup in Section 5.1
and present both qualitative and quantitative results, as well

as design choices of SteerX in Section 5.2.

5.1. Experimental Setup

Implementation Details. For video generative models,
we generate 25 frames at480 480 resolution, except
for models that require a xed video length. Since recon-
structing 3D scenes using all generated video frames is im-
practical, we use only eight frames for the reconstruction.
We follow the default settings of MV-DUST3R+ [61] and
MonST3R [86]. We set = 10 for the potential. To en-
courage exploration and reduce computation overhead, we
adopt interval resampling, as in FKS [55], and apply the
steering procedure 8 selected timesteps out dfreverse
diffusion steps, settiniyl = 4 for 3D scene generation and

M = 2 for 4D scene generation.
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Figure 3.Qualitative results of video generation in PenguinVideoBenchmark [35]We visualize for Mochi [62] (top) and Hunyuan-
Video [35] (bottom). SteerX achieves the best alignment with camera motion instructions while maintaining high video quality.

Baselines and Benchmarks. We evaluate our SteerX  Method Aestheti¢ Subject Temporal Dyn-MEt3R'
with Mochi [62] and HunyuanVideo [35] for Text-to-4D  Mochi[62] 0491  0.950 0.243 0.884
generation, and CogVideoX [80] for Image-to-4D. For —,goN 0.498 0941 0244 0.912

k
1
_ _ _ 4
Image-to-3D, we employ S-Director with orbit-left from +SteerX(later) 4 0488 0.937 0.242 0.910
4
4

DimensionX [59]. For Text-to-3D, we utilize the video gen-  + SteerX(linear) 0.490 0949  0.244 0.918
+ SteerX (early) 0.500 0.955 0.248 0.929

eration and scene reconstruction models proposed in Splat-
Flow [24]. We conduct evaluations on 98 samples from HunyuanVideo[35] 1 ~ 0.549  0.967 _ 0.241 00911

the PenguinVideoBenchmark [35] with camera descriptions  + BoN 4 0551 0978 0.239 0.931

for Text-to-4D generation, and 355 samples from VBench- +SteerxX(later) 4 0556 0976  0.237 0.931

12V [32] for Image-to-3D and Image-to-4D generation. Ad- 12:32%2?@? j g'ggg g'g;g % %‘6‘2
ditionally, we use 100 samples from the Single-Object- __ - :
with-Surrounding set of T3Bench [28] for Text-to-3D eval- Table 1.Q_uant|tat|ve results in I_DengumV|deoBenchmark [35]. _
uation. For all evaluations, we compare against the best-of->€e™X W'.th aneale.d resampling timesteps to the ‘.aarly sampling
N approach, wherk particles are generated independently, process signi cantly improves the overall video quality.

and the one with the highest reward is selected. Addition-

ally, we include a baselin(= 1) that generates a video 9-2. Main Results
and reconstructs the scene without inference-time steermg..rext to-4D Generation.

Figure 3 and Table 1 present re-
Evaluation Metrics. For 4D generation, we evaluated the Sults of text-conditioned video generation. Notably, SteerX
Aesthetic Score and Subject Consistency in VBench [32] signi cantly outperforms both the baseline and the best-of-
for video quality and semantic consistency, respectively. N, con rming that our geometric steering effectively resam-
Also, we evaluated Temporal Consistency to measure textples particles to guide the data distribution toward geomet-
alignment in Text-to-4D generation, including adherence to fically aligned samples. Moreover, quantitative results show
camera motion instructions. We evaluated Dynamic Degree@ Strong correlation between Dyn-MEt3R and other metrics,
to measure the overall dynamicness in Image-to-4D gener-Suggesting that the geometric steering can contribute to both
ation. For 3D generation, we followed the evaluation pro- Physical consistency and overall video quality.

tocols in Director3D [37] and SplatFlow [24], measuring We observe that annealed resampling timesteps, where
the image quality and the CLIP score [29] for both gener- the steering procedure at the early sampling stages outper-
ated multi-view images and rendered images of 3DGS. Fi-forms linear resampling, whereas resampling at later stages
nally, for all generation scenarios, we evaluated the geomet-tends to degrade performance. This observation aligns with
ric consistency of multi-view images and dynamic videos previous ndings [2, 59], where camera poses for video
using GS-MEt3R and Dyn-MEt3R, respectively. frames are largely determined early in the sampling process
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Input Imagé CogVideoX [80] + Best-of-N + SteerX (early)
Figure 4.Qualitative results of video generation in VBench-I12V [32].SteerX enhances vividness and overall visual quality.

Figure 5.Qualitative results in Image-to-4D.SteerX naturally lifts object motion into 4D spaces, while preserving geometric alignments.

Method k Aestheti¢ Subject Dynamic¢' Dyn-MEt3R'
CogVideoX [80] 1 0592 _0.945 0.158 0.880
+ BoN 2 0591 0.941 0.141 0.882
+ SteerX (early) 2 0593 0.945 0.161 0.894
+BoN 4 0594 0944 0.143 0.901

+ SteerX(early) 4 0596 0.957 0.170 0.909

Table 2. Quantitative results in VBench-12V [32]. Results
demonstrate the scalability of geometric steering axreases.

Method K Rendering Sample

BRISQUE# NIQE# CLIP-I" GS-MEt3R
Figure 6.Qualitative results in Text-to-4D. DimensionX [59] 1 373 425 824 0.708
+ BoN 4 29.8 433 832 0.745

as the diffusion model conceptualizes global structures. As , e (early) 4 29.7 424 837 0749
a result, resampling at early timesteps coarsely aligns theT ble 3 el its in VBench-I2V [32]. F Sered
geometry by tilting the data distribution, laying the founda- Table 3.Quantitative results in VBench- [32]. For rendere

. . L . images, we report results after the re nement process in [24, 37].
tion for a more precise geometric alignment in later stages.

Th metrically aligned vi fram ntri . . . .
e geometrically aligned video frames contribute to we validate the scalability of SteerX, as increasing the num-

better 4D scene reconstruction, as shown in Fig. 6. Whileb r of particlek consistently enhances performance across
the baseline struggles to capture accurate camera poses an P y b

the best-of-N approach results in blurry 4D scenes, our ap-al metrics. As shown in Fig. 5, geometrically aligned videq

. . ._frames can be reconstructed to better 4D scenes, producing
proach precisely estimates camera poses and generates visu-_. ) . ;
ally realistic 4D scenes. This highlights the effectiveness of realistic dynamic objects and well-aligned backgrounds.
SteerX in the seamless integration of video generation and
scene reconstruction, ensuring that generated video frame$mage-to-3D Generation. We verify the effectiveness of
are optimally structured for precise scene reconstruction. SteerX in the Image-to-3D scene generation. While multi-

view images generated by SteerX closely resemble those

Image-to-4D Generation. Figure 4 and Table 2 show from the best-of-N approach, SteerX reconstructs 3D scenes
the results in image-conditioned video generation, and ourwith ner details and fewer discontinuities in novel views,
SteerX performs the best for all metrics, and we observeas shown in Fig. 8. Furthermore, quantitative results in Ta-
that SteerX generates dynamic and realistic video framespble 3 demonstrate that SteerX achieves better visual qual-
whereas the baseline produces almost motionless framesty and geometric consistency in both rendered images and
and the best-of-N approach results in blurry frames. Also, generated images compared to other baselines.
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