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Figure 1. FlowChef steers the trajectory of Rectified Flow Models during inference to tackle linear inverse problems, image editing,
and classifier guidance. We extend FlowChef to SOTA models like Flux and InstaFlow, enabling gradient- and inversion-free control for
efficient, controlled image generation.

Abstract

Despite recent advances in Rectified Flow Models
(RFMs), unlocking their full potential for controlled gen-
eration tasks—such as inverse problems and image edit-
ing—remains a significant hurdle. Although RFMs and Dif-
fusion Models (DMs) represent state-of-the-art approaches
in generative modeling, their reliance on computationally
demanding backpropagation through ODE solvers and in-
version strategies often undermines efficiency and preci-
sion. In this paper, we present FlowChef, a novel training,
inversion, and gradient-free inference-time steering strat-
egy for RFMs that deterministically guides the denoising
process. We first develop a theoretical and empirical under-
standing of the vector-field dynamics of RFMs in efficiently
guiding the denoising trajectory. Specifically, leveraging
the straightness and smooth Jacobian properties, we derive
the mathematical relationship between gradients of recti-
fied flow ODEs. We extend our theoretical findings to solve
linear-inverse problems, image editing, classifier guidance,

and many more tasks. We perform extensive evaluations
and show that FlowChef significantly exceeds baselines
in terms of performance, memory, and time requirements,
achieving new state-of-the-art results. Remarkably, for the
first time, it scales effortlessly to billion-parameter mod-
els such as Flux. Project Page: https://flowchef.
github.io/

1. Introduction
Recent advances in diffusion models have led to rapid
progress in AI-generated content (AIGC), particularly in
text-to-image (T2I) and text-to-video (T2V) models across
various domains such as entertainment, arts, and design [13,
36, 40, 44, 49, 50]. These developments have resulted in re-
markable performance in controlled generation tasks such
as image editing, solving inverse problems, and personal-
ization. Existing methods focus on training the conditional
model [12, 18], defining guidance strategies [8, 15], and
performing an inversion [2, 3]. Despite this rich landscape,
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Figure 2. Motivation behind FlowChef based on rectified flow models’ trajectory space. Let p1 ∼ N(0, I) and p0 be noise and
posterior distributions. (a) Stochasticity and nonlinear trajectories can complicate gradient estimation at each denoising step t. (b) Our
method FlowChef enables efficient trajectory steering to guide xt along the trajectory towards xref

0 . (c) As t → 0, the cosine similarity
of RFMs gradients, with or without ODESolver backpropagation, increases, in contrast to the erratic gradients of DMs. (d) FlowChef
improves the latency by 7x and performance by 2x compared to the prior diffusion SOTA baselines on inverse problems using pixel models.

the recent emergence of flow-based methods [27], particu-
larly RFMs [26, 28], remains underexplored, presenting a
promising yet nascent frontier for investigation.

Although performing very well, existing approaches for
solving inverse problems often require minutes of compu-
tation and additional memory overhead [2, 8, 47, 51, 53].
Image editing methods typically involve either inversion or
explicit training [3, 5, 21] (including flow-based concurrent
works). These limitations can be attributed to the inherent
stochasticity of DMs (see Figure 2(a)) and backpropaga-
tion through ODESolver for RFMs, often requiring a higher
number of function evaluations (NFEs) and computing bud-
get. As a result, they cannot be extended to large state-of-
the-art models like Flux or SD3 [13].

The goal of this paper is to advance our theoretical
understanding of vector field dynamics of RFMs that
can allow us to solve inverse problems and editing tasks
alike without needing intensive computing resources while
maintaining SOTA-like performance. Specifically, we
want to answer the question: does rectified flow
ODEs bring any new perspectives to the
table for controlled generations?

In this paper, in our attempts to understand the depen-
dencies on backpropagation, we first revisit the ODEs that
govern these models and derive the error dynamics. In the
case of DMs, an error term emerges that can hinder the
convergence due to inaccuracies in estimating the denoised
samples or improper gradient approximations. Contrary to
diffusion models, rectified flow models exhibit straight tra-
jectories with smooth vector fields and a deterministic na-
ture due to their linear interpolation between noise and data
distributions (see Figure 2(b)).

By leveraging these properties, we derive the gradient
relationship of the guidance term with and without back-
propagation through ODESolver. Specifically, in RFMs, the
straight trajectories enable the gradient at the marginal dis-

tribution to be expressed as an affine function of the gradi-
ent at the posterior through simple scaling transformation
(see Figure 2(c)). Based on this critical finding, we present
FlowChef, allowing efficient steering of the generative
process without costly backpropagation, unlocking a new
paradigm for controlled image generations.

We conduct extensive evaluations of FlowChef on lin-
ear inverse problems on pixel and latent space RFMs. We
also present the FlowChef-Edit variant designed ex-
plicitly for inversion-free image editing. Our results demon-
strate that FlowChef not only surpasses baseline methods
but does so with greater computational efficiency and with-
out the need for inversion (see Figure 2(d)). As illustrated in
Figure 1, FlowChef addresses a variety of tasks. For per-
spective, FlowChef handles the linear inverse problems
within 18 seconds on the latent-space model, while SOTA
takes 1-3 minutes per image. Furthermore, we explore its
practical applicability to large-scale models (i.e., Flux) to
tackle both linear inverse problems and image editing to-
gether without inversion and within 30 NFEs at billions of
parameter scales. At last, we extend FlowChef on other
downstream tasks such as classifier-guided style transfer,
3D generation, and multi-concept image editing. Our key
contributions can be summarized as follows:

• We develop a theoretical and empirical understanding of
the vector field of rectified flow models for a guided, con-
trolled generation.

• We introduce FlowChef, the most efficient method
to date for guided, controlled generation using RFMs,
achieving near state-of-the-art performance without re-
quiring inversion or gradient backpropagation.

• We demonstrate FlowChef’s superior performance
across multiple tasks, including linear inverse problems,
image editing evaluated on the PIE benchmark [21], and
classifier guidance.
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Figure 3. Illustration of impact of number guided control steps on baseline MPGD (DMs) and proposed FlowChef (RFMs) with equal
guidance values: ∇x̂0 L = (x̂0 −xref

0 )/N . FlowChef deterministically steers RFMs, achieving high-quality results with only five guided
steps. In contrast, MPGD, applied to stochastic DMs, exhibits reduced performance due to inherent randomness.

2. Related Works

We provide detailed related works, especially diffusion
methods, and conditional sampling, in the Appendix 12.

Inverse Problems. This task addresses training-free ap-
proaches for solving inverse problems such as in-painting,
super-resolution, Gaussian de-blurring etc [11]. Much of
the current literature focuses on diffusion models, particu-
larly pixel-space models [8, 11, 53, 60]. However, these
models face challenges when scaled to latent-space mod-
els, as they are incompatible with off-the-shelf pretrained
models and require backpropagation through ODESolvers,
which can take at least three minutes per image for satis-
factory results [11, 45, 47, 51]. MPGD [15] attempts to
avoid backpropagation utilizing DDIM [52] property, but
limitations persist, especially with large-scale models. RB-
Modulation [48] extends MPGD for style transfer and ob-
serves similar challenges.

Recent work has extended these approaches to ODEs
(e.g., OT-ODE) and flow models [39]. D-Flow [2], for
instance, optimizes initial noise by differentiating through
the full trajectory chain; however, this comes with signifi-
cant resource demands and is not adaptable to state-of-the-
art (SOTA) models like Flux or SD3 [13]. PnPFlow is an
inversion and gradient-free method for inverse problems,
but it leads to over-smoothed results and lacks extensibil-
ity to image editing. In this work, we propose FlowChef,
which addresses linear inverse problems in a gradient and
inversion-free manner while achieving SOTA performance
w.r.t. flow-based methods.

Image Editing. Diffusion-based approaches dominate im-
age editing [19], but they rely heavily on accurate inver-
sion [3, 20, 21, 34]. Although inversion-free diffusion meth-
ods are faster, they often lack in edit quality [10, 33, 59, 61].
Despite RFMs being SOTA in text-to-image (T2I) genera-
tion, they still lack robust editing capabilities. iRDS [62]
and RF-Inversion [46] presents an inversion strategy for
RFMs, but they significantly lack quality and control. Sim-

ilarly, RectifID [54] offers an optimization-based approach
to modify the entire trajectory for personalized T2I genera-
tion but performs poorly on inverse problems.

Concurrent Works. We note two concurrent works: RF-
Solver [57], and FlowEdit [25]. RF-Solver improves the
inversion strategy using higher-order optimization but still
requires inversion for editing. Importantly, FlowEdit fol-
lows our spirit of inversion-free image editing but lacks the-
oretical justifications.

To the best of our knowledge, we present the first com-
prehensive solution that enhances RFMs for solving linear-
inverse problems, image editing and extends beyond it with-
out significant computational or time overhead.

3. Preliminaries
Classifier guidance, inversion problems, and image editing
involve guiding a model toward a specific target sample or
distribution in both pixel and latent spaces. However, these
tasks are often treated separately in the literature. Here, we
present a unified problem formulation to encompass these
downstream tasks, with a focus on rectified flow models.

3.1. Problem Formulation
Let uθ : Rd × [0, T ] → Rd represent a pretrained flow
model estimating the drift v = x1 − x0 from xt. The
denoised sample x̂0 is obtained by integrating the drift uθ

over time from t = T to t = 0, starting from xT ∼ p1.
With a target sample xref

0 , we define a cost function L :
Rd × Rd → R+ that quantifies the cost of aligning x̂0 with
xref

0 , yielding the optimization problem:

min
{x̂t}T

t=0

L(x̂t, xref
0 ), (1)

where {x̂t}T
t=0 represents the model-generated trajectory

from xT to x0. The objective is to find the trajectory that
minimizes L, effectively steering the generated sample to-
ward the target. This can be adapted for the denoising stage
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with either a noise-aware cost function at each timestep t
or by estimating x0 to refine the trajectory as needed. The
gradient update is given by:

x̂t ← xt − s · ∇xt
L(x̂0, xref

0 ), (2)

where s is guidance scale. This process requires estimating
x̂0, backpropagating gradients through ODESolver (uθ) to
adjust xt, and iteratively refining xt−∆t.

Prior methods like DPS [8], FreeDoM [64], and Univer-
sal Guidance [1] share a common update rule for guided
sampling. In contrast, MPGD and RB-Modulation opti-
mize in the denoised space (x̂0) using DDIM to compute
xt−1, avoiding backpropagation of the ODE solver. How-
ever, these approaches struggle to accurately estimate x̂0

due to stochastic sampling and curved trajectories in DMs.

3.2. Cost Functions
Notably, explicit xref

0 is unnecessary and can be approx-
imated with appropriate cost functions depending on the
downstream tasks. Assuming initial Gaussian noise xT

leads to x̂0, the cost function can be defined as:

L(x̂0, xref
0 ) = ||x̂0 − xref

0 ||22. (3)

In inverse problems, let F : Rd → Rn represent
a degradation operation (e.g., downsampling for super-
resolution). We then define:

L(x̂0, xref
0 ) = ||F(x̂0) − xref

0 ||22. (4)

Here, xref
0 is a degraded sample, and we guide the model

to generate x̂0 such that its degraded version matches xref
0 .

For classifier guidance, the cost function can be based on the
negative log-likelihood (NLL). Specifically, given a classi-
fier pϕ(c|x̂0), the cost function is:

L(x̂0, c) = − log pϕ(c|x̂0). (5)

Remark 1. Although presented in pixel space, this formu-
lation extends to latent space by introducing a Variational
Autoencoder (VAE) encoder (E) and decoder (D).
Remark 2. Image editing task needs to find the good bal-
ance between background preservation and editing. This
can be formulated with the help of Eq. 4, where F is the
mask to preserve the background.

4. Proposed Method
In this section, we introduce our method, FlowChef,
which enables inference-time steering for rectified flow
models by presenting an efficient gradient approximation
during guided sampling. We begin by analyzing the error
dynamics of general ordinary differential equations (ODEs)
and then explain how the inherent properties of rectified
flow models mitigate existing approximation issues. Build-
ing on these insights, we derive FlowChef objective.

4.1. Error Dynamics of the ODEs
Understanding why existing methods often fail and require
computationally intensive strategies is crucial. In ODE-
based generative models, guiding the sampling process to-
ward a desired target typically involves computing the gra-
dient of a loss function with respect to the model’s pa-
rameters or state variables. As noted in Eq. (2), even
though the denoised output can be estimated using x̂0 ←
Sample(xt, uθ(xt, t)), backpropagation through the ODE
solver is still necessary to obtain ∇xtL. This raises the
question: Why is backpropagation through the ODE solver
necessary?

Approximating gradient computations is a common ap-
proach to reduce computational overhead [15, 53]. How-
ever, in models governed by nonlinear ODEs, unregulated
gradient approximations can introduce significant errors
into the system dynamics. This issue is formalized in the
following proposition:

Proposition 4.1. Let p1 ∼ N (0, I) be the noise distribu-
tion and p0 be the data distribution. Let xt denote an inter-
mediate sample obtained from a predefined forward func-
tion q as xt = q(x0, x1, t), where x0 ∼ p0 and x1 ∼ p1.
Define an ODE sampling process dx(t) = f(xt, t)dt and
quadratic L = ||x̂0 − xref

0 ||22, where f : Rd × [0, T ] → Rd

is an ODESolver. Then, the error dynamics of ODEs for
controlled image generation is governed by:

dE(t)

dt
= −4sE(t) + 2e(t)T ϵ(t),

where e(t) = x̂0−xref
0 , E(t) = e(t)T e(t) is the squared

error magnitude, s > 0 is the guidance strength, and ϵ(t)
represents the accumulated errors due to potential stochas-
ticity and non-linearity.

The proof of Proposition 4.1 is provided in the Ap-
pendix 8. The term −4sE(t) denotes the exponential de-
cay of error due to guidance, while 2e(t)⊤ϵ(t) captures the
impact of non-linearity and stochasticity. In diffusion mod-
els, stochasticity and curved sampling trajectories lead to
larger ϵ(t), hindering convergence. Although outside the
scope of this paper, in Appendix 11, we show that the er-
ror dynamics do not strictly converge for diffusion models.
In contrast, rectified flow models exhibit straight trajecto-
ries, causing ϵ(t) to approach zero and allowing the error to
decrease exponentially. Figure 2(d) & 3 compares the two
gradient-free guided sampling strategies in DMs and RFMs.

4.2. FlowChef: Steering Within the Vector Field
Rectified flow models inherently allow error dynamics to
converge even with gradient approximations due to their
straight-line trajectories and smooth vector fields, as dis-
cussed previously. Hence, vector field uθ(xt, t) is trained
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to be smooth, and this smoothness implies that uθ changes
gradually w.r.t. xt. We formalize our approach with the fol-
lowing assumptions about the Jacobian of the vector field:

Assumption 1 (Local Linearity): Within the small neigh-
borhoods around any point xt along the sampling trajec-
tory, the vector field uθ(xt, t) behaves approximately lin-
early with respect to xt. Doing Taylor series expansion for
small perturbations δ, we get:

uθ(xt + δ, t) ≈ uθ(xt, t) + Juθ
(xt, t)δ, (6)

where Juθ
(xt, t) = duθ(xt,t)

dxt
is the Jacobian matrix of

uθ with respect to xt.

Assumption 2 (Constancy of the Jacobian): The Jaco-
bian Juθ

(xt, t) varies slowly with respect to xt within these
small neighborhoods. Therefore, for small δ, it can be ap-
proximated as constant:

Juθ
(xt + δ, t) ≈ Juθ

(xt, t). (7)

Under these assumptions, we derive the following gradi-
ent relationship between ∇xtL and ∇x̂0L:

Lemma 4.2 (Gradient Relationship). Let uθ : Rd ×
[0, T ] → Rd be the velocity function with the parameter
θ. Then the gradient of the cost function (∇xt

L) at any
timestep t can be approximated as:

∇xt
L = (I + t · Juθ

)T ∇x̂0
L. (8)

Proof. Leveraging the straight-line trajectories characteris-
tic of rectified flow models, the data sample at t = 0 can be
estimated directly from an intermediate state xt:

x̂0 = xt + t · uθ(xt, t). (9)

By differentiating the x̂0 with respect to xt, we get:

dx̂0

dxt
= I + t · duθ(xt, t)

dxt
(10)

= I + t · Juθ
(xt, t). (11)

Using the chain rule for gradients:

∇xt
L =

�
dx̂0

dxt

�T

∇x̂0
L. (12)

Substituting the expression for dx̂0

dxt
, we obtain:

∇xt
L = (I + t · Juθ

(xt, t))T ∇x̂0
L. (13)

Algorithm 1: Proposed FlowChef (generalized).

1 Input: Pretrained Rectified-flow model uθ, input
noise sample xT ∼ N(0, I), target data sample
xref

0 , s′ is the guidance scale, and L cost function.
2 for t ∈ {T...1} do
3 v ← uθ(xt, t)
4 dt ← 1/T
5 x̂0 ← xt + t · v

6 xt ← xt − s′∇x̂0L(x̂0, xref
0 ) // Lemma 4.2

7 xt−1 ← xt + dt · v // Theorem 4.3

8 RETURN x0

Therefore, we get ϵ(t) = t · Juθ
(xt, t)T ∇x̂0

L. Impor-
tantly, when t = 0 or Juθ

varies slowly, I + t · Juθ
(xt, t)

can be treated as constant with a special case of identity
when t = 0. In Figure 2(c), we can observe that the gradi-
ent directions align as t → 0. Under this approximation, the
difference between the two error dynamics becomes negli-
gible. Since ϵ(t) introduces only a small correction, it leads
to the convergence in error dynamics as t → 0. Combin-
ing the results of Preposition 4.1, Assumption 1 and 2, and
Lemma 4.2, we obtain the following theorem with straight-
forward proof that facilitates the controlled generation for
rectified flow models in computationally efficient way:

Theorem 4.3. (Informal) Given the above assumption and
notations, the update rule for the vector field driven by uθ

for the controlled generation is:

xt−∆t = xt + ∆t · uθ(xt, t) − s′∇x̂0L, (14)

where s′ is the guidance scale.

The formal statement and proof are provided in the Ap-
pendix 9. This theorem forms the core of FlowChef, en-
abling efficient controlled generation. Importantly, in Ap-
penidx 10, we derive the constraints that ensure numerical
accuracy to guarantee convergence. Specifically, as long as
s′ and ∆t are sufficiently small, we will stay in pretraining
distributions to avoid the divergence.
Remark 3. ∇x̂0L is a simple differentiation of the loss
function. It does not involve any gradients. However, when
working on inverse problems for latent diffusion/flow mod-
els, the VAE decoder will have gradients.

Algorithm Overview. Algorithm 1 provides a general-
ized overview of FlowChef. A key feature of FlowChef
is that it starts from any random noise xT ∼ N (0, I) and
still converges to the desired distribution or sample with-
out inversion or backpropagation. At each timestep t, we
first estimate the x̂0. Then we calculate the loss L(x̂0, xref

0 ).
At last, we directly optimize xt using the gradient ∇x̂0

L,
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Reference
Resample

PSLD
(500 NFEs) D-FlowRectifID

Degraded

FlowChef
(InstaFlow)

FlowChef
(Flux)

14GB / 294 sec 19GB / 181 sec 18GB / 230 sec 33GB / 34 sec 14GB / 18 sec 64GB / 56 sec

Figure 4. Qualitative results on linear inverse problems. All baselines are implemented on stable diffusion v1.5, except FlowChef Flux
variant. Results are reported for VRAM and time on an A100 GPU at 512 x 512 resolution, with Flux experiments at 1024 x 1024.

as per Lemma 4.2. Similarly, we extend this core principle
and present FlowChef-Edit for image editing on Flux
and InstaFlow models, with Algorithm 3 detailing the im-
plementation. We provide a detailed ablation study on hy-
perparameters in the Appendix 17.

5. Experiments
We evaluate FlowChef across multiple tasks: (1) Lin-
ear inversion problems on pixel and latent-space models,
and (2) image editing. We highly encourage the readers
to refer to Appendix 16; we provide further comprehen-
sive evaluations on classifier-guided style transfer and ex-
tend FlowChef to multi-object editing and 3D genera-
tion. Overall, FlowChef demonstrates superior perfor-
mance across all tasks, significantly reducing compute and
time costs compared to baselines. Notably, FlowChef ex-
tends seamlessly to image editing tasks without inversion.

5.1. Linear Inversion Problems
We evaluate FlowChef against several baselines on three
common linear tasks: box inpainting, super-resolution, and
Gaussian deblurring, under varying difficulty levels. We
extend both FlowChef and the baselines to latent-space
models to simulate real-world applications, reporting re-
sults on PSNR, SSIM [58], and LPIPS [66] across 200 im-
ages from CelebA [30] and AFHQ-Cat [7]. Memory re-
quirements and computation time are also analyzed.

5.1.1. Pixel-space models
As FlowChef requires straightness and no crossovers, we
select the Rectified-Flow++ pretrained models [26]. We
compare FlowChef with recent flow-based methods OT-
ODE [39], D-Flow [2], and PnP-Flow [32], implement-

ing the former two baselines manually due to lack of
open-source access and tuning them for optimal perfor-
mance. Additionally, we extend two diffusion-based base-
lines, DPS [8] and FreeDoM [64], for the RFMs. For com-
parisons, we use the Rectified-Flow++ models that are pre-
trained on FFHQ (for CelebA) and AFHQ-Cat datasets.
Experiments are conducted for 64x64 image resolutions.
Hyper-parameters for each method are reported in the Ap-
pendix 15. Our selected tasks include: (1) Box inpainting
with 20x20 and 30x30 centered masks, (2) Super-resolution
with 2x and 4x scaling factors, and (3) Gaussian deblurring
with an 11x11 kernel at intensities of 1.0 and 10.0, with
added Gaussian noise at σ = 0.05.

Results. We present the quantitative and qualitative eval-
uation results in Table 1 and Appendix 18, respectively. It
can be observed that FlowChef significantly improves the
performance on both easy and hard settings across the tasks
and all metrics consistently. Notably, from Table 3, we find
that the FlowChef is also the fastest and most memory
efficient. Diffusion-based extended baseline (DPS) outper-
forms even recent baselines. However, DPS requires back-
propagation through the ODESolver. Although the existing
gradient-free method, PnP-Flow, outperforms many other
baselines, FlowChef leads the benchmark.

5.1.2. Latent-space models.
Flow-based baselines are not extended to the latent space
models as either they are already very computationally
heavy or require extra Jacobian calculations to support the
non-linearity introduced by the VAE models. We adapt
D-Flow [2] and RectifID [54] as flow-based baselines,
adding diffusion-based baselines PSLD-LDM [47] and Re-
sample [51] for comprehensive comparisons. We use In-
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Method BoxInpaint Deblurring Super Resolution

PSNR (↑) SSIM (↑) LPIPS (↓) PSNR (↑) SSIM (↑) LPIPS (↓) PSNR (↑) SSIM (↑) LPIPS (↓)

Easy Scenarios
Degraded 21.79 74.76 10.92 20.17 54.03 22.20 24.68 77.57 11.67
OT-ODE 19.11 77.86 13.49 21.86 62.51 15.14 21.64 62.23 26.64
FreeDoM 20.87 74.79 13.92 20.21 69.73 13.22 21.15 77.54 12.12
DPS 23.61 74.79 9.35 22.49 69.73 10.23 23.94 77.54 8.46
D-FLow 20.37 70.06 13.67 20.22 61.99 14.51 21.60 69.89 12.29
PnP-Flow 22.12 68.02 14.70 22.00 65.79 15.95 22.42 68.06 14.91
FlowChef (ours) 26.32 87.70 3.36 27.69 86.43 2.66 26.00 80.15 4.43

Hard Scenarios
Degraded 18.75 65.12 22.54 16.83 30.02 54.04 20.77 55.85 38.16
OT-ODE 16.37 67.35 19.22 17.89 34.02 29.68 18.19 39.43 36.84
FreeDoM 18.88 65.07 16.83 16.50 34.88 18.91 19.58 55.84 14.12
DPS 20.68 65.06 13.06 17.58 34.89 15.86 21.52 55.90 10.31
D-FLow 18.34 62.62 19.94 16.93 34.13 25.31 20.01 56.46 17.64
PnP-Flow 20.44 61.96 17.53 19.50 50.54 22.00 21.35 61.78 17.78
FlowChef (ours) 21.45 78.75 7.73 20.31 52.73 10.64 21.62 60.33 10.18

Table 1. Pixel-space model-based evaluations for tackling the linear inverse problems. SSIM & LPIPS results are multiplied by 100.

Method BoxInpaint Super Resolution Deblurring

PSNR (↑) SSIM (↑) LPIPS (↓) PSNR (↑) SSIM (↑) LPIPS (↓) PSNR (↑) SSIM (↑) LPIPS (↓)

Diffusion based methods
Resample 20.12 79.94 19.36 26.91 70.91 30.75 25.27 62.97 41.94
PSLD (500 NFEs) 28.30 93.81 4.49 25.79 65.15 33.27 26.64 65.44 43.10
PSLD (100 NFEs) 26.90 93.13 5.29 21.95 54.67 46.08 21.25 51.62 51.92

Flow based methods
D-Flow 19.68 65.01 27.79 20.23 60.55 50.30 22.42 64.43 53.04
RectifID 23.81 75.13 10.50 10.36 31.55 67.08 10.40 31.16 66.60
FlowChef (InstaFlow) 22.94 73.55 9.94 25.83 64.73 31.38 22.50 47.42 42.54
FlowChef (Rectified Diffusion) 25.96 83.60 4.93 27.06 69.67 27.47 24.96 63.59 40.79
FlowChef (Flux) 25.74 82.99 9.40 20.25 64.34 41.88 18.98 64.37 53.43

Table 2. Latent-space model based evaluations for tackling the linear inverse problems. SSIM & LPIPS results are multiplied by 100.

Metric OT-ODE PnP-Flow D-Flow DPS FlowChef

VRAM (GB) 0.70 0.40 6.44 1.16 0.43
Time (sec) 10.39 5.23 80.42 12.8 4.31

Table 3. Compute requirement comparisons on a A6000 GPU.

staFlow [29] and Recitified Diffusion [55] (SDv1.5 non-
distilled variants) as a baseline for flow-based approaches
and utilize the original SDv1.5 checkpoint for the diffusion-
based baselines. We perform all tasks in 512 x 512 resolu-
tion, increasing to 1024 x 1024 for Flux experiments. Our
task settings are: (1) Box inpainting with a 128x128 mask,
(2) Super-resolution at 4x scaling, and (3) Gaussian deblur-
ring with a 50x50 kernel at intensity 5.0, all without extra
Gaussian noise. For consistency, settings are doubled for
Flux to a 256x256 mask, 8x super-resolution scaling, and
10.0 deblurring intensity. As VAE encoders add extra un-
wanted nonlinearity, pixel-level cost functions alone may
not be optimal. Hence, we calculate the loss in the latent
space only for the box inpainting task (as the degradation
function is known with σ = 0), allowing us to extend to
image editing later. For super-resolution and deblurring, we
stick with the pixel-level cost functions. The task-specific
settings and hyperparameters in the Appendix 15.

Results. Quantitative and qualitative results in Table 2
and Figure 4 show that FlowChef achieves SOTA perfor-
mance for flow-based methods and generalizes to Rectified
Diffusion which observes near-linear vector field. However,
a gap still remains w.r.t. the pure diffusion-based meth-
ods like Resample and PSLD. Notably, these baselines take
about 5 minutes and 3 minutes, respectively, per image (see
Figure 4), while FlowChef only takes only 18 seconds
and less memory (only 14GB). None of the existing flow-
based methods can be extended to Flux due to memory con-
straints. We find that FlowChef (Flux) reduces the arti-
facts in the images but observes the slight degradation in
color dynamics due to non-linear vector field.

5.2. Image Editing
Due to the optimization constraints, existing baselines
for classifier guidance cannot be applied to image edit-
ing. Therefore, for comparison, we use diffusion-
based inversion methods (Ledits++ [3], P2P [17], NT-
P2P [34], P2PZero [6], PnP [22]), and inversion-free meth-
ods (DiffEdit [10] InfEdit [61]). We compare flow-based
models against RF-Inversion [46] and two concurrent works
(RF-Solver and FlowEdit). We perform large-scale evalua-
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Input

A dog wearing space suit with flowers in mouth.

Ledits++ DiffEdit
FlowChef

(InstaFlow)InfEdit
FlowChef

(Flux)

A cute little bunny pig with big eyes.

RF-Inversion RF-Solver* FlowEdit*

a silver cat sculpture sitting next to a mirror

Figure 5. Qualitative results on image editing. As illustrated, our method attains the SOTA performance on comparison inversion-free
methods. Meanwhile the FlowChef (Flux) variant achieves better quality and edits. * denotes the concurrent works.

Method Inversion Structure (↓) Background Preservation CLIP Similarity

-Free PSNR (↑) LPIPS (↓) SSIM (↑) Whole (↑) Edited (↑)

SD v1.5 variants
P2P ✗ 0.0694 17.87 0.2088 0.7114 25.01 22.44
NT-P2P ✗ 0.0134 27.03 0.0607 0.8411 24.75 21.86
P2PZero ✗ 0.0617 20.44 0.1722 0.7567 22.8 20.54
PnP ✗ 0.0282 22.28 0.1135 0.7905 25.41 22.55
DiffEdit ✓ 0.0182 24.98 0.0679 0.8474 20.30 18.32
InfEdit (HA) ✓ 0.0091 28.45 0.0485 0.8626 24.04 21.13
FlowChef-Edit (HA) ✓ 0.0347 29.67 0.0410 0.8676 25.43 22.84
Flux.1[Dev]
RF-Inversion ✗ 0.0420 20.59 0.1888 0.7065 25.47 22.55
FlowChef-Edit (CA) ✓ 0.0395 24.31 0.1239 0.7960 25.32 22.34
FlowChef-Edit (HA) ✓ 0.0436 27.42 0.0845 0.8424 25.69 22.96

Concurrent works
RF-Solver ✗ 0.0422 21.07 0.1749 0.7741 26.61 23.39
FlowEdit ✓ 0.0284 21.77 0.1154 0.8291 25.34 22.67

Table 4. Evaluation metrics for different methods on background preservation and CLIP similarity on PIE-Bench.

tions on PIE-Bench [21]. Specifically, the (CA) denotes the
mask extracted using ConceptAttention [16], and the (HA)
denotes the human-annotated masks from PIE-Bench.

Results. Table 4 shows the quantitative results. It can
be observed that our FlowChef-Edit (InstaFlow) vari-
ant performs superior among the diffusion-based base-
lines. At the same time, FlowChef-Edit (Flux) out-
performs the existing inversion-based methods such as RF-
Inversion and RF-Solver. Importantly, ConceptAttention
is enough to achieve good performance among the flow-
based methods, but having human-annotated masks fur-
ther allows one to control the edits and achieve even better
performance. Qualitative results (see Figure 5) show that
FlowChef-Edit achieves superior results consistently.
Moreover, existing flow-based methods still struggle to pre-
serve structure and background, while our method not only

maintains the overall semantics but performs precise edits.

6. Conclusion

In this work, we introduced FlowChef, a versatile rec-
tified flow-based approach that unifies key tasks in con-
trolled image generation, including linear inverse prob-
lems, image editing, classifier-guided style transfer, etc.
Extensive experiments show that FlowChef outperforms
baselines across all tasks, achieving state-of-the-art perfor-
mance with reduced computational cost and memory us-
age. Notably, FlowChef-Edit enables inversion-free
editing and scales to SOTA T2I models like Flux. Our re-
sults demonstrate FlowChef’s adaptability and efficiency,
offering a unified solution for both pixel and latent spaces
across diverse architectures and practical constraints.
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