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Abstract

Open-vocabulary multi-object tracking (OVMOT) repre-
sents a critical new challenge involving the detection and
tracking of diverse object categories in videos, encompass-
ing both seen categories (base classes) and unseen cate-
gories (novel classes). This issue amalgamates the com-
plexities of open-vocabulary object detection (OVD) and
multi-object tracking (MOT). Existing approaches to OV-
MOT often merge OVD and MOT methodologies as sep-
arate modules, not fully leveraging the video information.
In this work, we propose VOVTrack, a novel method that
integrates object states relevant to MOT and video-centric
training to address this challenge from a video analysis
standpoint. First, we consider the tracking-related state
of the objects during tracking and propose a new prompt-
guided attention mechanism for more accurate detection
(localization and classification) of time-varying objects.
Subsequently, we leverage raw video data without annota-
tions for training by formulating a self-supervised object
similarity learning technique to facilitate temporal object
tracking (association). Experimental results underscore
that VOVTrack establishes itself as a state-of-the-art solu-
tion for the open-vocabulary tracking task.

1. Introduction

Multi-Object Tracking (MOT) is a fundamental task in
computer vision and artificial intelligence, which is widely
used for video surveillance, media understanding, etc [20,
21]. In the past years, plenty of datasets, e.g., MOT-20 [8],
DanceTrack [48], KITTI [17], as well as the algorithms,
e.g., SORT [51], Tracktor [46], FairMOT [56], have been
proposed for MOT problem. However, most previous works

*Equal contribution.
Corresponding author.
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Figure 1. Comparison between OVTrack [27] and our methods.

focus on the tracking of simple object categories, i.e., hu-
mans and vehicles. Actually, it is important for the per-
ception of various categories of objects in many real-world
applications. Some recent works have begun to study the
tracking of generic objects. TAO [7] is the first large dataset
for the generic MOT, which includes 2,907 videos and 833
object categories. However, these approaches are still lim-
ited to tracking predefined object categories.

With the development of Artificial General Intelligence
(AGI) and multi-modal foundation models, open-world
object perception has become a popular topic. Open-
vocabulary object detection (OVD) is a new and promising
task because of its generic settings. It aims to identify the
various categories of objects from an image, including both
the categories that have been seen during training (i.e., base
classes) and those not seen (i.e., novel classes). Although
OVD has been studied in a series of works [9, 11, 23],



the literature on open-vocabulary (multi-) object tracking
is rare. The recent work [27] builds a benchmark for
open-vocabulary multi-object tracking (OVMOT) based on
TAO [7]. The authors also develop a simple framework for
this problem, consisting of a detection head and a tracking
head. The detection head is directly taken from an existing
OVD algorithm, i.e., DetPro [13], which is used to detect the
open-vocabulary categories of objects in each frame without
considering any tracking-related factors. Then the tracking
head is used to learn the similarities among the detected ob-
jects in different frames. Due to the lack of video data with
open-vocabulary tracking annotations, the approach in [27]
uses a data hallucination strategy to generate the image pairs
for training the tracking head. However, the generated im-
age pairs ignore the adjacent continuity and temporal vari-
ability of the objects in a video sequence, which is crucial
for higher performance [44]. As discussed above, the exist-
ing methods for open-vocabulary tracking simply combine
the approaches of OVD and MOT in series as independent
modules. It does not consider the object states during track-
ing, e.g., mutual occlusion, motion blur, efc., and does not
make use of the sequential information in the videos.

Therefore, in this work, we aim to handle the open-
vocabulary object tracking from the standpoint of contin-
uous videos. The comparison between our method and that
in [27] can be intuitively seen from Figure 1. Specifically,
we first consider the various states of the objects during
tracking. Our basic idea is that damaged objects (e.g., with
occlusion, motion blur, efc.) should be weakened for fore-
ground object feature learning. This way, we model these
states as the prompts, which are used to calculate the at-
tention weights of each generated detection proposal during
training the object detection network. This methodology
can provide more accurate detection (localization and clas-
sification) results of the time-varying objects during track-
ing. Second, to fully utilize the raw videos without open-
vocabulary tracking annotations, we formulate the tempo-
ral association (tracking) task as a constrained optimization
problem. The basic idea is that each object should maintain
consistency across different frames, allowing us to leverage
object consistency to effectively learn the object appearance
similarity features for temporal association. Specifically,
we formulate the object appearance self-consistency and the
spatial-appearance mutual-consistency learning problem, in
which we also consider the object category consistency.
These consistencies work together to learn the object ap-
pearance similarity features for the temporal association
(tracking) sub-task, thus enhancing the overall performance
of OVMOT. Notably, the existing OVMOT dataset TAO
provides 534.1K (frames) of unlabeled video data. Com-
pared to the 18.1K annotated samples, the unlabeled data
have a huge potential to be explored for training. Our self-
supervised training method obtains significant performance
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improvements only using the raw data, thus effectively al-
leviating the burden of annotations for OVMOT. The main
contributions of this work are:

* We propose a new tracking-related prompt-guided atten-
tion for the localization and classification (detection) in
the open-vocabulary tracking problem. This method takes
notice of the states of the time-varying objects during
tracking, which is different from the open-vocabulary ob-
ject detection from a single image.

We develop a self-supervised object similarity learning
strategy for the temporal association (tracking) in the OV-
MOT problem. This strategy, for the first time, makes
full use of the raw video data without annotation for OV-
MOT training, thus addressing the problem of training
data shortage and eliminating the heavy annotation bur-
den in OVMOT.

Experimental results on the public benchmark demon-
strate that the proposed VOV Track achieves the best per-
formance using the same training dataset (annotations).

2. Related Work

Multiple object tracking. The prevailing paradigm in
MOT is the tracking-by-detection framework [ 1], which in-
volves detecting objects in each frame first, and then associ-
ating objects across different frames using various cues such
as object appearance features [3, 5, 16, 25, 32, 37, 42, 51],
2D motion features [14, 38, 43, 53, 59], or 3D motion fea-
tures [22, 24, 30, 35, 45, 49]. Some methods leverage graph
neural networks [4, 10] or transformers [31, 47, 55, 61] to
learn the association relationships between objects, thereby
enhancing tracking performance. To broaden the object cat-
egories of the MOT task, the TAO benchmark [7] has been
proposed for studying MOT under the long-tail distribution
of object categories. On this benchmark, relevant meth-
ods include AOA [12], GTR [61], TET [26], QDTrack [16],
etc. While these methods perform well, they are still lim-
ited to pre-defined object categories, which makes them un-
suitable for diverse open-world scenarios. Differently, this
work handles the OVMOT problem, which contains cate-
gories not seen during training.

Open-world/vocabulary object detection. Open-world
object detection identifies salient objects without prede-
fined categories, treating classification as clustering based
on similarity [9, 11, 23]. Open-vocabulary detection also
identifies unseen categories but requires predicting spe-
cific object categories [54]. Early works [2, 40] trained
detectors with text embeddings, while recent approaches
leverage pre-trained vision-language models like CLIP [39]
that connect visual concepts with textual descriptions for
strong open-vocabulary classification. Building on this
foundation, many works [18, 52, 60] utilize such models
for open-vocabulary and few-shot object detection. Some
studies [13, 57, 58] further enhance prompt embeddings



through prompt learning methods. Unlike these single-
image detection methods, we propose a prompt-guided
training method designed for open-vocabulary tracking in
continuous videos, which can effectively enhance the de-
tection performance for the videos.

Open-world/vocabulary object tracking. There are
relatively few works addressing the task of open-world
tracking. Related approaches aim to segment or track all
the moving objects in the video [6, 33] or handle the generic
object tracking [34-36] using a class-agnostic detector. Re-
cently, the TAO-OW benchmark [29] is proposed to study
open-world tracking problems, but its limitation lies in eval-
uating only class-agnostic tracking metrics without assess-
ing class-related metrics. To make the setting more practi-
cal, OVTrack [27] first brings the setting of open vocabu-
lary into the tracking task, which also develops a baseline
method and benchmark based on the TAO dataset. How-
ever, the method in [27] directly uses an existing OVD al-
gorithm for detection, and its training process only utilizes
static image pairs and ignores the information from video
sequences. Differently, we consider the tracking-related ob-
ject states for detection, and also propose a self-supervised
video-based training method designed for open-vocabulary
tracking, making full use of video-level information to en-
hance the performance of open-vocabulary tracking. Re-
cent work SLAck [28] addressed the lack of temporal con-
tinuity in OVTrack’s training process by incorporating ad-
jacent frame information. This approach attempts to ob-
tain continuous (pseudo) labels by computing IoU between
detection results of adjacent frames and sparsely annotated
frames. Different from SLAck, this work designs the self-
supervised loss for appearance learning without any anno-
tation.

3. PROPOSED METHOD
3.1. VOVTrack Framework

OVMOT requires localizing, tracking, and recognizing the
objects in a video, whose problem formulation is provided
in Appendix 1. We first describe the framework of VOV-
Track, which mainly includes object localization, object
classification, and temporal association modules, as shown
in Figure 2. For improving the localization and classi-
fication, in Section 3.2, we design a tracking-state-aware
prompt-guided attention mechanism, which can help the
network learn more effective object detection features. For
learning the temporal association similarity, in Section 3.3,
we propose a video-based self-supervised method to train
the association network, which considers the appearance
and spatial self/mutual-consistency and category consis-
tency, thereby enhancing the tracking performance.
Localization: We employ the class-agnostic object pro-
posal generation approach in Faster R-CNN [41] to localize
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objects for both base and novel categories C in the video. As
supported by prior research [6, 18, 27, 60], the localization
strategy has shown robust generalization capabilities toward
the novel object class C™*¢!. During the training phase, we
leverage the above-mentioned generated RPN proposals as
the initial object candidates P. The localization result of
each candidate » € P is the bounding box b € R*. For
each b, we also obtain a confidence p. € R derived from
the classification head. To refine the localization candidates,
besides the classical non-maximum suppression (NMS), we
also use this confidence p.. To obtain a more effective
pe € R in the classification head, we propose a prompt-
guided attention training strategy in later Section 3.2.

Classification: Existing closed-set MOT trackers only
track several specific categories of objects, which do not
need to provide the class of each tracked object. In this
way, classification is a new sub-task of the OVMOT. To
enable the framework to classify open-vocabulary object
classes, following the OV detection algorithms [18, 52, 60],
we leverage the knowledge from the pre-trained model, i.e.,
CLIP [39], to help the network recognize objects belonging
to the novel classes C™! . We distill the classification head
using the CLIP model to empower the network’s classifica-
tion head to recognize new objects. Specifically, as shown
in Figure 2, after obtaining the Rol feature embeddings f,
from the localization head, we design the classification head
with a text branch and an image branch to generate embed-
dings f'°** and fi™® for each f,. The supervision of these
heads comes from the CLIP text and image embeddings.
We use the method in [13] for CLIP encoder pre-training.

First, we align the text branch with the CLIP text en-
coder. For Ve € C"e the class text embedding t. of
class ¢ can be generated by the CLIP text encoder 7 (-) as
t. = T (¢). We compute the affinity between the predicted
text embeddings £'°** and their CLIP counterpart t,. as

z(r)

1
Liext = m E w,Lcor (softmax(
repP

[COS (f:ext’ tbg) ,COS (fﬁext7 tl) o

z(r)

D).e.).

ey
where ty,, is a background prompt learned by treating the
background candidates as a new class, w, is the tracking-
related prompt-guided attention weight (described in Sec-
tion 3.2), A is a temperature parameter, Lcg is the cross-
entropy loss and c, is the class label of . Then, we align
each image branch embedding f™& with the CLIP image
encoder Z(-). For each candidate object r, we input the cor-
responding cropped image to Z(-) and get the CLIP image
embedding i,.. We minimize the distance between the corre-
sponding fi™& and i, as Limgge = ﬁ Srep ||fime — i, |
In the testing stage, with the embeddings £'*** and fi™&
derived from the text branch and image branch, respectively,
we can obtain the corresponding classification probabilities

3 COS (thEXt, tlcbase ‘)] 5
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Figure 2. The training framework consists of three parts: first is the localization head used to localize objects of all categories in the video
as region candidates; the second is the CLIP distilled classification head consisting of image and text branches, which uses tracking-state-
aware prompts to guide the model in focusing on object states while learning classification features, thereby better distinguishing the OV
categories; and the third part is the association head that utilizes self/mutual-consistency between the same objects in different frames to

learn association features in a self-supervised way.

text img

and p. © of each r belonging to the class ¢, using the
z( ) and softmax operation in Eq. (1). After that, we use
the fusion strategy in [18] to calculate the final classification
probability p..

Association: The association head aims to associate the
detected objects with the same identification across frames,
the main purpose of which is to learn the object features for
similarity measurement.

To learn the association model, given the detected ob-
jects from the localization head, we use appearance embed-
dings to extract the features for association. For training the
appearance embedding model, a straightforward method is
to select an object as the anchor and its positive/negative
samples for learning the object similarity. This method
requires object identification (ID) annotations for posi-
tive/negative sample selection. However, as an emerging
problem, OVMOT does not have enough available training
video datasets with tracking ID labels. Previous work [27]
uses data augmentation to generate the image pairs for train-
ing the association head, which, however, ignores the tem-
poral information in the videos. In this work, we propose to
leverage the raw videos to train the association network in
a self-supervised manner in Section 3.3.

3.2. Tracking-State-Aware Prompt based Attention

Tracking-state-aware prompts. In the classification head
of existing open-vocabulary detection methods, when se-
lecting region candidates for calculating classification loss,
they only consider whether the maximal IOU between the
candidates and ground-truth boxes exceeds a threshold. For
this tracking problem, we further consider whether the
states of the candidates are appropriate for training the de-
tection network. As is well known, objects present many
specific states during tracking, such as occlusion/out-of-
view/motion blur, efc, which occur more frequently than in
static image object detection. So, it is important to identify
such object states to achieve more accurate detection and
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tracking results. However, these states have often been over-
looked in past methods because the labels of these states are
difficult to obtain, not to mention incorporating them into
the network training.

Prompts, as a burgeoning concept, can be used to bridge
the gap between the vision and language data based on the
cross-modal pre-trained models. We consider using spe-
cially designed prompts to perceive the tracking states of
the objects and integrate such states into the model training.
We refer to such prompts as ‘tracking-state-aware prompts.’
We specifically employ pairs of adjectives with opposite
meanings to describe the object states during tracking, e.g.,
‘unoccluded and occluded.” As shown in the classification
head of Figure 2, we add M pairs of tracking-state-aware
prompt pairs, denoted as {pfe, phe, }hi—;. into our frame-
work model. Next, we present how to use these prompts
during training.

Prompt-guided attention. To utilize these tracking-
state-aware prompts in guiding model training, we encode
these prompts through the CLIP text encoder 7 (-) to obtain
state embeddings {tre, t. } 27, , and calculate the prompt-
guided attention weight w,. as

)]

[cos (£t

w, |M‘ Z <softmax (/\ )>1,

where £1°** is the text embedding of a region candidate r,
and (-); represents using the probability of the positive state
as the attention for this pair. Note that, in our definition, the
positive states always denote that the object state is benefi-
cial to the object feature learning, e.g., unoccluded, unob-
scured. From the above analysis, we know that the atten-
tion obtained from the tracking-state-aware prompts eval-
uates the various object states, resulting in prompt-guided
attention values w, € [0, 1].

Piecewise weighting strategy. Next, we use this
prompt-guided attention to help the model better utilize

) cos (ftext tm

Z(’I“ m) = ’ Yneg

2)



high-quality candidates for training and filter out the low-
quality noisy candidates. Specifically, we divide the w, into
three levels: low (diow), medium and high (dpign). For em-
bedding features £*°** with w, < djoy, we regard such fea-
tures as low-quality states, and filter them out during train-
ing, by assigning w, to 0. For diow < w; < dhigh, We Te-
gard that even if these features are not of high quality, they
still contribute to training, and retain their original weights
wy. For w, > dygn, we regard the features of these re-
gions as particularly suitable ones for the model to learn
tracking-related features, so we assign w, to 1 as a reward.
After that, we apply the re-assigned w, to Eq. (1), thereby
integrating the object tracking-related state into the model
training, which enables the network to better learn the ob-
ject representations specifically for the tracking task.

3.3. Self-supervised Association with Raw Videos

Considering the lack of annotated videos for OVMOT, we
develop a self-supervised approach to train the association
network by leveraging the consistency among the objects
with the same identity along the video.

Formulation. To learn the object appearance feature,
we consider two aspects. The first one is self-consistency
factor, i.e., the self-consistency of appearance for the same
object at different times. The second one is mutual-
consistency factor, i.e., the mutual-consistency between the
appearance and motion cues during tracking. In this way,
we formulate the optimized objective function as

max S = Sse]f(ti, tj) +a- Smulual(ti7 tj)a

3
Vi, t; € Te, VeeC, )

S.L.

where S represents the overall consistency objective to be
maximized, Sgr and Spuwa denote the self-consistency
and mutual-consistency measures respectively, while a is a
weight to balance them. Besides, considering the diversity
of object categories in OVMOT, we add the object category
consistency constraint for consistency learning. Specifi-
cally, we construct the intervals, i.e., 7., containing several
frames only with the same object category ¢, in which we
select ¢;, ¢;. This is because we aim to learn the feature in a
self-supervised manner without ID annotation, and the ob-
jects with various categories may bring about interference.
@ Category-consistency constraint. First, we consider
the category consistency constraint in 7.. For the inter-
val splitting of 7. in Eq. (3), we split the original videos
into several segments of length L and randomly sample the
shorter sub-segments with various lengths from each seg-
ment. These short-term sub-segments are then concatenated
to form the training sequence. Such training sequences
include short-long-term intervals. Specifically, we select
the adjacent frames from the same sub-segment, which al-
lows the association head to learn the consistency objectives
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under minor object differences. We also select the long-
interval video frames from different sub-segments, which
allow the association head to learn the similarity and varia-
tion of objects under large differences.

After obtaining the sampled training sequences as dis-
cussed above, we utilize the localization head to extract ob-
ject bounding boxes from each frame in the sequence. Since
we only use unlabeled raw videos for training, we cannot di-
rectly obtain the object categories. To address this issue, we
employ a clustering approach to group the bounding boxes
based on their classification features. Specifically, we uti-
lize the classification head to obtain the predicted category
probability distributions for the candidate objects from all
frames. Then, we cluster the candidate objects’ category
distributions into different clusters. After clustering the can-
didate objects’ category distributions into distinct groups,
we can treat each cluster as a separate category. As shown in
Figure 2, we conduct self-supervised learning on the objects
that belong to the same category cluster and are sourced
from different frames.

® Appearance-self-consistency loss. We next model
the consistency learning problem in Eq. (3) as a self-
supervised learning task. After getting the training samples
(object bounding boxes in different frames of the sample
training sequence within the category clustering), we first
use the CNN network to extract the appearance feature from
the association head for all objects in frame ¢; to construct
the feature matrix F';. The main idea of the appearance-
self-consistency loss is to leverage the self-consistency of
the same objects’ appearance features at different times
(frames). We utilize the following two types of similarity
transfer relationships, i.e., pair-wise symmetry and triple-
wise cyclicity.

Pair-wise consistency learning: For a pair of frames ¢;
and ¢; in the video, we can get the object similarity matrix
between them as M;; = F - (Fj)T . We then compute the
normalized similarity matrix S;; € [0, 1] based on the above
similarity matrix M;; by temperature-adaptive row softmax

exp(TM(r, c))
Zle exp (TM (r,¢))

where r, c represent the indices of row and column in M or
S, respectively. Here C' is the number of columns for M,
and 7 is the adaptive temperature adjustable parameter.
The normalized similarity matrix S;; can be regarded
as a mapping (object association relation) from frame ¢; to
frame ¢; (S;; : t; — ;). In other words, we can select the
maximum value of each row of S;; as the matched objects
between frames ¢; and ¢;. Similarly, we get the reversed
mapping from ¢; to t; as S;; : t; — t;. We calculate the
pair-wise similarity matrix as Epair = S;;-S;;, where Epair
can be regarded as a symmetric mapping: ¢; = t;, i.e., from
t; and return to ¢;. If the objects in frames ¢; and ¢; are the

“4)

S(r,c) = f(M(r,c)) =



same, the result E,;,; should be an identity matrix, which
can be used to construct the self-supervision loss. However,
due to the object differences in different frames, this con-
dition may not always be satisfied. Therefore, we need to
supervise it deliberately, which will be discussed later.

Triplet consistency learning: Besides the pair-wise sym-
metric similarity, we further consider the triple-wise circu-
larly consistent similarity. Specifically, given the similarity
matrix S;; between two frames ¢; and ¢;, as well as S ;. be-
tween frames ¢; and ¢, we aim to build the consistent sim-
ilarity relation among this triplet, i.e., frames t;,?; and .
To do this, we first calculate the triplet similarity matrix as
M, = M, - My, (i # j # k) , where M, represents the
similarity between the objects in frames ¢; and ¢, through
the frame ;. We then compute the normalized similarity
matrix using Eq. (4) as

Sit = f (M), Swi=f(Mu)"), (5)
where S;;, represents the mapping ¢; — t; — t;, while Sy;
represents the mapping along t;, — t; — t;. Then, we
calculate the transitive-similarity matrix: E¢yip = Sy - Sg,
where Ey,, can be regarded as the mapping: ¢; & t; & t;,
(from t; and return to ¢;).

For convenience, we note the matrices Ep,;, and Ey,;, as
E, which should have the property that their diagonal ele-
ments are either 1 or 0, while all other elements are 0, in an
ideal case. This means that the diagonal elements of E must
be greater than or equal to the other elements. Based on this
consideration, following [15, 50], we use the following loss
L(E) = >, relu(max.x, E(r,c¢) — E(r,r) +m), where
r, ¢ denote the indices of row and column in E. This loss
denotes that we penalize the cases where the max non-
diagonal element E(r,c) (¢ # ) in a row r, exceeds
the corresponding diagonal elements E(r,r) with a mar-
gin m. The margin m > 0 is a parameter used to control
the punishment scope between E(r,c¢) and E(r,r). This
loss helps E approach the identity matrix while addressing
cases where there are unmatched targets in a row through
a margin m. Finally, we define our self-supervised self-
consistency learning loss a8 Leif = L (Epair) + L (Etyip) -

® Mutual-consistency loss. The mutual-consistency
loss makes use of the consistency between the spatial po-
sition continuity and the appearance similarity of the ob-
jects at different times. Given a bounding box list B; and
B; of adjacent frames 7 and j in the video, we compute the
Intersection over Union (IoU) matrix M;; between bound-
ing boxes B; and Bj, which quantifies the overlap between
them. Based on a specified threshold IoUyy,.s, We create an
assignment matrix A;; such that

Aij:{

1 if Mij > 10U pres

0 otherwise

. (6)
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This assignment matrix A;; indicates whether pairs of ob-
jects are considered similar, facilitating the optimization
of the spatial consistency objective. Furthermore, we uti-
lize the previously obtained normalized similarity matrix
S;; to establish the mutual-consistency loss, using the bi-
nary cross-entropy loss function Lpcg, as Luyutual
Lecr(Sij, Aij). This formulation allows us to measure the
discrepancy between the normalized similarity matrix S;;
and the assignment matrix A;;, thereby enforcing spatial
consistency across the detected objects in frames ¢; and ¢;.

Finally, we have transformed the optimization problem
in Eq. (3) into a self-supervised loss as £ = Ly + « -
L utual, Where « is a weighting coefficient. This formula-
tion incorporates both the self- and mutual-consistencies, as
well as category consistency, among the frames with differ-
ent intervals, thereby effectively exploring the potentiality
of videos to enhance the association for OVMOT.

3.4. Implementation Details

In Section 3.1, we use ResNet50 with FPN for localizing
candidate regions. We set A in Eq. (1) as 0.007. In Sec-
tion 3.2, we select four pairs of typical tracking state aware
prompts, i.e., ‘complete and incomplete,” ‘unoccluded and
occluded,” ‘unobscured and obscured,” and ‘recognizable
and unrecognizable.” We set djow as 0.3, dpignh as 0.6. In
Section 3.3, the segment length L is set as 24. We use the
K-means clustering algorithm. We set the margin m as 0.5
and the IoUypes as 0.9. For NV frames in each sampled video
sequence, we select C% and C3; groups of frames to calcu-
late the self-consistency loss in Section 3.3. We also select
C% groups of frames to calculate the mutual-consistency
loss. The weighting coefficient « is 0.9.

In the training stage, we first train the two-stage detec-
tor on the base classes of the LVIS dataset [19] referenced
from [13], for 20 epochs, and use prompt-guided attention
proposed in Section 3.2 to fine-tune the model’s classifica-
tion head for 6 epochs. Then we train the association head
using static image pairs generated from [27] for 6 epochs
and self-supervise the association head with TAO training
dataset [7] without annotation for 14 epochs. In the infer-
ence stage, we select object candidates P by NMS with loU
threshold 0.5 for detection. Additionally, for tracking, we
use appearance feature similarity to associate history tracks
with the objects in the current frame. As in [27], we eval-
uate the similarity between history tracks and detected ob-
jects using both bi-directional softmax [16] and cosine sim-
ilarity metrics. Following the classical MOT approaches, if
the similarity score exceeds a matching threshold, we as-
sign the object to the track. If the object doesn’t correspond
to any existing track, a new track is initiated if its detection
confidence score surpasses a threshold, otherwise, it is dis-
regarded. We set the similarity score threshold as 0.35 and
maintain a track memory of 30 frames.



Table 1. Result comparison. We evaluate our method against closed-set and open-vocabulary trackers on TAO validation and test sets. Here
‘v’ denotes using the corresponding dataset with annotations, and ‘t’ represents only using the raw video without any annotation (%).

Method Classes Data Base Novel
Validation set Base Novel |[LVIS TAO TETA LocA AssocA CIsA TETA LocA AssocA CIsA
QDTrack [16] v v v v 27.1 456 247 110 22.5 427 244 04
TETer [26] v v v v 30.3 474 316 121 25.7 459 31.1 0.2
DeepSORT (ViLD) [51]| v/ - v v 26.9 47.1 158 177 21.1 464 147 23
Tracktor++ (ViLD) [3] | v/ v v 28.3 474 205 17.0 22.7 46.7 193 22
OVTrack [27] v v - 355 493 369 202 27.8 48.8 336 1.5
SLAck [28] v v v 37.2 550 37.6 19.1 31.1 543 378 13
VOVTrack (Ours) v v T 139.6(T2.4) 589 409 19.1353(14.2) 585 409 6.5
Test set Base Novel |[LVIS TAO TETA LocA AssocA CIsA TETA LocA AssocA CIsA
QDTrack [16] v v v v 25.8 432 235 106 20.2 39.7 209 02
TETer [26] v v v v 29.2 440 304 107 21.7 39.1 259 00
DeepSORT (ViLD) [51]| v/ - v v 24.5 438 146 152 17.2 384 116 1.7
Tracktor++ (VILD) [3] | v/ v v 26.0 441 190 148 18.0 39.0 134 1.7
OVTrack [27] v v - 32.6 456 354 169 24.1 41.8 287 1.8
SLAck [28] v v v 34.7 525 356 16.1 27.1 49.1 300 2.0
VOVTrack (Ours) v v it |38.1(T 3.4) 573 415 154|298 (1 2.7) 51.7 320 57
4. EXPERIMENTS

4.1. Dataset and Metrics

We follow [27] to select the dataset and metrics for eval-
uation. We leverage the comprehensive and extensive vo-
cabulary MOT dataset TAO [7] as our benchmark for OV-
MOT. TAO is structured similarly to the LVIS [19] taxon-
omy, categorizing object classes based on their frequency
of appearance into frequent, common, and rare groups. We
use the rare classes defined in LVIS as C™*®' and others as
CP*¢, We evaluate the performance with the comprehensive
metric tracking-every-thing accuracy (TETA), which con-
sists of the accuracies of localization (LocA), classification
(CIsA), and association (AssocA).

4.2. Comparative Results

We compare our method with the latest trackers, TETer [26]
and QDTrack [16], which are trained on both C* and
Ccrvel . We include the classical trackers like Deep-
SORT [51] and Tracktor++ [3] trained only on CP%¢ and
enhanced by OVD method ViLD [18] to achieve open-
vocabulary tracking, as baselines. We also compare our
method with the state-of-the-art OVMOT methods, i.e., OV-
Track [27] and SLAck [28].

As shown in Table 1, we present the OVMOT evalu-
ation results on the TAO validation and test sets on both
base and novel classes. We can see that our method outper-
forms all closed-set and open-vocabulary methods on both
the validation and test sets. Even though QDTrack [16] and
TETer [26] have seen novel classes during training on TAO,
our method significantly outperforms them in all metrics on
both base and novel classes. Additionally, DeepSORT and
Tracktor++ with the open-vocabulary detector ViLD [18]
are also trained in a supervised manner on TAO, while our
method, trained in a self-supervised manner on TAO, sur-
passes them by a large margin. Although the results of
SLAck, the most competitive method, are better than other
comparison methods, our method outperforms it in all met-
rics significantly on both base and novel classes.
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Particularly, compared to our baseline method OVTrack,
our method achieves improvements of 4.1% and 7.5% in
base and novel TETA, respectively, and a 5.0%, 7.3% in-
crease in novel CIsA and AssocA. In the test set, base and
novel TETA also show improvements of 5.5% and 5.7%, re-
spectively. It is worth noting that the state-of-the-art method
SLAck is trained on the TAO training dataset using the an-
notations, while our method only uses the raw video data
of it without the annotations. Even so, our method out-
performs it with a significant margin on the comprehensive
TETA score, as shown in Table 1. Especially the improve-
ment of novel category on the validation set has reached 5x
the original level. This demonstrates the effectiveness of the
proposed method, which is very promising for the OVMOT
task. We provide more analysis from the standpoint of data
quantity for training in Appendix 2.

Balance between classification and detection. Our
method outperforms other methods on most metrics, except
for the CIsA of the base category. We clarify that the lower
CIsA score compared to OVTrack stems from our method’s
superior detection capability. Specifically, we classify many
more detected objects, while OVTrack focuses on a smaller
subset of high-confidence detections. This is supported by
our comparison with SLAck, which also shows reduced
classification performance on the base category despite bet-
ter detection results (LocA), similar to our findings. In
contrast, our method significantly improves performance on
novel categories by identifying more unseen detections dur-
ing testing. Overall, our method achieves a better balance
between detection and classification tasks, as well as be-
tween base and novel categories.

4.3. Ablation Study

We conduct the ablation studies on the main components
proposed in our method, including prompt-guided attention,
and the self-supervised learning related modules as:

e w/o prompt-guided attention (w,): Removing the prompt-
guided attention in Section 3.2.

e w/o piecewise weight strategy (diow and dhign): Removing



Table 2. Ablation studies on modules of prompt-guided attention and self-supervised association (%).

. Base Novel
Module Ablation Methods TETA TocA AssocA CGA [ TETA TocA  AssocA  CBA
Prompt-guided attention w/o prompt-guided attention 36.1 534 375 174 1 30.5 532 36.8 1.6
w/o piecewise weight strategy 37.3 55.8 38.5 17.6 | 33.8 56.8 39.8 4.8
w/o whole self-consistency learning | 374 57.7 36.9 17.7 | 325 57.6 35.6 4.2
w/o short-long-sampling 37.9 57.6 37.7 184 | 34.0 58.4 38.2 55
Self-consistency association | w/o category consistency 381 578 394 17.1 | 333 584 37.9 3.6
w/o self-consistency 38.2 57.5 38.8 183 | 342 58.3 39.1 53
w/o mutual-consistency 39.1 58.6 40.1 18.6 | 34.1 58.8 38.1 5.6
Complete VOVTrack (Ours) 39.6 58.9 40.9 19.1 353 58.5 40.9 6.5

the piecewise weighting strategy proposed in Section 3.2,
by directly using the w, calculated by Eq. (2).

e w/o whole self-supervised learning: Removing the whole
self-supervised consistency learning strategy in Section 3.3.
e w/o short-long-sampling: Removing the short-long-
interval sampling strategy in Section 3.3.

e w/o category consistency: Removing the category-aware
object clustering in Section 3.3.

e w/o self/mutual-consistency: Removing the self/mutual-
consistency loss in Section 3.3.

Effectiveness of the state-aware prompt-guided atten-
tion. As shown in the first unit of Table 2, we can see that
using prompt-guided attention as a weight coefficient dur-
ing the training stage can effectively improve all metrics for
both base and novel classes. The piecewise weighting strat-
egy is also very effective, especially in improving the lo-
calization and classification accuracies.

Effectiveness of the self-supervised consistency learn-
ing. As shown in the second unit of Table 2, we can see
that using self-supervised loss can effectively improve all
metrics for both base and novel classes. Either the self-
consistency or the mutual-consistency for appearance learn-
ing is effective for the association task, i.e., ‘AssocA.” Also,
the interval sampling strategy allows samples to have a
more diverse range of long and short cycles, improving the
association-related metric. The category clustering strategy
tries to gather the objects with the same category in a clus-
ter, which is also helpful. To our surprise, the above strate-
gies, in most cases, also effectively help improve classifica-
tion (‘ClsA’) and localization (‘LocA’) accuracies. This is
because the better association results can indirectly help the
other two sub-tasks in OVMOT. We provide the discussion
and analysis of the complementarity among different tasks
in Appendix 3.

4.4. Qualitative Analysis

Ilustrations of the proposed prompt-guided attention.
Figure 3 (a) shows cases of high prompt-guided attention,
where we can see that the regions often have very distinctive
category features with no occlusion, and the image quality
of the region is very high. In contrast, Figure 3 (b) presents
cases of low prompt-guided attention, highlighting regions
that often exhibit issues such as significant blurriness, oc-
clusion, unclear visibility, and difficulty in identification.
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These factors are detrimental to training object localization
and classification features, which are effectively weakened
through state-aware prompt- gulded attention.

g‘m‘ i
‘&

Figure 3. Illustratlon of regions with high (a) or low (b) prompt-
guided attention, respectively.

Comparison result visualization. We show several vi-
sualization results in Figure 4. We can see that the proposed
method provides better results than OVTrack [27]. In the
first case of Figure 4 (a), our method provides an accurate
object localization result and identifies the correct category.
In the second case of Figure 4 (b), the tracking of a drone
provided by the comparison method is wrong (different box
colors denote different tracking IDs), and the classification
is also not correct. Our method can track it continuously.

Figure 4. Compared OVMOT results of ours and OVTrack on
some cases with novel classes.

In Appendix 4, we provide more analysis that includes
additional cases on prompt-guided attention, failure cases,
time complexity analysis, parameter settings analysis, and
method generalization analysis.

5. CONCLUSION

In this work, we have developed a new method, namely
VOVTrack, to handle the OVMOT problem from the per-
spective of video object tracking. For this purpose, we
first consider the object state during tracking and propose
tracking-state-aware prompt-guided attention, which im-
proves the accuracy of object localization and classification
(detection). Second, we develop an object similarity learn-
ing strategy for the temporal association (tracking) using
only the raw video data without annotation, which unveils
the power of self-supervised learning for open-vocabulary
tracking tasks. Experimental results demonstrate the effec-
tiveness of the proposed method and each component for
open-vocabulary tracking.
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