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Figure 1. 3D Avatar Reconstruction and Animation Results of our LHM-1B. Our method reconstructs an animatable human avatar in
a single feed-forward pass in seconds. The resulting model supports real-time rendering and pose-controlled animation.

Abstract

Animatable 3D human reconstruction from a single im-
age is a challenging problem due to the ambiguity in decou-
pling geometry, appearance, and deformation. Recent ad-
vances in 3D human reconstruction mainly focus on static
human modeling, and the reliance of using synthetic 3D
scans for training limits their generalization ability. Con-
versely, optimization-based video methods achieve higher
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fidelity but demand controlled capture conditions and com-
putationally intensive refinement processes. Motivated by
the emergence of large reconstruction models for efficient
static reconstruction, we propose LHM (Large Animat-
able Human Reconstruction Model) to infer high-fidelity
avatars represented as 3D Gaussian splatting in a feed-
forward pass. Our model leverages a multimodal trans-
former architecture to effectively encode the human body
positional features and image features with attention mech-
anism, enabling detailed preservation of clothing geome-
try and texture. To further boost the face identity preser-
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vation and fine detail recovery, we propose a head feature
pyramid encoding scheme to aggregate multi-scale features
of the head regions. Extensive experiments demonstrate
that our LHM generates plausible animatable human in
seconds without post-processing for face and hands, out-
performing existing methods in both reconstruction accu-
racy and generalization ability. Our code is available on
https://github.com/aigc3d/LHM .

1. Introduction

Creating 3D animatable human avatars from single images
is crucial for immersive AR/VR applications, yet remains
challenging due to the coupled ambiguities of geometry, ap-
pearance, and deformation.

Recently, diffusion-based human video animation meth-
ods [16, 32, 37, 70] have shown the capability to generate
photorealistic human videos. However, these methods of-
ten suffer from inconsistent views under extreme poses and
require long inference times for video sampling. In 3D ani-
matable human reconstruction, early methods rely on para-
metric models [2, 34] to provide strong human body priors
for animation but struggle to capture the fine-grained geom-
etry of loose clothing, and high-fidelity facial details, limit-
ing their expressiveness. While learning-based 3D methods
have made considerable progress in static clothed human re-
construction in recent years [50, 51, 59], most existing ap-
proaches either fail to produce animatable humans or lack
generalization to in-the-wild images [13, 21]. The problem
of generalizable 3D animatable human reconstruction from
a single image remains underexplored due to the lack of a
suitable model architecture and a large-scale 3D rigged hu-
man dataset for learning.

Recently, large reconstruction model (LRM) [15] have
shown that scalable transformer models trained with large-
scale of 3D data can learn generalizable priors for single-
image 3D object reconstruction. While promising, ex-
tending this success to animatable human reconstruction
presents unique challenges that demand solutions to two
critical problems: 1) designing an effective architecture that
combines 3D human representation with animation capa-
bilities, and 2) overcoming the scarcity of high-quality 3D
rigged human training data.

In this work, we propose LHM (Large Animatable Hu-
man Model), a scalable feed-forward transformer model,
that produces animatable 3D human avatars in seconds from
single images. We represent the human avatar as Gaus-
sian splatting considering its real-time photo-realistic ren-
dering. Our method takes a single image as input and di-
rectly predicts the canonical human as a set of 3D Gaussians
in canonical space. To enable animation, our method starts
from a set of surface points sampled from the SMPL-X [43]
template mesh to serve as geometric anchors for predicting

3D Gaussian properties.

The network architecture of our method is inspired by
the multimodal transformer (MM-transformer) block in-
troduced by the state-of-the-art image generation model
SD3 [11], which is designed to model the interaction be-
tween the text and image tokens. We adapt the MM-
transformer to our task to effectively encode the body 3D
point features and 2D image features with attention oper-
ation, enabling detailed preservation of clothing geometry
and texture. To address the problem of facial identity preser-
vation, we further introduce a head feature pyramid encod-
ing (HFPE) scheme that aggregates multi-scale visual fea-
tures from head regions, significantly improving detail re-
covery in these perceptually sensitive areas.

During training, to boost the performance of this trans-
former from large-scale data, we transform the predicted
canonical Gaussians to various poses using SMPL-X skele-
ton parameters and optimize through a combination of ren-
dering losses and regularizations. This self-supervised strat-
egy allows learning generalizable human priors from read-
ily available video data rather than scarce 3D scans.

In summary, our contributions are:

* We introduce a generalizable large human reconstruction
model that produces animatable 3D avatars from single
images in seconds.

* We propose a multimodal human transformer to fuse 3D
surface point features and image features via an atten-
tion mechanism, enabling joint reasoning across geomet-
ric and visual domains.

* Our method, trained on a large-scale video dataset with-
out rigged 3D data, achieves state-of-the-art performance
on real-world imagery, surpassing existing approaches in
generalization and animation consistency.

2. Related Work

2.1. Single-Image Human Reconstruction

Early approaches to single-image 3D human reconstruction
primarily relied on parametric body models like SMPL [34,
43] to predict geometric offsets for naked or clothed sub-
jects [1, 3, 9, 23]. These methods often struggle to capture
diverse clothing styles due to their rigid mesh-based rep-
resentations. Subsequent advancements leveraged implicit
functions [5, 28, 50, 51, 58, 59, 63, 67, 69] to model com-
plex geometries, providing greater flexibility in handling
fine surface details without resolution constraints. Gen-
erative frameworks, such as diffusion models [7, 14, 29,
42, 48] and GANs [27, 36], have been adopted to synthe-
size detailed 3D humans conditioned on the input images.
Some researchers [18, 20, 60, 61] have explored generat-
ing avatars distilled from diffusion models using SDS loss.
However, these methods tend to be time-consuming.
Recently, large reconstruction models (LRMs) have been
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Figure 2. Overview of the proposed LHM. Our method extracts body and head image tokens from the input image, and utilizes the
proposed Multimodal Body-Head Transformer (MBHT) to fuse the 3D geometric body tokens with the image tokens. After the attention-

based fusion process, the geometric body tokens are decoded into

introduced to enable generalizable feed-forward object re-
construction [15, 53], significantly accelerating inference
time. Human-LRM [56] employs a feed-forward trans-
former to decode triplane-NeRF representations to enable
multi-view rendering, followed by diffusion-based 3D re-
construction. Human-Splat [41] first generates multi-view
images using video diffusion, and then applies a latent re-
construction transformer to predict human avatars in 3D
Gaussian Splatting (3DGS). PSHuman [29] utilizes multi-
view diffusion with the ID diffusion to improve the face
quality. In contrast to these methods, which focus on static
human reconstruction, our approach generates photoreal-
istic, animatable human avatars, enabling high-quality dy-
namic rendering and interaction.

2.2. Animatable Human Generation

Creating animatable avatars has evolved from parametric-
model-driven methods [2] to hybrid approaches combin-
ing implicit surfaces and human priors for clothed body
modeling [13]. Video-based techniques further improved
reconstruction consistency by leveraging temporal cues
from monocular [17, 22, 47, 52, 55, 64] or multi-view se-
quences [8, 30, 31, 39, 45, 68]. The rise of text-to-3D meth-
ods [46] has enabled avatar generation from text prompts
through a long optimization process [6, 19, 27].

In 3D animatable human reconstruction, Character-
Gen [44] has explored cartoon-style avatar generation us-
ing diffusion models for canonical view synthesis and
transformer-based shape reconstruction. AniGS [49] em-

Gaussian parameters.

ploys a video diffusion model to generate multi-view canon-
ical images, followed by a 4D Gaussian splatting (4DGS)
optimization to achieve consistent 3D generation. GAS [35]
adopts a generalizable human NeRF to reconstruct the sub-
ject in a canonical space, followed by video diffusion for
refinement. More recently, IDOL [71] introduces a feed-
forward transformer model to decode Gaussian attribute
maps in UV spaces, and requires post-processing to refine
the face and hands. Unlike these methods, we propose an
efficient and expressive multimodal human transformer that
directly regresses 3D human Gaussians without relying on
UV representations or requiring post-processing for hands
and face refinement.

3. Preliminary

Human Parametric Model The SMPL [34] and SMPL-
X [43] parametric models are commonly employed for rep-
resenting human body structures in computer vision ap-
plications. These frameworks employ advanced deforma-
tion techniques, including skinning mechanisms and blend
shapes, which are derived from extensive datasets compris-
ing thousands of 3D body scans.

In particular, the SMPL-X model utilizes two primary
types of parameters to capture human body configurations.
These include shape parameters 3 € R??, and pose param-
eters @ € R®*3, which determine the articulation and de-
formation of the body mesh based on skeletal poses.

3D Gaussian Splatting The 3D Gaussian Splatting frame-
work [24] models three-dimensional information through a

14186



set of anisotropic Gaussian distributions. Each primitive
is parameterized by a centroid p € R3, scale parameters
o € R3, and a quaternion r € R* representing rotation. The
model also incorporates an opacity parameter p € [0, 1] and
appearance features f € R® encoded with spherical har-
monics to account for view-dependent lighting effects. Dur-
ing differentiable rendering, these volumetric primitives are
projected into 2D screen space as oriented Gaussian distri-
butions, followed by view-ordered alpha blending to com-
posite the final pixel colors.

4. Method

4.1. Overview

Given an input RGB human image I € R7*W>3_our goal
is to reconstruct an animatable 3D human avatar in sec-
onds. The avatar is represented via 3D Gaussian Splatting
(3DGS), which supports real-time, photorealistic rendering
and pose-controlled animation. To achieve this, we propose
Large Animatable Human Reconstruction Model (LHM), a
feed-forward, transformer-based architecture that directly
predicts the canonical 3D avatar from a single image.

Inspired by recent multimodal transformers [11], we de-
sign a Multimodal Body-Head Transformer (MBHT) to ef-
fectively integrate geometric and image features. As illus-
trated in Fig. 2, our framework processes training pairs that
consist of a source image, a target view image, a foreground
mask, SMPL-X pose parameters, and a camera matrix.

The proposed MBHT employs attention operations to in-
tegrate three types of tokens: geometric tokens, body im-
age tokens, and head image tokens, where geometric tokens
can effectively attend to other tokens, allowing local and
global refinement. In addition, Body and head tokens in-
teract through a part-aware transformer, ensuring balanced
attention across different body regions.

After the attention-based token fusion process, the geo-
metric body tokens are decoded into per-Gaussian param-
eters, including deformation, scaling, rotation, and spher-
ical harmonic (SH) coefficients. During training, we em-
ploy Linear Blend Skinning (LBS) to warp the canonical
avatar to the target view, where photometric and regulariza-
tion losses guide the learning process.

4.2. Geometric and Image Feature Encoding

Geometric tokens are derived from SMPL-X surface points,
encoding structural priors of the human body. Body im-
age tokens are extracted from a pretrained vision trans-
former [25], encoding texture and appearance. Head tokens
specialize in capturing high-frequency facial details through
a multi-scale feature extraction process.

Human Geometric Feature Encoding  Leveraging
SMPL-X’s human body prior, we initialize 3D query points
{xi}ﬁi"’{"‘s C R3 by strategically sampling the canonical

Figure 3. Architecture of the proposed Multimodal Body-Head
Transformer Block (MBHT-block).

pose mesh. Each point undergoes positional encoding [38],
followed by a multi-layer perceptron (MLP) projection to
match the token channel dimension of the transformer:

T3D _ MLPprOj (,Y(X)) c RNpoin[sXC’ (1)

where v : R3 — R3L applies L-frequency sinusoidal en-
coding to spatial coordinates, and C' is the token dimension.

Body Image Tokenization Building on large-scale vision
transformers pretrained on human-centric datasets [25], we
convert image pixels into transformer-compatible tokens.
Specifically, we employ the frozen Sapiens-1B encoder
Esapiens, pretrained on 10 million human images, to extract
semantic body features:

Tbody = MLPprOj (5Sapiens(I)) S RNbOdy XCa (2)

where Nyoqy denotes the body token numbers.

Head Feature Pyramid Tokenization However, since the
human head occupies only a small region in the input image
and undergoes spatial downsampling in the encoder, critical
facial details are often lost. To mitigate this issue, we pro-
pose a head feature pyramid encoding (HFPE) that aggre-
gates multi-scale features {&j;,, } from DINOv2 [40]:

4 11 17 23 Npeag XC
Thead = ]:fusion (Sdinor gdinov gdino? Edino) € R ’ (3)

where Frsion fuses features from the 4th, 11th, 17th, and
23rd transformer blocks using depthwise concatenation and
1x1 convolutions, followed by feature projection. This de-
sign captures a hierarchy of semantic abstractions: early
blocks retain high-frequency texture details, while deeper
layers encode robust head geometry priors.

4.3. Multimodal Body-Head Transformer

Global Context Feature The global context token is used
for the modulation of the attention block. To capture global
context information for attention modulation, we take body
tokens as the input, followed by max pooling and two MLP
layers to extract the global context embeddings:

Fg100a1 = MLPgiopa1 (MaxPool (Thoay)) - 4
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Multimodal Body-Head Transformer Block The core
design of the proposed model architecture is the multimodal
body-head transformer block (MBHT-block) that efficiently
fuse 3D geometric tokens with the body and head image
features, as shown in Fig. 3.

Specifically, the global context features, image tokens,
and query point tokens are fed simultaneously into the
MBHT-block. To enhance the learning of features specific
to the head and body, the 3D head point tokens will first fuse
with the head image features, and then concatenate with the
3D body point token to interact with the body image tokens.

Tg]e)ad’ Thead == MM-T (Tgle)ady Thead; Fglobal)
Tip = Norm(TE&9) || Norm(T3)  (5)
T3p, Thody = MM-T (T3p, Thody; Fatobat)

where T and T4 are 3D body and head points in Tsp,
respectively. MM-T indicates the Multimodal Transformer
Block [11], and || denotes token-wise concatenation (see
supplementary materials for details).
Head Token Shrinkage Regularization Our experiments
show that the attention mechanism in MBHT-block relies
heavily on head-region features, which limits its ability to
learn body-part features effectively. To address this imbal-
ance, we take inspiration from MAE [12] and randomly
mask the head region of the input crop during training.
Specifically, we apply spatial masking to head tokens
with a ratio ranging from 0% to 50%, encouraging the
model to compensate through enhanced body-context uti-
lization. This regularization strategy improves body-part
self-attention capacity while maintaining head reconstruc-
tion fidelity.
3DGS Parameter Prediction After Ny, MBHT-block
blocks, an MLP heads predict 3DGS parameters:

{Apzv r;, fi7 Pis Ui} = MLPregress(T]g?ims) (6)

Pi :Xi+Apia Vi € {17"'>Npoints}
where Ap; € R3 represents residual position offsets from
the canonical SMPL-X.

4.4. Loss Function

Our training objective combines photometric supervision
from in-the-wild video sequences with regularization con-
straints in canonical space. The complete optimization
framework enables the learning of animatable avatars with-
out requiring ground truth 3D supervision.

4.4.1. View Space Supervision

Given the predicted 3DGS parameters x = (p,r,f,p,0),
we first transform the canonical avatar to target view space
using Linear Blend Skinning (LBS). The transformed Gaus-
sian primitives are then rendered through differentiable

splatting to produce the RGB image I and alpha mask M
under target camera parameters ;. To better model cloth-
ing deformations, we use a diffused voxel skinning [47].

The view-consistent supervision comprises three compo-
nents in view space:

£photometric = )\rgbACcolor + )\mask['mask + )\per»clpips . (7)
— S——

Silhouette

Appearance Perceptual Quality

In our implementation, the loss weights balance recon-
struction aspects: Agp = 1.0 for direct color supervison,
Amask = 0.5 for geometric alignment, and A, = 1.0 to
preserve high-frequency details.

4.4.2. Canonical Space Regularization

While photometric loss provides effective supervision in
target view space, the canonical representation remains
under-constrained due to the ill-posed nature of monocu-
lar reconstruction. This limitation manifests as deformation
artifacts when warping the avatar to novel poses. To address
this fundamental challenge, we introduce two complemen-
tary regularization terms that enforce geometric coherence
in canonical space.

Gaussian Shape Regularization We apply the as spher-
ical as possible loss to penalize excessive anisotropy in
Gaussian primitives, following [57] (see supplementary ma-
terials for details).

Positional Anchoring To maintain body surface plausibil-
ity, we include the as close as possible loss to encourage
Gaussian positions to be close to their SMPL-X initialized
locations by a hinged distance constraint:

Npoinls

Z max (||Apill2 — d,0),  (8)

i=1

Lacap = N
points

where d represents an empirically determined threshold
(5.25cm) in practice) that permits local adjustments while
preventing catastrophic drift.

The combined canonical regularization operates as:

Lieg = 50Lasap + 10Lacap. &)

In summary, our composite training objective combines
photometric fidelity preservation with geometric regulariza-
tion, formulated as:

ﬁtolal = Lphotometric + Ereg~ (10)

5. Experiments
5.1. Implementation Details

In-the-Wild Training Data We curate a large-scale
dataset of 301,733 single-person video sequences from
500K initial human motion footage samples collected from

14188






D

L«
-

\q_ y
=
\

AniGS

Ours

AniGS

Ours

Figure 5. Single-view animatable human reconstruction comparisons on in-the-wild sequences. LHM produces more accurate and photo-
realistic animation results than the baseline methods. Note that the results of AniGS are not faithful to the input images.

Table 1. Evaluation of static 3D reconstruction on synthtic data. *
indicates this model only trains on synthetic data.

Methods PSNR{ SSIM1{ LPIPS| FC|
GTA [65] 17.025 0919 0.087  0.051
SIFu [66] 16.681  0.917 0.093  0.060

PSHuman [29] 17.556  0.921 0.076  0.037
DreamGaussian [? ]  18.544 0.917 0.075 0.056

LHM-0.5B* 25.183  0.951 0.029  0.035

via L2 distance in the ArcFace [10] embedding space. No-
tably, for a fair comparison, we report metrics of the model
trained on the same synthetic dataset as baseline methods.

With respect to qualitative results, as illustrated in Fig. 4,
the visual comparisons highlight our method’s ability to
maintain input-aligned features while suppressing common
artifacts such as over-smoothing.

Single-Image Animatable Human Reconstruction We
assess LHM against two baseline approaches for recon-
structing animatable humans from a single-view image.

The first baseline is En3D [36], which generates 3D hu-
man models in canonical space using physics-based 2D data
alongside normal-constrained sculpting techniques. The
second baseline, AniGS [49], utilizes multi-view diffusion
models to create canonical human images and employs 4D
Gaussian splatting (4DGS) optimization to address incon-
sistencies in different views.

For our evaluation, we utilize 200 in-the-wild video se-
quences drawn from the validation subset of our dataset.
Specifically, we take the first front view image of each video
as input and compare the synthesized animations against
the corresponding ground-truth sequences using foreground
segmentation masks. As shown in Table 2, our method sur-
passes the baseline approaches, demonstrating superior ren-
dering quality in the animation sequences. In comparison
to the best baseline method, AniGS, our approach achieves
performance gains of 3.322, 0.059, 0.063, and 0.018 in
PSNR, SSIM, LIPIS, and FC metrics, respectively. As il-
lustrated in Fig. 5, our method yields more accurate and
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