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Figure 1. Impact of metadata on the representation space of visual encoders. The similarity in the representation space of foundation
visual encoders is influenced not only by semantic labels but also by metadata labels. This work explores and uncovers these effects for
metadata related to image processing (e.g., JPEG compression) and image acquisition (e.g., camera model). The figure illustrates the search
results for the query image with specific metadata labels. Retrieved images are ranked according to their similarity to the query. Different
image collections exhibit varied combinations of semantic and metadata labels, affecting the retrieval outcome.

Abstract

Prior work has analyzed the robustness of visual encoders
to image transformations and corruptions, particularly in
cases where such alterations are not seen during training.
When this occurs, they introduce a form of distribution shift
at test time, often leading to performance degradation. The
primary focus has been on severe corruptions that, when
applied aggressively, distort useful signals necessary for ac-
curate semantic predictions.

We take a different perspective by analyzing parameters
of the image acquisition process and transformations that
may be subtle or even imperceptible to the human eye. We
find that such parameters are systematically encoded in the
learned visual representations and can be easily recovered.
More strikingly, their presence can have a profound impact,
either positively or negatively, on semantic predictions.
This effect depends on whether there is a strong correla-
tion or anti-correlation between semantic labels and these
acquisition-based or processing-based labels. Our code
and data are available at: https://github.com/
ryan-caesar-ramos/visual-encoder-traces

*Equal contribution.

1. Introduction

Visual encoders are fundamental to computer vision algo-
rithms, serving as the backbone for projecting images into
meaningful representations. This core pipeline underpins
various recognition tasks, from image classification [21, 35]
and retrieval [34, 52] to object detection [55, 56] and
segmentation [22, 33]. To ensure broad applicability in
downstream tasks, visual encoders are typically pretrained
on generic objectives such as supervised image classifica-
tion [21, 67], self-supervised learning [6, 8], or contrastive
vision-language training [53, 76]. Their primary goal is to
capture the semantic content of images, encoding informa-
tion about objects, attributes, and other relevant features.

Given their central role in computer vision tasks, ensur-
ing the robustness of visual encoders across diverse image
distributions is crucial. This has led to extensive research
on their sensitivity to various transformations and corrup-
tions, including photometric and geometric changes [23],
noise injection [23], natural corruptions [23], image com-
pression [7, 17], adversarial perturbations [18, 36] and ex-
amples [25], and out-of-distribution inputs such as stylized
images [16] or samples from unseen datasets [25].

This work investigates robustness in the era of founda-
tion models, which are typically kept frozen after large-
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scale pretraining to preserve their acquired knowledge.
However, this practice also preserves any inherent sensi-
tivities or irregularities in their representation spaces. Our
study differs from prior work in several key aspects:

1. We examine not only image-processing variations but
also acquisition-related factors. We categorize these
into two types: image processing parameters, which
stem from standard preprocessing and encoding tech-
niques, and image acquisition parameters, which orig-
inate from camera settings at capturing time. There-
fore, images carry not only their semantic labels but also
metadata labels that reflect the values of these acquisi-
tion and processing parameters.

2. While existing robustness studies primarily focus on se-
vere corruptions and transformations that degrade the se-
mantic signal, we investigate subtle variations that are
often imperceptible to the human eye.

3. Prior work typically assumes a clean image state during
training and evaluates robustness under test-time distri-
bution shifts involving uncommon or degraded states. In
contrast, we consider a continuum of valid states, char-
acterized by metadata labels, emphasizing the interplay
between the prior distribution of semantic and metadata
labels, a key aspect of our findings.

To clarify these issues, we address the following ques-
tions: How do metadata labels influence the representations
generated by visual encoders? and Do metadata labels af-
fect the quality of downstream task predictions?

Our analysis spans a diverse range of visual encoders,
covering different architectures, model sizes, training ob-
jectives, and datasets. Key findings include:

1. Acquisition and processing parameters leave identifiable
traces in many models’ representation spaces. Such
traces allow the inversion, i.e. prediction, of the origi-
nal input image’s parameters with considerably higher
accuracy than random chance.

2. These traces can overshadow semantic content in down-
stream tasks, leading to biases where model predictions
are influenced by the acquisition or processing parame-
ters rather than the actual object semantics (see Fig. 1).
Interestingly, we find that similarity in the representation
space depends on both semantic and metadata labels (see
Fig. 2), with the latter often having a disruptive influence
in downstream tasks.

3. We identify contrastive vision-language models as the
most sensitive to such influences, and our experiments
suggest that this sensitivity stems from the absence of
strong image augmentations during pretraining.

These findings raise concerns about model reliability, es-
pecially in corner cases that, while artificially injected to our
experiments, may occur in real-world applications.

0.2 0.4 0.6 0.8
similarity to the query image

same semantic, same metadata
same semantic, diff metadata
diff semantic, same metadata
diff semantic, diff metadata

Figure 2. Distribution of similarities with respect to a query im-
age. Four distributions are shown, based on whether the semantic
and metadata labels of the images match those of the query. Meta-
data labels are based on JPEG quality. The results highlight that
similarity is influenced by both types of labels.

2. Preliminaries

Visual encoders We analyze 47 visual encoders, each
used to extract image embeddings without any further fine-
tuning. We categorize them into three groups according to
their training schemes:
• Supervised (SUP) are models trained with supervi-

sion for image classification on ImageNet [57]. Sev-
eral variants of convolutional neural networks (CNN)
and Transformer architectures are considered, including
ResNet [21], ConvNeXt [42], and ViT [12].

• Self-supervised learning (SSL) are models trained with
contrastive learning. Several variants of DINO [6], DI-
NOv2 [50], and MoCov3 [9] are considered.

• Contrastive visual-language (CVL) are models trained
for vision-language alignment. We use several variants of
CLIP [53], OpenCLIP [10], and SigLIP [71, 76].

The full list of visual encoders and their settings can be
found in the supplementary material.

Image processing parameters are the properties of an
image that are not determined at the time of capture and that
can be changed in post-processing stages. These include
image compression (e.g. JPEG quality), color-based trans-
formations (e.g. sharpening), image resizing (e.g. type of
interpolation), etc. We use the notation P = {p1, · · · , pM }
to indicate the M possible classes for one of four process-
ing parameters: JPEG compression, sharpening, amount of
resizing, and resize interpolation.

Image acquisition parameters are the properties of an
image that are determined by the method of its capture.
These include specification of the camera (e.g. camera
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Table 1. Image processing (proc.) and image acquisition (acq.)
parameters under analysis and their number of classes.

parameter type class description

JPEG compression proc. 6 amount of JPEG compression
sharpening proc. 3 amount of sharpening
resizing proc. 3 amount of resizing
interpolation proc. 4 type of interpolation during resize

make acq. 9 manufacturer of the camera
model (all) acq. 88 specific camera model used
model (smart) acq. 12 specific smartphone used
model (smart vs non-smart) acq. 2 whether camera is a smartphone
exposure acq. 16 amount of light captured by sensor
aperture acq. 17 size of the opening in the lens
ISO speed acq. 16 camera sensor’s sensitivity to light
focal length acq. 13 distance from lens to sensor

maker or model) and camera settings used during captur-
ing (e.g. exposure, aperture). We use the notation A =
{a1, . . . aM } to indicate the M possible classes for one
of eight acquisition parameters: make, model (all), model
(smart), model (smart vs non-smart), exposure, aperture,
ISO speed, and focal length.

Tab. 1 shows the list of parameters under analysis. More
details are provided in the supplementary material.

Datasets Image processing parameters can be controlled
and adjusted as desired, allowing us to study them on any
existing dataset.1 We use two common image classifica-
tion datasets that carry semantic labels: ImageNet [57] and
iNaturalist 2018 [27, 28], following the default splits into
training (Xtrain) and test (Xtest) sets. In contrast, image ac-
quisition parameters are fixed once an image is captured.
They can typically be recovered from the image’s Exif tags,
which most datasets do not include. We collect and make
available two new datasets: FlickrExif and PairCams.
• FlickrExif: We use the Flickr API2 to download images

and their accompanying Exif metadata. For each month
from January 2000 to August 2024, we collect between
2, 000 and 4, 000 safe-for-work photos with permissive li-
censes. To prevent the dataset from being dominated by a
small group of prolific photographers, we limit the num-
ber of images contributed by each user to 10 per month
and year. This leads to a total of 356, 459 images.

• PairCams: To ensure complete control over the data
and eliminate potential semantic confounders, we man-
ually collect a dataset with 730 pairs of photos, totaling
1, 460 images. Each pair depicts the same object or scene
captured under identical conditions but different camera
types. Specifically, we use two distinct categories of cam-
eras: (i) modern smartphones, and (ii) older digital cam-

1Images in existing datasets are already processed, so our processing is
applied on top of any prior one.

2https://www.flickr.com/services/api/

Figure 3. Examples of images in the PairCams dataset. Each
pair depicts the same object and/or scene but taken with two dif-
ferent camera types. For each pair, the left image corresponds to a
non-smartphone, and the right one to a smartphone.

eras.3 All images are taken from the same angle, with-
out flash, with automatic white balancing, automatic ex-
posure mode, and Program AE as the exposure program.
Fig. 3 shows examples of the collected pairs. The detailed
list of cameras used for the collection is provided in the
supplementary material.

3. Processing and acquisition traces

We examine whether visual encoders retain traces of im-
age processing and acquisition parameters. A classifier is
trained to predict the metadata labels. If its performance is
close to random accuracy, it indicates that the embeddings
do not encode information related to processing or acquisi-
tion parameters. If the classifier performs better than ran-
dom chance, it shows that information about these parame-
ters is indeed encoded within the embeddings.

3.1. Prediction of processing-based labels
Setup Given a training set Xtrain and a test set Xtest,
we process every training image x ∈ Xtrain with px ∼
Uniform(P), where Uniform(P) is the uniform distribution
over P , while we process all test images using pi ∈ P .
More specifically, we make sets Dtrain = {(x, px)|x ∈
Xtrain, px ∼ Uniform(P)} and Dtest(pi) = {(x, pi)|x ∈
Xtest} for a given pi. We then train a linear classifier to pre-
dict the metadata label. We use 20% of the training set as the
validation set to select the best learning rate and weight de-

3All smartphones in PairCams were released in 2018 or later. All digital
cameras were released in 2014 or earlier.
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Figure 4. Image processing-based label prediction. Classification accuracy using a linear classifier on embeddings of different frozen
visual encoders on ImageNet (top) and iNaturalist (bottom) datasets. Ordering is according to Tab. C in the supplementary material.

cay over 30 trials following [59].4 After finding the best hy-
perparameters, we re-train the classifier on the whole train-
ing set. We report the classification accuracy on the test set
averaged over every possible choice of pi, as well as across
10 different seeds that control the sampling of px.5

Results Fig. 4 shows the linear classification accuracy for
predicting processing-based labels. We observe that CVL
models, compared to other types of models, show a higher
ability to recognize all processing-based labels; e.g. CVL
models are capable of exceeding 80% accuracy for predict-
ing JPEG compression, sharpening, and resizing on Ima-
geNet. Specifically, one version of a CVL model based
on ConvNeXt performs the best for all processing types.
Additionally, many supervised models, mostly based on
ConvNeXt, also obtain a high performance. On the other
hand, self-supervised models generally perform the worst
on all processing parameters. Regarding different process-
ing types, predicting interpolation is the hardest across all
model types. However, the best performing CVL and super-
vised models still perform well above the random accuracy
of 25% on both datasets.

3.2. Prediction of acquisition-based labels

Setup For each acquisition parameter A, we create a
training set Xtrain and a test set Xtest. Except for model (all)
and model (smart), we only use values of A with at least
5, 000 images. From these, we randomly select 500 images
for the test set. The remaining images are undersampled
to the size of the minority class of A, with 200 samples

4Our implementation is based on https://github.com/naver/
trex/tree/master/transfer

5Hyperparameters are tuned on the sampling of px of the first seed.
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Figure 5. ImageNet validation accuracy at different masking
ratios. Masking 90% is enough to completely remove the ability
for successful semantic label predictions, avoiding semantic cues
leaking into the acquisition-related label prediction task. At the
bottom are visual examples of different masking ratios.

from each class also used for validation. For the model (all)
and model (smart) parameters, due to the limited amount of
data per class, we instead select classes with at least 500
images, randomly select 500 of these images per class, and
divide these into Xtrain and Xtext at a 4 : 1 ratio. We ensure
that photographers are disjoint between the splits. We then
use a linear classifier to predict the value of A from pre-
computed visual embeddings. Similarly to Sec. 3.1, we use
20% of Xtrain for validation to select the best hyperparam-
eters and re-train the classifier on the whole training set.
To avoid spurious correlations between acquisition-based
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Figure 6. Image acquisition-based label prediction. Classification accuracy using a linear classifier on embeddings of frozen visual
encoders with images masked at 90% on FlickrExif dataset. Ordering is according to Tab. C in the supplementary material.

Table 2. Percentage of top-k neighbors with the same model (smart
vs non-smart) as the query, averaged across all queries. Results on
FlickrExif.

model variant class k = 10 k = 25 k = 50

CLIP ViT-L/14@336 CVL 70.1 69.1 67.6
SigLIP ViT-B/16 CVL 58.6 57.3 56.1

ConvNeXt ConvNeXt-L SUP 56.8 56.2 55.4
ViT ViT-H/14 SUP 52.8 53.0 52.6

DINO RN50 SSL 58.0 55.5 54.3
DINOv2 ViT-L/14 SSL 54.0 53.6 52.9

labels and semantic-based labels (e.g., photos of birds taken
with a specific focal length), we deliberately suppress se-
mantic information by center-masking 90% of the image
content. Fig. 5 shows the ImageNet validation accuracy for
multiple visual encoders when images are center-masked at
ratios from 0 to 100%. We find that a 90% masking ratio is
sufficient to eliminate the semantic signal from images, as
all visual encoders’ accuracies drop to nearly random.

Results Fig. 6 illustrates prediction accuracies for
acquisition-based labels on the FlickrExif test sets. Even
with 90% masking, some visual encoders, particularly su-
pervised ConvNeXts and most CVLs except SigLIP, pre-
dict acquisition parameters well above random chance. The
rest of the supervised encoders, SigLIP, and SSLs do not
recover such information to the same extent, leading to
lower prediction rates. The majority of CVLs excel, with
most exceeding 70% accuracy for model (smart vs non-
smart) against a baseline of 50%. Furthermore, Tab. 2
shows the rate at which an image’s top-k neighbors share
its acquisition-based label for model (smart vs non-smart)

Figure 7. t-SNE visualizations. for two different visual encoders.
Colors identify images by model (smart vs non-smart).

across different encoders, without masking. The highest
rates are from CVLs, which range from 58.6% to 70.1%
compared to at most 58.0% from non-CVLs. The implica-
tion is that while visual encoders are storing model infor-
mation in their embeddings, this trend is strongest among
CVLs. This is visualized in the t-SNE [72] representations
in Fig. 7, which shows how the most and the least discrim-
inative encoders in Tab. 2 distribute images in their embed-
ding spaces. While CLIP, a CVL model, shows areas of
high concentration of images of similar model (smart vs
non-smart), ViT, a supervised model, shows a much more
even mix of points. This trend is further supported in Sec. 4.

4. Effect of traces on downstream tasks
While we have shown that metadata labels can be pre-
dicted from image embeddings, in this section, we inves-
tigate whether this information can impact downstream ap-
plications that rely on the ability to predict semantic labels.
We focus on two main tasks: image classification and near-
duplicate image retrieval.
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Figure 8. Impact of image processing parameters on semantics. Semantic label prediction accuracy on ImageNet (top) and iNaturalist
(bottom) datasets in five different setups. All-same (baseline): all training and test images share the same processing-based metadata label.
All-diff : training images have the same metadata label, which is different than that of the test image. Pos-same: training images that are
semantically positive to the test image have the same metadata label as the test image. Neg-same: training images that are semantically
negative to the test image have the same metadata label as the test image. Uniform: the metadata labels are uniformly assigned to the
training images. Pos-same and neg-same settings require an artificially created experiment where a different training set is used per test
image. Shown for k = 10 and k = 1 for the kNN classifier for ImageNet and iNaturalist, respectively.

4.1. Processing distracts semantic predictions
To analyze the impact of processing parameters on semantic
predictions, we use a kNN classifier to predict the semantic
label of each image. In that way, we assess the representa-
tion capability of the models to bring closer images with the
same semantic label.

Setup Given a training set Xtrain and a test set Xtest, the
same as in Sec. 3.1, we measure the classification accuracy
of predicting the semantic label. We perform this in five se-
tups, where a separate training set is formed per test image.

(i) All-same (baseline): processing all training Xtrain and
test Xtest images with an identical processing value pi.
It serves as a baseline for reference, where classifica-
tion performance is fully determined by the semantic
similarity between image embeddings.

(ii) All-diff: processing all training Xtrain images with
processing value pj and test Xtest images with pro-
cessing value pi, for i #= j. It reflects the common
setup of existing robustness studies [23].

(iii) Pos-same: processing a test image x ∈ Xtest and
training images that share the same semantic label
(positive) as x with pi, while processing training im-
ages that have a different semantic label (negative)
with processing value pj with i #= j. It investigates
whether semantic positives (negatives) being meta-
data positives (negatives) affects the accuracy, com-
pared to the baseline.

(iv) Neg-same: processing a test image x ∈ Xtest and
training images that do not have the same semantic la-

bel (negative) as x with pi, while processing training
images that have the same semantic label (positive)
as x with processing value pj with i #= j. It inves-
tigates whether semantic positives (negatives) being
metadata negatives (positives) affects the accuracy,
compared to the baseline.

(v) Uniform: similarly to Sec. 3.1, processing x ∈ Xtest
with pi while x! ∈ Xtrain is processed with px! ∼
Uniform(P). This reflects a more realistic scenario.

We report classification accuracy averaged across all possi-
ble combinations of pi and pj for each setup, as well as for
10 random seeds for uniform sampling of px! .

Results Fig. 8 illustrates the impact of metadata labels
related to processing parameters on semantic recognition.
When semantic and metadata labels are coupled and
change together (pos-same, neg-same), performance is
significantly affected for certain processing types and
models. Although these setups are extreme, they represent
corner cases that could still arise in real-world scenarios for
a specific test image. JPEG compression has the greatest
impact, followed by sharpening and resizing. Interpolation
mostly has an insignificant effect on semantics. The
greatest sensitivity is observed in CVLs, followed by
some supervised models, mainly the ones based on the
ConvNeXt architecture. Self-supervised models are the
least affected, providing hints on heavy geometric and
photometric training augmentations causing the different
behavior. The all-diff and uniform setups perform similarly,
typically slightly below the baseline. This suggests that
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Figure 9. Visualization of top-10 nearest neighbors of a query. in three different setups: All-same (baseline) (top), Pos-same (middle),
Neg-same (bottom) using CVL ConvNeXt-L model. Green/red borders indicate a positive/negative image to the query according to the
semantic label, while the icons on the left indicate the metadata label (JPEG compression) for the query, positive, and negative images.

the perspective presented in this study differs from the
traditional robustness assessments in prior research.

We visualize the top-10 nearest neighbors of a query
image in three different setups in Fig. 9 for one of the most
impacted models, i.e. the CVL ConvNeXt-L model. The
traces of metadata labels in the representation space signif-
icantly affect the quality of the nearest images. Evidently,
distance in the representation space is a function of both
semantic and metadata labels for some foundation models.

4.2. Camera model distracts semantic retrieval

Using the PairsCams dataset, we investigate the impact
of image acquisition parameters, in particular whether the
camera was a modern smartphone, on the task of near-
duplicate image retrieval.

Setup Given a query image of an object or scene captured
by one camera type, the objective is to retrieve the corre-
sponding image of the same object or scene (positive) taken
by a different camera type. We consider two different set-
tings for the negative images in the retrieval database: (i)
same – negatives are captured by the same camera type as
the query, or (ii) different – negatives are captured by a dif-
ferent camera type. We evaluate performance based on the
average recall@1 under both settings.

Results Results are presented in Fig. 10. All points are
above the diagonal, suggesting the influence of the meta-
data label on the retrieval performance. Vision encoders
consistently fail to retrieve the image of the same object
or scene in the presence of negatives taken with the same
camera type. The experiment reveals that CVLs have the
highest disparity between the two settings. A model with
near-perfect recall@1 can see a performance drop below
0.85 simply by having the negatives share the same cam-
era type as the queries. See Fig. 1 for a qualitative example;
the near-identical positive is not retrieved first due to the
metadata label mismatch.
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Figure 10. Impact of image acquisition parameters on se-
mantics. Retrieval performance measured by recall@1using the
PairsCams dataset for the settings where the negatives are captured
either by the same or a different camera type than the query. Each
point corresponds to a different visual encoder. The diagonal line
is provided as a reference to indicate a lack of influence from the
metadata label, i.e. model (smart vs non-smart).

5. Related work

Robustness benchmarks and mitigation There has been
much effort on the improvement of visual encoders’ robust-
ness under shifts from their training distributions. This in-
cludes the design of benchmarks that evaluate robustness
on hard conditions [1, 16, 23–25, 39], with some specializ-
ing on corruptions and perturbations [23], stylization tech-
niques [16], JPEG compressions [17], adversarial and out-
of-distribution examples [25], attribute editing [39], and en-
vironment and sensor shifts [1]. Other work focuses specif-
ically on CVL models under similar conditions i.e. adver-
sarial examples [46], perturbations [62], JPEG compres-
sion [7], and multiple aspects of robustness simultaneously
[40]. Additionally, several solutions for improving robust-



ness, involving the use of strong augmentations [16, 23], a
more elaborate training process [79], learning artifact cor-
rection [14], test-time adaptation [64] and training [51, 74],
or prompting [38] and adversarial fine-tuning [63], have
been shown to improve CVL zero-shot performance. Un-
like prior work, we analyze images’ processing and acqui-
sition attributes and the ability of pretrained models to cap-
ture such information. We show that such signals can dom-
inate representations and distract semantics, even though
they are imperceptible to the naked eye. Also, we do not
consider training images derived from a “clean” in-domain
distribution since all images carry their unique processing
and acquisition attributes, with only a small fraction being
controllable (e.g., JPEG compression).

Analysis of visual encoder robustness Analyzing the be-
havior of visual encoders, Goodfellow et al. [18] investigate
the impact of inserting human-imperceptible noise into test
images during evaluation. It is found that by altering just
one pixel, model predictions can be changed [69]. Other
analysis involve texture-shape bias [16], translation/shift
invariance and positional encoding [29, 30, 77], compari-
son between architecture families [48], or emergent prop-
erties from large-scale pretraining [66]. Closely related to
our work is model performance assessment under different
JPEG compression [7, 14], while recent work [19] high-
lights that discrepancies in JPEG compression can affect
performance evaluation, resulting in misleading outcomes.

Attribute detection Similar to our experiments on meta-
data label prediction, previous work has explored attribute
prediction tasks, such as camera model identification [4, 45,
54] or camera parameters prediction (e.g. focal length and
radial distortion [73] or camera tilt and roll [43]). There
is also work on aligning Exif tags with visual content via
CVLs [78], as well as predicting image compression [13]
and coding [37]. While our experiments share clear similar-
ities, this typically involves training models with supervised
labels to predict image attributes. In contrast, we reveal that
this type of information is already contained in the visual
representations, which can predict the processing and acqui-
sition attributes without any further training or fine-tuning.

Visual bias Prior work [41, 70] has shown that dataset-
specific biases allow a classifier to predict an image’s
dataset of origin well above random. To combat such kinds
of biases, several methods for debiasing at training time
have been proposed, like leveraging labels of attributes in-
troducing bias [3, 26, 31, 58, 75] or pseudo-labels derived
from the biased classifiers [2, 5, 47, 60]. More recent ap-
proaches employ external models to discover and then sup-
press biases by extracting common textual keywords from
misclassified examples [32], or directly using large lan-
guage models for bias discovery [11, 20, 61]. Our evalu-

ation setup for analyzing the impact of metadata labels on
semantic prediction shares similarities with approaches in
this field [2, 26, 58].

6. Discussion and conclusion

Conclusions We have shown that metadata labels, such as
acquisition and processing parameters, are encoded in the
representations of foundational visual encoders, especially
those trained with CVL loss. Our analysis revealed that
traces of such labels can impact semantic recognition per-
formance, depending on the relative distribution between
semantic and metadata labels. This effect, however, is not
uniform across all models: it is most pronounced in CVLs,
while SSL encoders exhibit it to a lesser extent. This dis-
crepancy may be attributed to the drastic pixel-wise and ge-
ometric augmentations in SSL, which CVLs do not employ.
To verify this assumption, in Appendix A, we train from
scratch and finetune a CVL model with and without aug-
mentations. We show that the introduction of augmenta-
tions reduces the metadata information encoded in the rep-
resentations.

Limitations While we have identified that metadata la-
bels are encoded in foundational visual encoders and pro-
vided hints about potential causes, we cannot definitively
pinpoint the source of the problem. Investigating this fur-
ther is challenging due to the cost of retraining such models
and the frequent use of private datasets and undisclosed im-
plementation details. Although we do not propose specific
mitigation techniques, we highlight the issue as an impor-
tant area for future research.

Negative implications Metadata labels leaving traces in
visual encoders to the point of overshadowing semantic in-
formation can lead to unpredictable outcomes, compromis-
ing generalizability, robustness, and potentially undermin-
ing the trustworthiness of the models. More critically, this
effect could be exploited maliciously; for instance, an ad-
versarial attack may manipulate metadata to intentionally
mislead or deceive a model, posing risks in sensitive do-
mains like healthcare, surveillance, or autonomous systems.

Positive implications There are some applications that
can benefit from the implications revealed in this work. For
example, recent methods for synthetic (deepfake) image de-
tection leverage frozen CVL models for detection [49, 65]
and localization [68]. Interestingly, CVL models can be
used as a kNN classifier, i.e. without training a linear classi-
fier [49]. We presume that the capability of CVL models to
detect deepfakes shares the same underlying root enabling
attribute-based detection.
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and Elisa Ricci. Classifier-to-bias: Toward unsupervised au-
tomatic bias detection for visual classifiers. In CVPR, 2025.
8

[21] Kaiming He, Xiangyu Zhang, Shaoqing Ren, and Jian Sun.
Deep residual learning for image recognition. In CVPR,
2016. 1, 2

[22] Kaiming He, Georgia Gkioxari, Piotr Dollár, and Ross Gir-
shick. Mask r-cnn. In ICCV, 2017. 1

[23] Dan Hendrycks and Thomas Dietterich. Benchmarking neu-
ral network robustness to common corruptions and perturba-
tions. In ICLR, 2019. 1, 6, 7, 8

[24] Dan Hendrycks, Steven Basart, Norman Mu, Saurav Kada-
vath, Frank Wang, Evan Dorundo, Rahul Desai, Tyler Zhu,
Samyak Parajuli, Mike Guo, et al. The many faces of robust-
ness: A critical analysis of out-of-distribution generalization.
In CVPR, 2021.

[25] Dan Hendrycks, Kevin Zhao, Steven Basart, Jacob Stein-
hardt, and Dawn Song. Natural adversarial examples. In
CVPR, 2021. 1, 7

[26] Youngkyu Hong and Eunho Yang. Unbiased classifica-
tion through bias-contrastive and bias-balanced learning. In
NeurIPS, 2021. 8

[27] Grant Van Horn, Oisin Mac Aodha, Yang Song, Yin Cui,
Chen Sun, Alexander Shepard, Hartwig Adam, Pietro Per-
ona, and Serge J. Belongie. The inaturalist species classifi-
cation and detection dataset. In CVPR, 2018. 3



[28] iNaturalist 2018 competition dataset. iNaturalist 2018 com-
petition dataset. https://github.com/visipedia/
inat_comp/tree/master/2018, 2018. 3

[29] Md Amirul Islam, Sen Jia, and Neil DB Bruce. How much
position information do convolutional neural networks en-
code? In ICLR, 2020. 8

[30] Osman Semih Kayhan and Jan C van Gemert. On translation
invariance in cnns: Convolutional layers can exploit absolute
spatial location. In CVPR, 2020. 8

[31] Byungju Kim, Hyunwoo Kim, Kyungsu Kim, Sungjin Kim,
and Junmo Kim. Learning not to learn: Training deep neural
networks with biased data. In CVPR, 2019. 8

[32] Younghyun Kim, Sangwoo Mo, Minkyu Kim, Kyungmin
Lee, Jaeho Lee, and Jinwoo Shin. Discovering and miti-
gating visual biases through keyword explanation. In CVPR,
2024. 8

[33] Alexander Kirillov, Eric Mintun, Nikhila Ravi, Hanzi Mao,
Chloe Rolland, Laura Gustafson, Tete Xiao, Spencer White-
head, Alexander C Berg, Wan-Yen Lo, et al. Segment any-
thing. In ICCV, 2023. 1

[34] Giorgos Kordopatis-Zilos, Vladan Stojnić, Anna Manko,
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