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Figure 1. We introduce HUST, a high-fidelity unbiased skin tone estimation method. HUST learns a high-fidelity texture codebook from
large-scale RGB faces, generates textures from the color images, and enables unsupervised adaptation from texture to albedo domain.
HUST does not rely on captured data and generates high-fidelity unbiased diffuse albedo maps that can be used for realistic rendering.

Abstract

Recent 3D facial reconstruction methods have made sig-
nificant progress in shape estimation, but high-fidelity unbi-
ased facial albedo estimation remains challenging. Existing
methods rely on expensive light-stage captured data, and
although they have made progress in either high-fidelity re-
construction or unbiased skin tone estimation, no work has
yet achieved optimal results in both aspects simultaneously.
In this paper, we present a novel high-fidelity unbiased fa-
cial diffuse albedo reconstruction method, HUST, which re-
covers the diffuse albedo map directly from a single image
without the need for captured data. Our key insight is that

the albedo map is the illumination-invariant texture map,
which enables us to use inexpensive texture data for diffuse
albedo estimation by eliminating illumination. To achieve
this, we collect large-scale high-resolution facial images
and train a VQGAN model in the image space. To adapt the
pre-trained VQGAN model for UV texture generation, we
fine-tune the encoder by using limited UV textures and our
high-resolution faces under adversarial supervision in both
image and latent space. Finally, we train a cross-attention
module and utilize group identity loss to adapt the domain
from texture to albedo. Extensive experiments demonstrate
that HUST can predict high-fidelity facial albedos for in-
the-wild images. On the FAIR benchmark, HUST achieves
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the lowest average ITA error (11.20) and bias score (1.58),
demonstrating superior accuracy and robust fairness across
the entire spectrum of human skin tones. Our project page
is https://ziminran.github.io/hust-iccv/.

1. Introduction
3D face reconstruction is a prominent and challenging re-
search area in the domains of computer vision and graph-
ics [25, 43, 51]. It has garnered significant attention from
researchers because of its versatile applications across di-
verse multimedia domains, including virtual reality (VR)
and augmented reality (AR). 3D face reconstruction pro-
vides a foundation for the creation of avatars [47, 48] in the
metaverse or video games, facilitates virtual social interac-
tions, and supports advances in plastic surgery, among other
applications.

A critical component of high-quality 3D face reconstruc-
tion is the accurate estimation of facial albedo maps, which
capture the intrinsic reflectance properties of the skin in-
dependently of the lighting conditions. To achieve realis-
tic rendering with cross-ethnic fairness, facial albedo maps
must meet two requirements: 1) high-fidelity facial iden-
tity preservation and 2) unbiased skin tone estimation. In
terms of achieving high-fidelity synthesis, classical meth-
ods [6, 10–12, 16, 28, 35, 37–39, 42] build data-based pri-
ors using real limited albedo data, commonly employing
statistical models (e.g., PCA) or generative models (e.g.,
StyleGAN [24]). These albedo models can generate new
albedo maps conditioned on latent codes. However, these
methods can only recover approximate skin tones, mak-
ing it difficult to achieve high-fidelity identity preservation.
Recent approaches [26, 27] first reconstruct facial texture
and then train image-to-image transformation networks to
convert the texture to the albedo domain. However, they
struggle to generalize well to diverse real-world identities.
Recent works such as FitMe [28] and Relightify [32] have
made impressive progress in facial albedo reconstruction by
learning large-scale facial reflection priors through Style-
GAN and latent diffusion [40] models. Nevertheless, these
methods [26–28, 32] have not made any original or gener-
ated facial albedo data publicly available.

Furthermore, reconstructing unbiased facial albedos
from real-world images is also an ill-posed problem. Clas-
sical methods [10, 17, 33] create texture models to constrain
the albedo space and introduce monochromatic lighting [2]
constraints to reduce inference ambiguity. However, most
current methods still continue to bias light-colored albe-
dos, which is unfair to people of different ages and ethnic-
ities. This bias primarily stems from: 1) inherent biases in
the albedo models, and 2) the limited lighting constraints.
To this end, TRUST [16] reconstructed a balanced albedo
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Figure 2. Visualization of the reconstruction results from the pre-
trained VQGAN model. Given color images, UV textures, or UV
albedos as inputs, our pre-trained VQGAN consistently achieves
high-fidelity reconstruction results.

model and employed synthetic data, using scene lighting
to assist facial lighting estimation for improved accuracy.
The further developed ID2Albedo [36] method even di-
rectly learns a mapping from facial ID features to albedo
latents, bypassing lighting estimation and attempting to re-
construct correct skin tones. However, both approaches
share two limitations: they require captured training data
and produce low-fidelity diffuse albedos.

In this paper, we present HUST, an end-to-end frame-
work for achieving high-fidelity and unbiased albedo maps
simultaneously. Our insight is that diffuse albedo maps rep-
resent the intrinsic face color independent of the extrinsic
lighting conditions, thus we can start from high-fidelity tex-
tures and achieve unbiased delighting through domain adap-
tation. Specifically, we first train a high-fidelity face texture
prior. Due to the scarcity of high-fidelity UV texture data,
training the UV texture model is not easy. Since we ex-
perimentally find that the image structure and codebook are
deconstructed in the vector quantization-based generation
model (e.g., VQGAN [15] shown in Fig. 2), we train a facial
texture codebook in the image space to reconstruct the UV
texture. To obtain UV textures from input face images, we
fine-tune the original encoder using a combination of our
high-resolution faces and limited UV textures. However,
because of the large distribution gap between these latent
codes, there are noticeable artifacts during reconstruction.
Therefore, we design a dual discrimination module that
jointly regulates the latent and image distributions. Once
fine-tuned, this model can produce a high-fidelity UV tex-
ture from any input face image.

Based on the texture reconstruction, we further achieve
an unbiased albedo estimation from the predicted UV tex-
ture. We consider albedo estimation as a Monte Carlo sam-
pling process. In that case, the average albedo estimation
approximates the ground truth diffuse albedo, provided that
the samples are images of the same person in various scenes
under different lighting conditions. Specifically, we initial-
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ize a learnable query latent and introduce a cross-attention
module optimized by the group identity loss. The cross-
attention module is then trained to predict the same albedo
latent code from various facial texture latent codes. After
training, our model can accurately infer the corresponding
diffuse albedo map from a single face input, as illustrated in
Fig. 1 and Fig. 4. The results demonstrate that our method
consistently produces high-fidelity unbiased albedos and ef-
fectively generalizes to diverse human skin tones. In sum-
mary, the main contributions of this work are as follows:
• We propose a novel high-fidelity unbiased albedo recov-

ery model, HUST, that utilizes multiple facial images of
the same individual, eliminating the need for data capture.

• We propose a dual discriminator that achieves high-
fidelity texture prediction from a single image by joint
discrimination in the latent space and the image space.

• We design a group identity loss that enforces the genera-
tion of high-fidelity and identity-consistent facial albedos
from a set of images under different illuminations.

• The proposed HUST method obtains the lowest average
ITA error and bias score on the FAIR benchmark, demon-
strating superior accuracy and robust fairness across the
entire spectrum of human skin tones.

2. Related Work
High-Fidelity Albedo Reconstruction. Reconstructing a
face from a single image is an ill-posed problem typically
addressed through inverse rendering techniques. Conven-
tional methods use generative models to decode 3D face
shapes and albedo, such as 3D Morphable Models [11, 12,
14, 31, 33] (3DMMs). However, these methods can only re-
cover approximate skin tones, making it difficult to achieve
high-fidelity albedo reconstruction. To achieve this, GAN-
based approaches [7, 18, 20, 26, 27, 36] have gained more
attention. Deng et al. [7] pioneered the completion of UV
texture for in-the-wild face images. Gecer et al. [18, 20]
trained a texture GAN on a dataset of 10K textures, which
greatly enhanced realism. However, their method produced
textures with baked-in illumination. Subsequent research
took this into account and began directly utilizing high-
quality light stage data to train pure albedo maps. Lattas et
al. [26, 27] employed an image-to-image translation net-
work, trained on light stage data, to generate diffuse and
specular albedos from high-quality textures. However, the
training data limit its ability to generalize across various
racial groups. Ren et al. [36] purchased high-quality albedo
maps from 3D Scan Store and then trained an albedo gen-
erator to improve quality. Unlike the aforementioned meth-
ods, our research overcomes the dependence on data acqui-
sition by using large-scale high-quality web face images,
ultimately creating a high-resolution albedo generator.
Unbiased Albedo Disambiguity. Extracting accurate il-
lumination and albedo from image appearances is a com-

plex, ill-posed challenge [34]. While applying appearance
priors has helped to limit variations in albedo, it hasn’t
fully resolved the issue of ambiguity. The common strat-
egy involves employing more robust priors to constrain
both aspects. Hu et al. [23] proposed a method to normal-
ize the albedo symmetry. Aldrian et al. [1] introduced a
regularization technique for lighting by applying a “gray
world assumption”, which ensures that the light appears
monochromatic. Following this, related studies [10, 17],
adopted a similar methodology for regularization to facil-
itate decomposition. Egger et al. [13] considered the spe-
cific distribution of illuminations and developed a statistical
prior directly for the Spherical Harmonics (SH) coefficients.
TRUST [16] improved the inherent skin tone bias in the
previous BFM and AlbedoMM models, and expanded the
light estimation capabilities by dividing light into two cate-
gories: face light and ambient light, and exploiting the con-
sistency of ambient light to improve the accuracy of light
estimation. FFHQ-UV [4] leveraged StyleGAN to normal-
ize lighting conditions during preprocessing of the dataset.
ID2Albedo [36] utilized a variety of facial attribute priors to
refine the albedo generation. Departing from these regular-
ization methods, our approach presents a novel strategy by
introducing a shared albedo latent space with a group iden-
tity loss [3, 8], allowing unsupervised domain adaptation
from texture to albedo.

3. Methodology
This work aims to reconstruct high-fidelity unbiased diffuse
albedo from an in-the-wild facial image. To this end, we
first train VQGAN and learn a high-fidelity facial texture
codebook by using large-scale web face images (Sec. 3.1).
To support facial image unwrapping and reconstruct photo-
realistic UV texture (Sec. 3.2), we fine-tune the VQGAN
encoder under dual discriminations in both latent and image
space (Fig. 3). Finally, we propose a cross-attention module
(Fig. 4) with group ID loss to achieve high-fidelity unbiased
diffuse albedo reconstruction (Sec. 3.3).

3.1. Preliminary: Texture Codebook Learning
Since previous quantized autoencoders [44] have enabled
the deconstruction of image structures and codebooks, we
choose the recent VQGAN as the backbone for its proven
ability to generate high-quality images using learned code-
books. We first learn a high-fidelity facial texture code-
book [15] in the image space. Specifically, we filter a
large amount of high-resolution face data from the Web-
Face260M celebrity dataset [52, 53] to learn photo-realistic
texture with pore-level skin details. All illustrated in Fig. 2,
the input face image I ∈ RH×W×3 is embedded by the
encoder E into a feature embedding z ∈ Rh×w×d. To ef-
fectively learn a latent discrete spatial codebook, we use
nearest-neighbor search to get the nearest item and quan-
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tized feature from the codebook C =
{
cn ∈ Rd

}N−1

n=0
:

z
(i,j)
q = Q(z(i,j)) := argmincn∈C ∥z(i,j) − cn∥, where

zq ∈ Rh×w×d is the quantized feature, Q(·) is a quantiza-
tion operation, and N = 1, 024 is the number of code items
in the codebook. Taking the quantized representation zq as
input, the decoder G can reconstruct the high-quality face
image Î = G(Q(E(I)))).

3.2. High-fidelity UV Texture Reconstruction

After training in Sec. 3.1, we have built a high-quality tex-
ture codebook. However, this codebook only supports ho-
mography reconstruction of the input face images or UVs
as shown in Fig. 2. To enable texture unwrapping for any
input face image, we fine-tune the encoder E from the first
step. Specifically, we propose a dual discriminator com-
bined with our auto-encoder framework, as shown in Fig. 3.

The dual discriminator design constrains the distribution
in both latent and image space. The latent discriminator
operates before the discrete code representation to ensure
topological consistency. However, using it alone is not suf-
ficient. As shown in Fig. 7, the UV texture maps under the
supervision of latent discriminators only lack fine skin de-
tails. To this end, we incorporate an image discriminator
to achieve pore-level photorealism. We utilize the off-the-
shelf face reconstruction model [30] to predict a 3D facial
mesh from the original image, map the generated texture
map onto the mesh, render it from the original and random
viewpoints, and feed it into the image discriminator. Our
dual discriminator design enforces the encoder to produce
high-quality and consistent UV texture maps.

To fine-tune this encoder, we employ our high-resolution
dataset and the UV texture data generated from the FFHQ
dataset using OSTeC [19]. For a given image input Iimg ,
we first obtain the feature embedding zuv , by fine-tuning the
encoder Euv . Similarly, we get the embedding ztexture from
the UV texture input Itexture. After quantization, we obtain
ẑuv·q and the final texture output T = G(Q(Euv(Iimg))).
We then map this texture onto the predicted mesh and ren-
der Iorigin and Irandom from the original and random view-
points, respectively.

During training, we fix the pre-trained codebook and de-
coder and optimize the encoder and dual discriminator. We
employ the identity loss function, which is the cosine dis-
tance between the input face Iimg and the random view
Irandom:

Lid = 1− A(Iimg)A(Irandom)

∥A(Iimg)∥2 · ∥A(Irandom)∥2
, (1)

where A is the pre-trained ArcFace model [8]. Besides, the
adversarial loss of our dual discriminator can be calculated

Figure 3. Overview of our UV texture reconstruction pipeline. Af-
ter training a VQ-based auto-encoder (blue box), we fine-tune the
encoder by employing a dual discriminator (pink box). UV tex-
ture reconstruction from a single image is achieved by adversarial
supervision in both latent and image space.

as follows:

Ladv2 = (logDlatent(zuv)) + log(1−Dlatent(ztexture))

+ log(Dimage(Iorigin)) + log(1−Dimage(Irandom)),
(2)

where Dlatent and Dimage are our dual discriminators. The
complete training goal is as follows:

Ltexture = Lid + λ1Lrec + λ2Llpips + λ3Ladv2, (3)

where Lrec denotes the L1 loss between the input Iimg and
the warped Iorigin. Llpips denotes the LPIPS loss [49]. The
loss weights λ1, λ2, λ3 are set as 10, 10 and 0.1, respec-
tively.

3.3. Unbiased Diffuse Albedo Disambiguation
Assuming that the face is a Lambertian surface, the ren-
dered face image can be computed by R = A ⊙ S,
where R stands for the final rendered image, ⊙ denotes
the Hadamard product, and A and S represent the wrapped
diffuse albedo and the shading image, respectively. When
there is a parallel estimation of both albedo and illumina-
tion, the ambiguity between albedo and illumination occurs.
Recent work has been conducted by ensuring that differ-
ent individuals in the same scene have a consistent lighting
estimation [16] or by using facial attributes for direct infer-
ence [36]. However, they all require expensive hand-crafted
albedo maps to generate training data.

Assuming that the face imaging process under any light-
ing conditions is a stochastic process that follows an inde-
pendent and identical distribution, we can estimate the dif-
fuse albedo using the Monte Carlo sampling method. In
other words, if we have a large number of images of the
same person under different lighting conditions, our albedo
estimation will gradually approach the ground truth. To this
end, we predict an unbiased diffuse albedo map from mul-
tiple photos of the same subject, as shown in Fig. 4.

Given multiple images of the same person, we first apply
age-based grouping. Considering that photos of the same
subject vary widely over time, we group the images at simi-
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Figure 4. Overview of the proposed HUST. Our core insight is that an individual shares the same diffuse albedo under different scenes.
Therefore, we propose a group identity loss for unsupervised domain adaptation from texture to albedo. Specifically, we first sample the
faces of the same person with a similar age group as input and then extract features by using the encoder trained in Sec. 3.2. These features
are projected separately, and then cross-attention is computed using the learnable query latent to obtain the shared albedo. Finally, the
diffuse albedo is overlaid back onto the original image, and the group identity loss is computed to ensure unbiased face albedo estimation.

lar ages to ensure accurate and consistent albedo. Our sam-
pling constraint will prevent outlier data and help maintain
consistent albedos in each batch during training, which will
aid in the correct recovery of individual albedos, as shown
in the upper right corner of Fig. 4.

After age-based grouping, we feed the input images I1,
I2, I3, . . . , In to a pre-trained encoder Euv that extracts
these latents zuv·1, zuv·2, zuv·3, . . . , zuv·n. To infer the
albedo latent, we introduce a cross-attention module to
learn the correspondence between the texture space and the
albedo space. Specifically, we flatten and concatenate all
texture latents zuv·1, zuv·2, zuv·3, . . . , zuv·n, denoted as
zuv·all ∈ Rm×d, where m represents the total number of
patches. We initialize a query latent q ∈ Rhw×d and de-
fine two different projectors Pk and Pv to obtain key la-
tent k and value latent v. Our cross-attention module com-
putes the a fixed-length albedo latent a ∈ Rhw×d through
a = Attention(q,k,v) = softmax

(
qkT

)
v. In this way,

HUST can handle variable-length face input, allowing us to
use a large number of face images for model training. Dur-
ing the testing phase, any number of images can be used for
inference, even a single image. After obtaining the albedo
latent a, it is quantized and decoded by a pre-trained de-
coder G to produce the final diffuse albedo map.

To train our projector, query latent and cross-attention
module in HUST, we use off-the-shelf HRN [30] model to
predict face shape from the input image and reuse its light
estimation network for initialization. To ensure that the ren-
dered images are close to the input faces, we update the
parameter of the light estimation network during our train-

ing process. After differentiable rendering, we use L1 loss
Lrec and LPIPS loss Llpips to measure the error between
rendered and real faces of the same identity. In addition,
we propose a novel group identity loss Lgid to encourage
the model to capture the overall appearance among multi-
ple faces. Specifically, our group identity loss is expressed
as

Lgid =
1

k2

k∑
i=1

k∑
j=1

wij · (1−
A(Ri)A(Ij)

∥A(Ri)∥2 · ∥A(Ij)∥2
), (4)

where wij represents the group weight calculated by two
input faces Ii and Ij , and R represents the warped albedo
conditioned by the shape and illumination of the face. The
intuition for using group weights wij =

A(Ii)A(Ij)
∥A(Ii)∥2·∥A(Ij)∥2

is that images of the same person inherently exhibit varying
levels of similarity. Hence, group weights are employed
to enhance the aggregation of identities within a batch. In
this way, we extend the original identity loss from a single
image to the entire batch to constrain the consistent albedo
recovery. Overall, our training loss function is defined as
follows:

Lalbedo = Lgid + η1Lrec + η2Llpips, (5)

where the loss weights η1 and η2 are set as 10 and 0.1, re-
spectively.

4. Experiment
Texture Codebook Learning. To enhance codebook fi-
delity for facial texture synthesis, we curate a collection of
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Figure 5. Comparison on the FAIR benchmark [16]. From left to right: input image, GANFIT [18], INORig [5], MGCNet [41],
Deep3D [10], CEST [46], DECA [17], TRUST [16], ID2Albedo [36], ours and ground-truth albedo rendering.

Method Use Albedo
Data Avg. ITA ↓ Bias ↓ Score ↓ MAE ↓ ITA per skin type ↓

I II III IV V VI

Deep3D [10] × 22.57 24.44 47.02 27.98 8.92 9.08 8.15 10.90 28.48 69.90
GANFIT [18] × 62.29 31.81 94.11 63.31 94.80 87.83 76.25 65.05 38.24 11.59
MGCNet [41] × 21.41 17.58 38.99 25.17 19.98 12.76 8.53 9.21 22.66 55.34
DECA [17] × 28.74 29.24 57.98 38.17 9.34 11.66 11.58 16.69 39.10 84.06
INORig [5] × 27.68 28.18 55.86 33.20 23.25 11.88 4.86 9.75 35.78 80.54
CEST [46] × 35.18 12.14 47.32 29.92 50.98 38.77 29.22 23.62 21.92 46.57
TRUST [16] ✓ 13.87 2.79 16.67 18.41 11.90 11.87 11.20 13.92 16.15 18.21
ID2Albedo [36] ✓ 12.07 4.91 16.98 23.33 18.30 9.13 5.83 9.46 19.09 10.59
ID2Reflectance [38] ✓ 14.21 4.22 18.43 22.02 12.91 13.11 9.68 10.22 17.72 21.63
Ours × 11.20 1.58 12.78 21.24 11.61 9.74 8.94 11.54 11.44 13.93

Table 1. Quantitative comparison with state-of-the-art methods on skin tone fairness using the FAIR benchmark [16]. We report five
metrics: average ITA error, bias score (standard deviation), total score (avg. ITA + bias), mean average error, and per-type ITA errors
across six skin tone categories from very light (I) to very dark (VI). Lower values indicate better performance. Despite not using any
ground truth albedo supervision, our method achieves both the lowest average ITA error (11.20) and bias score (1.58), demonstrating
superior accuracy and robust fairness across the entire spectrum of human skin tones.

501,605 high-resolution portraits from the WebFace260M
dataset [52], each with an original resolution exceeding
1024 × 1024. After facial alignment using the ArcFace
template [8, 9] at a 1024 × 1024 resolution, these normal-
ized images are used to train a VQGAN [15] model for 10
epochs on 32×A100 GPUs.
High-Fidelity UV Texture Reconstruction. To enable ro-
bust texture unwrapping for any input portrait, we keep all
pre-trained VQGAN parameters from the first stage frozen,
except for the encoder, which is fine-tuned for 10 epochs
on 32×A100 GPUs under dual discriminator supervision.
We use Ostec [19] to generate 10,000 UV textures from
the FFHQ dataset. These UV textures, combined with our
high-resolution images, are randomly sampled for adversar-
ial training to ensure precise UV topology reconstruction.
Unbiased Diffuse Albedo Disambiguation. To ensure that
the query latent can perceive uniformly distributed light and

eliminate occlusions from the albedo map, model training
(illustrated in Fig. 4) requires multiple images of a single
subject across different scenes. For building a diverse high-
quality training dataset, high-resolution portraits with an
original resolution exceeding 512× 512 pixels are selected
from WebFace260M [52], resulting in 3,392,957 face im-
ages across 120,312 identities. We use the Insightface [22]
age estimator to cluster the images of each individual into
age-based subgroups. During training, each subject learns
diffuse albedo from these age-grouped subgroups, with an
adaptive number of face images per person.
Training Settings. For all stages of training, we utilize the
Adam optimizer with β1 = 0.9 and β2 = 0.999. The learn-
ing rate is set as 0.00001 for all stages. All training sets
have been removed samples that appeared in CelebAMask-
HQ, based on facial similarity using ArcFace. To evaluate
identity similarity, we use the CosFace model [45].
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Figure 6. Comparisons on in-the-wild images. From top to bot-
tom: inputs, ours, ID2Albedo [36] and TRUST [16] diffuse albe-
dos and rendered images. The proposed HUST achieves the most
realistic rendering results.

4.1. FAIR Benchmark Results

Following the evaluation protocols in TRUST [16] and
ID2Albedo [36], qualitative and quantitative evaluations are
conducted on the FAIR benchmark, as shown in Fig. 5 and
Tab. 1, respectively. In Fig. 5, the baseline methods ex-
hibit two major limitations: strong bias towards specific
skin color types [5, 18] and low fidelity in existing unbi-
ased albedo models [16, 36]. Our proposed method effec-
tively addresses both challenges. Qualitative evaluations
demonstrate unprecedented high-fidelity results with faith-
ful reproduction of microscopic facial details, such as pores,
moles, and individual eyebrow strands. Leveraging half
a million high-resolution images and three million diverse
portraits, our method demonstrates remarkable generaliza-
tion across different ethnicities and skin tones without re-
lying on costly real-world scanning data. In Tab. 1, the
quantitative results highlight the significant improvements
of our method over existing approaches. Specifically, our
approach achieves the lowest bias score with a substan-
tial reduction of 43. 3% compared to TRUST [16], and a
minimal average ITA error of 11.20. These results affirm
our method’s exceptional fairness across all Fitzpatrick skin
types and establish a new milestone in skin tone estimation
accuracy.

4.2. Real-World Results

To evaluate the robustness of our approach on real-world
images, we conduct qualitative comparisons with exist-
ing methods on the CelebAMask-HQ dataset, as shown in
Fig. 6. Our method exhibits remarkable robustness, achiev-

Method PSNR↑ SSIM↑ LPIPS↓ ID↑
TRUST [16] 21.63 0.8520 0.2014 0.4780
ID2Albedo [36] 23.72 0.8840 0.1549 0.5320
Ours 29.14 0.9114 0.1109 0.7594

Table 2. Comparisons with previous albedo estimation methods.
All metrics are computed on the CelebAMask-HQ dataset [29].

Method Domain (Dataset) PSNR↑ MAE↓ LPIPS↓
VQGAN Color Image (CelebAMask-HQ) 27.05 0.0367 0.2957
Ours Color Image (CelebAMask-HQ) 28.60 0.0309 0.2451
VQGAN UV Texture (Ostec) 28.39 0.0224 0.3590
Ours UV Texture (Ostec) 31.88 0.0157 0.2879
VQGAN UV Albedo (3D Scan Store) 29.49 0.0218 0.3411
Ours UV Albedo (3D Scan Store) 31.00 0.0185 0.2454

Table 3. Comparison of reconstruction capabilities across color
images, UV textures, and UV albedo. Our codebook, trained
on half million high-resolution images, demonstrates significantly
better performance than the VQGAN model [50] trained on the
FFHQ dataset [24].

ing state-of-the-art albedo fidelity even under challenging
conditions, such as strong colored illumination and facial
occlusions, while accurately estimating skin tone across di-
verse ethnicities. As shown in Tab. 2, our approach deliv-
ers exceptional photometric accuracy and perceptual qual-
ity in the reconstructed albedo maps, significantly surpass-
ing prior methods in both pixel-level fidelity and iden-
tity preservation, and achieving the best results across all
image-level metrics.

The results show that our albedo achieves the high-
est fidelity while maintaining fairness. We also analyze
the quantitative results in CelebAMask-HQ. The results in
Tab. 2 show that our method achieves the best results in all
metrics.

4.3. Ablation Studies
High-Fidelity Codebook. Tab. 3 illustrates that our high-
fidelity codebook exhibits outstanding reconstruction capa-
bilities across color images, textures, and albedo domains.
Trained on half a million high-quality images, our VQ-
GAN achieves higher PSNR and lower mean absolute er-
ror (MAE) and LPIPS scores, significantly outperforming
the VQGAN [50] trained on the FFHQ dataset. Notably,
the metrics for face reconstruction are relatively lower com-
pared to texture and albedo reconstruction. This discrep-
ancy can be attributed to the complex backgrounds present
in the CelebAMask-HQ dataset [29], while the texture and
albedo datasets (e.g., Ostec and the 3D Scan Store) con-
tain only clean facial regions. Additionally, as depicted in
Fig. 2, the reconstructed outputs also demonstrate that our
codebook achieves excellent pore-level fidelity in facial fea-
ture reconstruction.
Dual Discriminator. Ablation studies on the dual discrim-
inator architecture are presented in Fig. 7. The Latent-Only
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Figure 7. Ablation study of our dual discriminator architecture.
The latent-only discriminator effectively reconstructs UV topol-
ogy but lacks skin details, while the image-only discriminator pro-
duces realistic details yet distorts facial features and UV topology.
Our dual discriminator framework combines the strengths of both,
achieving pore-level photorealism and accurate facial geometry.

Method PSNR↑ SSIM↑ LPIPS↓
Latent Only Discriminator 25.47 0.8103 0.3324
Image Only Discriminator 21.52 0.7424 0.3571
Image + Latent Discriminator 29.47 0.8417 0.2614

Table 4. Evaluations of occlusion-robust UV completion on the
Multi-PIE [21] dataset. Note that we manually add occlusions for
evaluation using the same setting as PBIDR [37].

Method PSNR↑ SSIM↑ LPIPS↓ ID↑
Baseline 24.67 0.8627 0.1456 0.5094
+Age-based Grouping 25.91 0.8917 0.1452 0.5136
+Group Identity Loss 27.66 0.8953 0.1442 0.7386
Both 29.14 0.9114 0.1109 0.7594

Table 5. Ablation study of sampling constraint from age and the
group identity loss. All metrics are computed on the CelebAMask-
HQ dataset [29].

discriminator precisely reconstructs facial geometry based
on UV topology, but synthesizes smoothed skin textures
with limited photorealism. Conversely, the Image-Only dis-
criminator maintains high-fidelity local details but intro-
duces distortion and artifacts of the facial structure. Our
dual discriminator framework not only inherits the comple-
mentary strengths of both approaches but also further en-
hances them, achieving superior pore-level detail fidelity
and improved UV topology accuracy in the reconstructed
albedo maps.

Tab. 4 presents the quantitative evaluation of robust tex-
ture completion on the Multi-PIE dataset [7, 21]. Follow-
ing the PBIDR [37] protocol, we evaluate 100 selected sub-
jects (50% with manual occlusions) using PSNR, SSIM and
LPIPS metrics against ground-truth UV maps. The dual dis-
criminator design significantly improves texture reconstruc-
tion quality across all metrics.
Group Identity Loss. Tab. 5 presents ablation studies on

Single Albedo

Image

Multi-Albedo

Texture

Figure 8. Ablation study of multi-image inference. The first and
second rows separately demonstrate texture and albedo estimation
from single-image inference, while the bottom row shows multi-
image inference results with increasing portrait inputs. The esti-
mated albedo maps exhibit progressively refined skin tone accu-
racy as input images increase, with quality convergence observed
at 3-6 images.

the age-based sampling constraint and group identity loss.
Grouping images by similar ages through the age-based
sampling constraint significantly improves albedo recon-
struction, increasing SSIM from 0.8627 to 0.8917. The
group identity loss further enhances identity-consistent fea-
ture capture, boosting PSNR from 25.91 to 29.14. Together,
these modules enable HUST to achieve high-quality pixel-
level reconstruction in in-the-wild portraits.

As shown in the first row of Fig. 8, single-image in-
ference suffers from ambiguity between albedo and illu-
mination. Group identity loss along with the variable-
length cross-attention module enables unsupervised adap-
tation from texture to the albedo domain. This cus-
tomized combination design allows multi-image inference
to achieve unparalleled skin tone accuracy that improves
with increasing number of images (see last row). Notably,
comparing results between three inputs (blue box) and six
inputs (red box), albedo quality stabilizes at 3-6 images, in-
dicating an optimal balance between efficiency and accu-
racy.

5. Conclusion

In this paper, we introduce HUST, a model for high-fidelity
unbiased albedo reconstruction using only in-the-wild im-
ages, eliminating the need for expensive captured data and
significantly reducing data collection costs. HUST employs
a vector-quantized generative model and cross-attention to
infer unbiased albedo from multiple facial images. Ex-
periments demonstrate that our HUST achieves top perfor-
mance on the FAIR benchmark, excelling in both general-
izability and fairness.
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