




defined. While priors were traditionally hand-crafted, mod-
ern approaches typically learn them from data. These meth-
ods can either seek point estimates, as in P3 [53], RED [37],
and DIP [52], or generate samples from the posterior, as in
DDRM [22], DPS [5], LGD [47], and DEFT [8].

2.2. Diffusion models
Diffusion models sample from p(x) by applying a series
of activations of pretrained minimum mean squared error
(MMSE) denoisers [13]. Specifically, following DDPM’s
notations [20], a forward process is first defined as the
creation of a sequence of noisy images xt for timesteps
{t = 0, 1, . . . , T } via

xt ∼ N (xt;
√

ᾱtx0, (1 − ᾱt)I), (2)

where x0 is a clean image, ᾱt = Πt
s=1αs, αt := 1 − βt and

{βs}T
s=1 is a chosen variance schedule. Generating images

with diffusion models is achieved by reversing the above
forward process. This is done via the recursive relation [50]

xt−1 =
1

√
αt

(xt + βt∇xt ln p(xt)) +
√

βtu, (3)

where u ∼ N (0, I) is a noise perturbation. The term
sθ(xt) := ∇xt ln p(xt) is known as the score function [48,
50, 54], obtained via Tweedie’s formula [11]:

∇xt ln p(xt) =
1

1 − ᾱt
(−xt+

√
ᾱtExt∼p(xt)[x0|xt]). (4)

The expression Ext∼p(xt)[x0|xt] is nothing but the MMSE
estimate of x0 given xt, i.e. an image denoiser that aims to
remove white additive Gaussian noise while striving to get
the smallest L2 error. This denoiser is formed as a learned
neural network, being the only portion of the process that
relies on training. The common practice is to train a net-
work εθ(xt, t), which predicts the noise added to create xt,
conditioned on the timestep t. Thus, given εθ(xt, t), the
synthesis process amounts to initializing xT ∼ N (0, I) and
iteratively progresses towards x0, a sample from p(x), by
plugging Eq. (4) into Eq. (3).

2.3. Latent diffusion
Sampling x ∼ p(x) with a diffusion model is tedious, as it
requires multitude (50−1000, depending on the approxima-
tion scheme) of activations of the denoiser network, follow-
ing the iterative manner of equation Eq. (3). To mitigate this
problem, it was suggested to perform the diffusion process
in a lower dimensional latent space [38]. In this approach,
an Autoencoder is used to encode images to the latent space
and decode latent vectors (latents for short) back to the im-
age space as follows:

z = E(x), x ≈ D(z), (5)

where x is an image, z is a latent, E(·) : Rd → Rk is the
encoder and D(·) : Rk → Rd is the decoder. In our case,
k * d implies that the diffusion process occurs in the lower
dimension latent space, and each network pass is thus much
faster, leading to more efficient training and sampling. The
diffusion process itself, as described in Eqs. (2) to (4), is
adapted by replacing images x with latents z.

The same Autoencoder is often used in different LDMs.
For example, the VAE introduced in Stable Diffusion [38]
v1.1 is reused up to version v1.5 and by countless finetuned
models such as RealisticVision [42] or DreamlikeArt [10].

3. Diffusion for inverse problems: related work
To sample from the posterior using diffusion models, one
need to use the conditional score ∇xt ln p(xt|y). Following
Bayes’ rule, the conditional score naturally decompose to a
prior and likelihood scores:

∇xt ln p(xt|y) = ∇xt ln p(xt) + ∇xt ln p(y|xt). (6)

While the prior score is given in Eq. (4), the likelihood score
is generally intractable [5, 46] and hence approximated. In
the following subsections, we briefly discuss both pixel-
space and latent-space plug-and-play diffusion methods and
their limitations.

3.1. Pixel-space methods
DPS [5] proposes the following approximation for the
Gaussian likelihood:

∇xt ln p(y|xt) ≈ −
1

σ2
y

∇xt‖y − A(x̂t
0)‖2

2, (7)

where x̂t
0 = Ext∼p(xt)[x0|xt]. LGD [47] extends this ap-

proximation by considering unnormalized conditional prob-
abilities of the form exp(−%y(x0)), leading to:

∇xt ln p(y|xt) ≈ −∇xt%(x̂
t
0; y), (8)

where %(·; y) is any learned or analytical function that de-
pends on the measurements. In contrast, DEFT [8] directly
learns the likelihood score ∇xt ln p(y|xt). However, this
approach introduces dependency on the trained prior due to
its supervised training scheme.

3.2. Latent-space methods
Note that in both DPS and LGD’s approximations, each up-
date step in the diffusion process requires differentiating
both the degradation operator and the denoiser. However,
when using LDMs, the denoiser operates in the latent space,
while degradations are still applied in the image space.

A naive approach to adapting Eq. (7) to the latent space is
introduced in [45] and termed LDPS. The method involve
decoding the latent at each step and computing the likeli-
hood score approximation as follows:
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4.1. Encoding the measurement
Referring to Q1, we acknowledge that computing w = E(y)
for a degraded image requires using the encoder on an im-
age that is out-of-distribution relative to its training data1.

To assess whether this step is valid, we first investi-
gate how much the encoding-decoding process alters an im-
age. Specifically, we compare the PSNR values of images
and their encoded-decoded versions by applying f(·) =
D(E(·)), averaged over 1000 images across various degra-
dations. The results are presented in Tab. 1, and the full
experimental setup is described in Sec. 5.

We observe that for noiseless degraded images, ynl =
A(x), the PSNR between the original and its encoded-
decoded counterpart, f(ynl), is higher than for natural im-
ages. Additionally, a denoising effect is evident when ap-
plying f on noisy measurements y: for most tested degra-
dations, we observe PSNR(ynl, f(y)) > PSNR(y, f(y)).

These findings reassure us that applying the encoder to
degraded images should not be a significant bottleneck to
our method.

4.2. Score likelihood in latent space
Moving to Q2, it is necessary to understand how the approx-
imation of the score likelihood in Eq. (7) can be transformed
to allow sampling in the latent space alone. Consider a mea-
surement y and a candidate image x̂. Following Sec. 4.1,
assume that the Autoencoder enables a near-perfect recon-
struction on degraded images, D(E(y)) ∼= y, we can write

‖y − A(x̂)‖2
2

∼= ‖D(E(y)) − D(E(A(x̂)))‖2
2. (13)

To provide an answer to Q2, suppose we have access to
a trained operator Hθ(z) = E(A(x̂)), where z = E(x̂).
This operator aims to mimic the degradation A(x̂) while
operating fully in the latent domain. Then, Eq. (13) can be
rewritten as:

‖y − A(x̂)‖2
2

∼= ‖D(E(y)) − D(Hθ(z))‖2
2. (14)

1While our choice is to use w = E(y), future work may explore better
ways to compute w, possibly considering learned alternatives.

Degradation x, f(x) ynl, f(ynl) y, f(y) ynl, f(y)

Gaussian blur 46.03 37.57 40.93
SR ×8 45.72 43.25 40.31
SR ×4 31.23 40.81 37.90 38.22
Inpaint 32.23 31.23 31.89
JPEG 32.04 30.81 31.36

Table 1. PSNR values for four types of image pairs with various
degradations. The settings are consistent with those in Sec. 5.2.
We see the loss of information when encoding clean and degraded
images to the latent space (full analysis in Sec. 4.1).

Since D is differentiable, it is also Lipschitz continuous,
therefore, a constant C2 such that

‖D(E(y)) − D(Hθ(z))‖2
2 ≤ C‖E(y) − Hθ(z)‖2

2. (15)

Ultimately, since the RHS in Eq. (15) bounds the LHS in
Eq. (13), we can minimize it as a proxy to Eq. (7), yielding
the following approximation to the score likelihood:

∇zt%SILO =
1

σ2
y

∇zt‖E(y) − Hθ(ẑt
0)‖2

2. (16)

Essentially, this approximation is DPS, applied to a latent
that undergo a latent degradation. Now the question be-
comes how do we design such Hθ?

4.3. The latent degradation operator
To satisfy the assumptions leading to Eq. (16), Hθ should
be trained to approximate Hθ(z) ≈ E(A(x)). Thus, in re-
sponse to Q3, we train Hθ using the following loss function:

L = Ex,y∼p(x),p(y|x)[‖Hθ(E(x)) − E(y)‖]. (17)

Here, the expectation is taken over real images x ∼ p(x),
which are used to generate their degraded counterparts y ∼
p(y|x). Further details on the training, design, and imple-
mentation of Hθ can be found in Appendices D and F.

4.4. Reconstruction
We are left with Q4, which concerns how to deploy the
trained operator Hθ for solving inverse problems. Algo-
rithm 1 presents the proposed recovery scheme, termed
SILO (Solving Inverse Problems with Latent Operators).
Notably, in Algorithm 1, both the encoder and decoder are
used only once. Moreover, during sampling, gradients are
computed only through the denoiser and the latent operator
Hθ – never through the encoder or decoder. As a result,
the sampling process is significantly faster and avoids the
pitfalls of prior methods, as we demonstrate next.

2A redesign of the Autoencoder to lower the value of C may have a
positive impact on the overall performance of LDM in general, and for our
proposed inverse problem solver in particular. This is left for future work.

Algorithm 1: SILO – Reconstruction Algorithm
Data: measurement y, encoder E , decoder D,

trained degradation operator Hθ, scale η
Result: A reconstruction x̂

1 zT ∼ N (0, I);
2 w ← E(y);
3 for t = T to 1 do
4 ẑt

0 ← DenoiseStep(zt);
5 zt−1 ← DDPMStep(zt, ẑt

0);
6 zt−1 ← zt−1 − η∇zt‖w − Hθ(ẑt

0)‖2;
7 x̂ = D(z0);
8 return x̂;
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x y Ours (RV) Ours (SD) ReSample PSLD

Figure 5. Comparison of SILO to other methods. From left to right: the clean image, x, the measurement y, the reconstructions using
SILO (with RV and SD), ReSample, and PSLD. Each row contains the image and a zoom-in to show the differences better. From top to
bottom: the degradations are inpainting, downsampling ×8 with σy=0.03, and Gaussian blur. The settings are detailed in Sec. 5.2.

5. Experiments

In this section, we present experiments comparing SILO
with other latent diffusion plug-and-play methods that can
be reproduced using public implementations. The com-
pared methods include LDPS [45], GML-DPS [39], PSLD
[39], and ReSample [45].

We first describe the evaluation metrics and the tested
degradations before presenting the experimental results.
Additional implementation details are provided in Ap-
pendix D. Due to page limit, ablation studies are presented
in Appendix C. We provide a table version of plots, as well
as additional metrics and visual results in Appendix G.

5.1. Metrics
The perception-distortion tradeoff [3, 15] states that there is
an inherent tension between perceptual quality (how natural
a reconstruction appears) and distortion (how similar a re-

construction is to the source). Thus, it is essential to include
both types of metrics in evaluations (see Appendix D.3).

Specifically, we report LPIPS3 [59] values between the
restorations and ground-truth images as a distortion met-
ric, while Fréchet and Kernel Inception Distances (FID and
KID) [2, 18] serve as perceptual distance metrics.

Additionally, we report the wall-clock runtime of each
method in seconds. Runtime measurements are performed
on an NVIDIA L40S GPU with full precision (FP32).

5.2. Degradations, datasets and models

We evaluate SILO on the same degradations appeared in the
compared methods and across all LDMs plug-and-play lit-
erature: (i) Gaussian blur with a standard deviation of 3.

3As recommended by [60], we use AlexNet [25] for evaluation, as it is
preferred over VGG [43]. Unlike prior work, we present LPIPSAlex here
and include both versions in Appendix G for completeness.












