Neural Compression for 3D Geometry Sets
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Abstract

We present NeCGS, the first neural compression paradigm,
which can compress a geometry set encompassing thousands
of detailed and diverse 3D mesh models by up to 900 times
with high accuracy and preservation of detailed geomet-
ric structures. Specifically, we first propose TSDF-Def, a
new implicit representation that is capable of accurately
representing irregular 3D mesh models with various struc-
tures into regular 4D tensors of uniform and compact size,
where 3D surfaces can be extracted through the deformable
marching cubes. Then we construct a quantization-aware
auto-decoder network architecture to regress these 4D ten-
sors to explore the local geometric similarity within each
shape and across different shapes for redundancy removal,
resulting in more compact representations, including an em-
bedded feature of a smaller size associated with each 3D
model and a network parameter shared by all models. We
finally encode the resulting features and network parame-
ters into bitstreams through entropy coding. Besides, our
NeCGS can handle the dynamic scenario well, where new 3D
models are constantly added to a compressed set. Extensive
experiments and ablation studies demonstrate the significant
advantages of our NeCGS over state-of-the-art methods both
quantitatively and qualitatively. The source code is publicly
available at https://github.com/rsy6318/NeCGS.

1. Introduction

3D mesh models find widespread applications across com-
puter graphics, virtual reality, robotics, and autonomous driv-
ing. As geometric data becomes increasingly complex and
voluminous, effective compression techniques have become
critical for efficient storage and transmission.

In contrast to 2D images and videos typically structured
as regular 2D or 3D tensors, 3D mesh models are commonly
represented as irregular polygons, posing challenges for
compression. Thus, a natural idea is to re-structure mesh
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models and then leverage image or video compression tech-
niques to compress them. A common practice involves con-
verting mesh models into voxelized point clouds, with the
ability to reconstruct the original mesh models using surface
reconstruction methods [21, 24]. Based on this, MPEG has
recently developed two types of 3D point cloud compression
(PCC) standards [28, 47]: geometry-based PCC (GPCC) for
static models and video-based PCC (VPCC) for sequential
models. Additionally, the field has seen the emergence of
various learning-based PCC techniques [14, 19, 41, 54, 55]
driven by advances in deep learning, improving overall com-
pression efficiency. However, voxelized point clouds demand
high resolutions (typically 2'° or more) to accurately repre-
sent geometric shapes, introducing redundancy and limiting
compression efficiency. Moreover, these methods primar-
ily focus on individual 3D models or temporally linked 3D
model sequences, and they face challenges when dealing
with diverse, unrelated 3D shape datasets.

An alternative regular representation method involves em-
ploying implicit fields of 3D mesh models, such as signed
distance fields (SDFs) and truncated SDFs (TSDFs). This
kind of approach entails computing the implicit field value
at each uniformly distributed grid point, thereby forming
a regular tensor. Mesh models can be reconstructed from
these tensors using techniques like Marching Cubes [32] or
its variants [15, 45]. In comparison to point clouds, implicit
tensorss offer a way to represent mesh models at a relatively
lower resolution. However, to capture intricate and detailed
geometric structures, larger SDF/TSDF tensors are often nec-
essary when dealing with more complex 3D models. Conse-
quently, when working with geometry sets that encompass
a variety of categories, the need for SDF/TSDF tensors of
varying sizes arises, sometimes requiring very large tensors
to ensure accuracy. This diversity poses significant chal-
lenges during the subsequent compression phase. Recently,
neural implicit representation methods, such as DeepSDF
[36], utilize multilayer perceptrons (MLPs) to regress the
SDFs of any given query points. While this representation
achieves high accuracy for single or similar models (e.g.,
chairs, tables), the limited receptive field of MLPs makes it
challenging to represent large numbers of models in different
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compression ratios, with CD and F1-0.005 specifically de-
scribing the distortion of the decompressed models. Our
goal is to minimize distortion, indicated by a low CD and
a high F1-Score, while maximizing the compression ratio.
Therefore, for the RD curve representing CD, optimal com-
pression performance is achieved when the curve is closest
to the lower right corner. Similarly, for the RD curve rep-
resenting the F1-Score, the ideal compression performance
is when the curve is nearest to the upper right corner. Their
detailed definition can be found in Sec. 3.1 of Supplemental
Material.

(a) Ori. (b) 455.25 (c) 651.85 (d) 899.73
Figure 6. Decompressed models under different compression ratios.

4.2. Results and Comparisons

The RD curves of different compression methods under dif-
ferent datasets are shown in Fig. 4. As the compression
ratio increases, the distortion also becomes larger. It is obvi-
ous that our NeCGS can achieve much better compression
performance than the baseline methods when the compres-
sion ratio is high, even in the challenging Mixed dataset. In
particular, our NeCGS achieves a minimum compression
ratio of 300, and on the DT4D dataset, the compression ratio
even reaches nearly 900, with minimal distortion. Due to the
larger model differences within the Thingi10K and Mixed
datasets compared to the other two datasets, the compression
performance on these two datasets is inferior.

The visual results of different compression methods are
shown in Fig. 5. Compared to other methods, models com-
pressed using our approach occupy a larger compression
ratio and retain more details after decompression. Fig. 6
illustrates the decompressed models under different compres-
sion ratios. Even when the compression ratio reaches nearly
900, our method can still retain the details of the models.
Fig. 7 shows the visual results on complex models.

Efficiency Comparison. Table 1 lists the compression time
of various compression methods for a set and the decom-
pression time for a 3D model. Compared to the methods
for single shapes, i.e., GPCC, PCGCv2, and Draco, our
NeCGS consumes more time during compression. While
compared with VPCC, which can compress the entire dataset
at once, our NecGS is much faster. As for decompression,
our NeCGS takes the least time. It is worth noting that our
NeCGS is designed for the offline compression of geome-
try sets to save storage space, where decompression time
assumes a crucial role as it directly impacts the efficiency of
subsequent applications on the set, with compression time
playing a secondary role.

(a) Original

(b) Decompressed
Figure 7. Visualization of complex shapes from the Thingil0K
dataset. Here the compression ratio is 162.
Table 1. Efficiency analysis of different methods.

Method GPCC VPCC PCGCV2 Draco Ours
Comp. Time (h) 0.62 39.34 1.76 0.06 10.01
Decomp. Time (ms) | 562.56 762.87 100.32  365.18 98.95

4.3. Ablation Study

In order to illustrate the efficiency of each design of our
NeCGS, we conducted extensive ablation study about them
on the Mixed dataset.

Figure 8. Models recovered from different regular geometry rep-
resentations under various tensor resolutions. From Left to Right:
Original, TSDF with K = 64, TSDF with K = 128, TSDF-Def
with K = 64, and TSDF-Def with K = 128.

Comparison between TSDF and TSDF-Def. As shown
in Fig. 8, compared with 3D models recovered from TSDF
tensors through MC, the models recovered from TSDF-Def
tensors through DMC preserve more details of the thin struc-
tures, especially when the tensor resolutions are relatively
small. Quantitatively, as listed in Table 2, our TSDF-Def
improves the representation accuracy obviously over TSDF.
In addition, the necessity and advantage of the L1 regular-
ization in Eq. (1) is verified by comparing the results of
TSDF-Def w/o L1 Reg. and TSDF-Def in Table 2.

Table 2. Quantitative comparisons between TSDF and TSDF-Def
on 100 3D shapes with thin and fine structures from the Mixed
dataset.

Representation ‘ CD(x107%)] NC1 FI1-0.0051 F1-0.011

TSDF 6.630 0.903 0.621 0.883
TSDF-Def w/o L1 Reg. 6.205 0.910 0.649 0.907
TSDF-Def 5.396 0.917 0.677 0.920

Neural Representation Structure. To illustrate the supe-
riority of the auto-decoder framework, we utilized an auto-
encoder to regress the TSDF-Def tensor. Technically, we
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used a ConvNeXt block [30] as the encoder by replacing 2D
convolutions with 3D convolutions. Under the auto-encoder
framework, we optimize the parameters of the encoder to
change the embedded features. The RD curves about these
two structures are shown in Fig. 9a, demonstrating the ratio-
nality of our decoder structure.
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Figure 9. (a) RD curves of different neural representation structures.

(b) RD curves of different regression losses.
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Figure 10. Visual comparison of regression loss w/ and w/o SSIM
item.
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SSIM Loss. Compared to MAE, which focuses on one-to-
one errors between predicted and ground truth TSDF-Def
tensors, the SSIM item in Eq. 3 emphasizes more on the
local similarity between tensors, increasing the regression
accuracy. To verify this, we removed the SSIM item and kept
the others unchanged. Their RD curves are shown in Fig.
9b, and it is obvious that the SSIM item in the regression
loss increases the compression performance. The visual
comparison is shown in Fig. 10, and without SSIM, there
are floating parts around the decompressed models.

Resolution of TSDF-Def Tensors. We tested the compres-
sion performance at different resolutions of TSDF-Def ten-
sors on the AMA dataset, where the decoder layers are ad-
justed accordingly. Specifically, we removed the last two
layers for a resolution of 32, removed the last layer for a
resolution of 64 and added an extra layer for a resolution of
256. The quantitative and numerical comparisons are shown
in Table 3 and Fig. 11, respectively. Obviously, increasing
the resolution can enhance the compression effectiveness,
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Figure 11. Visual comparison under different resolutions of TSDF-
Def tensors.

resulting in more detailed structures preserved after decom-
pression. However, the inference time also increases accord-
ingly due to more layers involved, which directly affects the
decompression efficiency.

Table 3. Quantitative comparisons of different resolutions of TSDF-
Def tensors.

Res. | Size (MB) Com. Ratio | CD(x107%)| NC1 F1-0.0051 FI1-0.011 | Infer. Time (ms)
32 1.037 364.89 16.982 0.872 0.215 0.542 15.30
64 1.408 268.75 4.271 0.927 0.721 0.966 38.97
128 1.493 25345 3.436 0.952 0.842 0.991 98.95
256 1.627 23258 3.234 0.962 0.870 0.995 421.94

(a) Original

(b) Decompressed
Figure 12. Visual demonstration of the effectiveness of our NeCGS
under the dynamic scenario, where new models were added to the
Thingil0K dataset.

Effectiveness under Dynamic Scenarios. Our NeCGS
can effectively handle a dynamic scenario, where new 3D
models are added to the compressed set, i.e., the trained
auto-decoder with existing 3D models contained in the set
can be generalized to new 3D models. Specifically, given a
new 3D model, we first represent it as a TSDF-Def tensor
using Algorithm 1. Then, following the optimization process
in Sec. 3.2, we optimize solely the corresponding embedded
feature while keeping the network parameters of the trained
auto-decoder unchanged. The resulting features of the newly
added 3D models are entropy-coded into the bitstream. As
illustrated in Fig. 12, obviously, the newly-added 3D models
can be well processed, demonstrating our assertion

5. Conclusion

We have presented NeCGS, a highly effective neural com-
pression scheme for 3D geometry sets. NeCGS has achieved
remarkable compression performance on various datasets
with diverse and detailed shapes, outperforming state-of-the-
art compression methods to a large extent. These advantages
are attributed to our regular geometry representation and
the compression accomplished by a convolution-based auto-
decoder. We believe our NeCGS framework will inspire
further advancements in the field of geometry compression.
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