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Figure 1. To bridge the gap between virtual environment and real world, we present GausSim, a neural network-based physics simulator
tailored for objects represented through Gaussian Splatting [18]. (a). GausSim is formulated based on continuum mechanics with explicit
physics constraints. In addition, we propose a hierarchical structure that is simulated and propagated iteratively and enables the addition
of finer details to coarser results, achieving efficient simulation (95% reduction of kernel-wise computations) with high fidelity. We verify
GausSim on both synthetic dataset and our REAl DYnamic dataset, called READY, which includes complex elastic deformations. (b).
GausSim achieves faithful and vivid predictions. Please refer to the supplementary video for better visualization.

Abstract

We introduce GausSim, a novel neural network-based sim-
ulator designed to capture the dynamic behaviors of real-
world elastic objects represented through Gaussian kernels.
We leverage continuum mechanics and treat each kernel
as a Center of Mass System (CMS) that describes contin-
uous piece of matter, accounting for realistic deformations
without idealized assumptions. To improve computational
efficiency and fidelity, we employ a hierarchical structure
that further organizes kernels into CMSs with explicit for-
mulations, enabling a coarse-to-fine simulation approach.
This structure significantly reduces computational overhead
while preserving detailed dynamics. In addition, Gaus-
Sim incorporates explicit physics constraints, such as mass
and momentum conservation, ensuring interpretable results
and robust, physically plausible simulations. To validate
our approach, we present a new dataset, READY, contain-
ing multi-view videos of real-world elastic deformations.

Experimental results demonstrate that GausSim achieves
superior performance compared to existing physics-driven
baselines, offering a practical and accurate solution for
simulating complex dynamic behaviors. Code and model
are available at our project page.

1. Introduction
Understanding and simulating dynamic processes is essen-
tial in fields as diverse as ecology, climatology, physics, and
computer graphics. For instance, by replicating the disper-
sal of dandelion seeds or the gentle swaying of flowers, we
can create realistic applications in animation, gaming, film-
making, and virtual reality. However, accurately simulat-
ing real-world dynamics remains a challenge due to the gap
between real-world complexities and experimental models,
which often depend on idealized conditions and simplified
settings.

Some methods [2, 30] have adopted generative models



to predict the dynamics of complex objects, such as car-
toon characters. However, because these models rely solely
on video-based supervision without explicit physics con-
straints, they often fail to adhere to fundamental physics
laws, like Newton’s laws, and struggle with making ac-
curate long-term predictions. Other approaches [5, 6, 42,
45, 46] have integrated physics priors, such as the Mate-
rial Point Method (MPM) [16], into the reconstructed 3D
Gaussian representations. These models often treat Gaus-
sian kernels as particles, which serve as simulation units
within the chosen analytical physics framework. Neverthe-
less, because these analytical models are derived under ide-
alized assumptions, they often fall short in capturing the full
complexity of real-world scenarios, limiting their ability to
fully represent intrinsic physics laws.

In this paper, we introduce GausSim, a novel neural
network-based simulator designed to bring physics-based
interpretability to Gaussian representations and capture the
underlying physics laws for elastic dynamics in reality.
GausSim is tailored specifically to handle objects repre-
sented through Gaussian Splatting [18], treating each Gaus-
sian kernel as a CMS that accounts for continuous piece
of matter. This enables GausSim to simulate the behav-
iors of elastic objects using principles from continuum me-
chanics. Additionally, GausSim leverages a unique hierar-
chical structure to more efficiently and accurately simulate
densely distributed kernels, capturing realistic deformations
with high fidelity. Finally, we apply explicit physics con-
straints to our GausSim, enabling it to preserve properties
of mass and momentum conservations.

Our GausSim benefits the simulation of Gaussian kernels
in several ways. First, the continuum mechanism applies
to most cases of elastic deformations in real life, while the
neural network-based simulator can learn to simulate realis-
tic scenarios without relying on idealized assumptions. By
combining these two components, GausSim enhances the
ability to learn the underlying physics in real-world phe-
nomena. Second, the hierarchical structure acts as a coarse-
to-fine approach as shown in Figure 1(a), solving kernel-
wise dynamics more efficiently while preserving high fi-
delity. In addition, since the constructed hierarchical struc-
ture is agnostic to the shape of the simulated objects, Gaus-
Sim is highly generalizable to various object types. Third,
with explicit physics constraints, GausSim intrinsically en-
forces mass conservation and preserves momentum, leading
to interpretable formulations and robust performance.

We validate the effectiveness of our method on both real
and synthetic datasets. Specifically, we introduce a dataset
collecting REAl DYnamics, called READY, which consists
of multi-view videos capturing the elastic deformations of
real-world objects, including examples like moth orchids,
carnation, pudding, and duck. Unlike video diffusion model
priors focusing primarily on motion quality, our real-world

dataset ensures the dynamics are grounded in real-world
physics. Our READY contains over 30 dynamic trajecto-
ries for each object, with each sequence consisting of 100
frames. The synthetic data include the dynamics of an elas-
tic bunny. We compare GausSim with baselines that use
analytical physics priors, such as those based on MPM sim-
ulators [42, 45], assessing simulation accuracy and quality
against the ground truth multi-view videos. The experi-
ments demonstrate that GausSim achieves superior perfor-
mance and faithfully captures real-world physics laws.

Our contributions can be summarized as follows: 1) we
propose GausSim, a neural network-based simulator that in-
tegrates continuum mechanics to realistically simulate dy-
namics without idealized conditions, bridging the gap be-
tween simulated environment and reality; 2) we employ a
hierarchical structure to efficiently simulate the dynamics
of Gaussian kernels, reducing the number of predictions
by around 95%, while maintaining high fidelity; 3) we en-
force explicit physics principles, such as mass and momen-
tum conservation, in GausSim, resulting in an interpretable
model and robust simulation; 4) we present READY, a
multi-view video dataset capturing dynamics of elastic de-
formations of real-world objects.

2. Related Work
Differentiable Simulation. Differentiable simulation en-
ables the integration with workflows using gradient-based
optimization, such as the inverse problems in physics and
robotics. Traditional simulations based on partial differ-
ential equations (PDEs) typically employ Material Point
Method (MPM) [16], Position Based Dynamics (PBD) [26],
and Finite Element Method (FEM) [3, 14]. These tech-
niques are commonly adopted in tasks including physics pa-
rameter estimation [7, 23], constitutive relations [24], fluid
[41], animations [39], robotics [8, 13, 21], reconstructions
[12, 43], etc. In addition, neural network-based methods
[20, 27, 28, 34–36, 40] have been proposed to simulate com-
plex dynamics, often achieving more efficient and robust
performance. In this work, we aim to capture the underly-
ing physics laws by a neural network-based model, which
can handle complex scenarios without relying on idealized
conditions.
4D Generation. Almost everything in real life is dy-
namic, and much of its meaning comes from these dynam-
ics. Capturing and generating the dynamics of 3D objects
has been a significant focus in research. Some methods
[1, 2, 22, 30, 37, 38, 44] create 4D contents using video
diffusion models. While these approaches have achieved
notable progress, they often fail to adhere to the real-world
laws of physics. To produce physically plausible predic-
tions, recent approaches [5, 9, 10, 17, 19, 23, 42, 45] in-
troduce physics-based priors in their models. For example,
several approaches employ physics simulation engines to



guide the generation of dynamics, such as those based on
Material Point Method (MPM) [5, 6, 23, 45] and Position
Based Dynamics [9, 17]. To closely mimic real-world dy-
namics, unknown material properties or physics parameters
are estimated [23, 45] to better align the simulation engines
with generated video data. Besides, some researchers use
analytical material models, such as the mass-spring system
[46], to approximate and reconstruct the observed deforma-
tions and dynamics. However, these physics-based priors
are mostly derived from experimental models that fall short
of capturing real-world complexity. For example, in MPM,
the explicit Euler time integration can become unstable in
long-term predictions and the frequent interpolations be-
tween particles and grids inevitably lead to an increase of
errors; the mass-spring system is only a rough approxima-
tion of true elasticity, limiting their range of realistic appli-
cations.

In contrast to existing methods, we treat Gaussian ker-
nels as continuous pieces of matter and use continuum me-
chanics to model their deformation, making this approach
broadly applicable. This formulation allows us to handle
real-world scenarios without relying on idealized assump-
tions, resulting in a more general and robust model.

3. Methodology
Continuum mechanics is a branch of physics that studies
the behavior of materials by modeling them as continuous,
rather than discrete, matter. It assumes that materials are
continuous and uniform, allowing the analysis of their me-
chanical behavior (e.g., stress, strain, deformation) under
various forces and conditions, which is generally applicable
in real world. In this work, instead of discrete particle, we
treat each Gaussian kernel as a CMS that describes contin-
uous piece of matter, with a detailed explanation provided
in the supplementary material. Hence, our approach can
model the deformation and dynamics of objects more ac-
curately. This aligns with the principles of continuum me-
chanics, which focus on how materials respond to forces
and deformations in a continuous domain. In the follow-
ing sections, we explain how this is achievable on objects
represented as Gaussian Splatting.

3.1. Problem Formulation
As depicted in Figure 2(a), given an object reconstructed
through Gaussian Splatting, G = { x k , ! k , ck , ! k } k !K at
time { t ! 1, t} , where x k , ! k , ck , ! k denote the positions,
covariances, colors, and opacity, respectively, and the cor-
responding attributes A = { " k , ak } k !K , GausSim aims to
predict the Gaussian kernels’ states at time t + 1 :

Gt +1 = #! (Gt , Gt " 1, A ), (1)

where ak " Rd is the material attribute vector with d di-
mensions describing the deformation properties, and " k is

the density for the k-th kernel. The kernels’ opacity ! k

and attributes A are invariant over time. #! is our neural
network-based GausSim parameterized by $. More details
about GausSim’s implementation can be found in the sup-
plementary material.

In each dynamic sequence, the motion of a deformable
object always starts from the template states G0 at time
t = 0 , which is the material space in continuum me-
chanics. To approximate øG" 1 and initialize the predictions
in Equation 1, we set the positions { øx k, " 1} k !K as train-
able variables, given which we predict { ø! k, " 1, øck, " 1} k !K

accordingly. Additionally, the unknown attributes øA =
{ ø" k , øak } k !K are also trainable. To enable GausSim to learn
real-world dynamics, we render the deformed Gaussian ker-
nels as images for a given view directions d, and adopt the
multi-view videos { I d

t } t, d as supervising signals for train-
ing. More training details can be found in Section 3.5.

For simplicity, we omit the timestamp index in the fol-
lowing sections where there is no risk of ambiguity.

3.2. Integrating with Continuum Mechanics
Instead of treating Gaussian kernels as discrete particles for
particle-based simulations, we consider each kernel as a
CMS describing continuous piece of matter or a subset of
the overall material domain being simulated. Consequently,
the volumes represented by the Gaussian kernels are ac-
counted for in our simulation, aligning naturally with the
principles of continuum mechanics.

In continuum mechanics, the deformed states are defined
by the deformation map x = %(X , t), where X are the un-
deformed states in material space. For a Gaussian kernel at
x r , we can derive the positions of other kernels nearby at
any timestamp through the first-order approximation of the
deformation map:

x k # x r + Fk (X k ! X r ), (2)

where Fk is the deformation gradient predicted by our
GausSim through the modeling of nearby kernels’ interac-
tions. In practice, we choose the position of a static Gaus-
sian kernel, such as the root of a flower that is invariant over
time, as x r .

Furthermore, as is favored in the graphics/mechanics, we
represent the deformation gradient in the form of “Polar
SVD” [11, 15, 25]:

F = U ! V # , (3)

where U and V are rotation matrices, and ! is the diag-
onal matrix for singular values representing the magnitude
of the deformation. In practice, we predict two quaternions
to represent the U and V , and a 3D vector " = [ p, q, r] to
represent ! .

Since each kernel represents a tiny piece of matter, we
deform the kernel based on Fk , which is demonstrated by



Figure 2. (a). GausSim is designed based on the continuum mechanics. The deformations of the continuum are described through defor-
mation gradients F . (b). Example with L = 2 levels of hierarchical structure, which is built by constructing the Center of Mass Systems
from the bottom up. GausSim iteratively simulates dynamics from the top level, predicting the corresponding deformation gradients F ,
which are then propagated down to the lower levels till individual kernels to update their dynamics.

the transformations of covariance and color as mentioned in
Xie et al. [42]:

! k = Fk " k F #
k , (4)

ck = g(R #
k d), R k = Uk V #

k , (5)

where d indicates the view direction, R k is the rotation
caused by deformation, g is the function to evaluate the
color represented by spherical harmonic.

Our formulations benefit the simulation of Gaussian ker-
nels as follows. First, since the deformed states are com-
puted based on the material space, GausSim minimizes the
impact of error accumulation in long-term predictions, lead-
ing to more robust performance. Second, we predict defor-
mation gradients in the form of “Polar SVD”, which natu-
rally extend to compute physics variables, such as the rota-
tion matrix in Equation 5, reducing the need for additional
computations to decompose the gradients. Third, each com-
ponent in Equation 3 is interpretable and can be easily reg-
ularized. For instance, we represent rotation matrices using
quaternions.

3.3. Hierarchical Structure

Reconstructed objects often contain densely distributed
Gaussian kernels. For example, an object could have 9,000
to 34,000 kernels, resulting in significant computational
overhead when predicting kernel-wise deformation gradi-
ents. Our key insight is that nearby kernels exhibit simi-
lar deformations. To leverage this, we build a hierarchical
structure by grouping nearby kernels into Center of Mass
Systems (CMS). Each CMS can be regarded as a larger ker-
nel for simulation. As illustrated in Figure 2(b), we simu-
late the dynamics iteratively, starting from the highest level
(the coarsest representation), and propagate updates to the
physics properties down to the lower levels, reaching indi-
vidual Gaussian kernels.

Formulation. In our approach, kernels are clustered based
on their distances to construct the CMS from the bottom-up:

x cl =
!

i (mi x i )
mcl

, acl =
1

Nl

"

i

ai , (6)

mcl =
"

i

mi , " cl =
mcl

Vcl

, Vcl =
"

i

Vi , (7)

where i " N l are kernels to build the hierarchy at l-level,
Nl is the number of the neighbors, mcl and Vcl are mass and
volume, respectively. When l = 0 , x c0 refers to the position
of the Gaussian kernel, which can be equivalently regarded
as a CMS for continuous piece of matter with volume Vc0 =#

det(2&! c0 ) and preserves several properties as discussed
in Section 3.4. More details can be found in the Appendix.

Consequently, the constructed CMSs become coarser
representations of the objects, and are treated as simulation
units by GausSim. We then apply Equation 2 to simulate
these units from top-to-bottom and recursively update all
CMSs in lower levels following Equation 4 and Equation 5.
By expanding the equations for hierarchy with L levels in
total, we obtain the final form:

öx h" 1
k = öx h

ch
+

L$

j = h

F j
k (X k ! X ch ) , (8)
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'
L$

i = h

(R i
k )# d

(

, (11)

where the superscript h ! 1 denotes the variables that are
updated given h-th level’s simulation, while the subscript



ch and k indicate the h-th level’s CMS and Gaussian kernels
respectively. h " { 1, á á á, L } in our study. When h = 1 , the
outputs { öx 0

k , ö! 0
k , öc0

k } represent the deformed states of the
Gaussian kernels. When h = L , öx L

cL
and X cL are both the

root kernel x r . The equations are similar in form to those
without a hierarchical structure, as described in Section 3.2,
with the primary difference being the inclusion of the prod-
uct of multiple deformation gradients. Detailed deduction
can be found in the Appendix.
Advantages. Our hierarchical structure holds several ad-
vantages. First, the simulation using our hierarchy enables
the transition from coarse representations to detailed ker-
nels, while remaining interpretable through explicit equa-
tions. Such formulations integrate seamlessly with Gaus-
sian representations, clearly capturing the transformations
of covariances and colors at each level of the hierarchy, of-
fering good performance with high fidelity. Second, the hi-
erarchy offers a meaningful interpretation of the Gaussian
kernels, which can be equivalently regarded as CMSs for
continuous pieces of matter, aligned with the concept of the
simulation for continuum mechanics instead of discrete par-
ticles. Third, the hierarchical structure significantly reduces
the redundant predictions for each kernel and enables effi-
cient simulation. Suppose that each CMS at level h contains
' h number of CMSs at level h ! 1, the number of predicted
deformation gradients are: NF = NK á

! L
i =1 (

) i
j =1 ' j )" 1,

where NK is the number of Gaussian kernels. As the Gaus-
sian kernels are densely distributed and share similar defor-
mations with neighbors, we avoid applying Equation 2 at
the zero-th level that is equivalent to predicting kernel-wise
deformation gradients, and only simulate the CMSs from
the top level down to the first level, reducing the number of
predictions by around 95%, as shown in our experiments.

3.4. Explicit Physics Constraints
Conservation of Mass. Since the density of the object is
invariant over time in our study, the changes of mass are
determined by the variations of volumes as shown in Equa-
tion 7. To ensure mass conservation, the volumes must re-
main constant during deformations. In continuum mechan-
ics, the relationship between the deformed volumes dv and
the original volumes dV in material space is expressed as
follows

dv = det( F )dV. (12)

Therefore, by forcing det(F ) = 1 , the volumes remain un-
changed, resulting in mass conservation. While the rotation
matrices in Equation 3 do not affect the determinants of de-
formation gradients, we normalize the predicted diagonal
matrix ! through the 3D vector " as follows:

" =
*

p
3
$

pqr
,

q
3
$

pqr
,

r
3
$

pqr

+
, (13)

where p, q, r are meaningful only when they are positive
numbers. In the hierarchical structure in Section 3.3, since
each kernel is mass and volume conservative, the mass sys-
tem constructed by Equation 6 and Equation 7 holds the
conservation of mass and volume as well.

Conservation of Momentum. While the CMS is built
following Equation 6, the deformed CMSs from lower level
are expected to hold the momentum of the current CMS as
well:

mcl

döx cl

dt
=

"

i !S c l

mi
döx i

dt
, (14)

where i " S cl denote the CMSs that are from level l ! 1
and belong to the cl -th CMS. We thus apply the square er-
ror to constrain the relations between the hierarchical layers
equivalently as follows:

L mom =
L " 1"

l =1

%mcl öx cl !
"

i !{ cl ! 1 }

(mi öx i )%2
2. (15)

3.5. Training
To capture the underlying physics laws from reality, we
adopt multi-view videos { I d

t } t, d to supervise the training
of GausSim:

öI d
t = F ( öGt , d), (16)

L I,t = ( L 2( öI d
t , I d

t ) + (1 ! ( )L D" SSIM ( öI d
t , I d

t ), (17)

where the predicted Gaussian kernels öGt are rendered by
function F for the given view d, L 2 represents the )2 er-
rors between images, and ( is a hyper-parameter to balance
the loss weight. During training, GausSim auto-regressively
predicts T steps, where T starts with T = 1 and increases as
training progresses. The gradients are back-propagated be-
tween two adjacent time steps to avoid gradient explosion.

Dynamic predictions at the start of the training with ran-
domly initialized neural networks can be challenging for
GausSim. To this end, we introduce a static loss to assist
the initialization in a self-supervised manner:

öG0 = #! (G0, G0), (18)

L static =
"

k

%öx k, 0 ! x k, 0%2
2, (19)

which suggests that given static inputs G0 with zero veloci-
ties, the predicted states of Gaussian kernels should remain
unchanged. We apply Equation 19 with a probability of 1/T
to balance the static predictions and dynamic signals. The
final training loss is summarized as follows:

L =
T"

t =1

L I,t + L static + L mom . (20)



Figure 3. Space-time slices of sampled dynamics. Since DG4D
cannot predict unseen dynamics and we loop the training results
for reference, its predictions display fixed dynamic patterns. PD
exhibits obvious dissipation especially for small objects with high
swaying frequency. GausSim(Ours) faithfully mimics the defor-
mation patterns in all cases.

4. Experiments

Real Dataset. As shown in Figure 1, we collect four real
objects that typically preserve elasticity and are common in
daily life, namely, moth-orchids, carnation, duck, and pud-
ding. The objects are randomly poked and dragged through
various directions with different external forces, resulting
in 30 dynamic sequences of 50 FPS for each object. Each
sequence consists of 4 to 6 views captured by different
cameras, which are synchronized through time code during
video recording. To assist the reconstruction of each object,
we further gather 200 images of the static scenes. Camera
poses are obtained through the off-the-shelf Structure-from-
Motion toolkit COLMAP [32, 33]. Since we focus on the
temporal dynamics of the objects, we segment out the fore-
ground using SAM [29] to improve the training efficiency.
For each object, we regard the first T = 16 frames of all
sequences as the training data, while taking the remaining
34 or 83 frames for the test.
Synthetic Dataset. We synthesize elastic dynamics for the
bunny using Blender1, and adopt READY’s settings to ren-
der multi-view videos except that this domain is 24 FPS.
The synthetic dataset includes 30 sequences with 1800 dy-
namic frames in total.
Baselines. We adopt DreamGaussian4D (DG4D) [30] and
PhysDreamer (PD) [45] as our baseline. PhysGaussian
[42] requires experts-defined material parameters to gener-
ate reasonable deformations. Since PhysGaussian and PD
both adopt the same kind of MPM simulation engine, Phys-
Gaussian can generate similar results given the physics pa-
rameters estimated by PD. Thus PD can represent Phys-
Gaussian’s performance. For PD, we use the first three
frames to optimize the velocity and 16 frames to estimate
the material parameters. In addition, since DG4D cannot
predicts dynamics beyond training set, we loop the results
for comparisons of long-term predictions. We ensure that
all models are trained on the same amount of frames.

1https://www.blender.org/

Evaluation Metric. Since our dataset is either collected
from the real world or simulated through physics, it is un-
necessary to evaluate the motion realism and video quality
as in video diffusion models [4]. Instead, we can directly
measure the pixel-wise errors, which is the )2 norm in our
study, to validate the faithfulness of the predictions. We av-
erage the )2 errors on each sequence and obtain the mean
of errors from all sequences as the final result. We further
report the SSIM for structural similarities and LPIPS for
perceptual evaluations in the supplementary material. All
evaluation processes are conducted on objects only, where
the background in ground truth images is masked and omit-
ted. We combine the foreground and background together
and adjust the brightness for better visualization.

4.1. Dynamic Simulations

While our GausSim naturally supports interactive simula-
tions as illustrated in supplementary material, we focus on
the ability of mimicking and foreseeing motions in reality.
We report the quantitative and qualitative results in Table 1
and Figure 4, respectively. Videos are provided in the sup-
plementary for better comparisons.
Dataset’s Dynamic Patterns and Model Behaviors. As
shown in Figure 3, due to the dissipation in reality, ob-
jects in READY tend to stop moving as time goes by. On
“Bunny” domain, we reduce the damping effects to generate
elastic dynamics lasting longer. While models with faith-
ful predictions achieve lower errors, there are short-cuts to
achieve abnormally lower )2 error: motions with fast dissi-
pation or even static predictions, which will generally lead
to larger overlapping with the ground truth. Smaller dissi-
pation of the ground truth mitigates the short-cut impact and
leads to slower decrease of errors. Therefore, effective eval-
uations must combine both qualitative and quantitative re-
sults. Moreover, since the contrast between the foreground
color and black background is larger in “Bunny”, the vari-
ations of absolute errors are more obvious than other do-
mains. Please refer to supplementary for more details.

As shown in Table 1, we divide the evaluations into two
parts: 1. “Seen” represents the frames during training from
t = 0 to t = 15 , indicating the quality of estimating the
initial velocities and the training loss; 2. “Unseen 34/83”
refers to the 34/83 frames of unseen motions from t = 16
to t = 49 and t = 16 to t = 99 respectively, suggesting the
generalization abilities on unknown dynamics.

As shown in Figure 4, while DG4D can reconstruct the
dynamics in the training set and obtain reasonable errors in
Table 1, it cannot predict dynamics beyond what has been
captured during training. In particular, the method fails to
predict the dissipation of motions and yields higher errors
on test frames. Another baseline, PD, can physically con-
strain motions, such as the swaying of “Carnation”. How-
ever, it struggles to replicate the complex deformations,



Table 1. ! 2 errors (1 ! 10! 3) against the ground truth videos on our dataset READY, which consists of “Mothorchids”, “Carnation”,
“Pudding”, and “Duck”, as well as synthetic “Bunny”. ! 2 errors on training frames from t = 0 to t = 15 is denoted by “Seen”. For
the unseen frames, we report the errors on 83 and 34 frames from t = 16 to t = 99 and t = 16 to t = 49 respectively. Since DG4D
is unable to predict unseen dynamics, we loop the results from training set as reference. PD struggles with the challenging deformations
and delivers dynamics with fast dissipation, leading to higher errors on training set and abnormally lower errors on unseen frames. Our
GausSim achieves superior performance in all cases.

Methods Mothorchids Carnation Pudding Duck Bunny

Seen Unseen 83 Seen Unseen 83 Seen Unseen 83 Seen Unseen 34 Seen Unseen 34

DG4D [30] 3.26± 0.61 11.32± 3.09 6.20± 0.85 31.63± 5.10 2.13± 0.23 6.71± 0.49 2.65± 0.59 4.61± 1.07 1.21± 0.11 3.10± 0.63
PD [45] 5.97± 0.76 2.59± 0.27 7.23± 0.91 6.15± 0.84 2.31± 0.34 1.79± 0.28 2.73± 0.67 2.49± 0.62 4.77± 0.45 3.62± 0.31

GausSim(Ours) 1.78± 0.23 1.85± 0.14 3.69± 0.36 6.02± 0.75 1.12± 0.01 1.16± 0.01 2.21± 0.48 2.36± 0.48 1.15± 0.12 2.47± 0.40

Figure 4. Qualitative comparisons. DG4D can only reconstruct the dynamics within the training set, while PD faces difficulties in
mimicking the challenging deformations and generates motions with fast dissipation. GausSim achieves faithful and robust predictions
regardless of the complexity of the dataset. Note that the images in the “Duck” domain differ slightly from the background of the ground
truth. This discrepancy stems from the quality of the Gaussian reconstruction, which is unrelated to our primary focus on simulations.

such as those on “Mothorchids”, and produces motions with
rapid dissipation across all domains. This results in large
errors on the training set and an abnormally fast decline in
errors on the test set. In contrast, our GausSim faithfully
predict the dynamics and achieves lower errors in all cases,
suggesting the effectiveness of our method.

We further demonstrate the dynamic details using space-
time slices as shown in Figure 3, where the vertical axis

denotes time and the horizontal axis represents a spatial
slice of the object. Neither DG4D nor PD produce satisfac-
tory results - DG4D fails to predict unseen dynamics, while
PD exhibits rapid dissipation, especially for smaller objects
with higher swaying frequencies. On the contrary, Gaus-
Sim effectively and robustly simulates elastic deformations
across various types.

Computational Efficiency. As shown in Table 2 where



Table 2. Efficiency test on “Mothorchids”. Left: Number of Gaus-
sian kernels/CMS at each hierarchy. We compute the ratio between
total number of predictions NF in Section 3.3 and the number of
Gaussian kernels NK as NF /N K . Our hierarchical structure re-
duces the kernel-wise computations by around 95%. Right: Per-
frame forward time and GPU memory cost averaged on 50 frames
of predictions. GausSim without hierarchy is marked by “w/o H”.

Level Amount

l=0 23422
l=1 1203
l=2 11

NF /NK 0.05

Time (s) GPU (GB)

DG4D [30] 0.14± 0.01 7.6
PD [45] 1.67± 0.05 4.6

GausSim w/o H 0.36± 0.01 3.5
GausSim 0.13± 0.01 2.1

we use “Mothorchids” for demonstration, our hierarchical
structure enables us to reduce the kernel-wise computations
by 95%, and achieve both faster prediction speed and lower
memory cost on one NVIDIA A100 GPU.

4.2. Ablation Study
We investigate the effectiveness of our physically inter-
pretable designs, including the mass and momentum con-
servation in Equation 13 and Equation 15. Models are
trained and tested on “Mothorchids” domain, which is chal-
lenging and involves sophisticated deformations. Moreover,
we further verify the generalization abilities of GausSim by
jointly training our model on all domains, which is denoted
by “Jointly”.

As shown in Table 3 and Figure 5, GausSim trained on
all domains delivers similar accuracy both quantitatively
and qualitatively compared with GausSim trained solely on
“Mothorchids”, suggesting that GausSim is highly general-
izable on different objects thanks to our shape-independent
designs. Since “Duck” introduces more static motions that
affect the balance of dynamics data, “Jointly” tends to pre-
dict motions with slightly faster dissipation, leading to a de-
crease in errors on the test set. GausSim without constraint
of mass conservation displays higher errors and struggles
with maintaining the shape or volume of the flower as
shown in Figure 5. Without the momentum constraint in
Equation 15, GausSim yields blurred details with less dy-
namic motions. In contrast, GausSim with both physics
constraints obtains vivid and robust performance, suggest-
ing the effectiveness of our explicit physics constraints.

5. Discussion

In this paper, we aimed to learn the underlying physical laws
of real-world objects represented through Gaussian Splat-
ting [18] using multi-view videos. By treating Gaussian
kernels as Center of Mass Systems (CMS) that govern con-
tinuous pieces of matter, we integrated continuum mechan-
ics with neural networks and introduced GausSim to cap-
ture dynamic deformations accurately. To achieve efficient,
high-fidelity simulations, we employed a hierarchical struc-

Table 3. Ablation studies in terms of ! 2 errors (1 ! 10! 3)
on “Mothorchids” domain, which is challenging with more com-
plex deformations. We investigate the effectiveness of the explicit
physics constraints, namely the mass conservation in Equation 13
and the momentum conservation in Equation 15, which are de-
noted by “w/o mass” and “w/o momen”, respectively. Further-
more, we jointly train our GausSim on all domains to illustrate
the generalization abilities, which is denoted by “Jointly”. Quan-
titatively, GausSims trained on either “Mothorchids” solely or all
domains jointly deliver similar ! 2 errors, suggesting the general-
ization abilities of our method on diverse objects.

GausSim Full Model Jointly w/o mass w/o momen

Seen 1.78± 0.23 1.90± 0.54 2.19± 0.52 2.64± 0.62
Unseen 83 1.85± 0.14 1.88± 0.18 1.90± 0.16 1.91+0.17

Figure 5. Visualizations of the results in the ablation study. Gaus-
Sim jointly trained on all domains is denoted by “Jointly”. Gaus-
Sim trained solely on “Mothorchids” and jointly on all domains
both obtain similar dynamic details comparing with the ground
truth. GausSim without mass conservation struggles with main-
taining the shape or volume of the flower, while GausSim without
momentum constraint generates blurred surfaces and less dynamic
motions starting from frame t = 2 . With both the physics con-
straints, GausSim can produce realistic deformations compared
with ground truth.

ture based on CMS, enabling a coarse-to-fine simulation
approach. We further constrained GausSim with explicit
mass and momentum conservation principles, ensuring ro-
bust and physically plausible dynamics. In addition, we pre-
sented a new dataset, READY, featuring real-world objects
like “Mothorchids”, “Carnation”, “Pudding”, and “Duck”.
We also provide synthetic “Bunny” using Blender. Exper-
iments show that GausSim faithfully reproduces dynamics
that adhere closely to the ground truth, effectively captur-
ing the real-world physical laws. Our method is not free of
limitations. The training process requires high-quality data;
for instance, capturing high-speed motions necessitates in-
creasing the camera’s shutter speed to reduce image blur.
Additionally, accurate learning of object dynamics requires
minimizing background noise in the segmented foreground.
Furthermore, since GausSim is based on Gaussian kernels,
the performance can be affected by the quality of the Gaus-
sian Splatting reconstruction, particularly impacting the ob-
ject’s surface color. Despite these limitations, our results
demonstrate that GausSim offers a promising approach for
realistic and interpretable simulations.
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