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Figure 1. We propose Trace3D for lifting 2D segmentation to 3D in Gaussian Splatting. We visualize the feature map from PCA and
hierarchical segmentations in each scene, facilitating object extraction and scene editing applications, e.g., Captain America wielding
Thor’s hammer. All results are obtained from single reference views after 3D contrastive lifting.

Abstract

We address the challenge of lifting 2D visual segmentation
to 3D in Gaussian Splatting. Existing methods often suf-
fer from inconsistent 2D masks across viewpoints and pro-
duce noisy segmentation boundaries as they neglect these
semantic cues to refine the learned Gaussians. To overcome
this, we introduce Gaussian Instance Tracing (GIT), which
augments the standard Gaussian representation with an in-
stance weight matrix across input views. Leveraging the
inherent consistency of Gaussians in 3D, we use this ma-
trix to identify and correct 2D segmentation inconsistencies.
Furthermore, since each Gaussian ideally corresponds to
a single object, we propose a GIT-guided adaptive density
control mechanism to split and prune ambiguous Gaussians
during training, resulting in sharper and more coherent
2D and 3D segmentation boundaries. Experimental results
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show that our method extracts clean 3D assets and consis-
tently improves 3D segmentation in both online (e.g., self-
prompting) and offline (e.g., contrastive lifting) settings, en-
abling applications such as hierarchical segmentation, ob-
Ject extraction, and scene editing.

1. Introduction

3D segmentation [23, 56, 57, 59] is crucial for holistic scene
understanding and underpins various downstream applica-
tions, including vision-language reasoning [24, 26, 36, 66,
72], embodied Al [35, 39, 44, 65], and AR/VR [11, 37, 38,
45]. However, advancing 3D segmentation through scal-
ing up remains challenging due to the scarcity of large,
densely labeled 3D datasets. In contrast, the 2D domain has
thrived on abundant training data, enabling the development
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Figure 2. Comparisons with existing 3D segmentation lifting.
The inconsistent 2D segmentation masks [30, 49] introduce signif-
icant ambiguity in both feature lifting and mask prediction (top).
The resulting boundaries exhibit severe artifacts (bottom), where
our method leverages Gaussian Instance Tracing (GIT) to unify
multi-view inconsistent masks and adaptively split or prune am-
biguous Gaussians, yielding sharp and clear boundaries.

of powerful foundation smodels [30, 48] for segmentation.

Building on high-fidelity rendering techniques such as
Neural Radiance Fields (NeRF) [42] and 3D Gaussian
Splatting (3DGS) [27], a new paradigm emerges that lifts
the 2D segmentations from off-the-shelf predictors into
3D. Pioneering work [15, 32, 70] explores encoding se-
mantic or instance features into the NeRF representation,
while contrastive lifting [3] introduces a slow-fast cluster-
ing objective to encourage multi-view consistency across
frames. More recent works [17, 47, 62] adapt these ideas
to Gaussian-based representations for faster training and
rendering speed, augmenting the Gaussian with additional
compact identity encodings or N-channel features.

Despite recent progress, two key challenges persist in
Gaussian-based 3D segmentation lifting. First, existing
methods, mostly inherited from NeRFs, struggle with multi-
view inconsistencies in 2D segmentation. Off-the-shelf pre-
dictors like SAM [30] often produce segmentation masks
with varying levels of abstraction for the same objects
across different views, as can be seen from Fig. 2. Second,
current approaches overlook the refinement of the learned
Gaussian representation in this context. While additional
2D segmentation could provide more structured semantic
cues to guide and regularize the optimization process, most
current approaches rely on fixed Gaussian points obtained
from the reconstruction phase.

Motivated by the well-defined geometric structure of ex-
plicit Gaussian representations, we aim to ensure that each
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Gaussian reliably anchors to the same object across differ-
ent viewpoints. By leveraging this inherent advantage, we
simultaneously address both challenges—enforcing consis-
tent segmentation lifting and refining the Gaussian repre-
sentation within a unified framework.

Specifically, we introduce Gaussian Instance Tracing
(GIT), which augments each Gaussian with a set of weights
indicating its probability of belonging to different instances
across all views. We obtain the weight matrix via a reverse-
rasterization step: for each pixel in each view, we track the
contributing Gaussians that render it and assign the corre-
sponding probabilities based on the pixel’s segmentation la-
bel. This process effectively maps each Gaussian to the in-
stance masks it influences, producing a weight matrix span-
ning all views. Notably, GIT is as fast as forward rendering,
making it efficient for both training and inference.

With GIT, we first refine predicted masks into consis-
tent instance maps across viewpoints. Instead of relying
on a single view, we trace their associated Gaussians and
perform a majority vote to decide whether two individual
masks should be merged. Furthermore, we utilize GIT to
identify and resolve ambiguous Gaussians spanning mul-
tiple objects by guiding density control and regularizing
the Gaussian optimization. By enforcing multi-view con-
sistency and clarifying object boundaries, GIT significantly
enhances the quality of 3D segmentation lifting.

Experiments on Replica and NVOS demonstrate that our
method enhances the 3D segmentation lifting in both offline
(i.e., contrastive lifting) and online (e.g., self-prompting)
settings, outperforming all baseline models, including the
NeRF-based approaches. Moreover, our method produces
clear and sharp 3D segmentation of both foreground objects
and background—an essential capability lacking in previ-
ous Gaussian-based methods. The extensive ablation study
confirms the effectiveness of our proposed component. We
also demonstrate that our method works robustly across in-
door, outdoor, and desktop scenarios, enabling hierarchical
segmentation, object extraction, and various downstream
applications in object and scene editing.

Our key contributions are as follows:

We introduce Gaussian Instance Tracing (GIT), an effi-
cient and effective tracing operation for 3D segmentation
lifting that explicitly associates each Gaussian with its
corresponding instances across views via a weight matrix.
Leveraging GIT, we resolve multiview inconsistencies in
instance masks and refine ambiguous Gaussians spanning
multiple objects through GIT-guided density control dur-
ing Gaussian optimization.

Our method surpasses all baselines on Replica and NVOS
for 3D segmentation. It delivers sharp foreground and
background segmentation, supports asset extraction, and
generalizes well to in-the-wild videos, with great poten-
tial in scene understanding and editing applications.



2. Related Work
2.1. 3D Segmentation by Lifting 2D Mask

Research on 3D segmentation has explored various repre-
sentations, including RGB-D images [59], point clouds [23,
46, 69], voxel grids [57], and more. However, the limited
scale of available data has caused 3D segmentation [18, 51,
56, 58] to lag behind its 2D counterparts [12, 30, 49]. In-
spired by the progress in neural rendering, e.g., NeRFs [,
2,42], recent studies [4, 6, 14, 15, 28,29, 31,32, 41, 64, 67,
68] propose to tackle 3D segmentation by lifting 2D mask
predictions from 2D foundation models, e.g., SAM [30],
into 3D space. These methods generally fall into the of-
fline and online settings. Offline methods [3, 17, 53] rely on
contrastive learning [8, 20] to train a feature field, pulling
together the features from the same object while pushing
apart those from different objects. Online methods, like
SA3D [6] and FlashSplat [52] perform iterative cross-view
self-prompting to generate SAM masks on novel views and
refine the 3D mask of the target object. However, both set-
tings suffer from inconsistent 2D masks across viewpoints
and hierarchy, as illustrated in Fig. 2. In contrastive lift-
ing, these inconsistencies introduce ambiguity, as the same
3D features may be supervised to render the same mask in
one view and diverge in another, especially when consid-
ering hierarchy like OmniSeg3D [64] and GARField [29].
Likewise in self-prompting, they cause ambiguity in the 3D
masks which are optimized via majority voting across input
views. In this paper, we address this fundamental problem
by tracing the instance weight of all Gaussians through GIT
and resolving inconsistent masks by leveraging the consis-
tent nature of Gaussians in 3D.

2.2. 3D Segmentation on Gaussian Splatting

Gaussian Splatting has emerged as an efficient neural ren-
dering approach, enabling the reconstruction of 3D scenes
from 2D images through learning explicit 2D [22] or
3D [27] Gaussians. Recently, several works [5, 9, 19, 52,
54,60, 71] have extended this framework to lift 2D masks to
3D segmentation; see comparison in Tab. 1. However, these
methods primarily benefit from the speed advantages of
Gaussain Splatting, i.e., fast training and rendering, without
fully exploiting its unique characteristics or addressing its
special problems. For example, GaussianCut [25], CoSSeg-
Gaussians [ 13] and GaussianGrouping [62] use video object
trackers to associate masks across different views, but still
suffer from lost tracklets and inconsistent masks across dif-
ferent hierarchy. In contrast, we achieve consistent masks
by tracing the instance weights for Gaussians and ensure
their consistency in 3D. While tracing via reverse render-
ing is utilized in GaussianEditor [10] for semantic editing,
our core contribution lies in maintaining a global instance
weight for every Gaussian across all input views, as op-
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posed to Gaga [40], which groups the 3D Gaussians by con-
sidering the masks sequentially with a memory bank.

Furthermore, since a 3D scene is essentially a collection
of unstructured Gaussians, grouping them based on object
semantics inevitably results in ambiguous Gaussians, i.e.,
those associated with multiple objects. This ambiguity of-
ten manifests noticeable artifacts at object boundaries. Pre-
vious works like GaussianGrouping [62] or Egolifter [17]
simply ignore these ambiguous Gaussians [17, 62]; Flash-
Splat [52] and SAGS [5] filter them out, and SAGD [21]
decompose the boundary Gaussians as a post-processing
step, causing critical detail loss on the foreground and back-
ground boundaries. Our method handles them more ro-
bustly by adaptively optimizing the Gaussians with a GIT-
guided density control, i.e., splitting and pruning the am-
biguous Gaussian. This yields more accurate 3D object seg-
mentation with fewer artifacts.

Table 1. Method comparison in 3D segmentation lifting. “SP.”
and “Contr.” denote Self-Prompting and Contrastive Lifting. Our
method supports “Multi-Object” 3D segmentation instead of “Bi-
nary” foreground, achieves consistent 2D masks without video
tracker, and offers density control for ambiguous Gaussains.

s Video 3D Consistent ~ Amb. Gauss.
Method Rep. Lifting Tracker ~ Segmentation 2D Mask Control
OmniSeg3D [64] NeRF  Contr. X Multi-Object X -
SA3D [6] NeRF SP. X Binary X -
SA3D-GS [5] GS SP. X Binary X X
Egolifter [17] GS Contr. X Multi-Object X X
FlashSplat [52] GS SP. X Binary X X
GaussianCut [25] GS SP. v Binary v X
Ours GS Both X Multi-Object v v
3. Method

3.1. Preliminary: 2D Gaussian Splatting (2DGS)

2DGS [22] is proposed and shown to be more suitable for
recovering accurate surfaces as it collapses the 3D volume
of 3DGS [27] into a set of 2D oriented planar Gaussian
disks, each characterized by a center point pg, tangential
vectors t,, and t,, and two scaling factors s, and s, con-
trolling the variance. For the point u = (u, v) in uv space,
its 2D Gaussian value can be evaluated using the standard
Gaussian function:

Each 2D Gaussian has opacity « and view-dependent ap-
pearance ¢ with spherical harmonics. For rasterization,
Gaussians are sorted according to their depth and composed
into an image with front-to-back alpha blending:

2+U2

2
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Figure 3. Overview of Trace3D. Given input images and their SAM masks, we employ GIT to compute the instance weight matrix W for
all Gaussians (Sec. 3.2), which is then utilized to merge inconsistent patches based on their similarity (Sec. 3.3). We also propose GIT-
guided density control to split and prune the ambiguous Gaussians (Sec. 3.4). Collectively, they contribute to more robust 3D segmentation
lifting (Sec. 3.5) in both online and offline settings. For clarity, only a subset of SAM patches is visualized.

where u(x) represents the wv intersection position of the
ray from the camera origin to pixel x passing 2D Gaussians.

3.2. Gaussian Instance Tracing (GIT)

From a set of input images {I;}% ; with known camera pa-
rameters, we reconstruct a 2DGS scene parameterized by
G = {G;}},. For each image I",v € {1,...,L}, we use
a 2D segmentation model, e.g., SAM [30], to obtain class-
agnostic binary masks M"” = {M7[j =1,--- ,m"}.

We then form a single instance map by overlapping all
masks and treating each overlapping region as a disjoint
instance patch, ie., M” — {P/|j 1,...,p"}. Al
subsequent operations in this paper are performed on these
primitive-level patches, which is different from overlaying
masks one-by-one in Egolifter [17] or storing the hierarchy
for each image like OmniSeg3D [64]. More detailed com-
parisons are provided in supplementary.

Note that both the binary masks and instance maps can
be inconsistent across different views and mixed in hier-
archies, as shown in Fig. 3. To address these issues, we
propose GIT, which first augments each Gaussian G; with
a weight matrix W; € RT*L where T = max, p” is
the maximum number of disjoint instance patches in any
single view. W} represents the instance distribution with
each entry W}, for the probability that the i-th Gaussian
G, belongs to the j-th instance under view v. We obtain
the weight matrix via a reverse-rasterization step: for each
pixel in view v, we identify the Gaussians responsible for
splatting onto that pixel. We then attribute the pixel’s in-
stance label to these Gaussians in proportion to their con-
tribution. This process traces each Gaussian back to the
instance patches it influences: summing and normalizing
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over these per-pixel attributions yields the probability dis-
tribution W of each Gaussian’s association with different
instances in view v. Note that the GIT operation is com-
puted in parallel similar to the forward rendering, making it
efficient and flexible to use during training and inference.

3.3. Consistent 2D Instance Map from GIT

We aim to merge the patches into a refined set of instance
maps that are consistent across views and hierarchy, which
serve as the basis for Gaussian optimization and robust 3D
segmentation lifting in subsequent stages. Consider two
patches P2, P/ from an initial instance map under view v.
We cannot determine whether they should be merged based
solely on the current view. Instead, we choose to believe
the majority vote of whether their corresponding Gaussians
belong to the same patch from other views.

Specifically, we first trace the Gaussian set G,, G, from
the patch PY, P/, which are determined from the weights
matrix W by collecting all Gaussians that have non-zero
probability of falling into P2 or P, respectively. We then
find the Gaussians from both sets that are co-visibile from
the views, forming the set of {(Gu, Gy, V)|Gs €
Ga, Gy € Gp,v € {1,...,L}}. We define the similarity
of the two patches P, P/ by:

1

sim(P,, P,) = ] 3)
(

>

Ga,Gp,v)EQ

(W& WE, ),

where the (-, ) measure the similarity between the Gaus-
sians’ instance probability distributions W¢, , W¢, € RT
with inner product. Patches with a similarity score exceed-
ing a pre-determined threshold 6 = 0.5 will be merged. By



iterating this procedure for all pairs of patches within views,
we obtain a final set of 2D instance maps consistent across
multi-view observations and hierarchical configurations.

3.4. GIT-guided Adaptive Density Control

One major challenge in training the Gaussian Scene G from
multi-view RGB images, without explicitly considering ob-
ject boundaries, is the emergence of ambiguous Gaussians
that overlap between different objects. These ambiguous
Gaussians complicate the alignment between 3D segmenta-
tion and the underlying Gaussian representation, hindering
the quality of 3D segmentation lifting and further down-
stream tasks. Thus, we propose to use GIT to guide density
control and regularize the Gaussian optimization.

3.4.1. Ambiguous Gaussian Detection

Given a trained Gaussian scene G, we use our consistent
patch maps to get a refined weight matrix W for all Gaus-
sians. For each Gaussian G, its ideal patch probability dis-
tribution W should be nearly one-hot on visible views and
all-zero on non-visible views. Thus, we define ambiguous
Gaussians to have significant non-zero weights across two
or more objects. Denoting the set of visible view of G; as
V;, its ambiguity score As; is computed as:

I

vev;

max(W; <7),
- ( i)

where I is the indicator function. Gaussians with an ambi-
guity score higher than 6 4, are detected as ambiguous. We
sety = 0.8 and #4, = 0.5 in the experiments.

3.4.2. Adaptive Density Control

Directly removing the ambiguous Gaussians in post-
processing, as in SA3D-GS [5] or FlashSplat [52], may
result in surface artifacts on the objects and background.
Instead, we propose to perform an online Gaussian opti-
mization with GIT-guided density control after detecting
these Gaussians. More specifically, we replace the strat-
egy in 3DGS and split each ambiguous Gaussian into two
smaller ones by dividing their scale by 2.0. Their new posi-
tions are initialized by using the original Gaussian as a PDF
for sampling. Gaussians that remain ambiguous after split-
ting are removed. The process is repeated every 1000 iter-
ations while retraining the entire Gaussian scene. This re-
fines boundary regions, mitigates ambiguity, and improves
overall segmentation quality.

3.5. 3D Segmentation Lifting

Our method both enforces multi-view instance map consis-
tency and clarifies object boundaries, and thus benefits 3D
segmentation through either offline contrastive lifting [3] or
online self-prompting [5, 52].
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Contrastive Lifting 3D segmentation with contrastive
lifting [17, 64] augments each Gaussian G; with an extra
feature vector f; € R, which supports rendering to a 2D
feature map F' € RT*W*d with differentiable rasteriza-
tion. The contrastive loss is computed over a set of sampled
pixels ¢ on the image:

a Sty

ueU

s explsim(Flul, F[u); )
exp(sim(F[u], F[u']; T)

» (5)

Lcontr =
u el

where U™ is the set of pixels belonging to the same in-
stance as u. The similarity function is sim(f1, fo;7) =
exp(—7||fi — f2||?) with 7 as a temperature. We use
the consistent instance maps from Sec. 3.3 and the refined
Gaussian set G from Sec. 3.4 to train the features. Dur-
ing inference, query features from the object of interest in
the reference view are used to either obtain the target set of
Gaussians in 3D for object extraction or derive the 2D seg-
mentation mask on novel views by directly comparing them
against the rendered 2D features.

Building on our consistent 2D instance map at the patch
level, we further devise an iterative query point-finding
strategy that adaptively locates suitable query features and
thresholds in accordance with the reference mask, yielding
precise segmentations in 3D or novel views. This enables
3D segmentation and object extraction at various hierar-
chies or user-defined combinations in the experiments.

Self-Prompting Following the online setting of Flash-
Splat [52] and SA3D [6], the self-prompting workflow be-
gins with user-provided point prompts on a single reference
view, which SAM uses to generate the initial mask. Then,
we utilize GIT to extract new point prompts on novel views
and use SAM to produce additional masks. By iterating
this procedure across more views, we obtain a consistent
and complete 3D Gaussian set from our weight matrix W.
Finally, these Gaussains are rendered onto the test view to
produce the corresponding 2D instance mask.

3.6. Implementation details

We use the default settings of 2DGS [22] to obtain the initial
Gaussian set. For contrastive lifting, the instance feature di-
mension d is set to be 16, optimized by an Adam optimizer
with an initial learning rate of 1 x 107>, and temperature
of 0.01. All experiments were conducted on a single RTX
4090 GPU.

4. Experiment

We assess the efficacy of our approach by evaluating both
the quality of 3D object extraction and the accuracy of novel
view 2D instance segmentation. The failure cases and dis-
cussion of limitations are in supplementary.
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Figure 4. Qualitative results of 3D object extraction on Replica. Our method yields cleaner and sharper object boundaries on both the

foreground and background Gaussians.

Table 2. Quantitative results of 3D object extraction on Replica. The mloU for each scene is listed, together with the mean mloU and

PSNR for all scenes. The detailed PSNR reports are in supplementary.

Method ‘ office0 officel office2 office3 office4 room0 rooml room2 avg. mloU | avg. PSNR
Gaussain Grouping [62] 237 459 25.5 30.6 30.2 225 38.5 20.1 29.6 134
FlashSplat [52] 47.5 45.9 39.6 36.9 27.5 40.6 39.8 36.6 39.3 16.9
Egolifter [17] 67.4 59.6 48.9 54.8 59.4 50.7 53.7 50.1 55.6 20.1
Ours 80.7 76.0 66.1 69.8 71.7 67.0 72.0 73.4 72.1 22.6

4.1. 3D Object Extraction

Previous work [17, 52, 62] only evaluates the final rendered
instance map, where all Gaussians contribute through al-
pha blending. We adopt this evaluation protocol in Sec. 4.2,
but note that it can obscure artifact Gaussians with low al-
pha value yet large scale as they are averaged out during
the alpha-blending process. In contrast, our goal of 3D seg-
mentation is to produce artifact-free 3D assets. Therefore,
we follow prior work [7, 33] and directly evaluate 3D object
extraction on the Gaussian segmentations.

Settings We evaluate 3D object extraction on the 360°
captured Replica [55] dataset and compare our method
with Gaussian Splatting-based baselines, including Gaus-
sian Grouping [62], FlashSplat [52] and Egolifter [17].
Each method extracts the 3D Gaussian segmentations from
the query image and mask of the target object. For our
method, we first lift the 2D segmentation masks to 3D by
contrastive lifting as in Sec. 3.5, and get 2D segmenta-
tion masks on novel views. The 3D Gaussians are traced
from these multi-view masks. For evaluation, the 3D Gaus-
sians are rendered at novel views, with the mask quality as-
sessed with mean Intersection over Union (mloU) and color
fidelity with PSNR. We evaluate the objects with GT seg-
mentation annotation from the Replica dataset, with the full
list detailed in supplementary following SA3D [5].

Results As shown in Tab. 2 and Fig. 4, our method de-
livers significantly more accurate and cleaner 3D object ex-
traction with fewer artifacts. These improvements firstly
stem from our consistent 2D instance maps, which support
featuring learning in contrastive lifting by eliminating the
multi-view mask ambiguity present in SAM [30]. Addi-
tionally, our GIT-guided adaptive density control, which ef-
ficiently detects and separates ambiguous Gaussians, con-
tributes more significantly to the boundaries, leading to
sharp boundaries on both the desired objects and back-
ground. As illustrated in Fig. 4, when extracting the Gaus-
sian set of the target object, Gaussian Grouping [62] strug-
gles with noisy mask predictions, e.g., mixing parts of both
the sofa and blanket when only blanket is desired. While
FlashSplat [52] and EgoLifter [17] successfully extract cor-
rect instances, they leave noticeable artifacts in both the
extracted foreground Gaussians and the remaining back-
ground. In contrast, our method not only accurately extracts
the target object but also minimizes artifacts, leading to su-
perior mloU and PSNR compared to all baselines.

4.2. Novel View 2D Instance Segmentation

Settings Following the common practice of prior work [6,
17, 50, 64], we also evaluate novel view 2D instance seg-
mentation on the Replica [55] and NVOS [50] benchmarks
using mloU and mAcc as metrics.
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Figure 5. Novel view synthesis of 2D segmentation on Replica. The results of each baseline provide the segmentation on the left and the
feature map from PCA on the right. The =, FP, and FN predictions are color-coded in the segmentation.

Table 3. Novel view synthesis of 2D segmentation on the Replica dataset. Table 4. NVS 2D Seg. on NVOS.
Method office0 officel office2 office3 officed roomO0 rooml room2 mean Method mloU  mAcc
NeRF-based NVOS [50] 70.1 92.0
MVSeg [43] 31.4 404 30.4 30.5 254 31.1 40.7 29.2 324 ISRF [16] 83.8 96.4
SA3D [6] 84.4 77.0 88.9 84.4 82.6 77.6 79.8 89.2 83.0 SA3D [6] 90.3 98.2
OmniSeg3D [64] 83.9 85.3 89.0 87.2 78.3 83.0 79.4 88.9 84.4 OmniSeg3D [64]  91.7 98.4
SA3D-GS [5] 90.9 98.3

Gaussian Splaiting-based FlashSplat [52] 918 98.6

SA3D-GS [5] 8.1 727 813 832 657 799 790 889  79.1 :
Egolifter [17] 89 784 851 841 800 770 864 843 soq _CaussianCut[25] 925 984
Ours 847 856 902 847 784 860 857 890 855  Ours 925 986

Replica We use the same testing split as SA3D [6] and mloU and mAcc metrics. Furthermore, incorporating GIT,

OmniSeg3D [64]. Following previous work [17, 64], we which integrates information from other views through
obtain 2D instance segmentation via feature query after the weight matrix W, significantly reduces false posi-
contrastive lifting. We compare our method with both tives (shown in red) compared to the pure self-prompting

NeRF-based methods (i.e. MVSeg [43], SA3D [6] and Om- method, as illustrated in Fig. 6.

niSeg3D [64]) and Gaussian Splatting-based methods (i.e.

SA3D-GS [5] and Egolifter [17]). Table 5. Ablation experiments. “Object mIoU” and “PSNR” cor-
As shown in Tab. 3, our method outperforms on the responds to metrics in 3D object extraction (Sec. 4.1) and “NVS

mloU metric all baselines including the NeRF-based meth- mloU” for the metric in Sec. 4.2. “SP” and “Contr.” denote the

ods for the first time in GS-based methods. From Fig. 5, Self-Prompting and Contrastive Lifting respectively.

Egolifter [17] and OmniSeg3D [64] often misclassify ad-

Consistent Amb. Gauss. NVS  Object

jacent objects and fail to produce correct instance segmen- Rep.  Lifting 0 Control mloU  mlou  DSNR
tatlpns, highlighted in red as EP. This can be reﬂ.ecFed by 3DGS  Contr » » 572 609 208
their feature maps from PCA in the figure, as their incon- 3DGS  Contr. v v 883 637 212
sistent 2D masks often confuse the boundary features on 2DGS  Contr. X X 87.0 625 210
nearby objects. In contrast, our improvements in consis- 2DGS - Con. x v 75701 224

by objects. b prov 1 con: 2DGS  Contr. v x 82 636 212
tent instance maps and ambiguous Gaussian reduction yield 2DGS  SP. v v 77 577 19.6
more precise novel view instance segmentation and feature 2DGS  Contr. v v 89.1 721 226
maps, even for tiny objects on the table.
NVOS Following the common practice [6, 52] on the . .

& P [ ] . 4.3. Ablation Studies

NVOS [50] benchmark, we compare our method against
state-of-the-art baselines, which typically perform better in We conduct extensive ablation experiments on Replica
the self-prompting setting. We also apply self-prompting to for our proposed components and analyze how the self-
generate 2D instance segmentation on novel views. Tab. 4 prompting and contrastive lifting work under different sce-
shows our method achieves the best performance on both narios in Tab. 5. We summarize the following observations:
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Figure 6. Novel view synthesis of 2D segmentation on NVOS dataset. The

Target view ‘

cc = 99
loU = 96.8 I

Acc=99.4

w/o GIT

, FP and FIN predictions are color-coded in the segmenta-

tion. Our results with GIT produce fewer false positive predictions that are hard to observe from the input view.

1. The GIT-guided adaptive density control effectively de-
tects and mitigates the ambiguous Gaussians, which typ-
ically have low opacity and large scale, contributing min-
imally to the final rendering. By incorporating segmen-
tation constraints as a form of regularization, our method
significantly enhanced 3D object extraction, leading to
a 13.4% improvement in object mIoU on 2DGS and a
4.6% improvement on 3DGS. The gains are particularly
notable on 2DGS, which may benefit more from our ap-
proach due to its inherently superior geometric quality.
The consistent 2D mask generally improves both the 3D
object extraction and novel view 2D segmentation as it’s
fundamental for 3D segmentation lifting. It even helps
the object mIoU on top of our adaptive density control,
highlighting how inconsistent masks may obscure fea-
tures tied to each Gaussian.

. Self-prompting underperforms on the Replica dataset
compared to contrastive lifting, which provides more co-
herent 3D representations but requires more optimiza-
tion time. However, self-prompting is more flexible, es-
pecially for segmenting fine details (e.g., in the NVOS
dataset), where contrastive lifting struggles with tiny or
texture-like elements. This underscores the need for im-
proved granularity and 3D consistency in future work.

4.4. Generalization and Robustness

As demonstrated in Figs. 1 and 7, our method works ro-
bustly across diverse scenarios, including indoor/outdoor
and bounded/unbounded, desktop settings, which only re-
quires a query for the target object (or part) on a single ref-
erence view. Through 3D segmentation lifting via GIT, we
obtain Gaussian sets that can be rendered into novel views,
produce clean and fine-grained feature maps, and enable hi-
erarchical segmentation and 3D asset extraction. For exam-
ple, the Camera in Fig. 7 and Avengers in Fig. 1 showcase
our ability to extract arbitrary 3D objects, including spe-
cific parts. These Gaussians facilitate diverse editing oper-

6663

Rendering

Extracted Objects Feature Map

Figure 7. Segmentation and object extraction on Blended-
MYVS [61], ScanNet++ [63] and DL3DV-10K [34]. Hierarchical
object extraction is rendered on different views wth feature maps.

ations, e.g., translating, rotating, and recomposing objects
by adjusting their locations and orientations as in Fig. 1, or
changing their style or colors by manipulating the Spherical
Harmonics of the Gaussians.

5. Conclusion

This paper addresses the challenges in lifting 2D segmen-
tation to Gaussians, i.e., the multiview inconsistent masks
and ambiguous Gaussains. We propose GIT, which assigns
each Gaussian its instance probabilistic weights for all input
views through a reverse-rasterization process. This enables
majority-vote merging of fragmented 2D masks across dif-
ferent views and facilitates the identification of ambiguous
Gaussians, which we then split or prune through guided
density control; together they effectively enhance the qual-
ity of 3D segmentation lifting. Experiments on diverse
datasets confirm our method’s validity and improved per-
formance in both online and offline settings. Notably, our
approach is also robust to in-the-wild video, supporting hi-
erarchical object extraction and various downstream tasks
in scene editing and object manipulation.
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