
Simultaneous Motion And Noise Estimation with Event Cameras

Shintaro Shiba1,2,3, Yoshimitsu Aoki1 and Guillermo Gallego3,4

1 Keio University, 2 Woven by Toyota, Inc., Japan. 3 Technische Universität Berlin, 4 Einstein Center
Digital Future, Robotics Institute Germany, and Science of Intelligence Excellence Cluster, Germany.

Abstract

Event cameras are emerging vision sensors whose noise
is challenging to characterize. Existing denoising meth-
ods for event cameras are often designed in isolation and
thus consider other tasks, such as motion estimation, sepa-
rately (i.e., sequentially after denoising). However, motion
is an intrinsic part of event data, since scene edges can-
not be sensed without motion. We propose, to the best of
our knowledge, the first method that simultaneously esti-
mates motion in its various forms (e.g., ego-motion, optical
flow) and noise. The method is flexible, as it allows replac-
ing the one-step motion estimation of the widely-used Con-
trast Maximization framework with any other motion esti-
mator, such as deep neural networks. The experiments show
that the proposed method achieves state-of-the-art results
on the E-MLB denoising benchmark and competitive results
on the DND21 benchmark, while demonstrating effective-
ness across motion estimation and intensity reconstruction
tasks. Our approach advances event-data denoising theory
and expands practical denoising use-cases via open-source
code. Project page: https://github.com/ tub-rip/ESMD

1. Introduction
Event cameras are emerging vision sensors that overcome
shortcomings of conventional cameras (e.g., motion blur,
limited dynamic range, data and power efficiency), yet they
suffer from a considerable amount of noise due to their
novelty and operation in low-power (transistor subthresh-
old) conditions [19, 36]. Since event cameras are suitable
for many computer vision tasks, especially motion-related
tasks, it is paramount to classify event data that is related
to motion (i.e., signal) and that is not (i.e., noise). How-
ever, denoising event data is a challenging problem because
noise properties have yet to be fully characterized [22, 24]
and it is infeasible to define ground-truth (GT) noise labels
in real-world data recordings. Previous works either lever-
aged simulation or prepared real event data and aggressively
suppressed noise occurrence.

However, such artificial modifications on the real event
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Figure 1. Overview of the proposed method. We use only raw
events as input, and estimate signal events, noise events, and mo-
tion (e.g., dense optical flow and ego-motion estimation).

data could change event signal/noise characteristics, possi-
bly deteriorating the information that the original event had
for downstream tasks (e.g., motion estimation). Our work is
inspired by the observation that motion is an intrinsic part of
event data since scene edges cannot be sensed without mo-
tion. Rather than solving denoising and motion estimation
tasks separately, our idea is to leverage motion information
to improve denoising (as “vice-versa” is well known). In
this work (Fig. 1), we rethink and investigate the connection
between denoising and motion estimation, by asking our-
selves whether they can be combined in a more integrated
way to benefit the results of both tasks simultaneously. We
formulate the simultaneous estimation problem by leverag-
ing the idea of motion compensation in the Contrast Maxi-
mization (CMax) framework, defining novel metrics about
the contribution to the contrast score for each event. In sum-
mary, we present several distinctive contributions:
1. We propose a novel method to jointly estimate noise and

motion only from event data (Sec. 3).
2. We demonstrate that our joint estimation method (i)

achieves state-of-the-art results in existing denoising
benchmarks (Sec. 4.2), and (ii) improves the robustness
of motion estimation (CMax framework) (Sec. 4.3).
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3. We show the flexibility of our method on (i) further ap-
plications, such as intensity reconstruction, validating its
image quality (Secs. 4.4 and 4.5), and (ii) in combina-
tion with learning-based motion estimators (Sec. 4.6).

We hope our work opens a new line of research for event
cameras, by considering the problems of motion estimation
and denoising together to take advantage of their coaction.

2. Related Work
Denoising is a fundamental problem in event cameras since
there are a lot of leakage events [24], and event-processing
algorithms may suffer in scenarios with high noise [3]. Re-
moving event noise has a double effect: it reduces the load
of subsequent processing stages (as the load is proportional
to the number of events) and improves their output (as the
input data becomes of higher quality). In this work, we fo-
cus on noise due to the leakage inside the camera hardware,
such as background activity (BA) events [36]. Events due
to flickering or active lights are therefore not our priority.

Classical denoising works focus on the spatio-temporal
correlation of events, as BA events have fewer neighboring
events in space-time coordinates than signal events. This
approach includes widely-used BA Filter (BAF) [9], and
other types of spatio-temporal filters [26, 31, 37, 56]. Some
works utilize additional sensor inputs (e.g., frames) to esti-
mate noise probabilities [4, 12, 30, 55, 58], since edges are
informative of the signal events produced.

Recently, learning-based approaches have gained more
attention, such as multilayer perceptrons [24], convolutional
neural networks [1, 4, 12], graph neural networks [2], and
transformers [29]. They provide the probability of noise
(i.e., signal-noise classification). Nonetheless, the challenge
of learning-based approaches is the need for ground truth
(GT) noise labels for training. GT labels have been ob-
tained through simulation (e.g., [13, 24]) as well as real-
world recordings, however, real-world recordings aggres-
sively remove noisy events using existing filters (e.g., [24])
or use unnatural illumination settings (e.g., [29]), by lever-
aging the differences of noise occurrence due to different
scene brightness [24, 35]. While these approaches are effec-
tive for benchmarking, the challenge of obtaining GT labels
for practical real-world datasets remains unsolved.

Our work builds upon a series of successful methods for
motion estimation and their applications. Event-based mo-
tion estimation is an important topic since event cameras
naturally respond to motion in the scenes [19]. In partic-
ular, Contrast Maximization (CMax) [17, 50] is a state-of-
the-art framework for motion estimation, which has various
applications, such as rotational motion estimation [15, 23,
32, 42, 45], optical flow estimation [27, 28, 44, 48, 64], and
motion segmentation [51, 57, 60]. We investigate the con-
nection and potential benefits of applying the CMax frame-
work to denoising during the estimation process (i.e., simul-

taneously), demonstrating motion estimation improvements
as well as competitive denoising accuracy.

A prior work, “ProgressiveMotionSeg” [8], has ex-
tended the CMax-based segmentation method [51] with ex-
tra weights that accounted for how much each event con-
tributed to the estimated motion clusters. However, [8]
mainly focuses on the task of motion segmentation using
low degrees-of-freedom (DOF) warps (e.g., 2-DOF feature
flow) and does not discuss denoising efficacy or evaluate
on standard denoising benchmarks. In contrast, our method
supports various types of motion estimation (both low-DOF
and high-DOF warps, such as optical flow), and considers
that noise shall not be used to estimate motion, as from first
principles we deem noise and motion to be uncorrelated.

3. Methodology
Event cameras consist of independent pixels that gener-
ate asynchronous “events” when the logarithmic brightness
at the pixel increases or decreases by a predefined con-
trast sensitivity. Each event ek

.
= (xk, tk, pk) contains

the pixel coordinates xk, the timestamp tk, and polarity
pk → {+1,↑1} of the brightness change. Events occur
asynchronously and sparsely on the pixel grid, resulting in a
variable data rate based on the scene texture and dynamics.

3.1. Contrast Maximization
The CMax framework [17] assumes events E .

= {ek}Ne
k=1

are caused by moving edges, and it transforms their coordi-
nates according to a motion model W, producing a set of
warped events E →

tref

.
= {e→

k}Ne
k=1 at a reference time tref:

ek
.
= (xk, tk, pk) ↓↔ e

→
k

.
= (x→

k, tref, pk). (1)

The warp x→
k = W(xk, tk; ω) transports each event from tk

to tref along the motion curve that passes through it. Then,
they are aggregated on an image of warped events (IWE):

I(x; E →
tref
,ω)

.
=

∑Ne

k=1 ω(x ↑ x→
k), (2)

where each pixel x sums the number of warped events x→
k

that fall within it. The Dirac delta is approximated by a
Gaussian, ω(x ↑ µ) ↗ N (x; µ, ε

2Id) with ε = 1 pixel.
Next, an objective function, such as the contrast

of the IWE (2) (image variance [18] Var
(
I(x; ω)

) .
=

1
|!|

∫
!(I(x; ω) ↑ µI)2

dx), measures the goodness of fit be-
tween the events and the candidate motion curves (warp).

Finally, an optimization algorithm iterates the above
steps to find the motion parameters ω↑ that maximize the
alignment of events caused by the same scene edge. Event
alignment is measured by the strength of the edges of the
IWE, which is related to image contrast [18].

Motion Models. As exemplary warps W we focus on
two popular problem settings: rotational motion (3-DOF
angular velocity estimation [23, 25, 42, 45]) and dense op-
tical flow (pixel-wise velocity estimation [43, 48, 50, 64],
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(a) Input (Raw Events) (b) IWE (No Warp) (c) Output (Signal Events) (d) IWE (Signal Events) (e) Estimated Flow (f) Reference Frame

Figure 2. Qualitative result of denoising and flow estimation on E-MLB and DND21. The driving sequence has 5-Hz artificial noise. (b) is
an alternative visualization of (a) with the same grayscale coding as (d). Flow is visualized on all events and flow color is given in Fig. 1.

resulting in 2Np-DOFs, where Np is the number of pix-
els). For the angular velocity estimation during a small time
interval, the warp is parametrized by the angular velocity
ω ↘ ε = (ϑx,ϑy,ϑz)↓, and xh(t) ≃ R(εt) xh(0), us-
ing calibrated homogeneous coordinates xh and exponen-
tial coordinates R(ϑ)

.
= exp(ϑ↔) [6, 16]. The warp for

dense optical flow is x→
k = xk + (tk ↑ tref) v(xk), where

ω = {v(x)}x↗! is a flow field on the image plane !.

3.2. Denoising Based on Local Contrast
As Fig. 1 shows, our method is iterative. In each iteration,
motion estimation is refined and events are classified into
signal Es or noise En. Without labels or additional informa-
tion, events rely on each other to realize this classification.
To this end, we compute a score ck for each event, rank the
events according to their scores, and threshold at some value
T . The threshold is computed by assuming the amount or
ratio of noisy events is known ϖ, i.e., T ↘ T (ϖ), which
allows us to have high-level control over the denoising pro-
cess. Hence we classify events into signal (the ϱ

.
= (1 ↑ ϖ)

percentage of events with highest scores) and noise:

Es ↘ Esignal
.
= {ek → E | ck > T (ϖ)},

En ↘ Enoise
.
= E\Esignal (complement of Esignal).

(3)

We studied different choices for the per-event score ck

based on the agreement among warped events E → = E →
s ⇐E →

n,
through their IWEs, and concluded on two, as follows. Let-
ting I

s
k ↘ I

s
k(x→

k), In
k ↘ I

n
k (x→

k) and Ik ↘ I(x→
k) = I

s
k + I

n
k

be the IWE values of previously classified signal events,
noise events and all events, respectively, the two choices
are: (i) 1

ck
.
= Ik, and (ii) the ratio of signal events

2
ck

.
= I

s
k/Ik (probabilistic viewpoint). In fact, both are

equivalent: rule 1
ck > T1 is the same as rule 2

ck > T2 if
T2 = 1 ↑ I

n
k /T1 and the event noise I

n
k is known. We use

1
ck, the number of warped events (also called local contrast

[18, 51]), because it is the simplest to interpret.
The intuition is that “signal” events (e.g., due to mo-

tion) warped according to the true motion lie all at motion-
compensated edges, and therefore produce a sharp IWE.
Noise events, produced all over the image plane, are not
expected to contribute to the IWE’s sharpness. Hence, we
may classify events into signal or noise according to how
much they contribute to edge strength. The IWE (2) pro-
vides one such measure of edge strength: the higher I(x),
the more events are warped to that pixel location x (i.e.,
more events support the same scene edge), thus producing
a sharper IWE. Hence, we define how much an event ek

contributes to edge strength by means of the IWE (2), 1
ck.

Invariance. Note that (3) is invariant to monotonically
increasing functions of ck, as such functions preserve the or-
der. The same Esignal is obtained if one ranks and thresholds
(at the corresponding level) values {ck}, {ln(ck)}, {eck },
etc. They are equivalent under the ranking rule (3).

Robustness to Various Edge Strengths. The Gaussian
kernel in the IWE controls the sensitivity to edge strength.
Since the proposed method is based on both signal and noise
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IWEs, increasing the size of the Gaussian kernel in the IWE
can emphasize contour edges over isolated points. This pre-
serves signal events better in regions with low IWE intensi-
ties, for example at pixels with large depth values.

3.3. Alternating Optimization
Classifying events into signal and noise requires knowl-
edge of the true motion, and estimation of the true motion
(e.g., using CMax) requires knowledge of the signal events
because, by definition, noise events carry no information
about motion. Hence, it is a circular dependency problem.

We approach its solution iteratively, as shown in Fig. 1,
by combining motion estimation (Sec. 3.1) and S/N classi-
fication (Sec. 3.2). Assuming some initialization, the cur-
rent signal events Esignal are used to estimate the motion via
CMax (1 step is enough); then all events are warped to com-
pute the IWE and the per-event scores ck, from which the
sets (3) are recomputed, in preparation for the next iteration.
In practice, we initialize with a random split of E into Esignal
and Enoise, update Esignal at every warp during the optimiza-
tion iteration until the process converges (as flagged by the
convergence of the motion parameters in CMax).

Computational Complexity. The computational com-
plexity of one iteration of the proposed method is O(Np +
Ne logNe), which is slightly larger than the original CMax
(i.e., O(Np + Ne)) due to the search for the highest-ranked
events during the optimization.

4. Experiments
We evaluate the proposed method on four datasets using
various metrics (in Sec. 4.1). In the following sections using
common benchmarks, we assess denoising (Sec. 4.2), joint
motion estimation (Sec. 4.3), and the efficacy on intensity
reconstruction (Sec. 4.4). We also conduct sensitivity anal-
yses (Sec. 4.5) and an ablation (Sec. 4.6).

4.1. Datasets, Metrics, and Hyper-parameters
Datasets. E-MLB [10] is a large-scale, de-facto dataset to
benchmark denoising. It consists of 100 sequences with 4
different brightness levels using neutral-density (ND) filters
on a DAVIS346 camera (346⇒260 px) during day and night.

Historically, the two sequences (hotel and driving) of the
DND21 dataset [24] have been widely used for denoising
evaluation [10, 24, 29]. Both sequences are recorded with
a DAVIS346 camera [53]. They are regarded as “signal”
data, as the sequences have been aggressively filtered of-
fline. Combined with other pure BA noise sequences, the
dataset has event-wise noise annotations that are useful for
evaluation. We use the above sequences with different noise
rates, 1, 3, 5, 7, 10 Hz per pixel, following prior work [29].

The ECD dataset [40] is a standard dataset for various
tasks including camera ego-motion estimation [15, 41, 47,
49, 61, 62]. Using a DAVIS240C camera (240⇒180 px [7]),

E-MLB (Day) E-MLB (Night) DND21

ND1 ND4 ND16 ND64 ND1 ND4 ND16 ND64

M
od

el
-b

as
ed

Raw 0.821 0.824 0.815 0.786 0.890 0.824 0.786 0.768 0.869
BAF [9] 0.861 0.869 0.876 0.890 0.946 0.973 0.992 0.942 0.920
TS [34] 0.877 0.887 0.870 0.837 1.033 0.944 0.886 0.797 0.985
KNoise [31] 0.846 0.837 0.830 0.807 0.954 0.956 0.871 0.817 0.887
EvFlow [54] 0.848 0.878 0.868 0.833 0.969 0.983 0.889 0.797 1.006
IETS [5] 0.772 0.785 0.777 0.753 0.950 0.823 0.804 0.711 0.900
Ynoise [14] 0.866 0.863 0.857 0.821 1.009 0.943 0.875 0.792 0.966
GEF [11] 1.051 0.938 0.935 0.927 1.027 0.955 0.946 0.935 0.932
DWF [24] 0.878 0.876 0.866 0.865 0.923 0.962 0.988 0.932 0.905
Ours 0.938 0.958 0.986 0.950 1.037 0.961 0.945 0.932 0.992

Le
ar

ni
ng

EDnCNN [4] 0.887 0.908 0.903 0.912 1.001 1.024 1.079 1.086 0.977
EventZoom [12] 0.996 0.988 0.996 0.970 1.055 1.007 1.010 0.988 1.059
MLPF [24] 0.851 0.855 0.846 0.840 0.926 0.928 0.910 0.906 0.944
EDformer [29] 0.952 0.955 0.956 0.942 1.048 1.019 1.076 1.099 1.041

Table 1. Mean ESR (MESR→) results among denoising methods
on the event denoising datasets E-MLB [10] and DND21 [24]. In
each category, the best is in bold and the second best is underlined.
Methods are chronologically sorted within each category.

1Hz 5Hz 10Hz

hotel driving hotel driving hotel driving

M
od

el
-b

as
ed

BAF [9] 0.954 0.848 0.892 0.793 0.837 0.748
TS [34] 0.972 0.931 0.961 0.927 0.962 0.920
KNoise [31] 0.677 0.630 0.670 0.624 0.641 0.614
Ynoise [14] 0.969 0.941 0.923 0.909 0.899 0.880
DWF [24] 0.927 0.741 0.862 0.690 0.796 0.656
Ours 1.014 0.882 0.963 0.855 0.961 0.836

Le
ar

ni
ng EDnCNN [4] 0.957 0.887 0.937 0.875 0.901 0.874

MLPF [24] 0.970 0.889 0.970 0.885 0.963 0.876
EDformer [29] 0.993 0.954 0.985 0.942 0.970 0.926

Table 2. The AUC→ of ROC on the two DND21 sequence at dif-
ferent noise rates. We follow [29] for baseline methods selection.

Figure 3. ROC curves on the DND 21 dataset sequences. Dash
lines represent learning-based methods (see also Tab. 2).

each sequence provides events, frames, calibration infor-
mation, IMU data, and ground truth (GT) camera poses (at
200 Hz). We use boxes rotation and dynamic rotation se-
quences to evaluate rotational motion estimation accuracy.

Finally, we also use sequences from MVSEC [63] and
zurich city 12a sequence from the DSEC dataset [20],
which are typically used for optical flow estimation. We
use MVSEC sequences for quantitative evaluation and the
DSEC sequence for qualitative evaluation, since it is cap-
tured during the night and hence includes lots of noise.
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Figure 4. Comparison of denoising methods on the two DND21 sequences at two different noise levels.

Metrics. The metrics used for denoising assessment are:
receiver operating characteristic (ROC) curve, area under
the curve (AUC) and Mean Event Structural Ratio (MESR).
Given signal and noise GT labels, the ROC shows the True-
Positive Rate and False-Positive Rate over several S/N ra-
tios. The AUC of the ROC becomes closer to 1, the better
the denoiser works. The MESR is a denoising metric that
does not require GT labels [10]. We follow previous work
to fix the number of signal events to 30000 [10, 29], as well
as M = 20000 [10, Eq.10], to discount the difference in the
number of signal events from various denoising methods.
The higher, the better. Furthermore, we use the RMS error
for angular velocity estimation and the EPE for optical flow
estimation, following previous works [23, 25, 42, 50], as
well as the FWL metric [52], which is the relative variance
(sharpness) of the IWE with respect to that of the identity
warp. Further details about the experimental settings (e.g.,
hyper-parameters) are in the supplementary.

4.2. Denoising Results
We evaluate denoising accuracy using AUC on DND21
data, and using MESR on E-MLB and DND21 data, using
the optical flow estimation.

Denoising Performance on E-MLB. Table 1 shows the
benchmark results on the E-MLB dataset using the MESR
metric. We categorize prior work into model-based methods
and learning-based methods for convenience. Compared
with other model-based techniques, our method ranks first
or second, showcasing the efficacy of the proposed method
on denoising. Even compared with learning-based ones,
our method achieves competitive scores (e.g., second in E-
MLB (Day) ND4–ND64 conditions, etc). Notice that, how-
ever, learning-based approaches utilize additional informa-
tion (GT labels) during training, while our method does not.
Nonetheless, the results demonstrate the efficacy of our ap-
proach, which contributes to the theoretical foundation of
event-denoising methodologies. We discuss further details

Raw Events IWE(0) GT rotation
IW

E
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si
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tim
at
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ta
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ts
N
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(a) Random sampling (b) BA filter (BAF) [9] (c) Ours

Figure 5. Simultaneous estimation of rotational motion and de-
noising on the dynamic rotation sequence from ECD dataset [40].
Our method produces sharp IWEs (2nd row) as well as reasonable
S/N classification (rows 4 and 5), keeping 90% of data (ω = 0.9).

of the evaluation metrics (ESR) in Sec. 5.
Qualitative results are shown in Fig. 2. The denoised

outputs (“Signal”) are reasonable, as dark (underexposed)
regions of the scene become cleaner, and the IWEs using the
estimated flow provide sharp edges of the original scenes.
We compare with state-of-the-art methods in detail next.
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Figure 6. Results on the ego-motion estimation application (top:
boxes, bottom: dynamic) [40]. Our method relaxes the depen-
dency on the initial value for CMax-based rotational motion esti-
mation (indicated as “Gain”).

dynamic rot boxes rot

RMS ⇑ FWL ⇓ RMS ⇑ FWL ⇓

5
H

z
N

oi
se

CMax [17] 20.001 1.259 124.641 1.129
– w/ Init. 8.275 1.274 20.659 1.214
Downsampling (Best) 8.808 1.273 124.869 1.108
– w/ Init. 8.226 1.274 20.619 1.214
Ours (Best) 8.522 1.273 97.585 1.141
– w/ Init. 8.170 1.274 20.604 1.214
BAF 19.675 1.260 125.028 1.127
– w/ Init. 8.253 1.274 20.550 1.214

Table 3. Angular velocity estimation on ECD dataset [40].

Denoising Accuracy on DND21. Table 2 shows the re-
sult of AUC for the ROC result on the DND21 dataset. Our
method achieves consistently high AUC compared with ex-
isting model-based methods. Note that the DND21 dataset
aggressively removes events to generate “pure-signal” se-
quences [24, Sec.5]. Due to this step, the labeled signal
events may be fewer than the actual ones corresponding
to the true motion. Hence, the DND21 sequences could
result in a slight degradation in the False Positive score
for motion-based (unsupervised) denoising methods like
ours, which may result in lower AUC values. Nonetheless,
our method provides competitive AUC scores among other
state-of-the-art. The ROC curves are shown in Fig. 3.

Qualitative comparisons among several denoising meth-
ods is given in Fig. 4. From the results, our method achieves
a good trade-off between under-denoising (preserving not
only scene-edge details but some noise) and over-denoising
(removing not only most of the noise but some edge de-
tails). This can be confirmed, for example, in the upper-
right edges in the driving example, and the person’s arm in
the hotel example. Essentially, all denoising methods have

some parameters to control the amount of denoising; our
proposed method has the signal ratio, which is intuitive;
other optimization methods have some parameters about
spatio-temporal kernel size, and learning-based approaches
use the probability threshold for the network output. While
we fix it for each dataset and condition for fair compari-
son (we do not tune it for each sequence in the results),
this is an essential challenge for denoising algorithms in
general, regardless of their underlying character (learning-
based or model-based). Hence, we believe it is important
for research to discuss denoising effectiveness in combina-
tion with downstream tasks, as shown in Secs. 4.3 and 4.4.

4.3. Joint Motion Estimation Results
Ego-Motion on ECD. One of the merits of the proposed
joint estimation method is that it can improve motion es-
timation results. Here, the results of ego-motion (e.g., an-
gular velocity) estimation are displayed in Fig. 5. We used
the classical ECD dataset and injected BA noise from the
DND21 recordings with different noise rates. As no prior
work simultaneously estimates motion and noise, we com-
pare against sequential filters: random sampling (of the in-
put data with a uniform distribution) and BAF [9] that is the
most widely-used denoising method to date. As shown in
the IWEs, our method produces the sharpest edges (cf. (b)
and (c)) and the most reasonable signal-noise classification
among others (cf. (a), (b), and (c)). Note that the original
ECD recordings have noise events besides the ones that are
injected using DND21 recordings, which makes the calcu-
lation of ROC (similar to Sec. 3.2) intricate. Nonetheless,
we report ROC results in the supplementary.

The quantitative evaluation on angular velocity estima-
tion is reported in Fig. 6, as well as the summary of the
supplementary detailed table in Tab. 3. As shown in the
first row (“CMax”), the original CMax degrades due to the
noise occurrences. Our method achieves the best results in
terms of RMS and FWL, compared with the random sam-
pling method as well as the original CMax (no denoising).
Also, using better initialization (the result of the previous
slice for sequential estimation) always improves the results
(“w/ Init.”): the estimation accuracy relies on both the ini-
tialization and the denoising strategies. Hence, the result
demonstrates that the proposed method relaxes the depen-
dency on the initialization, thus improving the robustness
of motion estimation.

Optical Flow on MVSEC. The results on more complex
motion estimation (e.g., optical flow) are shown in Tab. 4,
using the MVSEC dataset [63], with BA noise from the
DND21 dataset. Due to the 5Hz BA noise, the baseline
method MultiCM [48] degrades. Our denoising method im-
proves the flow accuracy, showcasing the efficacy of simul-
taneous noise estimation. A challenge of evaluating denois-
ing in these real-world datasets (e.g., ECD, MVSEC) is the
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(a) Input events (b) Estim. flow (c) Signal events (d) Reconstr.
from (c) signal

(e) Reconstr.
from (a) input

(f) Reference frame

Figure 7. Image intensity reconstruction on E-MLB data [10]. The first two rows use the reconstruction method EVILIP [59] and the last
two rows use E2VID [46]. Reconstruction on denoised events produces higher quality images (i.e., fewer artifacts) than on raw event data.

indoor1 indoor2

EPE ⇑ %Out ⇑ EPE ⇑ %Out ⇑
MultiCM [48] 2.676 32.098 2.746 33.474
Ours 2.517 29.475 2.695 33.047

indoor3 outdoor1

EPE ⇑ %Out ⇑ EPE ⇑ %Out ⇑
MultiCM [48] 2.732 33.219 1.960 18.160
Ours 2.654 32.241 1.865 17.554

Table 4. Optical flow estimation results on MVSEC [63] (dt = 4
frames, i.e., 89 ms) with BA noise at 5 Hz.

existing noise in the original sequences. Hence, we only
evaluate motion estimation metrics, not ROC or AUC.

4.4. Application to Intensity Reconstruction
In real-world use cases, denoising works as preprocessing
steps for other tasks (e.g., deblur, 3D reconstruction, motion
estimation, etc.), hence it is important for denoising meth-
ods to demonstrate applicability. Although the proposed ap-
proach intrinsically improves motion estimation (Sec. 4.3),
we further evaluate the denoising outcome via intensity re-
construction, a well-known task in event-based vision, us-
ing the E-MLB dataset [10]. Figure 7 collects the results.
We use two state-of-the-art approaches for reconstruction:
E2VID [46], which does not rely on motion, and EVILIP
[59], which utilizes optical flow as prior.

Our method provides flow (Fig. 7, column (b)) and signal
events (sharp IWEs in column (c)). Comparing the recon-
struction with our event denoising method (column (d)) and

ω
=

0
.9

ω
=

0
.7

ω
=

0
.5

(a) Signal (b) Noise (c) Reconstruction

Figure 8. Sensitivity analysis: effect of different target ratio pa-
rameters ω on image reconstruction using EVILIP [59].

the reconstruction from the raw event data (column (e)), the
images after event denoising have fewer artifacts than those
without denoising, for both reconstruction methods tested.
We observe that E2VID is more robust against noise than
EVILIP, possibly due to noise events in its training (simu-
lation) data. Due to the ND filters, the quality of the refer-
ence frames (last column) is limited, and hence, we discuss
the results qualitatively. Nevertheless comparing the recon-
structed images to the reference frames, evidences the HDR
advantages of event cameras over frame-based ones.
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(a) Ref. events (b) k = 1 px (c) k = 3 px

Figure 9. Results of different Gaussian kernel sizes k for sensitiv-
ity on different depth scenes.

4.5. Sensitivity
Effect of Noise Ratio. As Sec. 4.2 already showed the sen-
sitivity for denoising accuracy, let us further discuss the sen-
sitivity using image reconstruction. Figure 8 presents the
result of the Bicycle sequence with ND64 filter [10]. While
the GT image is highly underexposed and not informative
(as those on the last column of Fig. 7), the reconstructed
images clearly reflect the choice of the signal target ratio ϱ .
As more events are removed, (i) the reconstructed image be-
comes more homogeneous but preserves strong edges, and
(ii) the removed events (2nd col.) contain more scene edges
(i.e., signal). We quantitatively analyze the former in the
supplementary using non-reference image quality metrics.

Effect of the Kernel Size. Figure 9 shows the sensitivity
analysis for different kernel sizes. By increasing the size of
the Gaussian kernel in the IWE, our method can emphasize
contour edges over isolated points, thus better preserving
signal events in regions with low IWE intensities (center of
the image, corresponding to far away scene points).

4.6. Ablation of Motion Estimator
The proposed approach can be combined with other estima-
tion methods, such as deep-neural–network (DNN) flow es-
timators. To this end, we show an example of E-RAFT [21].
The model-based method alone [48] is known to output a
degraded flow in night sequences with lots of noise, such as
zurich city 12a [20]. As shown in Fig. 10, our method can
identify and discard noisy events. E-RAFT provides sharper
and more natural edges in IWEs after denoising compared
to MultiCM [48] (thanks to its more accurate flow). ESR
scores are similar: 2.39 for E-RAFT and 2.45 for MultiCM.
While we focus on the inference of DNN in the proposed
pipeline, future research could look into accommodating
training within the proposed joint estimation framework.

4.7. Runtime
Using 30k events from the ECD dataset (240⇒180 px) on a
Mac M1 CPU (2020), the denoising operations (scoring and
ranking) take less than 0.1 s extra computation in total, out
of 2 s of the entire processing time (i.e., 5% computation
increase with respect to the base method). Nonetheless, ac-
commodating learning-based approaches in our framework
could be key to the trade-off between accuracy and speed.

Raw Event IWE (No Warp)

M
ul

tiC
M

[4
8]

E-
R

A
FT

[2
1]

(a) Signal Events (b) IWE (c) Flow Estimation

Figure 10. Effect of adopting two different motion estimators (E-
RAFT or MultiCM) on the DSEC night scene (zurich 12a) [20].
Despite small IWE differences (e.g., in the car’s hood), the pro-
posed framework supports several motion estimators.

5. Limitations
Our method expects as parameter a target noise level, but
the intrinsic (“true”) noise level depends on the camera,
scene, etc. and is therefore unknown. More research in this
direction is needed for automatic parameter tuning. Also,
notice that there might be a potential limitation of the de-
noising metric ESR, since it depends on the motion param-
eter (see Suppl. Mat. of [29]). Although our denoising ef-
ficacy is confirmed from multiple perspectives, we believe
that advancing denoising metrics for real-world data (where
it gets interesting due to the absence of GT labels) is a cen-
tral direction for future work in event-based vision.

6. Conclusion
In summary, this work proposes that: (i) Joint estimation
of noise and motion is a novel problem setting compared
to conventional (isolated) denoising, and is sensitive given
the event data’s inherent motion dependency. (ii) The pro-
posed joint estimation framework can accommodate various
motion estimators and has shown its efficacy in improving
both denoising and motion estimation accuracies. (iii) It
is important to evaluate denoising results on both, denois-
ing benchmarks and downstream tasks (e.g., motion esti-
mation, intensity reconstruction), since current denoising
benchmarks have shortcomings in terms of metrics, data,
and baselines. In particular, our method achieves notable
denoising results (state-of-the-art on the E-MLB benchmark
and competitive on DND21) while demonstrating effective-
ness across motion estimation and intensity reconstruction
tasks. Our approach advances both event-denoising theory
and practical denoising use-cases.
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