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Abstract signibcant computational and memory cd, [41]. Such
extensive resource demands substantially hinder the practi-
Adapting pre-trained foundation models for diverse cal deployment of LFMs in diverse applications.
downstream tasks is a core practice in artibcial intelligence. ~ To alleviate these challenges, recent research has
However, the wide range of tasks and high computational increasingly focused on parameter-efpcient Pne-tuning
costs make full Pne-tuning impractical. To overcome this, (PEFT) approaches2B, 33, 49, 52, 65, which facilitate
parameter-efbcient Pne-tuning (PEFT) methods like LoRAthe adaptation of LFMs with minimal computational over-
have emerged and are becoming a growing research focushead and reduced GPU memory consumption. These tech-
Despite the success of these methods, they are primarily deniques_selectively optimize only a limited subset of the
signed for linear layers, focusing on two-dimensional ma- modelOs parameters, thereby preserving the original archi-
trices while largely ignoring higher-dimensional parameter tecture while still achieving commendable task-specibc per-
spaces like convolutional kernels. Moreover, directly apply- formance. Among these methods, low-rank adaptation
ing these methods to higher-dimensional parameter spacegLORA) [23] is particularly notable. Building on the no-
often disrupts their structural relationships. Given the rapid tion that Pne-tuning can be interpreted as navigating a Olow-
advancements in matrix-based PEFT methods, rather thandimensional manifoldQ]29], LoRA posits that modibca-
designing a specialized strategy, we propose a generaliza-tions to a weight matrixV ! R" ™ can be effectively rep-
tion that extends matrix-based PEFT methods to higher-resented by a low-rank update. SpeciPcally, it decomposes
dimensional parameter spaces without compromising their the update W into the product of two smaller matrices,
structural properties. Specibcally, we treat parameters asA ! R" "andB ! R ™, withr " min{n,m}. The
elements of a Lie group, with updates modeled as pertur-update is incorporated by addingW to the pre-trained
bations in the corresponding Lie algebra. These perturba- Weights, while only the low-rank facto’s andB are op-
tions are mapped back to the Lie group through the expo-timized during training. Following the advent of LoRA,
nential map, ensuring smooth, consistent updates that pre-LORA has inspired a host of weight update strategies, lead-
serve the inherent structure of the parameter space. Exten-ng to the development of numerous LoRA variants that ex-
sive experiments on computer vision and natural languagetend and rePne its core principles B3, 35, 53, 59, 60].
processing validate the effectiveness and versatility of our ~ Notably, the majority of existing PEFT approaches have
approach, demonstrating clear improvements over existingbeen tailored for two-dimensional matrices (i.e., linear lay-
methods. Codes are available https://github. ers), largely overlooking other high-dimensional parame-
com/Chongjie-Si/Subspace-Tuning . ters like convolutional layers, which are inherently four-
dimensional tensors. However, many modern foundation
modelsNparticularly in the visual domainNrely heavily

1. Introduction on high-dimensional operations, such as convolutional lay-
ers in ConvNeXt 4] and Stable Diffusion 44]. More-
Recent progress in large foundation models (LFNiSYD, over, adapting current PEFT methods to these higher-

56, 57] has demonstrated their remarkable efbcacy across alimensional parameter spaces is non-trivial, as it may dis-
broad spectrum of domains, including computer visig8][  rupt the inherent structural relationships within these ten-
and natural language processirif]] Nonetheless, fully  sors, such as the spatial locality of convolutional kernels.
Pne-tuning these modelsNwhich often comprise hundreds  While a bespoke PEFT strategy for each high-

of millions to hundreds of billions of parametersNexacts a dimensional parameter space could address these issues,



such an approach would quickly become impractical due the input to guide the model. Low-rank adaptation, in-
to the predominance of linear weights in most foundation troduced by LoRA 23], models weight updates through
models and the probable diversity of parameter structureslow-rank adaptation, enabling efpcient integration with pre-
across different architectures. Instead, it is more desir-trained parameters. Recent advancg$ b1, 52 further

able to explore whether matrix-based PEFT methods, orig-enhance its scalability and efbciency, establishing low-rank
inally formulated for two-dimensional linear layers, can be adaptation as a key approach for future PEFT developments.
generalized to higher-dimensional parameter spaces with-

out compromising their unique structural properties. Such
a generalization would allow the community to build on the

rapid advancements in existing PEFT techniques while eX-Despite the rapid deve|0pment of PEFT, most existing
tending their applicability to a wilder range of model archi- methods are designed for linear layers, focusing primar-
tectures, ultimately streamlining the adaptation process andly on matrices, with limited efforts targeting higher-
enhancing Bexibility across different paradigms. dimensional parameters. Considering that the highest pa-
In this work, we aim to extend existing matrix-based rameter dimension in current foundation models is typically
PEFT methods to higher-dimensional parameter spacesy four-dimensional tensor, represented by convolutional
while preserving their inherent structural properties. Our kernels, it serves as an ideal example for our study. While
approach is founded on the observation that the changes inwe focus on convolutional layers in this work, the proposed
weights after Pne-tuning are typically very sma&0[ and method is designed with scalability in mind, leaving open
nonzerad, thereby constituting small perturbations to the the possibility of applying it to even higher-dimensional pa-
pre-trained weights1[7]. Under these conditions, such pa- rameter spaces in future models. Taking convolutional lay-
rameters form a smooth manifold. When endowed with a ers as examples, to the best of our knowledge, only two
suitably dePned multiplication, these parameters can be inmethodsNFLoRA B3] and Atom-blter L0]Nspecibcally
terpreted as elements of a Lie grodd]. This framework  address convolutional Pne-tuning. Specibcally, FLORA
enables us to represent small perturbatioN¥ within the leverages Tucker decomposition to learn a low-rank 4D
corresponding Lie algebra, a linear vector space where clascore tensor along with projection matrices for each dimen-
sical operations hold. By leveraging the local diffeomor- sion to model convolutional updates. In contrast, Atom-
phism property of the exponential map from the Lie algebra plter decomposes the convolution operation into blter atoms
to the Lie group, we execute parameter updates that effectuand corresponding coefbcients, updating the convolution
ate smooth transitions while preserving their local structural through these components.
correlations. Consequently, our method ensures that the
updates remain faithful to the underlying manifold struc- .
ture, thereby amalgamating the advantages of matrix-base@'S' Lie Group Theory
PEFT techniques and preservation of structure property of| je groups are continuous groups that combine algebraic
parameter space within the framework of Lie groups. Ex- gtyctures with smooth manifold properties, allowing for
tensive experimental evidence §ubstant|ates _the supenont)group operations (multiplication and inversion) to be differ-
of our method. We hope that this approach will further cat- gniaple. They are widely used in mathematics and physics

2.2. PEFT for High-dimensional Layers

alyze innovative developments in the beld of PEFT. to model continuous transformations, such as rotations and
scaling. Associated with every Lie group is a correspond-
2. Background ing Lie algebra, which serves as its linearized tangent space

at the identity element. The Lie algebra provides a simpler,
linear structure where operations are easier to perform, and
Parameter-Efpcient Fine-tuning (PEFT) addresses the comthrough the exponential map, elements in the Lie algebra
putational and memory challenges of adapting large modelscan be mapped back to the Lie group. This relationship en-
by tuning a small subset of parameters, achieving compet-sures that small perturbations in the Lie algebra result in
itive performance with reduced resource demaridis49]. smooth transformations in the Lie group.
PEFT methods mainly fall into three categories: adapter- |4 machine learning, Lie groups have been used in op-
based, prompt-based, and low-rank adaptatii49, 54]. timization on manifolds 47], ensuring parameter updates
Adapter-based methods, [27] insert lightweight mod-  yegpect intrinsic geometric structures. Applications include
ules into existing layers for task-specibc adaptation, while orthogonal parameter update3s] and modeling rotations
prompt-based techniquegg, 43] add learnable tokens 10 o transformations in computer visioBZ, 48]. However,
1This also aligns with the practical consideration that, parameters of ”_‘OSt prior quk fOCUSGS_ on linear transforr_natmps or '.Spe-
neural networks are rarely exactly zero due to the Pnite precision of CIPC geometric tasks, without addressing high-dimensional
Roating-point representations in digital computers. parameters, which also form a smooth parameter space.

2.1. Parameter Efbcient Fine-tuning
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3. Preliminary W I RCin! Couwt kb kmw 1 80, %c,i,j,| ,and treat
3.1. Low-rank Adaptation convolu'FionaI kernel parameters as'element§oWith an
_ . appropriately debPned group operati®nG, & can form a
LoRA [23] _modelzls E]hlemwe{ght updates of a pre-trained yjig group. Itis evident that common binary operations for
weight matrixy ! R™ ™ using a low-rank decomposition 5qating convolutional kernels, such as addition (used in

- ! !
form oft W = AB, whereA I R™ T andB ! R ™, st matrix-based PEFT methods), tensor multiplication,
with r rnln(r_n m). During the forward pass, the original o conyolution itself, fail to satisfy the group axioRisAf-
computatiorh = Wx  is modibed as ter careful consideration, we debne a binary operatiam

G via element-wise multiplication (i.e., the Hadamard prod-
uct) as the group operation. This choice ensures'thest

In practice,A is initialized with a Gaussian distribution, closed inG, associative, and admits the identity element
while B is set to zeros, ensuring thatW is initially zero. (I denotes a tensor with all entries equal to one). Further-

_ _ more, every eleme® ! G has an invers&V/" !, dePned
3.2. Matrix-based PEFT Methods for H|gh' element-wise a$W 1)(_;’ i’j’| =1/Wc, i’j'| . This con-

dimensional Layers struction guarantees thé®, ' ) forms a valid group.

A|th0ugh existing matrix-based PEFT methods can be NeXt, we demonstrate th& is endowed with the struc-

adapted to convolutional layers, they often disrupt the spa-ture of a smooth manifold. Observing that

tial locality of convolutional kernels. Taking LORA as an $

example, when adapting LoRA for convolutional layers GE (RN G}), @)

with the weightsw | Rdn! dou ! k! kK Here di, anddoy Cijl

represent the input and output channel dimensionskand 5.4 recalling thaR \ { 0} constitutes a one-dimensional

_denotes the_kerne_l size. LORA reshapes the matrix updates jq group under multiplication, it follows tha® is a b-

into a four-dimensional kernel tensor: nite Cartesian product of these one-dimensional Lie groups.
Thus,G inherits a smooth manifold structure and forms an

WHW +1 W =W +Reshape(! W,W). (2) Abelian Lie group of dimensiol = Coy &Cin k2.

The functionReshape(! W , W) transforms the low-rank The corresponding Lie algebra, denoteddyis natu-

matrix! W into the original four-dimensional shape\f. rally isomorphic toRCex ' Cn! k! “which provides a di-

However, this reshaping process disrupts the inherent |o_rect and convenient representation of convolutional kernel

cal structure in convolution. Adjacent elements within a Parameters in a linear space. Operationg ame dePned by

convolutional kernel often originate from distant rows and €lement-wise addition and scalar multiplication, making it

columns in the reshaped matrix, breaking the spatial local-2 linear vector space where updates can be performed eas-

ity. This loss of locality compromises the inherent spatial ily and efpciently. This simpliPes optimization compared

correlations within the kernel, which are crucial for captur- to working directly in the nonlinear Lie grou@. SinceG

h=Wx +! Wx = Wx + ABx . Q)

ing local patterns in visual tasks, as shownS56][ is an Abelian group, the Lie bracket gris trivial, meaning
that all elements commute.
4. Method A crucial component in this framework is the exponen-

) ) _ tial map, which provides a bridge between the linear Lie
In this section, we present our method (Fig) to adapt  gigebrag and the nonlinear Lie grou@. Forany! A ! g,
matrix-based approaches to high-dimensional parametershe exponential map is computed element-wise as:
while preserving their structure property. To achieve this, 0

we leverage the smooth manifold structure and continuous (exp(! A))cij =exp /E! A)cij & (4)
transformation properties of Lie groups, which ensure that ] ] ]
updates remain consistent with the intrinsic spatial locality The exponential map serves as a local diffeomorphism, en-
of the kernel. We begin by constructing a Lie group for Suring that small _perturbatlons g_wcorrespond to smoc_)th,
high-dimensional parameters and demonstrating that theystructure-preserving transformationsGnthereby ensuring

can be treated as elements of this group. Considering théhat parameter updates remain continuous and preserve the
practical scenarios of existing LFMs, we focus solely on SPatial locality intrinsic to the convolutional kernels.
convolution as a representative case for high-dimensionaly 5 | ja Group-Based Parameter Update

parameters. ) )
LetW ! G denote the pre-trained convolution kernel, and

4.1. Lie Groups and Lie Algebras for Convolution let! W ! g represent a perturbation residing in the Lie

Consideri_ng. the properties of convolutional kernel parame- 2Addition lacks an identity element, and tensor multiplication or con-
ters in existing neural networks, we construct theGet volution does not guarantee an inverse for every element.
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