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Abstract

In federated learning, textual prompt tuning adapts
Vision-Language Models (e.g., CLIP) by tuning lightweight
input tokens (or prompts) on local client data, while keep-
ing network weights frozen. After training, only the prompts
are shared by the clients with the central server for aggre-
gation. However, textual prompt tuning suffers from over-
fitting to known concepts, limiting its generalizability to
unseen concepts. To address this limitation, we propose
Multimodal Visual Prompt Tuning (FedMVP) that condi-
tions the prompts on multimodal contextual information –
derived from the input image and textual attribute features
of a class. At the core of FedMVP is a PromptFormer mod-
ule that synergistically aligns textual and visual features
through a cross-attention mechanism. The dynamically
generated multimodal visual prompts are then input to the
frozen vision encoder of CLIP, and trained with a combina-
tion of CLIP similarity loss and a consistency loss. Exten-
sive evaluation on 20 datasets, spanning three generaliza-
tion settings, demonstrates that FedMVP not only preserves
performance on in-distribution classes and domains, but
also displays higher generalizability to unseen classes and
domains, surpassing state-of-the-art methods by a notable
margin of +1.57%− 2.26%. Code is available at https:
//github.com/mainaksingha01/FedMVP.

1. Introduction

A successful learning paradigm involves training neural net-
works on large and centralized datasets, enabling models
to learn robust and generalizable representations [22, 34].
However, practical constraints often prevent centralized
training (e.g., privacy regulations) creating a critical need
for decentralized training frameworks that achieve high per-
formance without central data access. As a solution, fed-
erated learning (FL) [16] enables multiple clients to col-
laboratively train a global model without requiring direct
data sharing. In FL, clients train models locally and trans-
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Figure 1. Comparison of federated prompt tuning methods: (a)
a textual prompt tuning method (e.g., FedTPG [21]) encodes uni-
modal contextual information, i.e., class names, in the learnable
prompts, (b) our proposed method FedMVP injects multimodal
contextual information – image and attributes – into the prompts.

mit only model updates (e.g., gradients or parameters) to a
central server, which aggregates these updates to improve
the global model. The research in FL is primarily aimed
at: reducing communication rounds between clients and
server [31, 32], faster and lightweight training algorithms
on clients [19, 23] and improving generalization while ex-
hibiting high data heterogeneity across clients [25, 33].

Pretrained Vision-Language Models (VLMs) (e.g.,
CLIP [22]), have emerged as promising candidates for FL
due to their strong generalization capabilities. However,
the high communication overhead and computational de-
mands of parameter-heavy VLMs pose challenges for FL,
especially in bandwidth- or compute-constrained environ-
ments (e.g., robots). To make CLIP viable for the FL set-
ting, prompt tuning (e.g., CoOp [36], VPT [11]) has been
adopted as a preferred technique that appends lightweight
learnable tokens (or prompts) to the input tokens of the
CLIP image and/or text encoder. Each client trains the
prompts on the local data, while keeping the CLIP backbone
frozen, and then dispatches these prompts to the server,
where they are updated through aggregation and sent back.
This speeds up client training as each client needs access
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to only a few samples per class (e.g., 16/class [36]), and
reduces communication overhead as only the lightweight
prompts (e.g., 0.37% of network parameters) need to be
communicated, instead of all the parameters.

Although prompt tuning has proven to be effective in
the FL setting, it suffers from reduced generalization to un-
seen classes and unseen domains – a typical heterogeneous
setup native to non independent and identically distributed
(non-i.i.d.) FL [21] – due to severe overfitting on the local
training data [30]. It is attributed to the fact that prompts
learn a static context from a set of seen classes, which be-
ing fixed once learned, fail to capture the generalizable ele-
ments spread across clients. To circumvent the issue of re-
duced generalization, recent CLIP-based FL methods con-
dition the prompts either on the class information, as in
FedTPG [21] (see Fig. 1a), or on visual information, as in
FedCoCoOp [35]. This auxiliary conditioning on the input,
or contextual information, makes the prompts dynamic and
thus offers a better generalization to unseen distributions.

In this work, we argue that the FL setup being highly het-
erogeneous, where clients have data from disjoint classes
and domains [21], it is not sufficient to solely exploit either
of the two modalities for contextual information. Rather,
FL demands more comprehensive contextual information
that encompasses all the available modalities to condi-
tion input prompts. To this end, we propose Federated
Multimodal Visual Prompt Tuning (FedMVP) that condi-
tions the prompts on multimodal contextual information,
which comprise: (i) visual features of the input image it-
self, and (ii) textual features of attributes of a class (e.g.,
“two legs”, “beak”, etc. for the class “hen”). The key intu-
ition is that (ii) promotes learning transferable prompts for
unseen classes that share attributes similar to seen classes
(e.g., unseen class “seagull” will share some attributes with
the seen class “hen”), and (i) promotes transferability for
unseen classes and domains where attributes cannot be de-
scribed via text (e.g., texture or abstract concepts). In a
nutshell, the dual conditioning offers richer contextual in-
formation to the prompts, which helps in generalizing to
classes or domains that share similar properties.

In detail, the proposed FedMVP framework contains a
PromptFormer network (see Fig. 1b) that synergistically
merges the information from visual and textual modali-
ties with cross-attention mechanism [26] to generate the
prompts. The resulting multimodal prompts are then in-
jected at the visual space of the frozen vision encoder of
CLIP, unlike the existing methods [7, 21, 30] that inject
prompts through text encoder. The key differences between
our FedMVP and existing CLIP-based FL methods have
been summarized in Tab. 1. The PromptFormer is trained
in an end-to-end manner with the CLIP loss and a consis-
tency loss. Once trained, each participating client shares
the lightweight PromptFormer network parameters with the

Table 1. Summary of federated prompt-tuning methods. (✗)
indicates the learnable prompts are initialized randomly, (✓) sig-
nifies learnable prompts are conditioned on contextual informa-
tion (e.g., textual or visual inputs). Prompting column denotes the
CLIP encoder wherein learnable prompts are given as input (e.g.,
“Textual” means the text encoder of CLIP takes prompts as input).

Method Contextual information PromptingTextual Visual
FedKgCoOp [30] ✗ ✗ Textual
FedVPT [11] ✗ ✗ Visual
FedTPG [21] ✓ ✗ Textual
FedCoCoOp [35] ✗ ✓ Textual
FedMaPLe [13] ✗ ✗ Multimodal
FedMVP (Ours) ✓ ✓ Visual

server for aggregation through FedAvg [16], and thus en-
abling knowledge sharing among clients. During inference,
the cross-attention learned by the PromptFormer enables the
model to dynamically adjust the prompts, enhancing gen-
eralizability to unseen classes and domains. We evaluated
FedMVP on three generalization settings encompassing 20
datasets that measure generalization to unseen classes, do-
mains, and combinations of them. Experiments demon-
strate that FedMVP consistently outperforms the state-of-
the-art CLIP-based FL methods by 1.57%− 2.26%.

In summary, our main contributions are: (i) We high-
light the importance of leveraging multimodal contextual
information in prompt tuning based FL setup in order to al-
leviate the issue of reduced generalizability to unseen data.
(ii) We propose FedMVP that synergistically combines the
visual features of the image and textual features of the at-
tributes of classes to generate multimodal prompts. This
provides richer contextual information to the model and
higher transferability to unseen classes and domains.

2. Related Work
Prompt tuning of VLMs. VLMs, such as CLIP [22] and
ALIGN [10], leverage large image-text datasets to enable
multimodal understanding, performing well in zero-shot
classification tasks. However, fully fine-tuning VLMs for
downstream tasks without sacrificing their ability to gener-
alize to unseen concepts remains a challenge [27].

Prompt tuning approaches [11, 13, 36] have been pro-
posed for parameter efficient and effective adaptation of
CLIP by introducing a set of continuous learnable tokens
(or prompts) onto the frozen CLIP backbone. These ap-
proaches can be broadly categorized into three categories
depending on the manner in which CLIP is prompted: (i)
textual prompting that inject prompts in the input space of
the text encoder [30, 36], (ii) visual prompting that injects
prompts in the input space of the vision encoder [11], and
(iii) multimodal prompting that injects prompts in both the
text and vision encoder [13, 28].

In particular, MaPLe [13], which injects prompts to both
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the text and vision encoders, is not suitable for memory
and compute efficient FL since it requires parts of both the
encoders to be unlocked during tuning, risking overfitting.
Moreover, it does not allow for image-conditioned dynamic
prompting, which has shown to be effective for generaliza-
tion [35]. In contrast, our proposed FedMVP enables multi-
modal prompting by involving only the vision encoder and
supports instance-specific prompting.
Federated prompt tuning of VLMs. Prompt tuning has
emerged as an effective technique for FL of VLMs since it
allows clients to collaboratively train on a heterogeneously
distributed dataset and adapt faster with fewer samples. The
fact that the prompts are lightweight lends well to the FL
setup as it reduces communication overhead. Due to the
benefits offered by prompt tuning, several works [2, 7, 21,
24] have specifically adapted prompt tuning approaches to
the FL setup. For example, PromptFL [7] extended CoOp
to FL via sharing prompts with the server, enhancing the
generalization performance of client-server interactions in
vision tasks. FedCLIP [15] learns a lightweight adapter in
each client, similar to the CLIP-Adapter [5], and shares pa-
rameters with the server. FedOTP [14] introduced global
and local prompts, optimizing shared parameters through
optimal transport, while DiPrompt [2] studied multi-domain
learning by allowing multiple domains per client.

Unlike existing methods, a couple of recent works [21,
28] argue that prompt tuning is prone to overfitting to the
seen classes due to learning static context. The closest work
to ours is FedTPG [21], where a prompt generation net-
work is learned across multiple clients. Additionally, this
network leverages textual inputs, enhancing its ability to
generalize to unseen classes. Our work significantly dif-
fers from previous methods in two key ways: (i) we exploit
both attribute information derived from an LLM and im-
age features to condition the prompts, and (ii) we leverage
multimodal prompts from the proposed PromptFormer for
visual prompt tuning, instead of textual prompt tuning.
Classification via textual descriptions. Zero-shot accu-
racy of CLIP on downstream tasks is sensitive to the quality
of text prompts [22]. In detail, some works rely on sim-
ple hand-crafted prompts (e.g., “a photo of a [CLS]”) [22]
or others augment the hand-crafted prompts with richer at-
tributes obtained from LLMs [17, 20] (e.g., a “hen” has two
legs, white feathers, etc.). There also exists a family of
methods, such as LaCLIP [4], LaBo [29] and VFC [18], that
have proposed to further refine CLIP weights with enriched
captions from LLMs for improved performance. Recogniz-
ing the importance of class attributes for improved gener-
alization to unseen concepts and domains – an important
desideratum in the FL set up – we, for the first time in
FL, introduce LLM generated class attributes for enrich-
ing the image-conditioned multimodal prompts through the
PromptFormer network.

3. Methods

We introduce FL setup in Sec. 3.1, preliminaries on prompt
tuning in Sec. 3.2 and our proposed solution in Sec. 3.3.

3.1. Problem formulation
We consider a FL setup in which multiple remote clients
train models on local data, and a central server aggregates
models from the clients. Formally, let each remote client
i has access to a dataset Di = {xi,j , yi,j}ni

j=1, where xi,j

is the jth image from the ith client, yi,j is the correspond-
ing class label and ni is the number of samples in client
i. Let the set of text class names in client i be denoted as
Ci = {ci,k}Ki

k=1, where Ki is the total number of classes.
As in FedTPG [21], we follow a non-IID FL setup, where
the samples in each client are drawn from a disjoint set of
classes, i.e., Ci ∩ Cl = ∅. As an example, the training data
on each mobile device usually depend on the user, which
may not be representative of the general population [16].

In particular, we investigate two kinds of non-IID FL se-
tups, where, in addition to the in-distribution performance,
we also evaluate the generalization ability of the aggregated
server model on (i) unseen classes, and (ii) unseen domains
or datasets. The need for generalization to unseen classes
and domains makes the non-IID FL setup more challenging
than the traditional FL setting [12].

3.2. Preliminaries on Prompt Tuning
Textual prompt tuning (TPT), i.e., CoOp [36], has emerged
as an efficient technique in CLIP-based FL that keeps
the CLIP backbone frozen and locally learns lightweight
prompt vectors on each client. The locally learned prompts
are then communicated to the server, as in PromptFL [7].
Specifically, the hand-crafted text prompts (e.g., “a photo
of a [CLS]”) input to the text encoder Et is augmented
with the learnable soft prompts v1, v2, . . . , vm. However, as
shown in [35], TPT can often lead to overfitting and reduced
generalization due to the static context learned on the seen
classes. This can be exacerbated in the non-IID FL setup
due to the high data heterogeneity among the clients [21].

Alternatively, visual prompt tuning (VPT) [11] adapts
pre-trained vision encoder Ev by injecting small number of
visual learnable parameters into ViT’s input space. More
formally, let an input image x be divided in b patches, yield-
ing a collection of patch embeddings (augmented with po-
sitional encodings) at the input of the vision encoder as
E ∈ Rb×dv , where dv is the embedding dimension. A
[CLS] token z is concatenated with E, encapsulating the ini-
tial input representation for the ViT layers of Ev . VPT fur-
ther augments the input by concatenating a set of randomly
initialized learnable visual prompts P = {p1, p2, . . . , pm},
where m is the prompt length. The first layer input of Ev
is then redefined as I = [z;E;P] ∈ R(1+b+m)×dv , where

17871



                                MHCA

Client Training

[CLS]
Client- Client-

medium-size body,
short, smooth coat, ...

Client-Server Communication

PromptFormer      

A photo of a
beagle, which has

PromptFormer   

PromptFormer

FFN

MHCA Multi-Head Cross-Attention

FFN Feed Forward Network

LLM Attributes

PromptFormer   

Server

Round

Aug

Class name

medium-size
body, short,

smooth coat, ...

LLM Attributes

Multimodal visual prompts
Trainable

Frozen

Server update

Client update

Figure 2. Overview of Federated Multimodal Visual Prompt Tuning (FedMVP). Each client i trains the parameters of the Prompt-
Former network fΘ and multi-head self-attention on its local data. At each round, the server aggregates the trainable parameters from the
clients and sends the updated parameters back to the clients. The PromptFormer uses cross-attention mechanism to fuse the visual and
textual attribute feature to generate multimodal visual prompts P, which are then used for visual prompt tuning.

“;” means concatenation. Although VPT enables more nu-
anced understanding of the visual space, it suffers from the
same issues as TPT, i.e., limited generalization (see Sec. 4).

3.3. Federated Multimodal Visual Prompt Tuning
Our proposed method FedMVP deviates from the TPT and
VPT paradigms and incorporates multimodal contextual
information from both the visual and textual modalities
to improve generalization in the FL setup. As shown in
Fig. 2, at the core of our novel architecture is a prompt
generator, called PromptFormer, which conditions the vi-
sual prompts P on the task-related information: input image
and text attributes corresponding to the class names, rather
than randomly initializing them. This makes P context-
aware, generalizing better to unseen classes and domains.
Once trained on each client, only the parameters of the
lightweight PromptFormer network are communicated to
the server, thus, keeping the communication overhead low.
Next, we describe PromptFormer (Sec. 3.3.1), training ob-
jectives (Sec. 3.3.2) and how we conduct client-side training
and server-side aggregation (Sec. 3.3.3).

3.3.1. Visual Prompt Generation with PromptFormer
We introduce the PromptFormer network fΘ, parameterized
by Θ, designed to generate contextually rich visual tokens
(or prompts) for each client i by leveraging both attribute
features and visual patch embeddings (see Fig. 2). Con-
cretely, we use the CLIP text encoder Et to extract embed-
dings Ai = {Et(LLM(ck))}Kk=1 of the text attributes1 Ai

corresponding to the text class names Ci, generated using a
large lanuage model (LLM) [1] (see Sec. A.1 of Supp. Mat.

1For example, for the class name “giraffe” the LLM outputs “Excep-
tionally long neck, unique coat pattern with irregular brown patches, ...”

for Attribute Generation process). Going forward, we drop
the client index i for notational clarity. The PromptFormer
takes as input b visual patch embeddings E, corresponding
to an image x, and the text embeddings A to generate a set
of enriched m multimodal visual prompts P ∈ Rm×dv :

P = {pj}mj=1 = fΘ(A,E). (1)

Consequently, the input to the first layer of the visual
encoder Ev is redefined as [z;E;P] ∈ R(1+b+m)×dv . In-
tuitively, multimodal visual prompts carry richer contextual
information, and helps the network in generalizing to un-
seen classes and domains that share commonalities.

Architecture of PromptFormer. The PromptFormer
architecture comprises: lightweight multi-head cross-
attention (MHCA) modules, feed-forward network (FFN)
and a linear projection layer; transforming multimodal fea-
tures into comprehensive visual prompts. In detail, the vi-
sual patch embedding E interacts with the linearly projected
attribute features A′ = Tproj(A) to construct multimodal
visual prompts as:

P(A′,E) = FFN(CrossAttention(QE,KA
′ ,VA

′ ));

with QE = EWQ,KA
′ = A′WK,VA

′ = A′WV,
(2)

where, E are transformed into query vectors QE using
query matrices WQ; and the projected attribute features A′

are transformed into key and value vectors KA′ and VA′ ,
using key and value matrices WK and WV, respectively.

Intuitively, through the cross-attention mechanism, vi-
sual features learn to attend to the relevant parts of the cor-
responding attribute features. For example, the patches de-
picting the legs of the class “dog” will learn to attend to
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the attributes four legged. When an unseen class (e.g., “gi-
raffe”) comprises an animal with four legs, the final prompts
P will contain this relevant information derived from the
attributes four legged. Additional details of PromptFormer
architecture are reported in Sec. A.3 of the Supp. Mat.

3.3.2. Training of FedMVP
After the visual prompts are obtained with PromptFormer
as per Eq. 2, we concatenate the [CLS] token, the patch
embeddings, and the visual prompts to get I = [z;E;P]
following Sec. 3.2, and feed it to the visual encoder Ev .

The parameters of PromptFormer ρ = {Θ} are the only
trainable parameters of FedMVP, and the rest of the weights
are kept frozen. To train the model, we employ the CLIP
cross-entropy loss [22], formulated as:

Lce = − E
(x,y)∼D

y log p(y|I), (3)

where y denotes the ground truth label, and the prediction
probability of CLIP between the visual features v = Ev(I)
and text features tk = Et([A photo of [CLASS];LLM(ck)])
for class k is computed as:

p(y = k|I) = exp(cos(v, tk))/τ)∑K
k′=1 exp(cos(v, tk′))/τ)

, (4)

where cos(·, ·) as a similarity function, τ as the temperature
parameter, and [; ] denotes concatenation. Details on how
tk is computed are provided in Sec. A.1 of the Supp. Mat.

In addition to the Lce, we employ a regularization con-
straint to ensure consistency between two augmented views
of an image. We define the consistency loss Lcon as:

Lcon = 1− cos(Ev(I), Ev(x′)), (5)

where x′ is the augmented version of x. Finally, the total
loss function is given as:

Ltotal = Lce + α · Lcon, (6)

where α is a balancing coefficient for the regularization
term, ensuring both alignment and consistency.

3.3.3. Client-side training and server-side aggregation
In our approach, multiple remote clients participate in dis-
tinct image classification tasks, collaboratively training the
PromptFormer network, parameterized by ρ = {Θ}. In
each communication round, the client transmits ρ to the
server, which is aggregated at the server. Through train-
ing on a diverse set of classification tasks distributed across
clients, and aggregating the parameters at the server, the re-
sulting model achieves generalization capability to classes
and domains unseen during training. Pseudo-code of Fed-
MVP can be found in Sec. A.2 of the Supp. Mat.

Initially, the server randomly initializes the parameters
ρ0 and in each communication round only a random subset

of remote clients Sr will be chosen by the server for sharing
the updated parameters ρ. Each communication round r
involves the following steps:
(i) Model initialization: Each client i in Sr receives the
latest model parameters ρr to configure its local model.
(ii) Local optimization: Following Eq. (6), client i opti-
mizes its local parameters ρr using an SGD optimizer over
J iterations with learning rate ηr. Updated parameters:

ρr+1
i = SGDJ(η

r, ρr, Ci,Di). (7)

(iii) Parameter aggregation: After local training, each
client i in Sr transmits its updated parameters ρr+1

i back
to the server, where they are aggregated [16] as:

ρr+1 =
1

|Sr|
∑
i∈Sr

ρr+1
i . (8)

The above steps are repeated for R communication
rounds, after which the server converges on the final model
parameters ρR. This iterative process facilitates collabora-
tive and distributed optimization of ρ across client data.
Lightweight fine-tuning in clients. As the FL setup
exhibits high data heterogeneity, different clients possess
varying numbers of samples. Thus, treating every client as
equal and repeatedly fine-tuning the parameters ρ can lead
to severe overfitting in some clients, especially those with
very limited training data. To prevent this, we propose to in-
ject low-rank decomposition matrices, or LoRA [9], to the
PromptFormer module, and fine-tune these LoRA matrices
if training loss Ltotal in a client starts below a certain loss
value σ, which we set to 0.5. In particular, only the LoRA
weights corresponding to the query, key and value matrices
of the attention layers are trained, while freezing the param-
eters ρ. In that case, the client shares only the LoRA matri-
ces with the server. This not only helps in boosting general-
ization, but also brings down the communication overhead
of clients by around ×267.

4. Experiments
We evaluate our proposed FedMVP in three distinct settings
that are aimed to gauge the (i) generalization to unseen cate-
gories (or Base-to-New Generalization) in Sec. 4.1, (ii) gen-
eralization to unseen domains (or Domain Generalization)
in Sec. 4.2, and (iii) generalization to unseen datasets (or
Cross-Dataset Generalization) in Sec. 4.3. Finally, we re-
port the results of our ablation study in Sec. 4.4 that are
aimed to assess impact of the design choices made in Fed-
MVP. Due to the lack of space, we report additional experi-
mental results in Sec. B of the Supp. Mat.
Benchmarks and datasets. Following FedTPG [21], we
have reported results on the Base-to-New Generalization
setting that encompasses nine medium-sized image recog-
nition datasets. For the Domain Generalization setting we
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have used the ImageNet [3] and DomainBed [6] bench-
marks. In addition, we have also included EuroSAT [8] for
the Cross-Dataset Generalization setting, alongside all nine
datasets of the Base-to-New Generalization setting. In total,
we have used 20 datasets for a comprehensive experimental
evaluation. Detailed dataset descriptions and statistics can
be found in Sec. B.1 of the Supp. Mat.
Baselines. We have compared our method with the state-of-
the-art prompt tuning approaches that use the CLIP back-
bone [22]: KgCoOp [30], CoCoOp [35], VPT [11], and
MaPLe [13], which were originally designed for offline and
non-FL setup, but adapted to the federated setting, as in
FedTPG [21]. Furthermore, we have compared with CLIP-
based methods specifically designed to work in the FL set-
ting: FedTPG [21], FedOTP [14], PromptFL [7], and Fed-
CLIP [15]. We also included zero-shot CLIP (ZS-CLIP).
Implementation details. We have employed the frozen
ViT-B/16 CLIP backbone as the vision encoder, and GPT-
4o [1] as the LLM in our experiments. Each MHCA module
of fΘ, consists of a 4-head cross-attention layers, comple-
mented by layer normalization and each FFN comprising
of a two-layer bottleneck structure (Linear-GeLU-Linear).
The query prompt Q has a length m = 4 and matches the
patch embedding dimension dv = 768. The projection layer
Tproj maps the textual dimension of 512 to the patch embed-
ding dimension via a linear transformation. In Eq. (6), we
keep α = 10. We have set the batch size to 128, number
of shots per class to 8, and the learning rate equal to 0.003
with a decay rate of 1e-5 and momentum of 0.9.

4.1. Base-to-New Generalization

Experimental setup. To recap, the base-to-new general-
ization setting encompasses nine different datasets. The
setting is characterized by splitting the classes from each
dataset into two groups – base and new. The samples of
the base classes are used for training, and the samples of
the new classes are held out to test the generalization per-
formance [21]. Furthermore, the samples of bases classes
from all nine datasets are distributed to the clients, such that
each client does not see samples from more than 20 disjoint
classes (referred to as local classes). We report the model’s
classification accuracy on: (i) the client’s local classes, (ii)
all the base classes (spread across clients), and (iii) the held-
out new classes that were never seen by any client. Note that
(ii) and (iii) is computed using the aggregated model on the
server, and (i) is computed using the model on the client
(which is the same server model after convergence).
Main results. In Table 2 we report the performance in the
base-to-new generalization setting, summarized across nine
datasets. The results show that the textual and multimodal
prompting methods, such as PromptFL, FedKgCoOp, and
FedMaPLe, excel on the seen local and base class accu-
racy, but have at-par or worse generalization on the new

Table 2. Base-to-New Generalization setting. Accuracies (%)
on client’s local (seen) classes, base (seen) classes and new (un-
seen) classes. Harmonic mean (HM) is computed with Base and
New class accuracies. Best number in each column is in bold and
second-best underlined. Improvement row reports the absolute dif-
ference between the best and second-best numbers.

Methods Local Base New HM

ZS-CLIP [22] 76.72 70.51 75.78 74.24

FedOTP [14] 74.82 65.22 57.04 64.89
FedCoCoOp [35] 81.46 73.76 66.00 73.20
FedVPT [11] 76.29 70.43 74.89 73.79
FedCLIP [15] 76.87 71.04 75.06 74.24
FedMaPLe [13] 81.63 74.44 70.62 75.29
FedKgCoOp [30] 78.38 72.18 75.87 75.39
PromptFL [7] 81.75 74.47 71.70 75.74
FedTPG [21] 80.75 73.68 76.02 76.70
FedMVP (Ours) 81.89 75.37 77.82 78.27

Improvement +0.14 +0.90 +1.79 +1.57

classes than the ZS-CLIP model. This hints at the potential
overfitting caused by learning static context from the seen
classes. In contrast, our proposed FedMVP that considers
multimodal contextual information and dynamic condition-
ing demonstrates superior performance in both the seen and
unseen classes, achieving the highest HM accuracy. While
FedTPG also generates prompts based on task-related input,
it does not outperform our FedMVP due to lack of compre-
hensive visual and attribute information in the prompts. In
summary, FedMVP surpasses the state-of-the-art methods
by a notable margin of +1.57% in the base-to-new gener-
alization setting. Detailed breakdown for each of the nine
datasets is reported in Tab. A.4 in the Supp. Mat.

4.2. Domain Generalization

Experimental setup. We conduct experiments under
two distinct domain generalization (DG) setups: Multi-
source Single-target (MSST) and Single-source Multi-
target (SSMT). In the MSST DG setting for a given bench-
mark, we follow a leave-one-domain-out protocol for eval-
uation, where we hold out one domain for measuring gen-
eralization and use the rest of the domains for training the
clients. Training classes are split among clients under the
constraint that each client can see images from a single do-
main. This setting mirrors a practical scenario where im-
ages taken with a smartphone uniquely reflect the taste of
the user or socio-economic biases. In a similar manner, in
the SSMT DG setting, we use one domain for training the
clients in a distributed manner, while the rest of the domains
are used for evaluation. More details on this experimental
setup can be found in Sec. B.4 of the Supp. Mat.
Main results. In Table 3, we report the performance of Fed-
MVP and its competitors in the MSST and SSMT DG set-
tings. In particular, SSMT DG is a more challenging setting
than the MSST DG setting, as the clients are trained only
on a single domain, and expected to generalize to multiple
unseen domains. We observe that ZS-CLIP is a strong base-
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Table 3. Domain Generalization setting on the DomainBed [6] benchmark. Accuracies (%) on the unseen target domain(s) for the
Multi-source Single-target (MSST) and Single-source Multi-target (SSMT) settings. Best number in each column is in bold and second-
best underlined. Improvement row reports the absolute difference between the best and second-best numbers.

Multi-source Single-target Single-source Multi-target
Method PACS OfficeHome VLCS Terra Inc. DomainNet Average PACS OfficeHome VLCS Terra Inc. DomainNet Average

ZS-CLIP [22] 96.16 81.49 83.29 33.98 57.13 70.41 96.16 81.49 83.29 33.98 57.13 70.41

FedOTP [14] 90.71 76.42 67.41 13.24 49.67 59.49 91.17 74.53 65.16 15.11 39.37 57.07
FedCoCoOp [35] 85.06 81.42 61.73 23.68 57.08 61.79 84.56 50.87 61.25 23.07 58.28 55.61
FedTPG [21] 90.99 82.78 69.77 26.79 56.82 65.43 90.71 82.60 67.63 22.51 58.34 64.36
PromptFL [7] 95.37 81.74 74.87 25.02 56.87 66.77 95.83 81.72 66.97 24.17 58.27 65.39
FedKgCoOp [30] 95.42 81.82 74.90 25.03 56.92 66.82 95.81 81.70 67.49 24.20 58.30 65.50
FedMaPLe [13] 94.51 82.03 71.79 36.30 58.88 68.70 94.25 81.48 72.08 33.59 57.62 67.80
FedVPT [11] 95.36 81.76 83.19 33.62 55.98 69.98 94.79 80.99 82.44 32.23 55.66 69.22
FedCLIP [15] 96.29 81.74 82.70 36.58 57.85 71.03 96.29 81.62 81.81 36.44 57.42 70.72
FedMVP (Ours) 97.28 84.15 85.12 37.36 61.17 73.02 97.17 83.89 84.61 36.92 60.56 72.63

Improvement +0.99 +1.37 +1.83 +0.78 +2.29 +1.99 +0.88 +1.29 +1.32 +0.48 +2.22 +1.91

Table 4. Domain Generalization setting on the ImageNet
benchmark. Accuracies (%) on the seen source domain ImageNet
(IN) and unseen target domains: ImageNet-V2 (INV2), ImageNet-
Sketch (IN-S), ImageNet-A (IN-A) and ImageNet-R (IN-R). Best
number in each column is in bold and second-best underlined. Im-
provement row reports the absolute difference between the best
and second-best numbers.

Source Target
Method IN INV2 IN-S IN-A IN-R Average

ZS-CLIP [22] 66.75 60.79 46.12 47.79 74.00 57.18

FedOTP [14] 51.68 45.53 34.73 16.64 63.98 40.22
FedMaPLe [13] 66.96 60.65 44.69 46.24 74.62 56.55
FedVPT [11] 66.92 60.34 46.43 48.03 74.56 57.34
PromptFL [7] 67.80 61.59 45.61 48.78 74.49 57.62
FedCLIP [15] 67.26 61.35 46.66 48.24 74.36 57.65
FedKgCoOp [30] 67.53 61.60 46.69 48.37 74.71 57.84
FedCoCoOp [35] 68.51 62.29 46.90 50.33 76.49 59.00
FedTPG [21] 69.51 62.90 47.65 49.97 76.35 59.22
FedMVP (Ours) 70.87 63.72 50.93 51.76 77.23 60.91

Improvement +1.36 +0.82 +3.28 +1.43 +0.74 +1.69

line that outperforms all textual and multimodal prompting
methods, with the exception of FedCLIP and our proposed
FedMVP. This suggests that suboptimal prompt tuning can
lead to overfitting on the source training domains, thus hurt-
ing generalization. Our FedMVP owing to the use of con-
textual information learns more transferable representations
that generalize better to unseen target domains, thus outper-
forming all competitor methods in most of the benchmarks.
More detailed results in Sec. B.4 of the Supp. Mat.

In Table. 4 we report the results in the SSMT DG set-
ting on ImageNet benchmark. We observe that FedTPG and
FedCoCoOp come close to our FedMVP in terms of average
performance, with FedMVP outperforming all baselines by
+1.69%. In particular, we believe FedMVP improves the
performance on ImageNet-Sketch (IN-S) by a large margin
of +3.28% due to the use of attribute information, which
remains unchanged between real and sketch images.

4.3. Cross-dataset Generalization
Experimental setup. In the Cross-Dataset Generaliza-
tion setting the classes from ImageNet are split among the
clients for training, in a disjoint manner, and the resulting
network is evaluated on 10 held out datasets not seen during
training. In other words, it is a combination of base-to-new

generalization and DG settings, since it requires generaliza-
tion to both unseen class and data distributions.
Main results. In Table. 5 we report the results of the Cross-
Dataset Generalization setting. This setting is consider-
ably challenging, as the model should generalize to differ-
ent datasets. We find that the results are consistent with the
previous findings, where our proposed FedMVP general-
izes better to unseen classes and data distributions, outper-
forming all the text-based and multimodal-based prompt-
ing techniques by +2.26% on average. However, with Fed-
MVP we notice a drop in performance with respect to the
ZS-CLIP baseline for some fine-grained datasets, such as
OxfordPets and StanfordCars, which is potentially due to
overlapping attributes for visually similar categories.

4.4. Ablation Study
Impact of proposed components in FedMVP. In Tab. 6 we
ablate each component of FedMVP on the base-to-new and
MSST DG settings. We observe that each component con-
tributes positively to the final performance. First, Prompt-
Former fΘ plays a major role in combining textual infor-
mation with visual features, thus improving semantic align-
ment between the two modalities. Second, adding Lcon (as
in Eq. (5)) improves the performance by a small margin.
Finally, the impact of LoRA can be observed in the penul-
timate row, where we fine-tune all the parameters of Fed-
MVP. It shows the dangers of overfitting in the FL setup, as
some clients may have limited data.
Participation Rate of the Clients. In Fig. 3 we vary the
participation rate from 10% to 100% and show how the par-
ticipation rate of the clients impacts performance on both
seen and unseen classes and domains. We observe that Fed-
MVP always exhibits a gentle, yet positive slope in both
settings, indicating that continuous parameter aggregation
improves generalization. In contrast, for some competitor
methods, such as PromptFL, increased participation leads
to saturated performance or negative slope in the plot.
Computational analysis. In Fig. 4 we plot the accuracy
vs. communication rounds for FedMVP and competitors
in base-to-new and MSST settings. While FedMVP trans-
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Table 5. Cross-Dataset Generalization setting. Accuracies (%) on the seen classes of the source dataset, i.e., ImageNet, and the unseen
classes of the target datasets. Best number in each column is in bold and second-best underlined. Improvement row reports the absolute
difference between the best and second-best numbers.

Source Target
Method ImageNet Caltech101 Flowers102 FGVCAircraft UCF101 OxfordPets Food101 DTD StanfordCars SUN397 EuroSAT Average

ZS-CLIP [22] 66.75 92.90 71.29 24.72 66.75 89.15 86.09 44.33 65.29 62.59 47.68 65.08

FedOTP [14] 51.68 88.60 48.36 10.95 46.10 73.43 61.01 41.55 29.61 48.34 50.26 49.82
FedMaPLe [13] 66.96 92.49 68.25 23.52 60.32 89.67 83.52 44.68 60.16 61.85 45.38 62.98
PromptFL [7] 67.80 91.87 68.13 21.44 64.13 88.70 85.85 42.43 63.59 62.77 43.26 63.22
FedCLIP [15] 67.26 93.39 67.19 24.03 65.64 88.28 85.14 44.44 65.50 63.42 41.67 63.87
FedKgCoOp [30] 67.53 93.63 69.31 23.06 64.46 88.55 85.37 44.74 64.99 63.85 43.29 64.13
FedVPT [11] 68.56 91.42 69.24 21.09 65.70 87.79 85.45 44.57 65.00 64.68 47.82 64.28
FedCoCoOp [35] 68.51 94.11 66.34 20.79 62.75 89.04 85.40 43.20 63.98 64.02 55.40 64.50
FedTPG [21] 69.51 93.75 70.04 23.22 64.72 90.60 85.91 46.25 63.98 66.78 47.86 65.31
FedMVP (Ours) 70.87 95.37 72.80 25.94 70.58 89.27 87.06 49.78 65.83 68.19 50.84 67.57

Improvement +1.36 +1.62 +1.51 +1.22 +3.83 -1.33 +0.97 +3.53 +0.33 +1.41 -4.56 +2.26

Table 6. Ablating FedMVP components. We report numbers for
the Base-to-New and MMST DG (on DomainBed) settings.

Components Base-to-New MSST DG

ZS-CLIP 74.24 70.41

fΘ only 75.94 71.85
fΘ + Lcon 76.27 72.14
w/o LoRA 77.41 72.58

FedMVP (Full) 78.27 73.02
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Figure 3. Sensitivity to participation rate of the clients, on (a)
Base-to-New and (b) MSST DG (DomainBed) settings.

mits 2× more parameters than FedTPG, it converges nearly
10× faster, requiring fewer rounds. In particular, as training
progresses, only the LoRA parameters in PromptFormer are
fine-tuned in a client, thus reducing the trainable parameter
count by 267×. Overall, FedMVP has lower total computa-
tional cost with respect to other methods when normalized
by the number of communication rounds.
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Figure 4. Computational analysis of the methods on (a) Base-
to-New and (b) MSST DG (DomainNet) setting.

Size of the clients. In Fig. 5, we vary the number of train-
ing classes in each client K = {5, 10, 20} while keeping
the size of the dataset fixed. In other words, decreasing the

number of classes in each client results in an increase in the
total number of clients participating in the federated setup.
We observe that for all the baselines a higher heterogene-
ity (or fewer classes per client) leads to lower performance
and vice versa. Nevertheless, FedMVP still exhibits a much
superior performance when compared to the baselines, out-
performing them while having 4x more clients.

Additional analyses relating to number of shots, choice
of LLMs, hyperparameters, and performance in non-
federated setting are reported in Sec. B.5 of the Supp. Mat.
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Figure 5. Sensitivity to number of classes per client on (a) Base-
to-New and (b) MSST DG (DomainNet) setting.

5. Conclusion
In this work, we proposed FedMVP, a novel federated
prompt tuning framework for CLIP, to address the challenge
of reduced generalization to unseen domains and classes.
FedMVP combines visual embeddings with textual attribute
features to generate multimodal visual prompts, which are
tuned using visual prompt tuning. Our findings revealed
that the multimodal contextual information in the prompts
enhances the generalizability to unseen classes and do-
mains. FedMVP outperforms all its competitors by a no-
table margin of +1.57%− 2.26% across benchmarks.
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