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Figure 1. Efficient temporally dense video encoding. (a) Naively encoding videos incurs a high computational cost when computing
frame-level features for temporally dense tasks. (b) Our efficient interleaved approach significantly reduces this cost, enabling efficient
temporally dense feature extraction. (¢) On benchmark datasets, Residual ViT reduces the computational cost by an average of 56% com-
pared to the CLIP encoder while maintaining nearly identical accuracy across multiple downstream tasks: Natural Language Temporal
Video Grounding (NLTVG), Temporal Activity Localization (TAL), Audio Description generation (AD), and Action Recognition (AR).

Abstract

Several video understanding tasks, such as natural lan-
guage temporal video grounding, temporal activity local-
ization, and audio description generation, require “tempo-
rally dense” reasoning over frames sampled at high tem-
poral resolution. However, computing frame-level features
for these tasks is computationally expensive given the tem-
poral resolution requirements. In this paper, we make three
contributions to reduce the cost of computing features for
temporally dense tasks. First, we introduce a vision trans-
former (ViT) architecture, dubbed ResidualViT, that lever-
ages the large temporal redundancy in videos to efficiently
compute temporally dense frame-level features. Our ar-
chitecture incorporates (i) learnable residual connections
that ensure temporal consistency across consecutive frames
and (ii) a token reduction module that enhances process-
ing speed by selectively discarding temporally redundant
information while reusing weights of a pretrained founda-
tion model. Second, we propose a lightweight distillation
strategy to approximate the frame-level features of the orig-
inal foundation model. Finally, we evaluate our approach
across four tasks and five datasets, in both zero-shot and
fully supervised settings, demonstrating significant reduc-
tions in computational cost (up to 60%) and improvements
in inference speed (up to 2.5x faster), all while closely ap-
proximating the accuracy of the original foundation model.

1. Introduction

Video content is now widespread across various platforms,
creating a demand for scalable methods to enable video
understanding applications. While dual-encoder founda-
tion models [51] have demonstrated impressive recognition
capabilities and versatility through zero-shot learning, de-
ploying these models over large video collections presents
significant computational challenges. As videos are data-
heavy, a common strategy to ease the computational bur-
den is to sparsely sample frames throughout a video (e.g.,
0.1—0.5 FPS [42]) and compute their features. This strat-
egy is effective for tasks that require reasoning over a few
key frames in a video, such as retrieving short few-seconds
video clips from a database [2, 16, 42, 43, 59].

However, several video understanding tasks require
“temporally dense” reasoning over frames sampled at a
higher temporal resolution (Figure 1a). Examples of such
temporally dense tasks include natural language tempo-
ral video grounding [15, 22], temporal activity localiza-
tion [6, 38], and audio description generation [17, 34]. In-
creasing the sampled frame rate from 0.1—0.5 FPS to 1-5
FPS for a temporally dense task requires 2—50x more
computational resources. Therefore, reducing the compu-
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tational demands of current pretrained foundation models
for these tasks is imperative for enabling their deployment
at scale.

Prior approaches for reducing the compute cost of a pre-
trained model primarily aim to distill a model’s represen-
tation directly into a lower-capacity model [8, 18, 23, 63].
While these efforts result in a more efficient model, dis-
tilling all the information from the larger model into the
smaller one is challenging and often leads to a degrada-
tion in recognition accuracy. Moreover, these approaches
naively treat video frames independently and do not explic-
itly take advantage of the temporal redundancy inherent in
videos, which could further optimize processing.

To overcome these limitations, this work aims to com-
pute video frame features efficiently given the pretrained
vision transformer (ViT) tower of a dual-encoder founda-
tion model (e.g., CLIP). As illustrated in Figure 1b, our so-
lution capitalizes on the observation that nearby frames are
often visually similar. Drawing inspiration from standard
video compression techniques, which store a sparse set of
I-frames (self-contained, fully-formed frames) and a denser
set of P-frames (differences or changes from the previous
frame), where the latter have high compression ratios (up to
two orders of magnitude [61]), we adopt a similar strategy.

Our first contribution is an approach that computes the
full ViT model representation on a sparse set of frames
while providing an efficient approximation for representing
the dense set of nearby frames. This interleaved strategy
effectively mirrors the I-frame and P-frame method used
in video compression, leading to significant reductions in
computational demand. We refer to the two sets of output
representations as I-features (self-contained computed via
a regular full ViT model) and P-features (efficiently com-
puted using I-features and exploiting the temporal conti-
nuity of video). To compute the efficient P-features, we
propose a vision transformer architecture (dubbed Resid-
ualViT) that comprises two changes to the architecture of
the pretrained ViT encoder. First, we compute a learnable
residual token given a nearby I-feature. This residual to-
ken allows the ResidualViT encoder to exploit the tempo-
ral continuity of nearby video frames by incorporating their
computed features. Second, we include a token reduction
module [4, 9, 19, 25] in the Residual ViT encoder that sig-
nificantly reduces the number of tokens used to compute P-
features, substantially reducing their encoding costs. Com-
bining these modules allows the Residual ViT encoder to ef-
ficiently and accurately approximate the target features.

As our second contribution, we propose a student-
teacher distillation training objective that minimizes the loss
between the vision-language embedding similarities pro-
duced by our efficient Residual ViT encoder and the features
obtained from CLIP’s pretrained ViT backbone. This setup
enables our Residual ViT encoder to replicate features from

CLIP. The training is lightweight, as only the residual to-
kenizer module is learned while the ViT weights remain
frozen. This strategy allows us to fully harness the capa-
bilities of CLIP without the need for large-scale training.
As our third contribution, we evaluate Residual ViT’s ef-
ficient video encoding on four tasks requiring temporally
dense features computation: Natural Language Temporal
Video Grounding (NLTVG), Audio Description (AD) gen-
eration, Temporal Activity Localization (TAL), and Action
Recognition (AR). We evaluate performance on five diverse
datasets: MAD [56], Charades-STA [15], ActivityNet-
Captions [31], ActivityNet-v1.3 [6], and Kinetics-400 [29].
Across all tasks and datasets, our model achieves significant
reductions in frame encoding costs (up to 60%, illustrated in
Figure 1c) and increased inference speed (up to 2.5 x faster,
see Section 10 of supplementary), all while closely approx-
imating the accuracy of the original foundation model. Fur-
thermore, our experiments span both zero-shot and fully-
supervised settings, as well as short- and long-form videos,
highlighting the versatility of our proposed architecture.

2. Related Work

Image Foundation Models for Video Applications. The
analysis of video data introduces many technical challenges
arising from its inherent temporal and spatial complexi-
ties, large data volume, and high temporal redundancy.
As a way to mitigate these challenges and ease the de-
velopment of new tools, the research community has re-
sorted to applying image-based models [20, 51, 54] to video
tasks [7, 10, 42, 46, 55, 56] with much success despite
the image-based architectures’ inability to reason about the
temporal dimension. Moreover, dedicated temporal mod-
eling [37, 43, 57, 65] can offer potential accuracy gains
at the expense of increased computational demands, high-
lighting a nuanced balance of efficiency and efficacy. Our
work capitalizes on the CLIP image foundation model [51]
to build an efficient video feature extraction framework that
can be adopted for multiple downstream video tasks. We
choose CLIP because of its excellent performance on multi-
ple tasks [36, 51, 53] and native multi-modality (image and
text), which can be adapted for video processing. Previous
approaches leveraging CLIP for video tasks have utilized
various strategies. These include applying temporal aggre-
gation over frame representations [5, 42, 47], fine-tuning the
model to capture motion patterns in videos [7, 60], and em-
ploying carefully designed spatial and temporal adapters to
harness the valuable pre-trained weights without modifica-
tion [36, 48, 49, 66]. Additionally, some methods have in-
troduced prompt learning as a mechanism for domain adap-
tation [28]. In a similar spirit, our work seeks to leverage
pre-trained network weights without modification; however,
we focus on reducing the computational cost of encoding
individual frames by minimizing redundant temporal com-
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putations while preserving essential semantic details.

Efficient Video Representations and Distillation. Prior
work has also looked at distilling into a lower-capacity
model [8, 18, 23, 63] or developing efficient video rep-
resentations for tasks such as semantic video segmenta-
tion [39] or video recognition [33, 61, 62]. The former
approaches result in a degradation of recognition accuracy
due to the difficulty of distilling to a small model from
a larger model. The latter approaches have investigated
how to efficiently compute convolution in time [33], lever-
age the video compression representation in a convolu-
tional network [61], or avoid computing the cross-attention
in time for long videos [62]. Additionally, other meth-
ods tackle the efficient inference challenge through network
pruning [13, 21, 44] reducing the number of parameters
in convolutional networks and, consequently, the compu-
tational cost of pre-trained models. In contrast, we tar-
get recent transformer-based architectures such as ViT [11],
which offer strong scaling properties and are paired with
language encoders, enabling zero-shot capabilities, unlike
lightweight convolutional models such as X3D [14] or Mo-
bileNet variants [26, 30, 52], which lack these features.
Moreover, we focus on single-frame representations (such
as CLIP [51]) that are often the video representation of
choice for their versatility in large-scale practical setups in-
volving natural language [7, 42, 56], and consider the task
of natural language video grounding, discussed next.

3. Efficient Interleaved Video Encoding

We propose a video encoding approach for temporally
dense tasks that require encoding frames sampled at a high
temporal resolution. To alleviate the computational burden,
we adapt dual-encoder transformer-based pretrained mod-
els, focusing on improving the efficiency of the visual en-
coder tower (ViT) [11]. Our approach exploits temporal re-
dundancy in videos, where consecutive frames share over-
lapping visual and semantic content, making independent
encoding computationally inefficient.

In our approach, we adopt the visual encoder from the
dual-encoder vision-language model CLIP [51], which has
demonstrated strong zero-shot recognition accuracy across
various downstream tasks. CLIP provides a robust founda-
tion for our visual encoder while also offering a paired lan-
guage encoder, enabling both uni- and multi-modal tasks.

Figure 2a outlines our efficient visual encoding ap-
proach. Our encoding strategy interleaves computing fea-
tures using the original visual encoder &), (I-features) with
computing N features using a fast approximate visual en-
coder £s (P-features). We define IV as the interleave fac-
tor between I- and P-features. Consider a video comprised
of n, frames extracted at a constant frame rate, denoted as
X = {a}ye, withz, € REXWXC where H, W and C are
the height, width, and number of channels of each frame. In

alignment with standard vision transformer data processing,
each frame x, is divided into patches {x ;}/<,, with patch
size (P), which are projected into an embedding space to
form a set of tokens 7; = {r;; }JK:1 with 7 ; € R4, where
d is the token dimension, ¢ the frame index and j the token
index. The number of tokens is determined following the
relationship K = H x W/P2.

We embed every NV + 1-th frame x; by applying the vi-
sual encoder & : RE*4 — R? on all frame tokens 7;
to obtain an I-feature representation, f; = &y(T;) € R?,
where b is the feature dimension. This process represents
the standard encoding procedure for a given input frame.
The subsequent N frames {z;;x}4_, are encoded using
our Residual ViT encoder Es : R x RE*4 5 R? to obtain
P-features. Formally, we compute the P-features for those
N frames as fiip = Es(fi, Tizr) € R?, where I-feature
ft from frame x; is routed through the temporal residual
connection (shown in red in Figure 2) to the Residual ViT
encoder s as temporal context. Note that in our work, we
use the output representation of the [CLS] token from the
transformer architecture as our feature representation.

The following provides a detailed explanation of the de-
sign of our Residual ViT architecture (Section 3.1) and the
associated training strategy (Section 3.2).

3.1. Residual ViT Architecture

Our technical solution involves equipping the ViT encoder
with two key components, as illustrated in Figure 2b: (i)
a token reduction module (R) and (i) a residual tokenizer
module (A). The token reduction module selectively prunes
input tokens to the ViT, retaining only the most informative
ones, to significantly reduce the encoding computational
cost. Concurrently, the residual tokenizer module propa-
gates information from the last I-feature to the current P-
feature compensating for the information discarded by the
token reduction process.

Reducing the token count improves efficiency, but se-
lecting which tokens to discard to minimize loss of infor-
mation remains a challenge. We explore three token reduc-
tion strategies: (i) token dropping (PatchDropout) [9, 19,
25, 40], which removes tokens based on a dropping prob-
ability p; (ii) token merging [4], which progressively re-
duces the number of tokens by r at each transformer layer;
and (iii) frame resolution reduction, which decreases the
number of patches per frame. For details on token drop-
ping strategies (e.g., random, uniform, center, and motion-
based), see Section | of supplementary. A comprehensive
ablation study (Section 9 of supplementary) shows that to-
ken dropping provides the best trade-off between efficiency
and accuracy.

In our ResidualViT architecture, the token reduction
module is used during both training and inference to reduce
computational overhead. This setup implies that part of the

22307



Figure 2. Model overview. (a) Video frames are processed via two visual encoders £y and Eg in an interlecaved manner. For each frame
encoded via the ViT &y, N subsequent frames are encoded using our lightweight Residual ViT £, significantly reducing the computational
cost. (b) ResidualViT incorporates a token reduction module R to reduce computation and the residual tokenizer A to ensure temporal

consistency by propagating information from preceding frames.

visual information is discarded. Yet, thanks to the tempo-
ral redundancy of consecutive frames, we seek to exploit
the semantic information present in the feature computed
at time step ¢ to recover the missing spatial information in-
duced by the token reduction operation at time step £+ k. In
detail, the Residual ViT architecture takes as input I-feature
fi from frame x; via the temporal residual connection and
transforms this feature into a residual token as A(f;) € RY
via a learnable mapping A : R — R<. This operation plays
a role analogous to that of a patch tokenizer: it transforms
inputs into a token representation that is compatible with
the input space of the visual encoder &),. The residual to-
ken is then concatenated with the [CLS] token and a small
subset of frame tokens output by the token reduction mod-
ule R(T;1%). The resulting concatenated tokens are then
fed into the visual encoder &y, to obtain P-feature fi1 5. In
our work, we implement the residual tokenizer A as a lin-
ear transformation. The addition of the residual token to the
input of the transformer encoder adds a negligible compu-
tational overhead of about 0.1 GFLOPS (i.e., 0.1% of the
frame encoding cost using the CLIP ViT-L/14 backbone).
Despite the mapping A being a small linear layer, our so-
lution is capable of providing informative cues even when
most frame tokens are unavailable.

Following our design, when token dropping is used, the
average embedding cost of our approach can be approxi-
mated as:

. C e NCe¢ s

C=—"2__"°>~(
1+ N &

1+(1—-p)N

1+N 7 M

where Cs,, and Cg, are the costs of encoding a frame us-
ing the visual encoder &y and &g, respectively. Here, the
interleave factor N corresponds to the number of frames
encoded by the Residual ViT with the reduced cost, and p is
the token reduction probability. Under token dropping, the
cost of £s can be approximated as Ce, =~ (1 — p)Cs,. It

should be noted that when N > 0 and p > 0, the average
embedding cost C is strictly lower than Cg,,. For empirical
evidence demonstrating the reduction in wall-clock time for
frame encoding when utilizing Residual ViT compared to a
standard ViT, refer to Section 10 in supplementary.

3.2. Training Residual ViT

We seek to train the residual tokenizer module A, our only
trainable component, such that the output frame feature
computed by our ResidualViT Es closely approximates the
feature computed via the original ViT encoder &y for the
same frame. The challenge lies in the fact that the origi-
nal ViT encoder has access to every token 7. from the
input frame while the transformer encoder of our Residu-
alViT only receives a sparse set of frame tokens due to the
token reduction module R(7; ) together with the residual
token A( f;) (Figure 2b). We achieve this objective via fea-
ture distillation [23, 24, 27], where the original foundation
model serves as a “teacher” network while our Residual ViT
acts as the “student” network. In our study, we leverage the
powerful CLIP [51] foundation model to initialize our trans-
former encoders (e.g., ViT-B/32, ViT-B/16, or VIT-L/14).
We fully exploit the CLIP model by including its language
encoder &, in the feature distillation pipeline and perform
the training using paired video and language samples.

We illustrate the training process in Figure 3. Let 5 =
{(X, Ei)}il be a batch of videos A, and their correspond-
ing textual descriptions #;. From each video X, we decode
Nruain+1 frames at a constant frame rate starting at time step
t. These frames are then encoded via the ViT &y, (teacher)
and ResidualVIiT &g (student) and the corresponding fea-

tures fz'(.ltjl . and fi(fl .. are output for each time step ¢ + £

for k € {1,..., Nt }. Furthermore, let g € R?*5 be a
matrix of features with dimension d computed from all the
textual descriptions {/;} in the batch using the language en-
coder £,. We aim to train the Residual ViT encoder to match



soft targets, which are the similarities between the teacher’s
visual features and the language features. This ensures that
the distilled model maintains alignment in the joint visual
and language space. To achieve this goal, we optimize a
cross-entropy loss over the softmax inner product between
the vision features f; ;1 and language features g,

B NTrain B
S
Tov==2_> > 0 (QT fﬁk) log (Uj (ngi(,tlk))’
i=1 k=1 j=1

2
where o;(x) = exp(x;)/ > .exp(x.) is the j-th compo-
nent of the softmax function of vector x. Here, the sum
over c in the denominator of the softmax ensures that for a
given image feature f; ;) similarities to all language de-
scriptions ¢ in the batch sum to one, converting them to a
probability distribution. The inner sum in Equation 2 sums
over the language descriptions j in the batch; the middle
sum adds losses for all the frames & in each video excerpt;
and finally, the outer sum sums over all videos ¢ in the batch.
Please note that due to the softmax normalization over the
language features, the computation is asymmetric. Hence,
we also define in an analogous manner a video to language
loss Jv — 1, where the sigmoid normalization is over the vi-
sion features in the batch.

The final loss is then the sum of the two losses. The
overall learning problem is then formulated as the following
minimization min 4 (Jz—v + Jv—1), where A are the pa-
rameters of the residual tokenizer module. Please note that
this loss not only encourages the visual representation of
the two models to be close to each other but also supervises
the feature distillation to preserve the joint vision-language
space of the original CLIP model as the language features
are shared between the teacher ViT encoder and the student
Residual ViT encoder. We optimize the loss over samples
from a paired video-language dataset. Please note that as
we are learning (distilling) only a small number of param-
eters of the residual tokenizer .4, which is a single linear
layer, our learning formulation does not require huge train-
ing datasets as in typical distillation set-ups when an entire
large model is distilled into another (smaller) model.

4. Experiments

Tasks, Datasets, and Settings. We evaluate the qual-
ity and runtime of our ResidualViT and compare it to
the CLIP model, which represents the upper bound in
terms of quality, across four tasks, namely: Natural Lan-
guage Temporal Video Grounding (NLTVG) [15, 22] (both
for short form and long form videos), Audio Descrip-
tion (AD) generation [43], Temporal Activity Localization
(TAL) [6], and Action Recognition (AR). We evaluate our
efficient video encoding approach over five diverse datasets:
MAD [56], Charades-STA [15], ActivityNet-Captions [31],
ActivityNet-v1.3 [6], and Kinetics-400 [29]. Moreover, we
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Figure 3. ResidualViT training (J v loss). We supervise the
training of the residual token projection .4 via feature distillation.
The loss encourages the output features of Residual ViT ( fft L) to
approximate those of the pre-trained ViT encoder ( f;}t k)

showcase the quality and versatility of our approach by ad-
dressing tasks both in zero-shot and fully supervised set-
tings, highlighting the strong generalization capabilities of
our proposed architecture.

Evaluation Metrics. Following [15, 22], ground-
ing accuracy is measured via Recall@ K for loU=0
with K=1 and 0€{0.5,0.7}. The temporal localiza-
tion accuracy is reported using mean Average Preci-
sion (mAP). Following the literature [0, 64], we com-
pute the mAP metric with temporal IoU thresholds
{0.5,0.55,0.6,0.65,0.7,0.75,0.8,0.85,0.9,0.95}.  Fol-
lowing [43], the captioning quality in the AD task is eval-
vated using ROUGE-L [32] (R-L), CIDEr [58] (C), ME-
TEOR [3] (M), SPICE [1] (S), and BertScore [68] (BertS).
For action recognition, we measure Accuracy @ ¢ with ¢ €
{1,5}. The computational cost of encoding is measured in
GFLOPs, reflecting the average cost per second based on
frame rate and cost to encode a single frame.

Implementation Details. We build on the publicly avail-
able OpenCLIP [27] implementation and use the default
training parameters and loss with the exceptions noted next.
We train our method on video-text pairs from the WebVid-
2.5M dataset [2] for 5 epochs. Our batch size is 2048 for
ViT-B/32 and ViT-B/16 models and 1536 for ViT-L/14. We
encode one frame using the visual encoder £y, and the three
subsequent frames (Ntpi,=3) with ResidualViT encoder
Es. For all backbone sizes, we use a constant learning rate
of 0.0005 while weight decay and warmup are disabled. All
model training is performed on 4 V100 GPUs, while infer-
ence only requires 1 V100 GPU. At inference time, videos
are processed at 3 frames per second for Charades-STA, 1
frame per second for ActivityNet-Captions, and 5 frame per
second for MAD. For the AD task, we set the visual tempo-
ral context to 8 clips, each containing 8 frames, and we do
not use any pretraining data nor AD context. For TAL, we
train ActionFormer [67] from scratch using OpenTAD [38]
implementation with default hyperparameters. We measure
GFLOPs via the fvcore library [12].
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Residual Charades-STA Avg. Cost
Token Interleave  Tokenizer R@1 1 Feature/sec |
Reduction Factor (Distilled) | IoU=0.5 IoU=0.7 (GFLOPs)
a. 12.9 24.1 233.4
b. v 28.5 14.5 35.7(_85%)
[ v v 38.9 22.8 102.0(—56%)
d. v v v 41.5 23.8 102.6(_56%)

Table 1. Architecture ablation. We ablate the main components
of our architecture: the token reduction module, the interleave fac-
tor, and the distilled residual tokenizer. We set the token reduction
probability p to 85%, N = 2, and use the ViT-L/14 backbone.

4.1. Ablation Study

In this section, we perform multiple ablations to assess the
impact of our design choices. We report results for the
NLTVG task on the Charades-STA dataset using the ViT-
L/14 backbone. When token reduction is used, we employ
the motion-based strategy (see details in Section 1 of sup-
plementary) with probability p=85%. For all experiments
that interleave frames, we set N=2. Seven additional ab-
lations are detailed in Section 9 of supplementary. These
ablations investigate the (i) token drop strategy for token re-
duction (i.e., random, uniform, center, motion-based), (ii)
token drop probability, (iii) adoption of token merging for
token reduction, (iv) impact of frame resolution reduction
as an alternative to token reduction and (v) replacement of
the distillation objective, (vi) frame rate during inference,
and (vii) interleave factor at training time. Additionally, we
measure the runtime reduction in Section 10 of supplemen-
tary. Below, we include the ablations of our model architec-
ture key components, and the interleave factor.
Architecture Ablation. In Table |, we analyze the contri-
bution of the main architecture components of our model to
downstream accuracy for the Natural Language Temporal
Video Grounding task. We select this task for our ablations
as it provides the ideal testbed for Residual ViT. First, the ne-
cessity for fine-grained temporal resolution demands dense
extraction of visual features from large volumes of video
data. Second, it requires language and visual understand-
ing to enable querying the model through natural language
queries. Both requirements are fulfilled by Residual ViT.
With an average frame encoding cost of 233.4 GFLOPs,
the CLIP baseline (a. in Table 1) establishes our upper
bound target grounding accuracy, which we wish to main-
tain but with much higher computational efficiency. When
we apply token reduction across all frames (b.), we observe
an 85% decrease in computational cost. However, this set-
ting induces marked absolute declines in grounding accu-
racy of 14.4% and 9.6% in our metrics, which translates
to a relative drop of 34—40%. The introduction of our in-
terleave strategy (c.), which alternates encoding one frame
without token reduction and N frames with token reduc-
tion (where N=2), shows an increase in grounding accu-
racy of 10.4% and 8.3% while only using 44% of the origi-
nal computational budget, which is a first step in closing the

45.0
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< (-63%) ®
R 40.01 N=5
- (70%) o/=1
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Figure 4. Interleaving frames (/). Our ResidualViT ( )

closely retains CLIP’s (red) performance for N=1 and 2 while
reducing cost by 56%.

grounding accuracy gap with respect to the target CLIP ac-
curacy. Compared to the full CLIP model, the grounding ac-
curacy drop narrows to a modest 4 and 1.3 percentage points
(5—9% relative drop), yet this configuration only incurs
44% of the original computational cost. Further, adding the
residual tokenizer learned via distillation (d.) comes at a
negligible compute cost but further boosts grounding accu-
racy closer to the target CLIP model, showing only a minor
~1% absolute drop.

Interleave Factor NV and Benefits of Distillation. In Fig-
ure 4, we explore the relationship between grounding accu-
racy and computational cost as we vary the number of inter-
leaved frames (V). Here, the baseline CLIP model is shown
in red, while our Residual ViT, applied with and without the
distilled residual tokenizer module, is shown in and
blue, respectively. We vary N € {1,2,3,5,10}. When
setting V=1, grounding accuracy is marginally impacted,
yet a large computational cost reduction is already achieved
(42%). Notably, we see a further accuracy drop when the
residual tokenizer is removed (blue), demonstrating the im-
portance of the distillation training. At N=2, the cost sav-
ings increases to 56% with virtually no accuracy change
for Residual ViT. However, the importance of the learnable
residual connection (via the residual token learnt by the
distillation training) becomes more evident as the differ-
ence between the two configurations widens with substan-
tial drops when the residual token is not employed. Increas-
ing N beyond this point (N = 2) sees diminishing returns
in cost savings, now at 63%, and a noticeable decrease in
accuracy. This decline is attributed to the growing temporal
gap between I-features and P-features, leading to a weak-
ened visual correlation and, thus, reduced efficacy. We re-
gard N=2 as the best trade-off.

4.2. Benchmarking on Downstream Tasks

In this section, we compare the quality vs. runtime trade-
offs achieved by ResidualViT with respect to CLIP. We
do so on three benchmarks for the multi-modal Natural
Language Temporal Video grounding task, comprising two
short-form video datasets (Charades-STA and ActivityNet-
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