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Figure 1. We propose DiffSim, a method that utilizes pre-trained diffusion models to extract image features for evaluating visual similarity.
Our method leads in human judgment consistency, style similarity, and instance-level consistency.

Abstract

Diffusion models have fundamentally transformed the field
of generative models, making the assessment of similar-
ity between customized model outputs and reference in-
puts critically important. However, traditional perceptual
similarity metrics operate primarily at the pixel and patch
levels, comparing low-level colors and textures but fail-
ing to capture mid-level similarities and differences in im-
age layout, object pose, and semantic content. Contrastive
learning-based CLIP and self-supervised learning-based
DINO are often used to measure semantic similarity, but
they highly compress image features, inadequately assess-
ing appearance details. This paper is the first to discover
that pretrained diffusion models can be utilized for mea-
suring visual similarity and introduces the DiffSim method,
addressing the limitations of traditional metrics in captur-
ing perceptual consistency in custom generation tasks. By
aligning features in the attention layers of the denoising U-
Net, DiffSim evaluates both appearance and style similarity,
showing superior alignment with human visual preferences.
Additionally, we introduce the Sref and IP benchmarks to
evaluate visual similarity at the level of style and instance,
respectively. Comprehensive evaluations across multiple
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benchmarks demonstrate that DiffSim achieves state-of-the-
art performance, providing a robust tool for measuring vi-
sual coherence in generative models. Code is released at
https://github.com/showlab/DiffSim.

1. Introduction
Assessing the consistency of appearance and style be-

tween customized generation results and reference images
is an important issue. Some studies [50, 85] resort to time-
consuming user studies as a supplementary evaluation, de-
spite questions about their fairness and objectivity. Exist-
ing evaluation metrics such as CLIP-Image score [53] and
DINO score [6], while commonly used, often fail to reflect
subtle differences due to their reliance on high-dimensional
semantic features for cosine similarity computation. Re-
search [15] indicates that these metrics sometimes do not
align with human subjective evaluations and are insufficient
for comprehensively measuring consistency in appearance
and style details in generation tasks. Some studies propose
human-aligned similarity assessment methods [15], which
collect data on human choices of similarity triplets and train
models, but their generalization ability in out-of-domain
scenarios is considered limited. To overcome these chal-
lenges, there is an urgent need for more effective image
similarity evaluation metrics in the image generation field.

The motivation of this paper is to assess visual simi-
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larity using pre-trained diffusion models. Our rationale is
based on three key insights: 1. ReferenceNet [28, 69, 77],
uses U-Net to extract features from reference images and
directly concatenates these features (K map, V map) in the
denoising U-Net’s self-attention layer, effectively maintain-
ing appearance similarity. 2. Custom diffusion [37] demon-
strates that the to K and to V matrices in the cross-attention
layer are critical modules for stable diffusion models to
learn concepts. 3. IP-Adapter [79] injects IP tokens into
the cross-attention layer, achieving consistent imagery gen-
eration. Since the features of these layers are crucial for
generating samples with consistent visual appearance, we
believe these features represent the visual appearance and
concepts and can be used to assess visual similarity. Re-
cent studies have utilized pre-trained diffusion models for
perception tasks [14, 68, 81], demonstrating the potential of
generative models in perception tasks and the universality
of diffusion model features.

However, two design challenges arise: (1) U-Net, trained
on noisy images for denoising purposes, requires noise to be
added to the input images (simulating forward diffusion) be-
fore feature extraction. (2) Unlike CLIP and DINO, which
use high-dimensional semantic features for cosine similar-
ity, Stable Diffusion U-Net’s features are densely packed
with spatial information, leading to misalignment at the
pixel level. Therefore, simple MSE or cosine calculations
between feature maps are impractical, as validated by our
subsequent experiments. To address this, we introduce the
Aligned Attention Score (AAS), which innovatively uses at-
tention mechanisms to align features of images A and B in
the self-attention layer of U-Net, and then calculates the co-
sine distance between the aligned features.

Furthermore, we explore the variations in features across
different layers and denoising timesteps within the denois-
ing U-Net. We find that shallower layers and higher denois-
ing timesteps are suitable for evaluating low-level and style
similarities, while deeper layers and lower timesteps excel
at assessing semantic similarity. This implies that DiffSim
can achieve different similarity measurements with simple
configuration adjustments. Besides calculating similarity in
the self-attention layers, we also explored using IPAdapter-
Plus in the cross-attention layers to evaluate visual similar-
ity. Additionally, we discovered that this technique can be
generalized to enhance other architectures such as CLIP and
DINO, introducing the CLIP AAS metric and DINO AAS
metric, which significantly improved performance in certain
tasks.

Extensive evaluations across multiple benchmarks have
proven the effectiveness and advancement of DiffSim. De-
spite its seemingly straightforward approach, DiffSim ex-
cels in all tasks without any additional fine-tuning or super-
vision, surpassing both CLIP and DINO v2. Remarkably,
our experiments reveal that DiffSim’s assessments of im-

age similarity are highly consistent with human judgments,
ranking at the forefront in two human consistency bench-
marks. Furthermore, DiffSim performs exceptionally well
on synthetic images, achieving the best results in style simi-
larity and appearance consistency assessments on our newly
proposed Style-ref and IP-ref benchmarks.

We summarize our main contributions as follows:
• We introduce DiffSim, an innovative image similarity

assessment method that utilizes the denoising U-Net of
pre-trained diffusion models to evaluate visual similarity
without the need for additional fine-tuning or specific data
supervision.

• We propose the Aligned Attention Score, which pre-
cisely aligns image features through attention mecha-
nisms, effectively addressing alignment and information
loss issues in traditional assessments, and enables multi-
dimensional similarity measurements based on the char-
acteristics of different layers and denoising timesteps in
diffusion models.

• We introduce two new benchmarks—Sref and IP
bench—to assess style and instance consistency. Exten-
sive experiments and evaluations demonstrate the effec-
tiveness and advancement of DiffSim, which not only sur-
passes existing CLIP and DINO models but also aligns
closely with human visual assessment.

2. Related Work
2.1. Diffusion Models

Diffusion probability models [25, 61] are advanced gen-
erative models that restore original data from pure Gaus-
sian noise by learning the distribution of noisy data at var-
ious levels of noise. Their powerful capability to adapt
to complex data distributions has led diffusion models to
achieve remarkable success across several domains includ-
ing image synthesis [18, 39, 49, 54, 57, 58, 64, 75, 89],
image editing [5, 19, 24, 29, 66, 87, 88], and video gen-
eration [4, 9, 21, 62, 65, 71]. Stable Diffusion [54] (SD),
a notable example, utilizes a U-Net architecture and exten-
sively trains on large-scale text-image datasets to iteratively
generate images with impressive text-to-image capabilities.
Enhancements in controllable image generation have been
driven by methods such as ControlNet [82] and T2I-adapter
[46], which significantly improve controllability over gener-
ated images by employing multimodal inputs such as depth
maps and segmentation maps.

Customized generation methods enable flexible cus-
tomization of concepts and styles by fine-tuning U-Net [55]
or certain parameters [27, 37], alongside trainable tokens.
Training-free customization methods [72, 73, 79, 85, 86]
leverage pre-trained CLIP [53] or Arcface [13] encoders to
extract image features. These features are then injected into
the cross-attention layers of U-Net through adapter struc-
tures for efficient generation. Methods like ReferenceNet
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[28, 77] integrate reference image features into the self-
attention layer of a denoising U-Net, showing advantages
in maintaining appearance similarity. These are widely ap-
plied in tasks such as image editing [87, 88], facial and body
animation [28, 77], and Image2Video tasks [20, 84]. In ad-
dition, some methods [11, 12, 31, 38, 63, 67, 78] focus on
safety issues in image generation.

Additionally, recent research has shown that pre-trained
diffusion models can also address perception tasks such as
3D awareness [14], keypoint matching [68], and image clas-
sification [7]. This paper demonstrates the practicality and
technical maturity of using pre-trained diffusion models for
image similarity assessment.

2.2. Perceptual Similarity

Traditional metrics such as Manhattan l1, Euclidean l2,
Mean Squared Error (MSE), and Peak Signal-to-Noise Ra-
tio (PSNR) use point-to-point differences to measure sim-
ilarity, but lack the ability to effectively understand the
global structure and content of images. In contrast, deep
learning-based metrics that utilize features extracted from
pretrained networks like VGG [59] and AlexNet [36] have
proven superior. Further improvements in these metrics
have been achieved through optimizations on perceptual
data, as seen in methods like LPIPS [83], PIE-APP [52],
and DreamSim [15]. Research by Muttenthaler [47] on con-
cept similarity within a subset of the THINGS dataset [23]
provides insights into high-level human similarity.

Meanwhile, DreamSim [15] integrates features from
models like CLIP [53] and DINO [48], trained on syn-
thetic datasets and human annotations, to achieve state-
of-the-art results. However, CLIP and DINO encode im-
ages into 1×768-dimensional feature vectors for cosine sim-
ilarity computation, emphasizing categorical attributes over
fine-grained appearance similarity. This high compression
sometimes leads to divergences from human perception, in-
dicating a need for more effective visual similarity metrics
in the generative AI and metric learning fields.

2.3. Style Similarity Evaluation

Artistic style is often defined as a collection of global
characteristics associated with an artist or artistic move-
ment, encompassing elements like color usage, brushstroke
techniques, composition, and perspective. Early algorithms
modeled style using low-level visual features [30, 56], while
modern approaches predominantly utilize neural networks
for style transfer and classification tasks. For instance,
Gatys et al. [17] utilized Gram matrices as style descrip-
tors, while Luan et al. [40] introduced a photorealism reg-
ularization term to optimize style transfer. Recently, Wang
et al. [74] developed a style recognition model based on
synthetic style pairs, and CSD [60] introduces a multi-label
contrastive learning scheme to extract style descriptors.

In the generative-AI era, LoRA [26] can synthesize sam-
ples from a few style images, whereas IP-Adapter [80]
and InstantStyle [72] extract style codes directly. Com-
bined with text prompts, these tools create novel artistic
styles, adding complexity and ambiguity [33, 34]. Such
diversity complicates style-similarity evaluation, demand-
ing metrics that better capture inter-image stylistic relations.
To this end, we introduce DiffSim, which leverages a diffu-
sion model pretrained on massive image–text pairs to assess
style similarity without any fine-tuning.

3. Method
DiffSim leverages the implicit alignment mechanism of

attention to align two images at the style or semantic level,
followed by similarity computation. In Sec. 3.1, we briefly
review the attention mechanism in the Stable Diffusion
model. Sec. 3.2 introduces the mechanism for calculat-
ing AAS (Aligned Attention Score) within a single attention
layer. Sec. 3.3 provides a detailed explanation of how Diff-
Sim is computed using pretrained models and AAS. Sec.
3.4 introduce two benchmark we propose.

3.1. Preliminaries
3.1.1. Cross Attention in Diffusion Model

Taking Stable Diffusion as an example, cross-attention
layers fuse images and text, enabling diffusion models to
generate images consistent with textual descriptions. The
cross-attention layer receives the query, key, and value ma-
trices, i.e., Qcross, Kcross, and Vcross, from the noisy image
and prompt. Specifically, Qcross is derived from the spa-
tial features of the noisy image ϕcross(zt) by learned linear
projections ℓq , while Kcross and Vcross are projected from the
textual embedding Pemb of the input prompt P using learned
linear projections denoted as ℓk and ℓv , respectively. The
cross-attention map is defined as:

Qcross = ℓq
(
ϕcross(zt)

)
, (1)

Kcross = ℓk(Pemb), (2)

Mcross = Softmax
(
QcrossK

T
cross√

dcross

)
, (3)

where dcross is the dimension of the keys and queries. The
final output is defined as the fused feature of the text and
image, denoted as ϕ̂(zt) = McrossVcross, where Vcross =
ℓv(Pemb). Intuitively, each cell in the cross-attention map,
denoted as Mij , determines the weights attributed to the
value of the j-th token relative to the spatial feature i of
the image. The cross-attention map enables the diffusion
model to align the tokens of the prompt in the image area.

3.1.2. Self Attention in Diffusion Model
Unlike cross-attention, the self-attention layer receives

the keys matrix Kself and the query matrix Qself from the
noisy image ϕself(zt) through learned linear projections ℓ̄K

16906



Image A

Image B

U- Net

QA, KA, VA

QB , KB , VB

IP-Adapter Plus
DiffSim-S DiffSim-C

Image B

Self-Attention layer Cross-Attention layer

KB , VB

QA

KB

VB

Calculate Attention

Matrix multiplication Correlation matrix

Aligned Attention Score

✅

❌

Image A’s layout & 
Image B’s appearance

Not aligned

Aligned

Figure 2. The illustration shows two DiffSim implementations: DiffSim-S using self-attention, where U-Net extracts features from both
images to compute Aligned Attention Score (AAS) at a specified layer; and DiffSim-C using cross-attention, where features are extracted
via IP-Adapter Plus and U-Net with swapped image inputs.

and ℓ̄Q, respectively. The self-attention map is defined as:

Qself = ℓ̄q(ϕself(zt)), (4)
Kself = ℓ̄K(ϕself(zt)), (5)

Mself = Softmax
(
QselfK

T
self√

dself

)
, (6)

where dself is the dimension of Kself and Qself. Mself deter-
mines the weights assigned to the relevance of the i-th and
j-th spatial features in the image and can affect the spatial
layout and shape details of the generated image. Conse-
quently, the self-attention map can be utilized to preserve
the spatial structure characteristics of the original image
throughout the image editing process.

3.2. Aligned Attention Score
In this section, we introduce the Aligned Attention Score

(AAS), a new metric designed to provide implicit alignment
between images while measuring various aspects such as
semantic content and style. Traditional similarity assess-
ment methods, such as Mean Squared Error (MSE) or co-
sine similarity, often assume that the latent features of im-
ages are pixel-aligned. However, this assumption frequently
fails in practical applications due to significant changes in
style, pose, or context, leading to poor and inaccurate simi-
larity measurements. Moreover, popular methods like CLIP
and DINO compress high-dimensional block features into
a lower-dimensional feature space using Multilayer Percep-
trons (MLPs) and compute cosine similarity on these sim-
plified representations. While effective at semantic-level
comparisons, this compression process can result in the loss
of critical detail, failing to capture subtle differences vital
for some applications.

AAS addresses misalignment issues by leveraging atten-

tion mechanisms in pretrained U-Net or Transformer-based
models. We define LA and LB as the latent representations
of images IA and IB respectively. AAS dynamically aligns
these representations using the neural network’s attention
function attn(Q,K, V ):

AAS(LA, LB) = cos(attn(QA,KA, VA), attn(QA,KB , VB)),
(7)

AAS(LB , LA) = cos(attn(QB ,KB , VB), attn(QB ,KA, VA)).
(8)

By aligning dense latent representations in the attention
layers, AAS ensures that each image’s features are evalu-
ated both as queries and keys against the features of the
other image. This method not only compensates for the lack
of pixel alignment but also preserves the richness of the fea-
ture space, providing a more accurate method of measuring
perceptual similarity that closely aligns with human visual
judgment:

Similarity(LA, LB) = AAS(LA, LB) + AAS(LB , LA).
(9)

This integrated approach to image alignment and similarity
assessment leverages different granularity representations
provided by pretrained models, effectively improving the
handling of image misalignment and information loss.

3.3. DiffSim Metric
To fully utilize the attention mechanisms in stable diffu-

sion, we repurpose its self-attention and cross-attention for
our AAS, forming two methods: DiffSim-S and DiffSim-C.

3.3.1. DiffSim-S
It is well known that the features in the U-Net’s self-

attention layers can reflect the consistency of image appear-
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ance. Previous works [8, 10, 22, 28, 41–45, 69, 70, 76, 77,
84, 87, 88] have utilized this characteristic to achieve high-
consistency image and video generation.

In the aforementioned methods, the embedding of fea-
tures in the self-attention layers enables the generation of
images or videos with appearance consistency. Thus, we
posit that the features in the U-Net’s self-attention layers
can reflect the consistency of image appearance. We pro-
pose an implementation of the self-attention layers in Diff-
Sim. We caculate:

DiffSim-S(IA, IB , n, t) =
1

2

(
AAS(zAt,self,n, z

B
t,self,n)

+AAS(zBt,self,n, z
A
t,self,n)

)
,
(10)

where zAt,self,n and zBt,self,n denote the latent representations
of images IA and IB within the n-th self-attention layer of
the U-Net at denoising timestep t, respectively.
3.3.2. DiffSim-C

The Stable diffusion enhances text-to-image generation
by integrating text embeddings as conditions within its
cross-attention layers. Prior studies [3, 37] have highlighted
the pivotal role of these layers in learning customized model
concepts, demonstrating that new concepts can be learned
through mere fine-tuning of these layers. Given this context,
we explored the potential of cross-attention layer features
to assess image similarity. However, traditionally, cross-
attention layers only support the calculation of attention be-
tween image latents and text embeddings. To extend their
capability, we employed IP-Adapter Plus [79], which uti-
lizes patch features from the CLIP image encoder and in-
creases the number of IP tokens to 16, injecting these tokens
into the cross-attention layers of U- Net. This setup facili-
tates a more nuanced computation of attention that involves
interaction between image latents and enhanced IP tokens.

We designed the structure illustrated in Figure 2, where
Image IA and Image IB are input into IP-Adapter Plus and
the denoising U-Net, respectively. The attention-based sim-
ilarity scores are then computed by comparing the latents of
one image to the IP tokens derived from the other, and vice
versa. Specifically, we calculate:

DiffSim-C(IA, IB , n, t) =
1

2

(
AAS(zAt,cross,n, IPB)

+zBt,cross,n, IPA)
)
,

(11)

where zAt,cross,n and zBt,cross,n denote the latent representa-
tions of Images IA and IB within the n-th cross-attention
layer of the U-Net at denoising timestep t, respectively.
Similarly, IPA and IPB represent the IP tokens associated
with Images IA and IB , respectively.
3.3.3. DiffSim Adaptation to Various Frameworks

The DiffSim method is widely applicable and allows for
the analysis of image features by computing feature simi-
larity in the attention layers. We have extended the DiffSim

approach to the CLIP Image Encoder and DINO v2 archi-
tectures. CLIP trains image and text encoders through con-
trastive learning to understand the relationship between im-
ages and text, aiming to maximize the similarity of match-
ing image-text pairs, typically using Vision Transformer or
ResNet as the image encoder. DINO operates in a self-
supervised manner with a teacher-student network architec-
ture, both utilizing Vision Transformers. The student net-
work learns visual representations by mimicking the output
of the teacher network, which has been augmented with ran-
dom data transformations. The teacher network is updated
through exponential moving average (EMA). For specific
self-attention layers in the CLIP and DINO v2 models, we
calculate AAS and introduce new metrics, CLIP AAS and
DINO v2 AAS.

3.4. New Benchmarks
3.4.1. Sref Bench

Style is subjective, thus an effective style similarity met-
ric should align with human perceptions and definitions of
style. Therefore, we have collected 508 styles, each hand-
picked by human artists and featuring four thematically
distinct reference images, created using Midjourney’s Sref
mode [1]. Midjourney’s style reference feature allows users
to guide the style or aesthetic of generated images by using
external pictures or style seeds in their prompts. Figure. 3
shows some examples in our benchmark.

3.4.2. IP Bench
Instance-level consistency is one of the primary tasks in

customized generation. However, there is a lack of high-
quality benchmarks for assessing character consistency. We
have collected images of 299 IP characters and used ad-
vanced Flux models [2] and the IP-Adapter to create sev-
eral variants of each character with different consistency
weights.

4. Experiment
4.1. Experimental Setting

We implemented DiffSim based on Stable Diffusion 1.5,
where the total time step T for the SD diffusion model is
1000. U-Net includes downsampling blocks, middle blocks,
and upsampling blocks. We explore using features from
both downsampling and upsampling blocks. We also con-
ducted grid searches across different layers and denoising
time steps for each task, reporting the best results among
these choices; further details are provided in the supplemen-
tary materials. The default setting of DiffSim is using the
self-attn layer, and the input image resolution of 512 × 512.

4.2. Baselines
We compares five similarity assessment methods as

baselines, including CLIP [53], DINO v2 [48], as well
as LPIPS [83], Foreground Feature Averaging (FFA) [35],
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Figure 3. To evaluate style similarity and instance-level similarity, we introduced the Sref bench and IP bench. The Sref dataset contains 508
styles, each generated by Midjourney’s sref mode and handpicked by human artists, represented through four different thematic reference
images. The IP dataset includes a set of 299 IPs comprising highly similar images along with variants that gradually decrease in similarity.

DreamSim [15] and the Gram metric [16] for style similar-
ity assessment. All baseline methods used for comparison
are implemented based on pre-trained models, ensuring a
fair representation of the inherent performance differences
in similarity metrics among foundational models. Addition-
ally, we demonstrate that an ensemble of CLIP, DINO v2
and DiffSim using a hard vote approach can improve perfor-
mance. Because DreamSim is also a multi-model ensemble,
we compare it with our ensemble model.

4.3. Benchmarks
In addition to using the Sref bench and IP bench we pro-

posed, we also employed 6 existing benchmarks.
NIGHTS Perceptual Dataset. The NIGHTS[15] (Novel
Image Generations with Human-Tested Similarities) dataset
comprises 20,019 image triplets, each containing a refer-
ence image and two distortions, evaluated for perceptual
similarity by human observers. The dataset was generated
using Stable Diffusion 2.1 with prompts from categories
across prominent datasets like ImageNet and CIFAR.
TID2013. The TID2013[51] (Tampere Image Database
2013) dataset contains 3,000 test images derived from 25
reference images, each subjected to 24 types of distortions,
producing 120 distorted images per reference. These dis-
tortions encompass a range of realistic noise and artifacts
intended to evaluate image quality assessment metrics.
CUTE Benchmark. CUTE[35] includes 18,000 images of
180 objects across 50 categories under varied conditions to
test intrinsic object-centric similarity. It features objects in
diverse poses and settings, providing a robust resource for
benchmarking similarity metrics in varying visual contexts.
Dreambench++. Dreambench++[50] serves as a human-
aligned, automated benchmark for personalized image gen-
eration model evaluation, focusing on concept preservation
and prompt adherence. It utilizes multimodal GPT models
aligned with human preferences, with a refined rating sys-
tem for efficient method comparison.
InstantStyle Benchmark. InstantStyle[72] is an advanced
method for style customization. We have organized 30
styles on the InstantStyle project homepage, each includ-

ing 5 images, to serve as a supplementary benchmark for
style evaluation.
TikTok Dataset. The TikTok[32] dataset includes 300
dance videos (10-15 seconds), which we use to assess video
appearance consistency in this paper.

4.4. Quantitative Evaluation
We employ the same evaluation protocol as previous

methods [15]. Similarity scores are computed between a
reference image and two candidate images. Image with the
higher score is selected as the choice of current evaluated
model, and we tally the accuracy of correctly classified se-
lections for each metric model. The accuracy results of each
metric across all benchmarks are displayed in the Table 1.
The selection of candidate images varies slightly for dif-
ferent benchmarks; for further details, please refer to the
supplementary materials.
Human Perceptual Consistency Assessment. To evalu-
ate the overall similarity and consistency between DiffSim
and human judgments, we conducted experiments on the
NIGHTS and Dreambench++ benchmarks. As seen in Ta-
ble 1, DiffSim achieved the best performance on the Nights
dataset, while on the Dreambench dataset, its performance
is comparable to that of the top-performing DINO v2.
Instance Similarity Assessment. To compare the accuracy
of instance-level metrics, experiments were conducted on
the CUTE and IP benchmarks. On the CUTE dataset, DINO
v2 and FFA take the lead, but their performance does not
surpass DiffSim by a large margin. On the IP benchmark,
DiffSim leads with a significant margin. It shows that Diff-
Sim is capable to capture instance level similarity.
Low-level Similarity Assessment. To evaluate the accu-
racy of various methods, experiments were also conducted
on the TID2013 dataset. The DiffSim method showed
considerable versatility, achieving excellent performance in
low-level similarity assessment merely by modifying the
denoising time step, far surpassing CLIP and DINO v2, and
comparable to LPIPS.
Style Similarity Assessment. To assess the accuracy of
style similarity metrics, experiments were conducted on the
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Table 1. Performance of different metrics across various benchmarks. Best results are highlighted in red and second-best in blue (excluding
ensemble model). The ensemble model takes predictions from CLIP, DINO v2 and DiffSim and determines the final classification based
on the majority rule.

Model / Benchmark Human-align Similarity Instance Similarity Low-level Similarity Style Similarity
NIGHTS Dreambench++ CUTE IP TID2013 Sref InstantStyle bench

LPIPS[83] 71.13% 62.33% 63.17% 84.01% 94.50% 87.85% 93.15%
Gram[16] - - - - - 84.05% 88.30%
CLIP[53] 82.26% 70.54% 72.71% 91.70% 90.33% 84.60% 82.90%

DINO v2[48] 85.24% 72.25% 77.27% 85.35% 91.50% 87.20% 86.10%
FFA[35] 77.78% 65.21% 76.55% 89.70% 75.17% 62.55% 60.65%

CLIP AAS (ours) 82.18% 67.23% 71.78% 88.03% 96.33% 94.45% 97.80%
DINO v2 AAS (ours) 86.47% 70.01% 77.04% 90.38% 95.83% 95.90% 96.65%

DiffSim (ours) 86.52% 71.50% 76.17% 91.84% 94.17% 97.40% 99.05%

DreamSim Ensemble 90.91% 70.01% 76.44% 94.92% 95.83% 91.10% 88.45%
Ensemble (ours) 89.43% 72.15% 77.78% 94.92% 95.00% 91.70% 88.30%

Table 2. Evaluation of different DiffSim architectures.
The best results are highlighted in bold.

Setting DiffSim-S SD1.5 DiffSim-C SD1.5 DiffSim-S SD-XL

NIGHTS 86.52% 79.16% 78.05%
Dreambench++ 71.50% 67.45% 63.93%
CUTE 72.06% 76.17% 69.94%
IP 92.04% 77.06% 83.41%
TID2013 94.17% 94.00% 91.33%
Sref 97.40% 94.70% 93.05%
InstantStyle 99.05% 95.10% 96.55%

Table 3. Ablation study. CLIP and DINO v2
features (both AAS and original) are all ex-
tracted from the last layer.

Benchmark Sref IP NIGHTS

DiffSim 97.40% 92.04% 86.82%
Diffusion feature 78.80% 62.47% 66.75%
CLIP AAS 71.15% 87.36% 80.54%
CLIP features 66.50% 82.54% 75.84%
DINO v2 AAS 78.50% 90.38% 86.41%
DINO v2 feature 76.90% 87.56% 81.00%

Table 4. Appearance consis-
tency assessment in video.

Metrics Variance ↓

LPIPS 3.565e-3
CLIP 1.007e-3
DINO v2 6.340e-3
FFA 4.381e-3
CLIP AAS 4.397e-7
DINO v2 AAS 1.825e-3
DiffSim 1.335e-3

Sref bench and InstantStyle bench. Across these two bench-
marks, DiffSim achieved the best results, demonstrating its
strong ability in evaluating stylish similarity.
Appearance Consistency Assessment in Video. Temporal
appearance consistency is crucial for assessing video gener-
ation and video-to-image models. An ideal metric should be
unaffected by changes in object position and layout, ensur-
ing stable similarity scores across frames of the same sub-
ject, regardless of movement. We evaluate on the TikTok
dataset by measuring variance of different similarity scores
between the first frame and other frames. As shown in Ta-
ble 4, our CLIP AAS outperforms others, with CLIP and
DiffSim yielding similar results.
CLIP AAS and DINO v2 AAS Assessment As indicated
in the Table 1 and 4, CLIP AAS and DINO v2 AAS show
largely comparable results to CLIP and DINO v2, with
some improvements on specific benchmarks. This further
demonstrates the effectiveness of the proposed AAS and its
scalability across various attention-based frameworks.
Ensemble Model We show that by ensembling CLIP,
DINO v2 and DiffSim models through hard vote, the per-
formance has shown an improvement over three orginal
methods across several benchmarks. This demonstrates that
DiffSim can be used to compensate for the limitations of

the CLIP and DINO v2 models. Additionally, we found
that our ensemble model performs comparably to Dream-
Sim [15] across most benchmarks—even though DreamSim
was fine-tuned on human preference data while our model
was not.

4.5. Performance Analysis
In this section, we select three representative bench-

marks to demonstrate the key factors affecting DiffSim’s
performance in three similarity evaluation tasks.
Denoising Timestep. Our observations reveal that diffusion
models manifest distinct characteristics at different denois-
ing timesteps. As shown in Figure 5, higher t values (900)
cater to style assessments with rich low-level features, while
lower t values (500) excel in instance-level similarity tasks
on the NIGHTS dataset.
Different Attention Blocks. Results from IP bench and
NIGHTS dataset show that layers near the middle of the
Unet (Down sample layer 2, Up sample layer 0) focus more
on instance level, while those closer to the ends of the net-
work (Down sample layer 0, Up sample layer 1) excel on
the Sref bench. We believe that shallow features are more
advantageous for assessing style similarity.
Resolution. We test resolutions from 384 to 1024, with
no notable impact across most datasets. However, increas-
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DINO v2

CLIP

DiffSim

Image retrieval on MS COCO test dataset Style-consistence image retrieval on Sref bench Instance-consistence image retrieval on IP bench

Input Top-4 Nearest neighbors Input Top-4 Nearest neighbors

Figure 4. Some retrieval examples using DiffSim, CLIP, and DINO v2. The left, middel and right column displays retrieval results from
the Sref benchmark, MS COCO Test dataset and the IP benchmark respectively.

(2)

Figure 5. Evaluation of different benchmarks across different
timesteps, blocks and resolutions. (1) All experiments across
timesteps are conducted on the U0 block of SD 1.5. (2) The re-
sults of different blocks of Sref, IP, and NIGHTS experiments are
completed with fixed t of 900, 750, and 600, respectively. (3) The
results of different resolutions are all based on the best settings of
timesteps and blocks.

ing the resolution from 512 to 768 slightly improves per-
formance on the IP and Sref benches due to their original
higher resolution, unlike the NIGHTS dataset, which did
not benefit from higher inference resolutions. We standard-
ize the resolution at 512x512 to align with Stable Diffusion
1.5’s training settings.
Different DiffSim Architectures. Table 2 demonstrates
the impact of different DiffSim architectures. Over-
all, DiffSim-S SD1.5 shows superior performance. For
instance-level similarity assessments on the CUTE dataset,
DiffSim-C SD1.5 performs slightly better. As models in-
crease in size, their attention values may become more dif-
fuse and entangled, potentially hindering DiffSim perfor-
mance—as observed with SD-XL. In the supplementary
material, we explore additional model architectures, such
as the Diffusion Transformer [49].

4.6. Ablation Study
In this section, we present the results of ablation stud-

ies to demonstrate the effectiveness of the key design intro-
duced in this paper, the Aligned Attention Score (AAS). For
comparison, we fix the layer and timestep setting, directly
calculating the cosine similarity of latent diffusion model
features, CLIP features and DINO v2 features LA, LB . As
shown in Table 3, the results significantly deteriorate when
AAS feature alignment is not used.

4.7. Image Retrieval
To further analyze DiffSim’s performance, we conduct

image retrieval experiments on the Sref bench, IP bench,
and MS COCO Test dataset, with Figure 4 showcasing
the top 4 nearest neighbors. During style consistency re-
trieval on the Sref bench, our results are quite precise, while
baseline methods are often influenced by image category
attributes. On the COCO Test dataset, our retrieval results
focus not only on semantics but also on background sim-
ilarity, which is better than the baseline methods. On the
IP bench, our results are more precise. Please refer to the
supplementary materials for more retrieval examples.

4.8. Limitation and Failure Case
DiffSim occasionally overemphasizes background fea-

tures, neglecting key subject details, especially in images
with smaller subjects. As shown in Supplementary Mate-
rial, DiffSim retrieves images of dogs with similar back-
grounds using an image of cats. Cropping the subject can
mitigate this issue.

5. Conclusion
This paper introduces DiffSim, marking the first appli-

cation of diffusion models in image similarity assessment.
DiffSim calculates the Aligned Attention Score in the self-
attention or cross-attention layers of Stable Diffusion, effec-
tively evaluating visual similarity and demonstrating high
alignment with human perception across various tasks. By
exploring the characteristics of different layers and denois-
ing steps within diffusion models, DiffSim achieves accu-
rate assessments of human-aligned, instance-level, and style
similarity. Extensive experiments on multiple benchmark
datasets confirm the effectiveness of DiffSim, providing an
efficient tool for evaluating visual consistency.
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