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Figure 1. Our method achieves the SOTA performance on the MatrixCity dataset. In (a), we show the results of the best-performing baseline
method, CityGS [16]. In (b), we present the results of our method, demonstrating clear improvements in visual quality. For reference, (c)
displays the Ground Truth. The quantitative metrics for this view, shown in (a) and (b), underscore the superiority of our method in terms

of reconstruction quality.

Abstract

3DGS is an emerging and increasingly popular technol-
ogy in the field of novel view synthesis. Its highly real-
istic rendering quality and real-time rendering capabili-
ties make it promising for various applications. However,
when applied to large-scale aerial urban scenes, 3DGS
methods suffer from issues such as excessive memory con-
sumption, slow training times, prolonged partitioning pro-
cesses, and significant degradation in rendering quality due
to the increased data volume. To tackle these challenges,
we introduce HUG, a novel approach that enhances data
partitioning and reconstruction quality by leveraging a hi-
erarchical neural Gaussian representation. We first pro-
pose a visibility-based data partitioning method that is sim-
ple yet highly efficient, significantly outperforming existing
methods in speed. Then, we introduce a novel hierarchi-
cal weighted training approach, combined with other opti-
mization strategies, to substantially improve reconstruction
quality. Our method achieves state-of-the-art results on one
synthetic dataset and four real-world datasets.

*Corresponding author.

1. Introduction

With the increasing complexity of large urban 3D scenes
and the growing demand for high-quality rendering, effi-
cient scene reconstruction and rendering techniques have
become critical. In recent years, Radiance Field Ren-
dering methods, particularly those based on Neural Radi-
ance Fields [19] , have gained significant attention and es-
tablished themselves as the dominant paradigm for high-
quality 3D scene reconstruction and rendering. More re-
cently, 3D Gaussian Splatting [10] has emerged as a promis-
ing alternative, offering new possibilities for efficient scene
representation. However, despite their effectiveness, these
methods often face inefficiencies when dealing with large-
scale scenes or intricate details. To address these chal-
lenges, we propose a novel approach named HUG for large-
scale urban scene reconstruction and rendering that opti-
mizes both the data partitioning process and the reconstruc-
tion pipeline, while incorporating an efficient Level of De-
tail (LOD) representation.

To reconstruct blocks of large urban scene, many exist-
ing methods train large redundant regions around the block
boundaries to ensure boundary reconstruction accuracy, re-
sulting in significant computational waste. In contrast, our
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approach begins with an enhanced block-based reconstruc-
tion pipeline that concentrates more on improving recon-
struction quality within blocks. By reducing the need for
redundant training regions and focusing more on the re-
construction quality within blocks, we reduce the waste
of computing resources, particularly when processing com-
plex or large-scale scenes, and enables improvements in re-
construction quality.

Building upon this foundation, we integrate a neural
Gaussian representation with an efficient anchor-wise hier-
archical LOD architecture. This combination ensures high-
fidelity scene rendering with low computational cost, re-
gardless of distance.

Finally, we demonstrate the effectiveness of our method
by achieving SOTA results on five public benchmarks for
large-scale aerial scenes, as shown in Figure |, where our
method significantly outperforms the baseline approaches
with superior reconstruction quality and visual fidelity.

Our contributions can be summarized as follows:

* We propose a simple and effective visibility-based par-
titioning strategy for large-scale aerial datasets, out-
performs existing methods in speed, requiring about 1
minute to process each scene.

* We introduce a hierarchical neural Gaussian representa-
tion tailored for block-based reconstruction of large-scale
aerial urban scenes. Our work also presents a novel hier-
archical weighted image supervision strategy along with
additional optimizations to further enhance reconstruc-
tion quality.

* Our method achieves state-of-the-art results on one syn-
thetic and four real-world datasets, showcasing its advan-
tage over existing approaches.

2. Related Work
2.1. Neural Rendering

Neural rendering, particularly through Neural Radiance
Fields (NeRFs) [2, 3, 18, 19, 23, 24, 31, 33], has made sig-
nificant strides in 3D scene reconstruction and novel view
synthesis. NeRFs represent a scene as a continuous volu-
metric function, where a deep neural network is trained to
map 3D coordinates and viewing directions to radiance and
density values. This implicit representation, combined with
volumetric rendering, yields highly realistic novel views.
However, the method’s dependence on dense sampling and
prolonged network inference times often leads to high com-
putational costs and limits its rendering quality. To address
this, several approaches have sought to accelerate NeRF-
based rendering. Techniques such as InstantNGP [21] lever-
age multi-resolution hash grids and compact neural net-
works to achieve substantial speedups while maintaining
high visual fidelity. Mip-NeRF 360 [3] extends NeRF’s ca-
pabilities to unbounded scenes while maintaining excellent

anti-aliasing and high-quality rendering by properly han-
dling multi-scale observations. Similarly, Plenoxels [8] uses
sparse voxel grids to efficiently represent the scene’s contin-
uous density field, delivering notable performance improve-
ments.

Alongside NeRFs, point-based rendering has emerged
as an alternative for faster scene rendering. 3D Gaussian
Splatting (3DGS) [10] stands out by using 3D Gaussians
as primitives, combining explicit geometry with rasterized
rendering to enable real-time performance without sacrific-
ing visual quality. Scaffold-GS [17] introduces a hierarchi-
cal structure to further improve scene reconstruction. By
organizing Gaussians into a scaffold-like framework, this
approach enables more accurate and efficient scene repre-
sentations. Several works have focused on optimizing and
compressing Gaussian representations [7, 20], offering in-
spiration for large-scale, high-quality scene reconstruction.
Despite the promise of these works, challenges remain,
particularly concerning storage cost when scaling to large
scenes.

To tackle the issue of resource saturation, we propose a
divide-and-conquer data partitioning strategy that decom-
poses the environment into manageable regions, ensuring
more efficient allocation of computational resources during
training. Additionally, we implement a Level-of-Detail sys-
tem that efficiently adapts the scene’s complexity based on
the viewer’s perspective.

2.2. Large Scale Scene Reconstruction

Large-scale scene reconstruction is a challenging problem
that involves generating high-fidelity 3D models from ex-
tensive data sources. Early approaches [9, 12, 22] re-
store camera poses using the Structure from Motion (SfM)
method. Photo Tourism [27] and Building Rome in a
Day [I] rely on large image datasets to generate precise
3D reconstructions. With the emergence of Neural Radi-
ance Fields (NeRF) [19], the paradigm for large-scale scene
reconstruction has shifted toward learning-based methods
that synthesize photorealistic views of a scene from sparse
or incomplete inputs. However, these techniques often face
limitations in scaling to large, complex environments due
to their high computational and storage demands. To ad-
dress these issues, recent works such as BlockNeRF [30]
and MegaNeRF [32] have employed divide-and-conquer
strategies, partitioning scenes into smaller blocks and opti-
mizing each independently, thereby reducing memory con-
sumption. LesGo [6] combined LiDAR point clouds with
3DGS, achieving impressive modeling and rendering qual-
ity for large-scale garages. Some recent Gaussian-based ap-
proaches [5, 14, 16] also deploy similar strategies to divide
large scenes into small blocks and rebuild them respectively.
However, these methods train redundant regions around the
block boundaries to avoid boundary artifacts, leading to sig-
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Figure 2. An overview of our proposed method, HUG. (a). The sparse point cloud from COLMAP [26] is used to uniformly partition the
scene into blocks. (b). For each view, visibility masks for all blocks are generated by reprojecting 3D points within blocks into the image
space and segmenting corresponding visible regions. (¢). Views are assigned to training block j if the visible sparse point cloud exceeds a
threshold. (d). During training each block, anchors within the view frustum are selected based on their position and level. These selected
anchors infer the neural Gaussians used for rendering and are optimized using our hierarchical weighted image supervision along with
other constraints. (e). All trained blocks are seamlessly merged and rendered.

nificant computational waste.

Our method overcomes these inefficiencies by utilizing
the visibility mask, allowing it to focus on the specific re-
gions that require detailed reconstruction.

2.3. Level of Detail Scene Representation

The primary objective of Level-of-Detail (LOD) techniques
is to balance computational efficiency with visual fidelity,
reducing resource usage for distant or less critical objects
while maintaining high-quality rendering. This is achieved
by adjusting detail levels based on object proximity or rele-
vance.

In the context of learning scene representations, incorpo-
rating LOD has become a significant area of active research.
Early efforts like Mip-NeRF [2] and NGLOD [29] have
utilized hierarchical representations and multi-resolution
voxel grids to represent scenes at varying levels of detail.
Unlike NeRF-based methods, the LOD handling in 3DGS
scene representation is more intuitive. Several Gaussian-
based methods [14, 16] achieve the LOD structure by merg-
ing the properties of Gaussian volumes after training all the
scenes.

Inspired by Octree-GS [25], we use a framework that
combines a hierarchical octree structure with Scaffold-

GS [17], our approach enables the simultaneous construc-
tion of Level-of-Detail (LOD) details and refinement of the
scene representation during training, rather than deferring
the generation of a compressed LOD model to later stages.

3. Method

In this section, we introduce HUG, a Hierarchical Urban
Gaussian Splatting method designed for high-quality recon-
struction and rendering of large-scale aerial urban scenes.
An overview of the proposed method is illustrated in Fig-
ure 2.

3.1. Preliminary: 3D Gaussian Splatting

3D Gaussian Splatting (3DGS) [10] represents a 3D scene
using a set of anisotropic Gaussian primitives. Each Gaus-
sian is defined by a mean position g € R3 and a covariance
matrix X € R3%3:
Gz)=exp (—i(xz—p) "= (z—p),
where & € R? is a point in space. Each Gaussian also has
an opacity a € [0, 1] and color features for view-dependent
rendering. To synthesize images, Gaussians are projected

(1
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into the image space using camera parameters, producing
2D Gaussian representations:

G'@)=exp(—3( —p)'Z @' ), @

where ' € R? is a pixel position. The final image is ren-
dered by compositing these projected Gaussians using alpha
blending:

1

(1-ay G;(:L"))

1

3)
with ¢; being the color of the ¢-th Gaussian. The rendering
process is differentiable, allowing optimization of Gaussian
parameters by minimizing the difference between rendered
and ground truth images.

i

C(:c’) = Z Ti (7] G;(%‘/) C;, Ti =

J

3.2. Visibility-based Partitioning

To reconstruct large-scale aerial urban scenes, the original
3DGS method must adopt a divide-and-conquer strategy
due to memory limitations. We propose a simple yet effi-
cient visibility-based partitioning strategy, which takes only
1 minute on the MatrixCity dataset, whereas CityGS [16]
requires approximately 2 hours. Additionally, we integrate
an SVM mask derived from visibility, enabling our method
to focus more effectively on in-block regions, further en-
hancing reconstruction quality.

Scene Partitioning. Our partitioning approach leverages
the sparse point cloud P generated by COLMAP [26] as
the foundation. The scene is uniformly divided into mul-
tiple blocks indexed by j, ensuring controlled block sizes
to prevent memory overflow. Therefore, the initial sparse
point cloud for block j is P; € P.Each block will be re-
constructed independently, and can be processed in parallel
across multiple GPUs and machines, allowing for efficient
use of computational resources.

Visibility-Based View Partitioning. To determine the
appropriate training views for block j, we compute the to-
tal number of reprojected visible sparse points of block j in
image I;. An image I; is included in the training set 7; for
block j if the number of visible points exceeds a threshold
Tp!

LeT, if > I(V(pL) > (4)

peED;

where I(V(p,I;)) is an indicator function that takes the
value 1 if point p € P; is visible in image I;, and O oth-
erwise. This selection criterion ensures that only images
with sufficient visibility of block j contribute to its recon-
struction, reducing redundancy while preserving critical in-
formation.

Visibility Mask Generation. For each image I; and
block j, we generate a visibility mask M (u, v) to indicate
which regions of the image correspond to block j. The mask
is computed by reprojecting the sparse 3D points of block j
into the image space, followed by non-linear classification
to segment the visible region:

1, if (u,v) corresponds to block j,

Mf(u,v) = { 5)

0, otherwise,

where (u, v) are pixel coordinates in image ;.

The generated mask actively contributes to the training
stage by concentrating on regions that provide key infor-
mation for the target block, thereby reducing computational
redundancy and enhancing reconstruction quality within the
block.

3.3. Hierarchical Neural Gaussian

We employ an Octree-based hierarchical reconstruction
strategy, leveraging neural Gaussians derived from Anchors
to optimize each block. Built upon Scaffold-GS [17] and
Octree-GS [25], our system has a combination of LOD and
Neural Gaussian capabilities. To the best of our knowledge,
we are the first to apply a combination of block-trained neu-
ral Gaussians and LOD techniques throughout the entire
pipeline to the reconstruction and rendering of aerial urban
scenes.

Hierarchical Anchor Initialization and Selection Our
anchors are initialized at the centers of the nodes of an oc-
tree that covers the 3D space. The octree initialization for
each block starts with a coarse 3D point cloud P; corre-
sponding to block j, while the complete point cloud P is
typically obtained from COLMAP [26] or PixSfM [15]. In-
spired by the Octree-GS [25], the maximum level of the oc-
tree K is determined by d,q, and dp,in, the 0.95 and 0.05
quantiles of the distances between all points in P; and all
the camera centers. It is calculated as follows:

K = LlOQZ(dmaaz/dmzn)-‘ + 1 (6)

where (|-]) denotes the rounding operation. Anchors with
various levels of detail (LOD) are generated in an octree
manner, placed at the nodes that contain any point from P;.
For each training view, the predicted level for each visible
anchor is calculated as follows:

L = |min(max(logs(dmaz/d),0), K —1)]  (7)

where d is the distance between an anchor and the camera
center. Only anchors with levels L < L are selected for
further optimization. As shown by the red-marked portion
in Figure 3.
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Figure 4. Qualitative comparison with state-of-the-art methods on one synthetic and four real-world datasets. Red insets highlight patches

that reveal notable visual differences between these methods.

VastGS [14], further validating the effectiveness of our hi-
erarchical representation combined with neural Gaussians.
Our method also outperforms Hier-GS [11], which we at-
tribute to our specific design tailored for large-scale aerial
scenarios. These results further underscore the efficacy of
our visibility-based partitioning strategy.

Qualitative Comparisons Figure 4 provides qualitative
comparisons between our method and others across five di-
verse scenes. In the MatrixCity scene, our method excels at
reconstructing intricate details, such as rooftop textures, fa-
cade steel structures, and street lamps, while preserving the
fine structures with high fidelity. In the Residence scene,
our approach captures the truck’s details more thoroughly
than the baseline methods. In the Rubble scene, while all

methods successfully reconstruct the red object, our method
stands out by exhibiting fewer artifacts in the surrounding
rubble piles. In the Building scene, both our method and
Hier-GS [11] reconstruct the staircase steps accurately, but
Hier-GS [11] suffers from noticeable color deviations. Fi-
nally, in the Sci-Art scene, our method successfully recov-
ers a building nestled between two background structures,
which other methods fail to reconstruct entirely.

Figure 5 also illustrates how our method effectively elim-
inates the unoptimized anchor issue in Octree-GS [25],
which often becomes apparent when zooming in on the
scene.

Partitioning and Optimization Efficiency Partitioning
large-scale scenes into smaller blocks followed by opti-
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‘ MatrixCity ‘ Residence ‘

Rubble | Building Sci-Art

Metrics | SSIM? PSNRT LPIPS| |SSIM? PSNRT LPIPS||SSIM? PSNR? LPIPS||SSIM? PSNRT LPIPS||SSIM{ PSNR{ LPIPS|
MegaNeRF [32] |- - - |0.628 22.08 0.489 |0.553 24.06 0516 [0.547 2093 0504 [0.770 25.60 0.390
3DGS [10] 0.735 23.67 0384 0791 21.44 0236 |0.777 2547 0277 [0.720 2046 0305 |0.830 21.05 0.242

Octree-GS [25] [0.814 26.41 0.282

Hier-GS [11] 0.842 26.67 0.251 |0.776 20.24 0.221 |0.765
- - 0.777 20.38 0.247 |0.766
CityGS [16] 0.865 27.46 0.204 0.813 22.00 0.211 |0.813
Ours 0.883 28.02 0.142 0.813 2233 0.207 |0.839

VastGS [14] -

2228 0.257 |0.733 20.04 0.262 [0.828 19.74 0.207
25.10 0.294 |0.740 21.69 0.293 |0.809 21.66 0.269
25.77 0228 |0.778 21.55 0.246 [0.837 21.39 0.230
2642 0.197 |0.792 2235 0.228 |0.846 21.83 0.204

Table 1. Quantitative comparison of our method with state-of-the-art methods. The best scores in each column are highlighted with red

background, second best with , and third best with
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Figure 5. The unoptimized anchor issue of Octree-GS [25]. (a). A
training view. (b). As the perspective zooms in, multicolored arti-
facts begin to appear in Octree-GS [25]. (¢). Further zooming am-
plifies these artifacts, whereas our method effectively eliminates
them. (d). Close-up view of the issue.

Scene MatrixCity Rubble Residence Building Sci-Art

Task Part. Opt. Part. Opt. Part. Opt. Part. Opt. Part. Opt.
CityGS [16] 188 61 77 51 118 79 97 78 71 55
VastGS [14] 51 89 4 44 10 59 8 68 20 52
Hier-GS[11] 98 119 127 101 80 137 44 130 7.6 120

Ours 1 67 <1 52 <1 78 <1 63 <1 59

Table 2. Partitioning and optimization efficiency of different meth-
ods across various scenes, with time measured in minutes.

mization has become a standard practice. Since these two
stages are executed sequentially, the time consumption of
each directly impacts the overall performance. Table 2
presents the time consumption of our method compared to
related approaches. Our visibility-based partitioning is both
simple and efficient, consistently completing in about one
minute, whereas CityGS [16] requires over two hours for
the MatrixCity dataset. Efficient optimization within each
block is equally crucial. While most methods, including
ours, maintain an optimization time of approximately one
hour per block, Hier-GS [11] takes nearly two hours due
to additional post-processing refinements applied to each
block.

. The symbol ‘-’ denotes experiments that are difficult to reproduce.

Model Setting SSIM 1 PSNR 1 LPIPS |

Baseline 0.747 25.06 0.281
add C1 0.779 25.40 0.244
add C2 0.807 25.74 0.229
add C3 0.834 26.33 0.201
Full model 0.839 26.42 0.197

Table 3. Ablation results on Rubble scene.

Ablation To comprehensively assess the impact of each
component in our proposed method, we conducted an ab-
lation study on the Rubble scene. Specifically, we evaluate
the effectiveness of our approach by progressively incorpo-
rating key components: visibility-based masking (C1), hi-
erarchical weighted image supervision (C2), dynamic gra-
dient thresholding (C3), and finally, our full model. Table 3
presents the corresponding results, demonstrating the effec-
tiveness of our proposed strategies.

5. Conclusion

In this paper, we present HUG, a novel Hierarchical Ur-
ban Gaussian Splatting method designed to reconstruct and
render large-scale aerial urban scenes with high quality.
Comprehensive experimental results demonstrating State-
of-the-Art performance of our model, proves the effective-
ness of our proposed visibility-based partitioning, hierarchi-
cal weighted image supervision, dynamic gradient thresh-
old, and other proposals.

Our method still has limitations, with potential improve-
ments including dynamic object handling, reduced reliance
on COLMAP, and support for unified aerial-ground recon-
struction.
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