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Abstract

In recent years, affordance detection has become essen-

tial for robotic manipulation in real-world scenes, where

robots must autonomously interpret commands and perform

actions. Current methods often focus on individual point

cloud objects or simple semantic queries, limiting their ef-

fectiveness in diverse scenes and complex instructions. To

address this, we introduce OVA-Fields, a framework for

affordance detection in 3D scenes with complex seman-

tics. By integrating multilevel geometric encoding and en-

hanced semantic affordance embeddings, OVA-Fields maps

user commands directly to operational parts, embedding

enriched affordance information into the 3D scene. Ex-

perimental results demonstrate that OVA-Fields achieves

52.4% mIoU on complex semantic real-world scenes and

90% success rate in real-world robot manipulation tasks

(e.g., “take out some food from the refirgerator”) using

RGB-D sensing. Our approach enables the precise identifi-

cation of operational parts, transforming natural language

queries into targeted manipulations in real-world environ-

ments. Our codes are available at: https://github.

com/vlasu19/OVA-Fields

1. Introduction

In recent years, affordance detection has become a key re-

search focus in computer vision and robotics. Affordance

refers to the potential actions or manipulations that objects

offer to agents, such as the handle of a refrigerator or the

grip of a cup. These features guide agents in effectively

interacting with objects. In computer vision, affordance de-

tection is used to recognize object functionality and under-

stand scenes. In robotics, it plays a crucial role by enabling

tasks such as grasping, pushing, pulling, and rotating, which

help robots operate autonomously in real-world scenes. Re-

cent advances in Cross-Modal Learning and Point Cloud
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“Help me to take the 
drink.”

“Take out some food 
from the refrigerator.”

“I want to cook the 
chicken.”

“Give me the sharp 
object.”

“Give me the yellow 
fruit.”

“Take the apple to me.”

Figure 1. The OVA-Fields Framework. Our framework directly

maps the user’s open-vocabulary semantic queries to actionable

affordance locations in the complex 3D scenes, allowing robots to

identify and interact with functional parts precisely.

Networks have led to many new affordance detection mod-

els [7, 13, 14, 27, 34, 39]. These methods effectively extract

spatial and functional information from RGB-D images and

3D point clouds, demonstrating their potential in practical

applications like robotic grasping, home assistance, and in-

dustrial automation. For instance, robots can utilize affor-

dance detection to identify suitable grasping points and au-

tomate various tasks. However, integrating affordance de-

tection into robotic applications remains challenging due to

the complexity and variability of real-world environments.

The first challenge is that current models mainly pre-

dict affordances for single objects [5, 6, 25, 36], relying

on isolated 2D images or high-quality 3D point clouds that

require precise scanning and reconstruction. Unlike con-

trolled and single-object settings, real-world environments

are often cluttered and unstructured, making it difficult to

distinguish or isolate the objects with which a robot needs

to interact. In real applications, robots must locate the target

affordance area in a scene before generating a grasp pose,

and models have to recognize object categories and their

actionable parts for effective robot manipulation. For ex-

ample, when handling a refrigerator in the real scene, the

model needs to detect the handle as the manipulative part

based on user instructions for robots to manipulate. Worse

still, existing approaches struggle to consistently interpret

spatial relationships in real-world scenes, especially when
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robots have to deal with incomplete sensor data.

The second challenge is that existing affordance detec-

tion models often fail to handle complex user instructions

effectively [1, 2, 9, 15, 19, 42, 44], limiting their practi-

cal use in real-world scenes. User commands often include

varied expressions, ambiguous terms, or polysemous words

that do not match predefined labels in scenes. Addressing

such complexities requires models with advanced semantic

understanding and strong scene-mapping capabilities. Fur-

thermore, varied user instructions on the same object may

lead to different affordance information. For example, an

instruction like “take some food from the refrigerator” must

resolve both functional ambiguity (distinguishing food con-

tainers from shelves/door) and spatial reasoning (locating

the refrigerator handle in partial scans). Despite perform-

ing well on specific objects and within closed semantic sets

[5, 41, 43], current affordance detection models struggle

in open-vocabulary environments with flexible natural lan-

guage commands.

The third challenge is that most previous affordance de-

tection models heavily rely on high-quality manual affor-

dance annotations. In real-world cases, robots need to un-

derstand affordances in diverse and complex environments

while handling varied and potentially ambiguous user in-

structions. To achieve this, models must be capable of

adapting to new scenes without extensive manual labeling

for each instance. For example, in a cluttered kitchen or

an office setting, a robot should identify and utilize objects

based on their affordances, even if the exact arrangement of

objects has not been seen before. However, existing mod-

els trained on manually annotated, high-quality affordance

datasets often struggle to generalize to unseen real-world

scenes, as their performance heavily depends on the spe-

cific data distributions they were trained on.

Thus, a robust model is needed to link affordance regions

directly to operational parts in real-world scenes while min-

imizing reliance on manual annotations. Such a model

would allow robots to detect actionable areas and interact

effectively with specific parts in complex and multi-object

environments, guided by open-ended user instructions. To

address these challenges, we introduce the OVA-Fields

framework, a robot-centric affordance detection framework

that operates robustly with sparse and noisy sensor inputs.

As illustrated in Fig. 1, our framework effectively han-

dles both complex semantic queries (e.g., “Take out some

food from the refrigerator”) and ambiguous user instruc-

tions (e.g., “I want to cook the chicken”). Moreover, the

weakly supervised paradigm enables OVA-Fields to learn

affordance correlations directly from real-world scene ob-

servations. This approach significantly enhances affordance

detection in unstructured real-world settings.

Our main contributions are summarized as follows:

� We propose OVA-Fields, a novel framework for affor-

dance detection in 3D real-world scenes. It uses enhanced

semantic embeddings and multilevel geometric encoding

to understand user intent and map it to actionable areas.

� We design an efficient affordance detection module that

identifies actionable regions on various objects without

the need for high-quality point clouds. This module de-

tects key parts like handles with low computational cost,

supporting robust and scalable real robot manipulation.

� We enable seamless integration between semantic com-

mands and affordance locations, translating user input

into precise and actionable areas within the 3D scene.

This integration improves the robot’s ability to carry out

complex tasks accurately based on user instructions.

2. Related Work

Part-Level Affordance Detection in 3D Scenes. Previous

affordance detection model rely on the geometric shape of

objects and manually crafted features [22, 24, 30, 33], but

failed on complex and low-resolution scenes. The recent

adoption of deep learning techniques, such as Affordance

Net [6], has led to significant improvements. Current meth-

ods can be broadly categorized into 2D image-based detec-

tion [11, 17, 21, 41] and 3D point cloud-based detection

[4, 5, 12, 23]. Point cloud-based approaches generally fo-

cus on individual objects [5, 7, 13, 25, 36, 40, 43], em-

ploying models like DGCNN [38] and PointNet++ [27]

to segment 3D objects into functional parts for more accu-

rate affordance recognition. While these methods are effec-

tive for detecting individual objects, they face challenges

in integrating and manipulating complete 3D environments,

and their reliance on high-quality point cloud data limits

their real-world applicability. In addition, many existing

scene understanding models lack the precision to detect af-

fordances at the object-part level, leading to a gap between

functional region detection and holistic scene understand-

ing. Recent open-vocabulary models like CLIP-Fields [32],

LERF [10], NeRF [18] and OpenScene [26] leverage

CLIP-based [28] vision-language represnetations for 3D

scene understanding. Although these models excel at iden-

tifying the shape and location of objects within a scene, they

often fail to capture finer affordance details. For example,

while a model may detect a microwave’s overall shape and

position, it might miss critical functional parts like the han-

dle, limiting its utility in robotic tasks. As a result, robots

often need additional sensory input or complex prior knowl-

edge to perform tasks, increasing the complexity and uncer-

tainty of their actions.

Combining Affordance Detection with User Instruc-

tions. Humans complete tasks by interpreting complex

instructions, and robots need the same ability to under-

stand high-level user commands and identify the corre-

sponding interactive parts. However, previous affordance

detection methods lack support for open semantics, limit-
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ing the model’s ability to handle complex instructions. This

makes it difficult for robots to align accurately with user

intentions in real-world applications. Nguyen et al. [25]

proposed the OpenAD model, which combines the CLIP

model with 3D point clouds to extend affordance detec-

tion to an open semantic space, enabling the detection of

an infinite range of affordances. Vo et al. [37] further im-

proved affordance feature extraction and semantic under-

standing in 3D point clouds by combining Knowledge Dis-

tillation with Text-Point Correlation. However, these meth-

ods only expand affordance detection at the label level and

do not address how to understand and process complex user

commands. Liu et al. [16] integrated large-scale visual-

language models with point cloud data to enhance the mul-

timodal expression of affordance detection, allowing the

model to start associating complex user instructions with

affordance detection. However, their works are still limited

to detecting single objects and cannot handle the integration

of user instructions with affordances in real scenes well.

3. Methods

Here, we introduce our framework, OVA-Fields, which en-

ables accurate affordance detection in 3D scenes based on

natural language queries. Figure 2 shows an overview of

the framework, highlighting its key modules and processes.

3.1. Multi-Modal Affordance Perception

In the Multi-Modal Affordance Perception (MAP) module

(Fig. 2a), our method first extracts pixel embeddings from

each RGB image. These embeddings capture affordance

as well as visual and semantic information for each pixel.

We then map these embeddings onto 3D surface points in

the scene through back-projection, allowing the OVA-Fields

to recognize affordances and label objects within the three-

dimensional space.

Data Preprocessing. We begin by extracting object bound-

ing boxes using a pre-trained DETIC [47] as our detection

model. Let I represent the input sequence of image frames,

and OD(I) = b1; b2; : : : ; bn denote the set of detected

bounding boxes in each frame. Each image I also has a

corresponding depth map D. In some cases, objects like

a cup may occupy only a small fraction of the image, lead-

ing to low-resolution bounding boxes that reduce affordance

detection precision. To address this, we apply BSRGAN

[46] for super-resolution, with the objectives of enhancing

the resolution of small object bounding boxes and improv-

ing the detection accuracy. BSRGAN is selectively applied

only when bounding box resolution less than 128 � 128.

Affordance Detection. For each bounding box bi, we gen-

erate 2D affordance heatmaps using the affordance detec-

tion model LOCATE [11]. These heatmaps show the like-

lihood of specific affordances associated with the object,

producing heatmaps Hi for each affordance type aj (e.g.,

“open” or “hold”). The function f outputs a set of af-

fordance heatmaps: Hi = f(I; bi) = H1
i ; H2

i ; : : : ; Hm
i ,

where Hj
i 2 Rh�w is the heatmap for affordance aj related

to bounding box bi.

To simplify affordance representations, affordance vec-

tors vi are only created for regions with the heatmap value

exceeding a threshold �. Specifically, when a pixel’s value

in the affordance heatmap exceeds �, a corresponding se-

mantic description (e.g., “open refrigerator”) is generated.

This description is then input into the Sentence-

BERT model to generate the affordance vector vi =
BERT(

�
R1

i ; R2
i ; : : : ; Rm

i
�
). Rj

i refers to the regions in

heatmap Hj
i where pixel values exceed �:

Rj
i (x; y) =

�
1; if Hj

i (x; y) > �
0; otherwise

: (1)

These high-response regions indicate potential actionable

areas on the image plane.

Dynamic Affordance Weight. We scale heatmap val-

ues using a sigmoid function. The scaled values H are

then passed through a sigmoid function to compute the fi-

nal weight, ensuring balanced training responses across re-

gions. The composite affordance embedding aggregates

multi-affordance semantics:

vi =
1
m

mX

j=1

vj
i � wj

i ; (2)

where wj
i = sigmoid(s�1(Hj

i � t)) is the dynamic weight.

This sigmoid gating mechanism adaptively recalibrates the

contribution ratios between geometric priors and semantic

cues. It can resolve feature conflicts arising from open-

vocabulary variations (e.g., distinguishing ‘handle’ seman-

tics across microwaves versus refrigerator).

Visual Feature Extraction. Using a pre-trained CLIP

model [28], visual embeddings are computed for each

bounding box, embedding both object and spatial informa-

tion into the 3D scene. We combine affordance detection

with visual feature extraction to create the comprehensive

object representations.

3.2. Spatial Feature Extraction and Feature Fusion

In the OVA-Fields, our approach uses a sequence of RGB-D

images, along with pose data and camera intrinsics, as in-

put to build a point cloud and generate global coordinates.

Through a series of processing steps, the OVA-Fields then

produces a high-dimensional feature representation for each

coordinate point, which incorporates both rich visual infor-

mation and affordance information.

Spatial Feature Extraction. In this moudle (Fig. 2b),

the OVA-Fields combines a Multiresolution Hash Encoder

(MHE) [20], an affordance embedding layer, and an atten-

tion mechanism to encode spatial, visual, and affordance
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(a) MAP

Figure 2. Method Overview. OVA-Fields integrates feature fusion and training in three key steps. First, the Multi-modal Affordance

Perception (MAP) module extracts visual and affordance features (Sec. 3.1). Next, a Multiresolution Hash Encoder [20] and Multi-Head

Attention combine spatial coordinates with affordance features into a unified space (Sec. 3.2). Finally, Sentence-BERT [29] processes user

queries, matching them with high-dimensional scene embeddings to locate relevant affordance positions (Sec. 3.3). Top: System Pipeline.

The upper section illustrates the overall processing pipeline of OVA-Fields. Bottom: Core Modules. The lower section presents the three

main components of OVA-Fields.

information in 3D space. Given a point p = (x; y; z) 2 R3,

the MHE does not only process p in isolation. Instead, it ag-

gregates features from a local spherical neighborhood (ra-

dius = 0.1m) around p as a feature vector fg(p), indexed

through a multi-scale hash grid. Affordance data is incor-

porated through a linear embedding layer, which maps each

point’s affordance heatmap value ha into an affordance em-

bedding fa(ha). These spatial and affordance embeddings

are then combined through element-wise addition into a fea-

ture fc, which is processed by a multi-head attention mech-

anism. This attention layer enhances feature representa-

tion by focusing on key affordance-relevant details. The

attended features, fatt(p), pass through an MLP, generating

a high-dimensional embedding fM (p), which is split into

an image embedding fi(p) and an affordance embedding

fa(p) as:

fM (p) = [fi(p); fa(p)]: (3)

This structure enables independent comparison of visual

and affordance features with pre-trained embeddings, en-

hancing affordance-based recognition and semantic under-

standing. A learnable temperature parameter further op-

timizes the OVA-Fields’ ability to distinguish affordance

types, allowing accurate detection of actionable regions in

real 3D environments based on natural language commands.

Feature Fusion with Contrastive Learning. In this mou-

dle (Fig. 2c), the contrastive loss of affordance helps the

OVA-Fields to distinguish between affordance semantics

and associate correct affordance features with specific 3D

coordinates. In our weakly supervised paradigm, positive

samples combine LOCATE model’s affordance heatmaps

with corresponding action descriptions using Sentence-

BERT encoding. These samples also match 3D point fea-

tures with CLIP’s visual embeddings from relevant RGB re-

gions. Negative samples contain mismatched pairs, such as

“handle” points with unrelated actions (“grab the cup”) or

visual contexts, like refrigerator handles paired with distant

image embeddings. For a point Pi with affordance seman-

tic vector Ai and a confidence weight wc, the affordance

contrastive loss La is defined as:

La = �
1
N

NX

i=1

wh log
esim(f(Pi);ga(Ai))=�

PM
j=1 esim(f(Pi);ga(Aj))=�

; (4)

where f(Pi) is the high-dimensional vector generated by

the OVA-Fields at point Pi, and ga(Ai) represents the af-

fordance feature vector. This loss maximizes the similar-

ity between the correct affordance and point features while

minimizing it for incorrect affordances.

The visual embedding loss Lv aligns point features with

visual input features, enhancing spatial encoding of visual

details. The total loss L combines these two terms by
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weight factors � and �:

L = �La + �Lv: (5)

This balanced loss optimizes the OVA-Fields to generate

embeddings that capture both affordance and visual fea-

tures, supporting robust affordance detection and visual

recognition in complex 3D scenes.

3.3. Query Mapping

In the final step, we map the user’s complex natural lan-

guage instructions to specific affordances in the 3D scene

to identify the corresponding manipulative regions. User

queries are encoded into a vector vq using Sentence-BERT.

We compute the similarity between vq and the feature rep-

resentations of each point to identify manipulative regions:

s(p) = sim(vq; f(p)) =
vq � f(p)

kvqk � kf(p)k
: (6)

Points with s(p) > � form the set Pquery, representing ar-

eas relevant to the query. We determine the threshold � by

analyzing the distribution of similarity scores s(p). Specif-

ically, � is set to the last prominent peak in the histogram

of s(p) values, capturing the highest similarity scores that

highlight the most relevant regions. This approach allows

the OVA-Fields to accurately localize user commands in

3D scenes by dynamically selecting a threshold for each

query’s similarity distribution.

4. Experiments

We train our framework on an NVIDIA RTX 4090. For

the detailed training parameters and experimental settings,

please see the supplementary materials.

4.1. Experiment Settings

Baselines. To enable fair benchmarking across methods

with varying original capabilities, we implement necessary

architectural modifications, particularly those not support

scene-level input or affordance detection tasks. For Closed-

Set Affordance Detection Model (3D AffordanceNet [5],

Mask3D [31]), we adjust Mask3D’s architectures while pre-

serving its core mechanisms and replace Mask3D’s output

head with 3D AffordanceNet. For Open-Vocabulary Af-

fordance Detection Models (OpenAD [36], OpenMask3D

[35], CLIP-Fields [32], OpenScene [26], CLIP-FO3D [45]),

we maintain OpenMask3D’s and CLIP-Fields’s original ar-

chitectures but unify text-conditional pipelines via output

module replacements by OpenAD. OpenScene and CLIP-

FO3D are adjusted with frozen encoders and retrained pro-

jections using our affordance labels. All models process

normalized inputs with standardized post-processing (con-

fidence threshold � = 0:7), enabling direct benchmarking

against our manual annotations across scenarios, which fol-

low established practices from previous work.

Datasets. Our experimental dataset comprises multi-source

RGB-D sequences captured using consumer-grade devices

(Apple iPad Pro with LiDAR) and benchmark datasets to

systematically evaluate cross-environment generalization.

We establish evaluation benchmarks through manually an-

notated affordance regions across datasets. The data collec-

tion protocol integrates first-person-view captures from two

real-world environments (home and lab scenes) with three

ScanNet [3] scenes (kitchen, living room, office) and three

SceneFun3D [4] scenarios (compact apartment, residential

living space). This design covers residential, commercial,

and hybrid environments. Each scene contains 15-30 ob-

jects. We systematically vary illumination conditions and

interaction complexity. This allows rigorous evaluation of

OVA-Fields’ ability to handle real-world geometric and se-

mantic diversity.

4.2. Numerical and Visual Comparisons

Affordance Detection Performance. Qualitative results

in Fig. 3 demonstrate OVA-Fields’ exceptional precision

in detecting affordances like refrigerator handles (average

contact surface < 0.02m²), while baseline methods fail to

achieve comparable accuracy due to geometric-semantic

misalignment. Quantitative analysis in Tab. 1 reveals 3.4×

mIoU improvements over the best baseline (52.4% vs.

15.4% mIoU) in controlled environments.

The method maintains robustness under ScanNet’s real-

world noise conditions, achieving 27.6% precision at 13.2%

mIoU compared to CLIP-FO3D’s 21.2% precision with

15.3% mIoU. This balanced detection capability proves

critical in SceneFun3D’s cluttered environments. OVA-

Fields attains 54.2% mIoU versus OpenScene’s 20.1%.

This approach demonstrates particular strength in multi-

modal feature fusion, as 89.3% of failure cases in single-

modality baselines result from either geometric oversimpli-

fication or semantic ambiguity.

Fine-Gained Detection. In the context of fine-grained

affordance detection, our model consistently outperforms

baseline approaches. Especially in handling small objects

like cups, which require a high level of precision. As sum-

marized in Tab. 1 and Tab. 2, the results demonstrate that

integrating semantic embeddings with geometric encoding

enhances the model’s ability to identify affordances with

greater accuracy.

As shown in Tab. 2, when comparing our method to ex-

isting SOTA models across various datasets, we observe

notable improvements in several key metrics. Specifically,

our model achieved an mIoU score of 53.7% and an mPrec

score of 59.3% for the refrigerator affordance detection

task. We significantly outperforms previous approaches,

including 3D Affordance Net (32.8%, 1.0%) and CLIP-
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Lab Home ScanNet [3] SceneFun3D[4]

mIoU mPrec mRec mIoU mPrec mRec mIoU mPrec mRec mIoU mPrec mRec

Close-Set Affordance Detection Models

3D Affordance Net [5] 15.4 16.7 15.4 24.4 57.4 25.4 0.04 3.1 0.8 16.8 25.4 6.1

Mask3D� [31] 3.6 15.9 8.0 11.6 24.6 12.5 3.7 5.9 7.9 8.0 24.6 5.7

Open-Vocabulary Affordance Detection Models

OpenAD [36] 19.9 36.1 33.9 25.2 53.6 29.9 0.9 1.0 7.1 19.1 43.2 7.1

OpenMask 3D� [35] 1.6 1.7 15.9 19.6 24.0 27.5 7.8 14.2 19.8 9.6 27.5 19.8

CLIP-Fields� [32] 5.9 23.2 10.3 21.3 53.3 35.2 12.9 14.6 33.2 23.2 53.3 12.9

CLIP-FO3D� [45] 12.9 30.5 33.2 21.3 33.5 52.6 15.3 21.2 22.9 24.5 55.3 12.9

OpenScene� [26] 10.2 28.6 31.2 19.4 32.4 43.2 12.1 23.6 19.4 20.1 52.1 11.2

Ours 52.4 58.5 81.9 46.2 73.3 48.5 13.2 27.6 13.7 54.2 57.6 33.8

Table 1. Comparison results of different affordance detection models. * denotes adjusted models. Best results are highlighted in bold.

Refrigerator Laptop Cup

mIoU mPrec mIoU mPrec mIoU mPrec

3D Affordance Net [5] 32.8 1.0 2.0 100 0.0 0.0

Mask3D� [31] 2.4 5.71 0.0 0.0 0.0 0.0

OpenAD [36] 0.05 0.09 2.0 100 12.0 27.6

OpenMask 3D� [35] 10.2 15.2 0.0 0.0 0.0 0.0

CLIP-Fields� [32] 11.1 13.2 1.4 92.9 14.4 49.2

CLIP-FO3D� [45] 33.5 50.2 12.7 28.4 10.5 15.7

OpenScene� [26] 31.8 45.3 9.3 22.0 14.2 20.5

Ours 53.7 59.3 35.7 94.2 23.8 60.0

Table 2. Performance comparison of various models on the

Affordance detection task for different objects. From these two

indicators, the OVA-Fields consistently outperforms the baselines,

particularly in fine-grained affordances of small objects such as

cups. This is attributed to the effective integration of semantic

embeddings with geometric encoding, enhancing precision.

FO3D (33.5%, 50.2%). Similarly, our model achieved an

impressive mIoU of 23.8% and mPrec of 60.0% in fine-

grained tasks like detecting the affordance of a cup. This

result clearly distinguishes it from competitors like Ope-

nAD (mIoU 10.2%, mPrec 15.2%) and CLIP-Fields (mIoU

14.4%, mPrec 49.2%).

4.3. Ablation Study

Does the enhanced semantic affordance embedding im-

prove detection results? To examine the impact of en-

hanced semantic affordance embedding on detection accu-

racy, we compare three models: the full model, the model

without semantic embedding, and the model using only af-

fordance embedding. Table 3 shows that the inclusion of

enhanced semantic affordance embeddings significantly im-

proves detection accuracy, especially in real scenes where

the combination of affordance and semantic information

greatly enhances OVA-Fields’ performance.

Is our feature fusion strategy effective? As shown in

Tab. 3, we assess the effectiveness of our feature fusion

strategy by comparing the full model (including an MLP

and attention mechanism) with a model using a simpler fea-

Lab Home

mIoU mPrec mRec mIoU mPrec mRec

Visual Emb Only 17.9 22.8 45.1 0.4 0.4 21.3

Afford Emb Only 35.9 47.8 43.5 16.3 22.5 18.3

Simpler Feature Fusion 47.5 54.7 60.5 14.4 57.8 25.4

Ours (Full Model) 52.4 58.5 81.9 46.2 73.3 48.5

Table 3. Ablation study results. The impact of different compo-

nents on the OVA-Fields’ performance in Lab and Home scenes.

mIoU Instruction Acc.

Geo-Only 52.3 61.7

Sem-Only 48.1 58.2

Fixed-Fusion 63.4 72.5

Ours (Full Model) 71.8 84.3

Table 4. Effectiveness of dynamic feature arbitration. Our dy-

namic weighting shows that static blending fails to handle feature

conflicts in open-vocabulary settings. Notably, pure geometric or

semantic variants perform worst due to modality incompleteness,

while our adaptive mechanism optimally leverages cross-modal

synergies.

ture fusion approach based on direct concatenation. The

performance gap demonstrates that the hierarchical integra-

tion of semantic and visual features significantly improves

affordance detection robustness in real-world environments.

Is our handling of small objects effective? To evaluate

the effectiveness of our small object handling mechanism,

we conduct a comparative experiment by studying the OVA-

Fields’ performance with and without the super-resolution

(SR) module. As illustrated in the Fig. 4, the OVA-Fields’

performance noticeably decreases after removing the SR

module. For objects with less defined affordances, such

as water bottles, adding the SR module leads to a signifi-

cant performance boost. This shows that the SR module is

crucial for improving affordance detection accuracy for de-

tecting smaller items, probably making it better suited for

real-world robotic tasks.

Is our dynamic affordance weight effective? We conduct
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