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Figure 1. Bootstrap3D can generate multi-view images with precise long text control and style customization with high view consistency.

Abstract

Recent years have witnessed remarkable progress in multi-
view diffusion models for 3D content creation. How-
ever, there remains a significant gap in image quality and
prompt-following ability compared to 2D diffusion models.
A critical bottleneck is the scarcity of high-quality 3D data
with detailed captions. To address this challenge, we pro-
pose Bootstrap3D, a novel framework that automatically
generates filtered multi-view images to assist in training
multi-view diffusion models. Specifically, we introduce a
data generation pipeline that employs (1) 2D and video dif-
fusion models to generate multi-view images based on con-
structed text prompts, and (2) our fine-tuned 3D-aware MV-
LLaVA for filtering data and rewriting inaccurate captions.
Leveraging this pipeline, we have generated large scale syn-
thetic multi-view images with dense descriptive captions.
Furthermore, we present a Training Timestep Resched-
ule (TTR) strategy that leverages the denoising process to
learn multi-view consistency while maintaining the original

2D diffusion prior. Extensive experiments demonstrate that
Bootstrap3D can generate high-quality multi-view images
with superior aesthetic quality, image-text alignment and
view consistency.

1. Introduction

3D content creation is a key challenge in generative tasks,
with applications in augmented reality (AR) and game mod-
eling. Unlike 2D image generation, the lack of high-
quality 3D models remains a significant barrier. While
large-scale image-text pair training has proven crucial for
2D generation [69], 3D content often relies on 2D dif-
fusion priors due to the scarcity of 3D data. The pri-
mary approaches in this area include: 1) optimizing neu-
ral representations from 2D models via Score Distillation
Sampling (SDS) [53, 54, 63, 71, 72, 85], which are time-
consuming, lack diversity, and suffer from low robustness,
but produce high-quality 3D objects; and 2) fine-tuning
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Figure 2. Bootstrap3D data generation pipeline that consists of 1) using LLM to generate diverse text prompts 2) employing the T2I
model to generate single-view images 3) synthesizing arbitrary number of multi-view images by applying the video diffusion model, 4)
employing MV-LLaVA to filter and select only high-quality data, and rewrite captions to be dense and descriptive.

2D models for multi-view generation [49, 71, 72], which
directly synthesize 3D objects using sparse reconstruction
models [49, 77, 84, 88, 94, 95]. Recent advances in large-
scale sparse view reconstruction [42] have shifted attention
towards the second approach.

Fine-tuning 2D models for multi-view generation faces
challenges due to insufficient data quality and quantity.
Methods [23, 49, 65, 72] mostly train on subsets of Obja-
verse [22], but limited data often leads to issues like motion
blur, distortion, and deformation [71]. In text-to-multi-view
generation, improving view consistency often compromises
aesthetic quality. For example, Instant3D [49] fine-tunes
SDXL [62] with only 10K high-quality Objaverse data, but
the small learning rate and limited data exacerbate the prob-
lem of catastrophic forgetting of 2D priors. Much of the
focus has been on addressing data scarcity and enhancing
view consistency [41, 71, 78], with limited attention to im-
proving training data and methods.

Recent Multimodal Large Language Models
(MLLMs) [2, 3, 16, 48, 52] like GPT-4V [59] and
Gemini [79] enable automatic quality assessment and
caption generation for multi-view images. Additionally,
advances in video diffusion [9, 82] improve novel view
synthesis [18, 45, 82]. Building on these, we propose
Bootstrap3D, a method for generating synthetic data to
address data limitations in multi-view diffusion model
training. Specifically, we introduce a pipeline to generate
high-quality multi-view images with dense captions and
fine-tune a multi-view-aware MLLM with human anno-
tated data for quality assignment. To mitigate catastrophic
forgetting, we employ a Training Time-step Reschedule
(TTR) strategy that adjusts training time steps for synthetic
data, preserving image quality and view consistency.

Through extensive experiments, we demonstrate that our
method significantly enhances the adherence of the multi-
view diffusion model to text prompts and image quality
while ensuring view consistency. Integrated with the re-
construction model, our approach facilitates the creation of
3D models with superior quality. We show some of the
qualitative results in Fig. 1, where our model can achieve
high quality multi-view images with precise text control and
style customization. Our work makes three major contribu-
tions:

* We propose Bootstrap3D data generation pipeline, lever-
aging video diffusion and the fine-tuned MV-LLaVA
model to synthesize multi-view image-text pairs.

* We introduce Training Time-step Reschedule (TTR)
strategy for fine-tuning multi-view diffusion models, im-
proving image quality and view consistency, reducing
motion blur effect in generated multi-view images.

* We generate large scale multi-view images with dense
captions for bootstrapping multi-view diffusion models,
addressing data gaps with Objaverse [22].

2. Related Work

Existing 3D datasets and data pre-processing. Object-
level 3D datasets, sourced from CAD [13, 22, 23, 92] or
real object scans [1, 26, 90, 97], remain small in size. Most
state-of-the-art 3D content creation models are trained on
Objaverse [22], which still falls far short compared to the
large-scale datasets for 2D diffusion models [69]. Quality is
also a significant issue, with many methods [49, 65, 72, 77]
filtering out low-quality data from Objaverse, further limit-
ing the available 3D content. Another gap lies in 3D object
captions. While previous work like Cap3D [57] generates
captions using BLIP-2 [48] and GPT-4 [60], this method can
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Figure 3. MV-LLaVA serves as the human-aligned quality checker and captioner for multi-view images.

result in hallucinations. Recent advancements in text-image
alignment [0, 14, 15, 28] suggest that more accurate 3D
object captions are needed. We propose a data generation
pipeline to synthesize multi-view images and rewrite cap-
tions for 3D objects, incorporating quality scoring mecha-
nisms to address these challenges.

Text-to-3D content creation. Recent research in 3D
content creation includes Score Distillation Sampling
(SDS) [63] and its variants [17, 21, 32, 50, 51, 54-56,
64, 72, 76, 83, 85, 96], which optimize 3D representa-
tions using 2D diffusion priors. However, these meth-
ods require long optimization times. In contrast, recent
works [36, 49,77, 80, 84, 88, 95] propose direct inference of
3D representations conditioned by multi-view images. In-
stant3D [49] uses multi-view images to generate 3D rep-
resentations like Triplane [12], addressing issues in single-
image 3D conversion. Our work enhances the scalability
of multi-view image generation, improving the controlla-
bility of text prompts and the quality of generated 3D ob-
jects by integrating sparse view reconstruction models like
Instant3D [49] and GRM [95].

Video diffusion for novel view synthesis. Video diffusion
models, such as Sora [9] and SVD [8], have made signifi-
cant strides in generating videos from images. Works like
SV3D [82] have adapted video diffusion for 3D content cre-
ation, though issues like motion blur persist. We propose
using SV3D [82] as a data generator for producing high-
quality novel views of given images with additional quality
checks.

Multimodal Large Language Models. With advance-

ments in large language models [3, 10, 19, 24, 35, 60, 75,
81, 93], multimodal large language models (MLLMs) [2,
5, 25, 27, 37, 47, 48, 52, 74, 99] like GPT-4V [59] have
demonstrated powerful image understanding and open-
world knowledge. As shown in GPTEval3D [91], GPT-4V
can align human evaluations for multi-view images. We
fine-tune LLaVA [52] for quality judgment and caption gen-
eration based on multi-view images.

3. Methods

We develop the Bootstrap3D data generation pipeline to
efficiently synthesize training data (Sec.3.1). The quality
of generated multi-view images is assessed with proposed
MV-LLaVA [52] model and generate dense descriptive cap-
tions efficiently and faithfully (Sec.3.2). To mitigate motion
blur effect in video frames from video diffusion model, We
design a training time-step reschedule (Sec.3.3) when fine-
tuning the multi-view diffusion model.

3.1. Bootstrap3D Data Generation Pipeline

As illustrated in Fig.2, our data generation pipeline initially
employs GPT-4 [59] to generate a multitude of imaginative
and varied text prompts [91]. As GPT tends to generate
similar and repetitive prompts when at scale. We address
this by structuring grammar and concepts to enumerate di-
verse, grammatically valid prompts. Subsequently, to gen-
erate 2D images that closely align with the text prompts, we
utilize the PixArt-Alpha [14] model using FlanT5 [20] text
encoder with DiT [61] architecture for text-to-image (T2I)
generation. Subsequently, we use SV3D [82] for novel view
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synthesis. Given the significant motion blur and distortion
often present in SV3D [82] outputs, we further employ Mul-
timodal Large Language Models (MLLM) to evaluate the
quality of multi-view images. To rectify mismatches be-
tween multi-view images and the original text prompts in-
duced by novel view synthesis and provide more precise
captions, we further propose MV-LLaVA to generate dense
descriptive captions for multi-view images.

3.2. Multi-View LLaVA (MV-LLaVA)

To efficiently generate captions and label human aligned
quality scores for both generated multi-view images and
3D assets in Objaverse [22], we propose the Multi-View
LLaVA (MV-LLaVA) that fine-tunes LLaVA [52] based on
our instructive conversation pairs generated by GPT-4 [59]
and human experts annotated data.

Preparing the instruction tuning data. As shown in Fig.2,
we use GPT-4 to generate 20k varied text prompts based on
prompts designed in [91] and use PixArt-« [14] to generate
single view images and use SV3D [82] or Zero123++ [71]
to generate multi-view images. For these 20k generated
multi-view images, we prompt GPT-4 [59] to generate com-
ments on view consistency, image quality with dense de-
scriptive captions. For the additional 10K rendered multi-
view images from Objaverse [22], we prompt GPT-4 (de-
tailed prompts in Sup. F.1) to offer feedback on the quality
and aesthetic appeal of 3D objects, along with style judg-
ments. We also inject 5K objects labeled by human experts
from Objaverse with quality assignment. We utilize these
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to achieve the balance between varied high aesthetic images that are better aligned with text prompts, photo-realistic texture, and view
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MV-LLaVA (P = 94.3%) GPT-40 (P = 80.6%)

| HQ-gt  LQ-gt | | HQ-gt  LQ-gt
HQbymodel | 41.0%  2.5% | HQbymodel | 395%  9.5%
LQbymodel | 9.0%  475% | LQbymodel | 105%  40.5%

Table 1. Confusion matrix of quality estimation on 100 images
from Objaverse and 100 from SV3D labeled by human experts.

35K high-quality multi-view image text pairs (prompts de-
tailed in Sup. F.2) as the fine-tuning data for MV-LLaVA.

Instruction tuning. We input four images separately
into CLIP-L/14 [66] and generate 4x256 image tokens.
We freeze only a portion of layers of CLIP [66] in the
first stage of pre-training to enhance multi-view awareness
and texture perception of the vision encoder (detailed in
Sup. E.1). We first ask the model to generate descriptions,
then let the model score the quality based on multi-view
images and captions. Our approach encourages the LLM
to deduct more reasonable quality scores through chain-
of-thought [87]. We also inject 5K objects labeled by hu-
man experts from Objaverse with quality score. As a re-
sult, we obtain MV-LLaVA, which efficiently filters and re-
captions both synthetic data and 3D assets. MV-LLaVA can
generate more accurate, less hallucinated dense captions
that faithfully describe 3D objects compared to Cap3D [57]
and assign human-aligned quality scores to both synthetic
data and Objaverse assets, surpassing GPT-4 with human-
aligned data (validated in tab.1). The filtered high-aesthetic-
quality multi-view images with rewritten dense captions
serve as training data for the diffusion model. Data diversity
analysis compared to Cap3D [57] is in Sup.D.1.
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Figure 5. DDIM inversion on image generated by SV3D.

3.3. Training Timestep Reschedule (TTR)

Despite retaining synthetic data with high aesthetic quality
through MV-LLaVA, small areas of blurring persist, stem-
ming from motion blur effect. As high quality video of
object spinning exists motion blur in single frame. These
blurred data can potentially compromise the final perfor-
mance of the multi-view diffusion model. To restrict the
training time step for synthetic data, we proposed a simple
yet effective Training Timestep Reschedule (TTR) method.
Background. Before delving into TTR, we briefly review
some basic concepts needed to understand diffusion models
(DDPMs) [14, 34, 67, 68, 73]. Gaussian diffusion models
assume a forward noising process which gradually applies
noise to real data x.

q(zi]wo) = N (z4; Vagzo, (1 — a)I) (1)

where constants &, are hyperparameters. By applying the
reparameterization trick, we can do sampling process.

Ty = ouro + V1 — ey ()

During training, ¢ is randomly sampled in [0, N| (N = 1000
in [14, 67]) for the model to predict the added noise ¢,
where o denotes the clear nature image and xy denotes
pure Gaussian noise. As depicted in Fig.4, when ¢ is large,
the denoising process primarily focuses on determining the
global low-frequency (f) content such as overall structure
and shape. Conversely, when t is small, the denoising
process is predominantly responsible for generating high-
frequency (f) components such as texture.

When adapting Stable Diffusion [67] for multi-view gen-
eration, the previous approach [71] changes the default
scaled linear schedule into the linear schedule to empha-
size more on the early denoising stage for structural varia-
tion and view consistency. Previous works on SDS based
3D generation [38, 98, 100] also explore time-step resched-
ule during inference time optimization. Inspired by these
works, we propose restricting the denoising time step of
synthetic data during training. As small yet observable blur
still exists in synthetic data with novel views generated by
SV3D [82], we limit them to training diffusion models only
with large ¢. This restricts these synthetic data to the low-
frequency component of the image when training the model.

We illustrate the motion blur effect with respect to de-
noising step in Fig.5. We use Pixart-« to perform DDIM in-
version on motion blurred image generated by SV3D, with
clear deblurred image inverted at £ = 200 in Fig. 5. In the
end, we set the TTR threshold at ¢ = 200 based on quanti-
tative evaluation on 100 SV3D generated images. Detailed
analysis of this is in Sup.C.

4. Experiments

4.1. Experiment Settings

Training data. For each set of 4-view images obtained
from both Objaverse [22] and generated by SV3D [82] or
Zerol123++[71], we use MV-LLaVA to generate long de-
scriptive captions with predicted quality score. Detailed
quality check of MV-LLaVA is supplied in Sup. E and
data analysis in Sup. D. In the end, we generate 200K 4-
view image-text pairs on Objaverse [22], 1000K 4-view
image-text pairs from synthetic data from SV3D [82] and
Zero123++[71]. We also sample 35K HQ SA [44] data with
captions from ShareGPT4V [16].

Training details. We test our framework directly on the
text-to-multi-view diffusion model. We fine-tune PixArt-
« [14] with backbone DiT-XL/2 [61] model on the data as
mentioned earlier. We also adopt Stable Diffusion backbone
(SD2.1 and SD1.5) for fair comparison with other methods.
Similar to Instant3D [49], we train the diffusion model di-
rectly on 4-view images naturally arranged in a 2x2 grid.
For 4 same view images from SA [44], we limit training
time step ¢t € [0,50]. We limit synthetic multi-view im-
ages t € [200,1000]. Regarding 3D object-rendered im-
ages, we do not limit ¢ but sample more frequently in the
range [50, 200] as a complement. We set the total batch size
to 1024 with the learning rate set to 8e-5 for 20K steps.
Training is conducted on 32 NVIDIA A100-80G GPUs
for 20 hours with text features and VAE [43] features pre-
extracted. SD-2.1 and SD-1.5 are trained with same settings
for fair comparison.

Evaluation metrics. We primarily benchmark the quanti-
tative results of our approach and other methods from three
main dimensions: 1). Image-text alignment measured by
CLIP score and CLIP-R score indicating the prompt follow
ability of text-to-multi-view (T2MV) diffusion model. 2).
Quality of generated images measured by FID [33]. 3).
View Consistency measured by MEt3R[4]. Given the trend
of decoupling multi-view image generation and sparse view
reconstruction, we conduct tests separately on multi-view
images by T2MV and rerendered images from generated
3D objects. To test the robustness and diversity of Boot-
strap3D beyond prompts generated by GPT, we also col-
lect real user prompts from public website, the details and
test results are available in Sup. A. For evaluation of view
consistency, as our work leverages sparse view LRM for
reconstruction, currently outputting 4 sparse views. Meth-
ods like RAFT (HarmonyView [89]) or COLMAP (Sync-
Dreamer [55]) fail to provide reliable evaluations for view
consistency. Instead, we adopt the recent MEt3R [4] specif-
ically designed for measuring view consistency. We use this
metric to evaluate six multi-view image pairs and report the
average score.

Evaluation details. For CLIP-R Score and CLIP Score,
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Method CLIP-R Score 1 CLIP Score 1 FID | View Consistency
CLIP-L/14 CLIP-bigG CLIP-L/14 CLIP-bigG PG2.5 [46] FLUX [7] MEt3R [4] Score
MVDream [72] 84.8 89.3 25.5 38.4 60.2 77.3 0.3021
Instant3D [49] 83.6 91.1 25.6 39.2 83.2 88.0 0.3179
SyncDreamer [55] 80.3 86.1 24.5 38.2 65.1 79.4 0.2569
Harmony View [89] 78.0 84.5 24.2 36.9 58.7 79.5 0.2643
SV3D [82] 78.8 81.3 24.7 37.3 55.7 83.2 0.2640
CRM [86] 71.5 85.1 24.9 38.9 59.0 71.2 0.2382
SDv1.5+Objaverse 75.3 81.2 24.4 37.0 80.3 89.7 0.2704
SDv2.1+Objaverse 80.5 85.4 24.3 374 71.4 85.6 0.2712
PixArt+Objaverse 82.2 86.1 24.6 37.0 69.0 77.1 0.2891
SDv1.5+Bootstrap 86.2 90.0 252 384 50.2 59.7 0.2413
SDv2.1+Bootstrap 87.1 91.2 25.6 39.3 43.6 47.2 0.2359
PixArt+Bootstrap 88.8 92.5 25.8 40.1 42.4 41.6 0.2391

Table 2. Benchmark of CLIP, FID score and MEt3R [4] score of multi-view diffusion model on generated 4 view images, CLIP score
tests on 110 text prompts from GPTeval3D [91] while FID is measured with the distribution of 30K object-centric images generated by
SOTA T2I models. The best and second best results are marked in green and red .
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Figure 6. Bootstrap3D can generate high quality multi-view images in out of domain cases compare to other edge-cutting multi-view

diffusion models trained on Objaverse only.

we test on 110 text prompts from [91] using different CLIP
models (i.e., CLIP-L/14 [66] and CLIP-bigG [39]) follow-
ing the same setting of Instant3D [49]. Regarding the
FID [33] test, we follow the similar evaluation idea of Play-
Ground2.5 [46] (PG2.5) to use powerful T2I model gener-
ated images to form ground truth (GT) distribution. We use
curated prompts to guide powerful FLUX [7] and PG2.5
to generate high-quality CAD-style images with a single
object in the pure background. Rembg [29] is adopted to
create white background object-centric images. We use
the method proposed in GPTeval3D [91] to generate 3K
prompts. For both PG-2.5 and FLUX, we generate 10 im-
ages for each prompt with different seeds, resulting in 30K
images to form the GT distribution of high-quality CAD-
style objects.

4.2. Evaluation of Multi-view Images

Comparing methods. In addition to Instant3D [49] and
MVDream [72] as direct text-to-multi-view (T2MV) meth-
ods, we also adopt edge-cutting single image to multi-view
(I2MV) methods HarmonyView [89], SyncDreamer [55],
CRM [86], SV3D [82]. For these methods, we condition
the diffusion model on the single view image generated
by PixArt (prompted to generate CAD-style single object-

centric image). The result of the CLIP score is 3 times aver-
aged with different seeds. For FID, we use 3 different seeds
for each of the 3K prompts to generate 9K images to test the
distance with GT high-quality images.

As illustrated in Tab.2, compared to other methods, the
T2MYV diffusion model trained by our framework yields the
best results both according to image-text alignment and im-
age quality. For qualitative experiments, we visualize some
of the comparisons with other edge-cutting multi-view dif-
fusion model in Fig.6. For these image-to-multi-view mod-
els, we condition them on the top-left image generated by
Bootstrap3D. Compared to these models trained solely on
Objaverse [22], our model demonstrates superior general-
izability when the image domain is beyond the domain of
Objaverse. Since it is difficult to directly measure view con-
sistency as there is no ground truth 3D object for text-to-3D
generation. we evaluate the view consistency by synthe-
sizing 3D objects through large reconstruction model in the
following experiments. Qualitative results of real user cases
are in Sup. A. Generation diversity analysis is in Sup. G.

4.3. Evaluation of Generated 3D Objects

View consistency is another crucial factor in reconstruct-
ing reasonable 3D objects. Miss alignment between differ-
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CLIP-R Score 1 CLIP Score T FID |
Reconstruction Method CLIP-L/14  CLIP-bigG  CLIP-L/14  CLIP-bigG ~ PG2.5[46]  FLUX[7]
SDS MVDream* 85.2 90.8 26.1 39.4 57.8 61.4
Instant3D 81.7 89.4 24.8 37.1 85.4 90.0
SV3D 74.1 82.8 234 34.1 68.4 79.1
GRM Zero123++ 712 80.3 23 34.5 69.3 823
Bootstrap3D 863 91.6 259 39.7 51.2 554
Zero123++ 732 84.1 23.0 372 823 89.2
InstantMesh Bootstrap3D 87.1 92.0 26.0 39.2 61.2 59.6

Table 3. Benchmark of CLIP and FID score of generated 3D objects based on rendered 9 view images. *MVDream is tested on 200
generated objects for FID test using SDS [72], other methods are tested on 1000 objects using GRM [95] and InstantMesh [94] as sparse

view reconstruction model.

ent views can lead to blurred areas in reconstructed objects
by large reconstruction model [36, 88]. This misalignment
causes a significant deterioration in quality, resulting in a
notable increase in metrics like FID. To assess the view
consistency directly on 3D object, we employ GRM [95]
and InstantMesh [94] to reconstruct the object given sparse
view images generated in Sec. 3.3. We render 9 view im-
ages evenly in orbit for each object and evaluate the image-
text alignment and image quality. As reported in Tab.3.
Bootstrap3D, after conditioning GRM or InstantMesh on 4
view images, can generate the best 3D objects both accord-
ing to image-text alignment and image quality. GPT-4V
based human-aligned evaluation based on GPTeval3D [91]
and user preference study are supplied in Sup.H and Sup.I.

We also present visualizations of some results in Fig.7.
Bootstrap3D can generate objects with higher quality and
prompt following ability. For other methods, as shown in
the first column of Fig.7, although the first image may be
well aligned with the given text prompt, the final 3D object
may be compromised due to the limitations of its poor gen-
eralizability as they are also fine-tuned on Objaverse [22]

only. More discussions of this are in Sup. B.

4.4. Improving Large Reconstruction Model.

We verify the effectiveness of our framework on single-
view-to-3D reconstruction task. Our training is based on
OpenLRM [31], The testset is 30 objects from GSO [26]
with rendered 16 views following the same setting as [55].
Initially, we randomly sampled 40k objects from Obja-
verse to fine-tune OpenLRM, and these results serves as
our baseline for comparison. We instead use 40k high-
quality objects from Objaverse filtered by MV-LLaVA for
fine-tuning and injecting 10k multi-view images as syn-
thetic data, which showed significant improvements. Re-
sults in Tab.5 demonstrates that MV-LLaVA can effectively
filter out human-aligned high-quality objects, thereby im-
proving the training of large reconstruction models.

4.5. Ablation Study

Training Timestep Reschedule (TTR) is proposed in
Sec3.3 to better integrate different types of data. The train-
ing time step of synthetic data is restricted in [T, 1000],
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Multi-view Image Generated Object

Methods CLIP-R Score  FID PG-2.5 CLIP-R Score  FID PG-2.5
Instant3D (unofficial) 83.6 83.2 81.7 854
Cap3D only 77.9 101.3 74.6 1204
Cap3D + Synthetic Image (100k) 71.5 133.5 63.2 184.6
Cap3D + Synthetic Image (100k) + quality filtering 81.5 92.0 71.2 134.6
Cap3D + Synthetic Image (100k) + quality filtering + TTR 83.3 60.8 80.2 70.6
Dense recaption + Synthetic Image (100k) + quality filtering + TTR 87.4 50.2 85.1 50.9
Dense recaption + Synthetic Image (500k) + quality filtering + TTR 88.8 42.4 86.3 51.2

Table 4. Ablation study of proposed components and quantity of synthetic data. with CLIP-R Score represents image-text alignment

and FID represents image quality.

A cat with two different colored eyes

&

bl /
3 & 2 ¢

400
with different ¢.
Model PSNR Chamfer Distance
OpenLRM [31] 18.00 0.0374
+ Objects from Objaverse  18.12 0.0392
+ MV-LLaVA HQ 19.25 0.0272
+ Bootstrap3D 19.59 0.0221

Table 5. Bootstrap3D can help improves OpenLRM [31] when
tested on GSO [26] following SyncDreamer [55].

where T is a hyper-parameter to be set in training. We
demonstrate the effect of the time-step limit in Fig.8, where
the bar below is the value of 7. When 7' is large, namely
synthetic data won’t affect more time-step at the end of the
denoising process, Synthetic data has less influence on the
denoising process towards the end, which leads to better
view consistency but lower prompt-following ability. Con-
versely, if 7" is small, the denoised result better follows the
given text prompt but blur becomes much more severe. We
set " = 200 based on quantitative study analyzed in Sup.C
and Fig.5, which aligns with the observation in the ouput
image of trained multi-view diffusion model.

Synthetic data and dense captioning are proposed in
our work to achieve high-quality images and better image-
text alignment. We ablate their effects and the importance
of data quantity in Tab.4. Direct use of synthetic data with-
out Training Timestep Reschedule (TTR) can cause severe
blurs and deformation in final outcome. With the help of
TTR, the mixture of data can not only improve image-text
alignment but also maintain view consistency. Replacing

34 0 ¢

200

Figure 8. Ablation study of training time reschedule (TTR) demonstrates a trade-off between image-text alignment and image quality

Cap3D [57]’s caption with MV-LLaVA’s dense descriptive
caption further improves the model’s capability of follow-
ing prompts. Improvement through increasing volume of
data also proves the scalability of our framework.

5. Conclusion and Discussion

In this work, we introduce a novel framework that employs
MLLMs and diffusion models to synthesize training data
for bootstrapping multi-view diffusion models. With a pow-
erful fine-tuned 3D-aware MLLM serving as the dense cap-
tioner and quality assigner. The proposed strategy of in-
jecting different data at different training time steps uses
the property of the denoising process to further achieve
higher image quality while maintaining view consistency.
We believe this work will contribute to the goal of achieving
3D content creation with each rendered view comparable
with the single view diffusion model, with more advanced
MLLMs and video diffusion models on the horizon.

Limitations. While our bootstrap framework effectively
improves multi-view diffusion model through resampling,
it currently relies on video diffusion model SV3D as the
primary data synthesizer, which introduces a limitation in
data diversity (analyzed in Sup.D.1). We believe this limi-
tation will be fundamentally addressed with stronger open-
sourced video diffusion models around the horizon, which
will further enrich the diversity of synthetic data.
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