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Abstract

With the increasing demand for the right to be forgotten,
machine unlearning (MU) has emerged as a vital tool for
enhancing trust and regulatory compliance by enabling the
removal of sensitive data influences from machine learning
(ML) models. However, most MU algorithms primarily rely
on in-training methods to adjust model weights, with lim-
ited exploration of the benefits that data-level adjustments
could bring to the unlearning process. To address this gap,
we propose a novel approach that leverages digital water-
marking to facilitate MU. By integrating watermarking, we
establish a controlled unlearning mechanism that enables
precise removal of specified data while maintaining model
utility for unrelated tasks. We first examine the impact of
watermarked data on MU, finding that MU effectively gener-
alizes to watermarked data. Building on this, we introduce
an unlearning-friendly watermarking framework, termed
WATER4MU, to enhance unlearning effectiveness. The core
of WATER4MU is a bi-level optimization (BLO) framework:
at the upper level, the watermarking network is optimized
to minimize unlearning difficulty, while at the lower level,
the model itself is trained independently of watermarking.
Experimental results demonstrate that WATER4MU is ef-
fective in MU across both image classification and image
generation tasks. Notably, it outperforms existing methods in
challenging MU scenarios, known as “challenging forgets”.

1. Introduction
Machine unlearning (MU), which aims to remove the in-
fluence of unwanted data from a pre-trained model while
preserving the model’s utility on data unrelated to the un-
learning request, has emerged as a promising approach for
customizing and adapting machine learning (ML) models
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Figure 1. An overview of the watermarking for machine unlearning
framework via bi-level optimization proposed in this work.

to diverse contexts and requirements [1–4]. For example,
MU is widely used to enhance model privacy, aligning with
the right to be forgotten by removing private or copyrighted
information from models to prevent privacy breaches [5–9].
It has also been applied to improve model generalization
in transfer learning by removing the influence of undesired
source data in pre-trained models, where removing non-
salient source data to downstream tasks improves fine-tuning
performance [10, 11]. Furthermore, MU shows promise in
enhancing model robustness, for instance, by removing the
influence of backdoored training data to defend against back-
door attacks [12, 13] or eliminating harmful data to improve
the model’s trust [14–16].

The expanding applications of MU across diverse do-
mains and model types–including discriminative and gen-
erative models [17, 18]–are driven by its effectiveness in
erasing specific data influence within ML models. That is,
a key aspect of MU involves characterizing the influence of
specific data on the model and leveraging this data-model
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interaction to adjust the model for effective unlearning. How-
ever, predominant research in MU focuses on model-based
weight updating as the primary approach to achieve the un-
learning objective [19–25], with less attention given to the
impact of data modifications–such as watermarking, which
we will investigate in this work–on MU effectiveness.

Digital watermarking, which embeds ownership signa-
tures (known as watermark messages) into digital content
such as images, serves as a valuable tool for tracking data
origin and deterring unauthorized use or distribution [26–
28]. Despite the variety of watermarking techniques [29–
33], they provide an effective means to proactively modify
data points in ways that are imperceptible to human users.
Deep learning-based watermarking techniques [31, 34], in
particular, offer automated methods to embed and extract
watermark messages from watermarked data. If we consider
watermarking as a (privacy-preserving) data modification
operation, intriguing questions arise on how it influences
unlearning process and whether it can be strategically con-
trolled to facilitate unlearning. Thus, we ask:

(Q) What is the impact of watermarking on unlearning, and
how can it be guided to facilitate unlearning?

To address (Q), we focus on watermarking for imagery
data and MU in the context of image classification. We con-
sider two paradigms for integrating MU with watermarking.
First, in the paradigm of MU for watermarking, we inves-
tigate the generalization of the exact unlearning approach,
where the image classifier is retrained from scratch with the
data samples to be forgotten excluded. We examine how this
approach generalizes to watermarked training samples (used
in the unlearning optimization process) and watermarked
testing samples (used in unlearning evaluation). We find
that unlearning generalizes well to watermarked data; wa-
termarking appears to be orthogonal to unlearning and has
minimal negative impact on its effectiveness. Inspired by
this, we consider the second paradigm of watermarking for
MU, where we investigate whether the watermarking design
can be customized to favor MU. This allows us to proac-
tively watermark data in a way that facilitates the unlearning
optimization process. The proposed MU-aware watermark-
ing method is referred to as WATER4MU. We provide a
schematic overview of WATER4MU in Fig. 1. In what fol-
lows, we summarize our contributions.

• To the best of our knowledge, this is the first work to
investigate the influence of watermarking on MU and to
explore their interactions.

• We develop WATER4MU using bi-level optimization,
enabling the watermarking mechanism to enhance MU by de-
signing the watermarking network and selecting watermark
messages to support unlearning when requested.

• We validate the advantages of incorporating watermark-
ing into MU for image classification and generation by com-

paring the performance of WATER4MU with existing MU
methods in their standard forms.

2. Related Work
Machine unlearning (MU). MU focuses on modifying
ML models to remove the influence of specific data points,
classes, or broader knowledge-level concepts [6, 35–38].
A widely-recognized exact unlearning approach, termed
Retrain, involves retraining the model from scratch after
omitting the data points to be forgotten [22, 39]. While Re-
train provides the ideal removal of data influences [40, 41],
its computational cost and lack of scalability render it
impractical for large-scale deep learning models. To ad-
dress these limitations, numerous studies have proposed
approximate unlearning methods that aim to achieve ef-
ficient unlearning without requiring full model retraining
[11, 19, 20, 22, 23, 25, 35–38, 42].

MU for image classification has predominantly centered
on two scenarios: (random) data-wise forgetting and class-
wise forgetting. The former involves eliminating the influ-
ence of randomly chosen data points from the training set,
while the latter aims to remove the effects of an entire image
class. As MU research has evolved, its applications have also
extended beyond image classification to encompass other do-
mains. For example, MU has been applied to erasing specific
concepts from diffusion models [9, 15, 25, 43–46]. Beyond
vision tasks, MU is increasingly recognized for its potential
to enhance the trustworthiness of data-model relationships
in other fields, such as federated learning [47–49] and large
language models (LLMs) [50–53].
Digital watermarking. Digital watermarking serves a wide
range of purposes, including copyright protection, content
authentication, and data provenance tracking [54–56]. It
embeds hidden information, known as a watermark message,
into digital images in a way that is imperceptible to human
observers but can be extracted using specific algorithms. Tra-
ditional watermarking techniques have primarily focused on
transform-domain methods, such as discrete cosine trans-
form (DCT) [57, 58], discrete wavelet transform (DWT)
[59], and singular value decomposition (SVD) [60], em-
bedding watermarks within the frequency or singular value
domains of images. Recent advances in ML have driven
the development of deep learning-based watermarking tech-
niques. One prominent example is HIDDEN [31], which
uses an encoder-decoder framework to efficiently embed
and extract watermarks from images. Expanding on this
approach, methods like DeepStego [61] leverage adversar-
ial learning to improve the visual fidelity of watermarked
images while maintaining robust watermark extraction. Al-
though prior studies have examined how watermarked data
affects various visual tasks [62, 63], the relationship between
digital watermarking and MU has remained largely unex-
plored. This work seeks to address this gap by investigating
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how watermarking can be utilized to support and enhance
MU processes, offering new insights into their interaction
and potential synergies.
Visual prompting. Visual prompting (VP) was initially in-
troduced by [64, 65] as an adaptation of prompting methods
from natural language processing (NLP) to computer vision.
A closely related concept, adversarial reprogramming or
model reprogramming, was previously applied in computer
vision to repurpose fixed pretrained models for new tasks [66–
73]. Recent advancements have refined VP techniques by op-
timizing label mappings [70, 74] and introducing improved
normalization methods [75]. The versatility of VP has also
been demonstrated across various applications, including
adversarial defense [76, 77], enhancing differential privacy
[78], advancing model sparsification [79], improving model
generalization [80, 81], and addressing distributional shifts
[82, 83]. Furthermore, VP has been effectively extended
to vision-language models, enabling better integration and
adaptation for multimodal tasks [84–86].

3. Preliminaries and Problem Statement
MU setup and formulation. The goal of MU is to remove
the influence of specific (undesired) training data from a pre-
trained ML model while retaining its normal model utility.
To formalize, let D = {zi}Ni=1 denote the training dataset
with N data points, where each data point includes a feature
vector xi and label yi in a supervised learning setup. We
define Df ⊆ D as the dataset subset we aim to forget, termed
the forget set, and let Dr = D \ Df denote the retain set,
comprising the data to be preserved.

Retraining the model from scratch solely on the retain
set Dr is generally regarded as the gold standard in MU,
as it minimizes privacy leakage of the forget data in Df

post-retraining and is considered an exact unlearning ap-
proach [11, 22, 87]. However, retraining is computation-
ally intensive and often impractical. Consequently, current
research has focused on approximate unlearning methods
[3, 20, 21, 23, 88], which aim to achieve efficient unlearning
directly from an already-trained model, without the need for
retraining from scratch. Let θo denote the original model
trained on the full dataset D using, for instance, empirical
risk minimization. Approximate unlearning can be framed
as a fine-tuning problem, as outlined below:

θu := argmin
θ

Lmu(θ;Df ,Dr)

:= λf`f(θ;Df) + λr`r(θ;Dr), (1)

where θu represents the unlearned model (i.e., the updated
model after unlearning from the original model θo).

In (1), the terms ℓf and ℓr represent the forget and retain
losses, respectively. The former characterizes the unlearning
objective on the forget set, often defined as the negative of
the cross-entropy (CE) based prediction loss (ℓCE) to effec-
tively reverse the influence of the forget data. The latter,

analogous to standard ERM, enforces the preservation of
the model’s utility on the retain set, ensuring that perfor-
mance on unaffected data remains intact. There is generally
a tradeoff between unlearning effectiveness (i.e., minimizing
ℓf ) and preserving model utility (i.e., minimizing ℓr). To
balance this, regularization parameters λf ≥ 0 and λr ≥ 0
are introduced in (1) for controlled adjustment between these
objectives. If we set λf = 1, λr = 0, and ℓf = −ℓCE, then
solving the problem reduces to the classic gradient ascent
(GA) approach for MU [22]. If we set λf = 0, λr = 1, and
ℓr = ℓCE, then problem (1) reduces to the classic fine-tuning
(FT) approach, which leverages catastrophic forgetting to
achieve unlearning [20].
Image watermarking. Digital watermarking is another
fundamental tool employed in this paper, which involves em-
bedding hidden information (referred to as the “watermark
message”) into original imagery data through a watermark-
ing process. This then allows for the watermark message to
be extracted through a decoding process. Such an encoding-
decoding watermarking technique has been used to assert
data ownership and authenticate content [26–28].

Formally, the watermarking problem can be defined as
follows: Given an input image x and an L-bit watermark
message m ∈ {0, 1}L, the objective is to generate a wa-
termarked image xw that preserves visual similarity to the
original image x while embedding the watermark message
m. Additionally, the watermarked image xw should be con-
structed to allow reverse engineering of its embedded mes-
sage m, thereby enabling the identification of the image’s
origin. To this end, we adopt HIDDEN [31] as the water-
marking method–a widely used deep neural network-based
image watermarking framework. It comprises an encoder
fψ and a decoder gϕ, with network parameters ψ and ϕ,
respectively. The encoder fψ takes the original image x and
the message m as input, producing the watermarked image
xw = fψ(x,m). The decoder gϕ then aims to recover the
watermark message from xw, yielding an extracted message
denoted as m̂ = gϕ(xw). The encoder and decoder of HID-
DEN are then trained jointly to minimize both the image
reconstruction loss (ℓrec) between xw and x, ensuring visual
similarity, and the watermark message decoding loss (ℓdec),
which ensures accurate recovery of the embedded message.
This yields the watermark network training problem below

ψw,ϕw = argmin
ψ,ϕ

Lwm(ψ,ϕ;m,D)

:= Ex∈D[`rec(xw,x) + `dec(gϕ(xw),m)], (2)

where ψ and ϕ are encoding and decoding network parame-
ters, D denotes the dataset, and xw = fψ(x,m). Once the
encoding network is trained by solving (2), we can water-
mark data by applying fψw

(x,m) to a given data point x
with the specified watermark message m.
Problem of interest: MU meets watermarking. Our study
investigates the synergy between MU and watermarking,
serving two primary purposes: (P1) MU for watermarking,
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which explores the generalizability of MU in unlearning wa-
termarked data; (P2) Watermarking for MU, which examines
how watermarking can be strategically designed to facilitate
effective unlearning.

The rationale behind investigating (P1) is that watermark-
ing can be viewed as a form of data shift, as it introduces
alterations to the original dataset. This prompts an exami-
nation of whether MU remains generalizable to such shifts
during both evaluation and training. Building on the in-
sights gained from exploring (P1), we pose (P2) to examine
whether adjustments to the watermarking network in (2) and
the selection of the watermark message m can proactively
influence unlearning performance. Here, we aim for a syn-
ergistic relationship where watermarking facilitates the MU
process, creating a mutually beneficial framework for data
watermarking and MU.

4. Generalization of MU to Watermarked Data
In this section, we address (P1) by examining how an off-the-
shelf watermarking technique like HIDDEN, when applied
to both forget and retain sets, impacts unlearning during
training and evaluation. Specifically, given an unlearned
model θu obtained by solving the unlearning problem (1) on
the original (unwatermarked) forget set Df , we first assess
if the unlearning effectiveness of θu generalizes to the wa-
termarked forget set D̂f := {xw}x∈Df

and the watermarked
retain or testing set at the evaluation phase, where recall that
xw = fψw

(x,m) as defined in (2). Similarly, if the MU
problem (1) is performed on the watermarked dataset, we
aim to investigate how its unlearning performance general-
izes when evaluated on the unwatermarked forget set. The
investigation above can be summarized into the following
two scenarios of interest (S1-S2):
• (S1) Unwatermarked unlearning with watermarked
evlauation: Standard unlearning optimization is performed
on the unwatermarked dataset, as in (1), while evaluation is
conducted on the watermarked MU evaluation sets.
• (S2) Watermarked unlearning with unwatermarked
evaluation: Unlearning optimization is applied to the water-
marked forget and retain sets using the HIDDEN watermark-
ing network (fψw

(x,m)), while evaluation is performed on
the unwatermarked datasets.

Both cases will be validated against the baseline scenario:
(S0) unwatermarked unlearning with unwatermarked
evaluation. Our rationale is that comparing S1 to S0 reveals
MU’s robustness to data shifts introduced by watermarking
at the testing stage, while comparing S2 to S0 highlights the
impact of watermarking on unlearning training.

To examine the proposed scenarios, we focus on the exact
unlearning method of retraining from scratch on the retain set
only, referred to as “Retrain”. We did not prioritize approxi-
mate unlearning methods to avoid the confounding influence
of approximation factors when analyzing the watermarking
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Figure 2. Performance evaluation of the exact unlearning method,
Retrain, across the studied MU-watermarking interaction scenar-
ios: S1 (unwatermarked unlearning with watermarked evaluation)
and S2 (watermarked unlearning with unwatermarked evaluation),
compared to the unwatermarked baseline S0.

effect in MU. While we acknowledge that Retrain may not
be scalable for large datasets, it provides a controlled setting
to draw precise insights into the impact of watermarking.
To measure unlearning effectiveness, we follow [11] and
use two metrics: unlearning accuracy (UA), defined as 1−
(accuracy of the unlearned model θu on the forget set), and
MIA-Efficacy, which measures the prediction accuracy of a
membership inference attack (MIA)-based detector in cor-
rectly identifying the forget data as non-training samples. To
assess model utility after unlearning, we use retain accuracy
(RA) and testing accuracy (TA), which evaluate the predic-
tion accuracy of θu on Dr and the testing set, respectively.

Given the evaluation metrics (UA, MIA-Efficacy, RA,
TA), Fig. 2 presents the performance of Retrain under differ-
ent MU-watermarking interaction scenarios (S1 and S2) vs.
the unwatermarked baseline S0 in both data-wise and forget-
wise forgetting. As illustrated by the comparison of S1 vs.
S0, the application of watermarking to unlearning evaluation
sets shows negligible impact on the effectiveness of MU,
demonstrating its robustness against data modifications in-
troduced by watermarking. Furthermore, in the comparison
of S2 vs. S0, performing unlearning optimization directly
on watermarked datasets also demonstrates minimal impact
on the unlearning outcomes. This finding highlights the
seamless compatibility of MU methods with watermarked
data, ensuring reliable and consistent performance across
both standard and watermarked scenarios. This observation
further motivates our investigation in the next section, where
we explore proactive watermarking design to enhance and
facilitate the MU process.

5. WATER4MU: MU Enhanced by Watermark

In this section, we address (P2), as described in Sec. 3, to
investigate how the watermarking mechanism in (2) can be
strategically designed to proactively facilitate MU when the
watermark is applied to the forget data. We refer to the
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proposed approach as WATER4MU.
A bi-level optimization (BLO) view of WATER4MU. BLO
is used to characterize a leader-follower game [89], in which
the leader’s actions depend on the optimal solution deter-
mined by the follower. If we consider the watermarking
procedure conducted by the leader and the unlearning pro-
cedure by the follower, we can apply BLO to design the
watermarking process in a way that facilitates the unlearning
process. Specifically, applying BLO involves two levels of
optimization: the upper-level optimization, corresponding to
the leader’s task (i.e., optimization for watermarking), and
the lower-level optimization, corresponding to the follower’s
task (i.e., optimization for unlearning). In the following, we
detail each optimization level in our proposal, WATER4MU.

We start with the design of the lower-level optimization
for unlearning, given the watermarked datasets. Considering
the unlearning objective Lmu as formulated in (1), with
watermarked data produced by the watermarking encoder
fψ in (2), the follower in the lower-level optimization seeks
to obtain the unlearned model by minimizing Lmu over the
watermarked forget and retain sets:

θu(ψ) = argmin
θ

−`CE(θ; D̂f) + `CE(θ; D̂r)︸ ︷︷ ︸
= Lmu(θ; D̂f , D̂r)

, (3)

where D̂f (or D̂r) denotes the watermarked forget (or retain)
dataset, i.e., D̂f := {xw}x∈Df

and D̂r := {xw}x∈Dr
with

xw = fψ(x,m) in (2). In (3), we explicitly express the
minimizer θu(ψ) as a function of the watermarking network
parameters ψ. In addition, unless specified otherwise, we
define the unlearning objective of (3) by setting λf = λr = 1,
ℓr = ℓCE, and ℓf = −ℓCE in (1). This setup is commonly
known as gradient difference method (GradDiff) [4, 90].

Next, we introduce the upper-level optimization for the
MU-aware watermarking design. Given the lower-level
problem (3), the upper-level optimization has two primary
objectives: (a) ensuring that the lower-level unlearned
model θu(ψ), trained on watermarked datasets, performs
effectively when evaluated on the original unwatermarked
datasets, and (b) maintaining the effectiveness of the water-
marking network to reliably encode and decode the water-
mark message. This leads to the following objective:

L̂(ψ,ϕ,θu(ψ)) :=Lmu(θu(ψ);Df ,Dr)︸ ︷︷ ︸
(a) Unlearning validation

+ Lwm(ψ,ϕ;m,Df ∪ Dr)︸ ︷︷ ︸
(b) Watermarking validation

, (4)

where Lmu is defined in (1) with the GradDiff specification
as in (3) in order to validate the lower-level unlearned model
θu(ψ) on the original MU dataset, and Lwm represents the
training loss of the watermarking network, as defined in (2).

Integrating (4) with (3) forms the proposed BLO problem
required for the design of WATER4MU. It is evident from (4)
that these two optimization levels are interconnected through
the upper-level watermarking encoder parameters ψ, which

influence the lower-level solution θu(ψ). Therefore, the
BLO problem for WATER4MU is cast as

minimize
ψ,ϕ

L̂(ψ,ϕ,θu(ψ))

subject to θu(ψ) = argminθ Lmu(θ; D̂f , D̂r),
(5)

where L̂ and Lmu have been defined in (3) and (4) respec-
tively, and recall that the watermarked datasets D̂f and D̂r

depend on the upper-level watermarking encoder ψ.
Solving problem (5) via implicit gradient. To solve the
BLO problem (5) using a standard gradient descent approach
to minimize the upper-level objective function, we face a
difficulty known as the implicit gradient (IG) challenge. This
arises from the gradient of the upper-level objective, which
depends implicitly on the lower-level solution. Specifically,
the gradient of the upper-level objective involves:

dL̂
dψ

= ∇ψL̂(ψ,ϕ,θu) +
dθu(ψ)

dψ︸ ︷︷ ︸
IG

∇θL̂(ψ,ϕ,θ) |θ=θu , (6)

where ∇ψL̂ or ∇θL̂ denotes the partial derivative (∂·∂· ) of
the multi-variate function L̂(ψ,ϕ,θ), and d·

d· denotes the
full derivative. In (6), dθu(ψ)

dψ represents the IG, as θu(ψ)
is obtained by solving a coupled but implicit lower-level
optimization problem in (5), making its closed-form solution
challenging to derive.

To address the IG challenge, we employ a widely used op-
timization technique known as the implicit function approach
[89, Sec. III-A]. This approach leverages the Implicit Func-
tion Theorem [91], assuming that a singleton solution exists
for the lower-level problem. This leads to the following
expression of IG:

dθu(ψ)

dψ
= −∇2

ψθ`mu (∇2
θθ`mu)

−1, (7)

where ℓmu is the lower-level objective function of (5), we
have used and will continue to use omitted input arguments
in functions for brevity, ∇2

ψθ denotes the (cross-variable)
second-order partial derivative, ∇2

θθ is the Hessian matrix,
and −1 is the matrix inversion. To further simplify the IG
expression in (7), a common approximation assumes a di-
agonal matrix for the Hessian. This assumption is reason-
able because the prediction loss landscape of deep neural
networks is often considered piecewise linear in a tropical
hyper-surface [92]. By setting ∇2

θθℓmu = λI, where λ is a
small hyperparameter to adjust the approximation, we can
simplify (7) to:

dθu(ψ)

dψ
= −(1/λ)∇2

ψθ`mu. (8)

Substituting (8) into (6), the gradient of the upper-level ob-
jective becomes

dL̂
dψ

= ∇ψL̂ − ∇2
ψθ`mu∇θL̂ = ∇ψL̂ − ∂

∂ψ
[∇θ`⊤mu∇θL̂],
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where ⊤ is the transpose of a vector. The above implies
that the upper-level gradient calculation to perform gradient
descent on (5) can be achieved through the first-order deriva-
tives of two scalar-valued functions, L̂ and ∇θℓ

T
mu∇θL̂.

This allows us to implement WATER4MU using a standard
first-order optimization solver to address (5).
WATER4MU in the image generation context. The previ-
ously proposed BLO problem was conceived for unlearning
in the context of image classification. We can also extend
WATER4MU to the prompt-wise forgetting in image genera-
tion context. Here, a prompt refers to a text condition used
for text-to-image generation, known as a ‘concept‘ within
MU for generative models [15]. In the lower-level optimiza-
tion, we conduct unlearning on the prompt with correspond-
ing watermarked forget and retain sets. Then, the upper-level
optimization ensures that the unlearned model performs well
when evaluated on the unwatermarked datasets and main-
tains the effectiveness of the watermarking network. See
Appx. A for details.
Another extended case: Watermark message (m) selec-
tion. In the standard watermark network training setup,
like in HIDDEN, the watermark message m is treated as
a random message. However, given a fixed watermarking
network, we can also enhance WATER4MU by selecting a
watermark message m that facilitates MU. This introduces
the problem of watermark message selection while keeping
the watermark network parameters (ψ,ϕ) unchanged. Anal-
ogous to (5), we substitute the upper-level optimization vari-
ables with the watermark message variables m. As shown
in (3), the watermark message m influences the lower-level
unlearning objective, thereby serving as the new coupling
variable that connects the lower-level optimization to the
upper-level optimization. A similar implicit gradient ap-
proach can be applied to solve this extended case.

6. Experiments

6.1. Experiment setups

Watermarking and unlearning setups. For watermarking,
we use the pre-trained HIDDEN [31] as our baseline water-
marking network, which we then fine-tune when integrated
with unlearning. For unlearning, we consider three MU sce-
narios in image classification and image generation. In the
random data forgetting scenario, we perform primary experi-
ments on the CIFAR-10 dataset using a RESNET-18 model,
with additional evaluations on CIFAR-100 and SVHN. In
the class-wise forgetting scenario, we focus on the CIFAR-
10 and IMAGENET datasets, also using a RESNET-18 model.
In prompt-wise forgetting, we use UNLEARNCANVAS[9]
dataset with the corresponding fine-tuned Stable Diffusion
(SD) v1.5. In addition to standard unlearning tasks, we
consider a worst-case scenario, known as “challenging for-
gets” [93], which identifies data points that are particularly

difficult to unlearn. This approach ranks data based on un-
learning difficulty, providing a subset of training samples
that present the greatest challenges for unlearning.
Unlearning baseline methods and evaluation metrics.
For image classification, we compare our proposed WA-
TER4MU with the exact unlearning method Retrain and four
approximate unlearning methods, FT (fine-tuning) [20], GA
(gradient ascent) [22], ℓ1 sparsity-promoted unlearning (re-
ferred to as Sparse) [11], and IU (influence unlearning) [19].
For image generation, we compare WATER4MU with three
prompt-wise unlearning methods, erased stable diffusion
(ESD)[15], forget-me-not (FMN)[46] and unified concept
editing (UCE)[43]. For evaluation, we use four metrics
introduced in Sec. 4: UA (unlearning accuracy) and MIA
(membership inference attack-based unlearning efficacy) to
assess unlearning performance, and RA (accuracy on the
retain set) and TA (accuracy on the testing set) to evaluate
the utility of the unlearned model. Also for image genera-
tion, we have additionally introduced the In-domain retain
accuracy (IRA), Cross-domain retain accuracy (CRA), and
FID metrics followed the setting of UNLEARNCANVAS[9].
BLO implementation for WATER4MU. For image clas-
sification context, in the upper-level optimization, we use
the proposed implicit gradient-based descent approach with
setting the learning rate to 10−4 over 10 epochs. In the
lower-level optimization, unlearning is performed with 3
epochs at the learning rate 10−2. The Hessian diagonaliza-
tion parameter is set to λ = 10−2. For image generation
context, we set the learning rate to 10−4 over 6 epochs in
the upper-level optimization, while setting the learning rate
to 10−5 over 5 epochs in the lower-level optimization. The
Hessian diagonalization parameter is set to λ = 10−2. For
watermark message selection, we use the same optimization
approach as image classification context, while setting the
learning rate to α = 10−3 over 20 epochs in the upper-level
optimization. The Hessian diagonalization parameter is set
to λ = 10−3. All our experiments are conducted on one
NVIDIA RTX A6000 48G GPU.

6.2. Experiment results

Effectiveness of WATER4MU-integrated unlearning. In
Tab. 1, we present the performance of various MU methods,
including the exact unlearning method Retrain and approxi-
mate unlearning methods (FT, GA, Sparse, and IU), with and
without the integration of WATER4MU on the (CIFAR-10,
ResNet-18) setup. This integration is implemented under
scenario S∈–watermarked unlearning with unwatermarked
evaluation–as defined in Sec. 4, with the watermarking mech-
anism provided by WATER4MU. Here our focus on unwater-
marked evaluation allows us to examine whether watermark-
ing can enhance MU performance even in evaluations on the
original, unwatermarked forget set. We provide several key
observations from Tab. 1 below.
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Table 1. Performance of different unlearning methods under unwatermarked forget/retain sets (Original) and WATER4MU-induced
watermarked forget/retain sets on (CIFAR-10, RESNET-18). The result format is given by a±b with mean a and standard deviation b over
10 independent trials. We present the results under random data forgetting and class-wise forgetting scenarios. The forgetting data of random
data forgetting ratio is 10% of the whole training dataset. The performance difference is provided in Diff.

Metric Retrain GA FT Sparse IU
Original WATER4MU Diff Original WATER4MU Diff Original WATER4MU Diff Original WATER4MU Diff Original WATER4MU Diff

10% random data forgetting

UA↑ 6.78±0.63 10.01±0.69 3.23▲ 0.80±0.32 1.92±0.25 1.12▲ 1.85±0.69 4.93±0.76 3.08▲ 6.11±0.72 7.50±0.64 1.39▲ 0.64±0.21 2.62±0.22 1.98▲
MIA↑ 16.06±0.07 19.33±0.05 3.27▲ 1.89±0.02 5.67±0.02 3.78▲ 5.60±0.22 8.26±0.12 2.66▲ 13.08±0.08 14.70±0.02 1.62▲ 1.53±0.01 3.67±0.01 2.14▲
RA↑ 100.00±0.00 99.93±0.01 0.07▼ 99.42±0.27 99.18±0.34 0.24▼ 99.66±0.06 98.75±0.10 0.91▼ 97.76±0.32 97.22±0.23 0.54▼ 99.43±0.22 98.98±0.36 0.45▼
TA↑ 92.02±0.02 90.63±0.02 1.39▼ 92.19±0.52 92.39±0.38 0.20▲ 93.54±0.27 92.11±0.41 1.43▼ 91.61±0.46 91.65±0.55 0.04▲ 94.51±0.87 92.87±0.74 1.64▼

class-wise forgetting

UA↑ 100.00±0.00 100.00±0.00 0.00- 41.84±7.35 49.03±5.46 7.19▲ 37.29±8.18 53.25±6.55 15.96▲ 87.09±2.19 94.60±2.02 7.51▲ 92.03±2.54 98.49±1.12 6.46▲
MIA↑ 100.00±0.00 100.00±0.00 0.00- 55.11±8.32 61.42±7.75 6.31▲ 55.96±6.49 69.24±9.17 13.28▲ 90.62±2.13 98.71±1.14 8.09▲ 99.32±0.21 100.00±0.00 0.68▲
RA↑ 100.00±0.00 99.84±0.03 0.16▼ 99.20±0.12 99.07±0.23 0.13▼ 99.31±0.07 98.76±0.12 0.55▼ 99.58±0.05 95.27±0.33 4.31▼ 92.27±0.26 92.17±0.41 0.10▼
TA↑ 91.20±0.11 89.95±0.21 1.25▼ 87.87±0.07 88.62±0.18 0.75▲ 90.67±0.22 90.61±0.14 0.06▼ 90.48±0.31 90.24±0.10 0.24▼ 89.50±0.07 88.67±0.05 0.83▼

Table 2. Performance of WATER4MU on additional datasets in RESNET-18 (CIFAR-10 and SVHN for random data forgetting, IMAGENET

for class-wise forgetting). The class-wise forgetting is conducted over 10% of ImageNet classes. The other content format follows Tab. 1.

Metric Retrain GA FT Sparse IU
Original WATER4MU Diff Original WATER4MU Diff Original WATER4MU Diff Original WATER4MU Diff Original WATER4MU Diff

10% random data forgetting, CIFAR-100

UA↑ 24.88±0.13 28.32±0.67 3.44▲ 0.05±0.01 2.29±0.12 2.24▲ 0.98±0.06 3.11±0.27 2.13▲ 9.12±0.21 13.31±0.11 4.19▲ 3.19±0.09 5.43±0.33 2.24▲
MIA↑ 49.83±0.17 49.96±0.25 0.13▲ 2.40±0.21 5.49±0.52 3.09▲ 2.29±0.29 5.89±0.32 3.60▲ 12.56±0.72 19.64±1.07 7.08▲ 6.71±0.40 10.78±0.33 4.07▲
RA↑ 99.99±0.01 99.38±0.21 0.61▼ 99.97±0.02 99.58±0.09 0.39▼ 99.98±0.01 99.91±0.03 0.07▼ 96.32±0.07 96.71±0.11 0.39▲ 97.86±0.02 97.11±0.03 0.75▼
TA↑ 76.35±0.13 73.31±0.22 3.04▼ 75.91±0.19 74.43±0.35 1.48▼ 75.96±0.27 74.83±0.14 1.13▼ 70.43±0.49 69.77±0.26 0.66▼ 72.75±0.25 72.53±0.16 0.22▼

10% random data forgetting, SVHN

UA↑ 7.49±0.16 8.79±0.29 1.30▲ 0.02±0.01 2.18±0.17 2.16▲ 1.98±0.23 4.31±0.20 2.33▲ 5.01±0.17 7.66±0.12 2.65▲ 4.94±0.12 7.02±0.47 2.08▲
MIA↑ 17.78±0.14 17.67±0.15 0.11▼ 0.30±0.06 3.67±0.22 3.37▲ 5.35±0.19 11.69±0.55 6.34▲ 10.62±0.15 13.81±0.38 3.19▲ 7.23±0.09 8.96±0.25 1.73▲
RA↑ 100.00±0.00 99.95±0.02 0.05▼ 99.97±0.01 99.00±0.13 0.97▼ 98.98±0.07 99.59±0.11 0.61▲ 99.14±0.05 98.57±0.12 0.57▼ 99.46±0.02 99.20±0.04 0.26▼
TA↑ 93.71±0.42 93.63±0.28 0.08▼ 92.59±0.57 92.51±0.18 0.08▼ 92.89±0.13 93.40±0.37 0.51▲ 93.70±0.08 93.22±0.17 0.48▼ 91.13±0.15 90.46±0.11 0.67▼

Class-wise forgetting, IMAGENET

UA↑ 74.33±0.62 76.45±0.49 2.12▲ 61.10±0.45 67.23±1.36 6.13▲ 45.52±0.86 53.71±0.59 8.19▲ 80.25±0.59 85.09±0.37 4.84▲ 50.34±0.56 53.71±0.86 3.37▲
MIA↑ 98.30±0.17 98.69±0.08 0.39▲ 98.71±0.16 99.64±0.22 0.93▲ 96.35±0.34 99.56±0.27 3.21▲ 98.20±0.20 99.94±0.33 3.21▲ 95.78±0.18 95.88±0.13 0.10▲
RA↑ 65.80±0.31 64.73±0.29 1.07▼ 63.37±0.76 63.05±0.52 0.32▼ 65.86±0.46 65.68±0.19 0.18▼ 64.34±0.83 62.41±0.08 1.93▼ 66.63±0.36 66.24±0.12 0.39▼
TA↑ 65.48±0.63 64.21±0.77 1.27▼ 63.22±0.47 63.10±0.40 0.12▼ 64.89±0.18 64.37±0.52 0.52▼ 63.69±0.34 63.22±0.23 0.47▼ 65.80±0.24 65.09±0.0.25 0.71▼

First, integrating WATER4MU into the unlearning pro-
cess enhances unlearning effectiveness across all evaluated
methods, as evidenced by improved UA and MIA scores
compared to their performance without WATER4MU (i.e.,
‘Original’ in Tab. 1). As noted in Sec. 4, UA is defined as
1−(accuracy on the forget set Df ), while the MIA score
reflects the accuracy of the MIA detector in correctly iden-
tifying forget samples as non-training data. Therefore, an
increase in UA and MIA scores indicates more effective
unlearning. Another notable observation is that the use of
WATER4MU further enhances the unlearning effectiveness
of Retrain for data forgetting, indicating the proactive un-
learning capability provided by WATER4MU.

Second, we observe that WATER4MU-integrated unlearn-
ing approaches result in a slight decrease in model utility,
as indicated by RA and TA scores. However, the gains
in unlearning effectiveness (evidenced by higher UA and
MIA scores) outweigh this slight reduction in TA and RA.
This likely reflects the inherent tradeoff between enhanced
unlearning effectiveness and preserved model utility [11].

Table 3. Performance of WATER4MU with watermarked evalua-
tion. We choose Retrain as the unlearning method and compare
the resulting performance with unwatermarked evaluation under
(CIFAR-10, RESNET-18).

Metric Unwatermarked Watermarked Diff

UA↑ 10.01±0.69 15.84±1.32 5.83▲
MIA↑ 19.33±0.05 26.55±0.15 7.22▲
RA↑ 99.93±0.01 97.63±0.76 2.30▼
TA↑ 90.63±0.02 88.79±0.55 1.84▼

Third, we observe that integrating WATER4MU is resilient
to the choice of MU method. Recall that WATER4MU was
designed using the GradDiff unlearning objective in (3),
closely aligning with methods like GA and FT. However,
integrating WATER4MU with other MU methods, such as
Sparse and IU, also enhances unlearning effectiveness, high-
lighting its broad applicability.

Additional results demonstrating the effectiveness of WA-
TER4MU on other datasets, including CIFAR-100, SVHN,
and IMAGENET, are presented in Tab. 2, showing consistent
performance trends as observed in Tab. 1.
Effectiveness of WATER4MU in watermarked evalua-
tion. In Tab. 3, we extend the unlearning evaluation of
WATER4MU from Tab. 1 to the watermarked evaluation
scenario, where the evaluation sets are also watermarked
using WATER4MU. As observed, test-time watermarking
further enhances unlearning effectiveness (UA and MIA)
while slightly reduces utility performance (RA and TA) com-
pared to unwatermarked evaluation. This suggests that wa-
termarking can also serve as an effective test-time strategy
to boost MU performance for a given forget set.
Effectiveness of WATER4MU on “challenging forgets”
[93]. In Tab. 4, we evaluate the performance of WATER4MU
on “challenging forgets”, a worst-case forget set comprising
the most difficult training samples or image classes to un-
learn. As we can see, integrating WATER4MU into Retrain,
GA, and FT shows a clear enhancement in unlearning ef-
fectiveness, as evidenced by improved UA and MIA scores
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Table 4. Performance of WATER4MU on worst-case challenging forget sets. For data-wise scenarios, we conduct worst-case forgetting on
CIFAR-10 using RESNET-18. For class-wise scenarios, we conducted worst-case forgetting on IMAGENET. The data-wise forgetting ratio
is 10% of the whole training dataset and the class-wise forgetting ratio is 10% of the entire classes.

Metric Retrain GA FT
Original WATER4MU Diff Original WATER4MU Diff Original WATER4MU Diff

Worst-case data-wise forgetting, CIFAR-10

UA↑ 0.00±0.00 2.11±0.14 2.11▲ 0.01±0.00 1.73±0.02 1.72▲ 0.03±0.01 2.05±0.06 2.02▲
MIA↑ 0.00±0.00 3.03±0.09 3.03▲ 0.33±0.05 2.78±0.13 2.45▲ 0.71±0.06 3.40±0.31 2.69▲
RA↑ 100.00±0.00 99.87±0.02 0.13▼ 99.13±0.03 98.87±0.05 0.26▼ 99.66±0.02 99.56±0.02 0.10▼
TA↑ 94.78±0.11 94.62±0.23 0.16▼ 94.18±0.11 94.38±0.26 0.20▲ 94.47±0.17 93.75±0.14 0.72▼

Worst-case class-wise forgetting, IMAGENET

UA↑ 48.49±0.14 51.32±0.33 2.83▲ 42.49±0.52 50.21±0.43 7.72▲ 33.56±0.06 40.10±0.15 6.54▲
MIA↑ 98.63±0.12 98.76±0.21 0.13▲ 98.25±0.14 99.47±0.17 1.22▲ 96.56±0.26 99.82±0.08 3.26▲
RA↑ 65.62±0.41 64.96±0.28 0.66▼ 62.83±0.20 62.54±0.44 0.29▼ 66.85±0.35 66.52±0.18 0.33▼
TA↑ 65.59±0.14 65.31±0.57 0.28▼ 63.14±0.15 63.20±0.29 0.06▼ 65.73±0.28 64.35±0.72 1.38▼

original

Water4MU

Cartoon Crayon Early Autumn Ink Art

Unlearn: Cats Unlearn: Cartoon

original

Water4MU

Cats Frogs Fishes Flowers

Test prompt template: ‘A painting of {object} in {style} style’

Figure 3. Examples of generated images by SD w/ and w/o MU with WATER4MU. Concept types are distinguished by color: styles in
brown and objects in purple. The first row serves as a reference for comparison before unlearning.

across all datasets. Comparing these results with random
data forgetting on CIFAR-10 in Tab. 1 and standard class-
wise forgetting on ImageNet in Tab. 2, we observe that un-
learning becomes notably more challenging in the worst-case
scenario in Tab. 4. Nevertheless, WATER4MU provides a
promising solution to further improve existing MU methods,
even in these challenging unlearning scenarios.
An extended study: effectiveness of WATER4MU in im-
age generation. We further demonstrate the efficacy of
our approach in prompt-wise forgetting for text-to-image
generation. We use the Stable Diffusion (SD) model [94]
on the UNLEARNCANVAS dataset [9], a benchmark dataset
designed to evaluate the unlearning of painting styles and
objects. In UnlearnCanvas, a text prompt used as the condi-
tion of image generation is given by ‘A painting of [Object
Name] in [Style Name] Style.’. We consider 20 objects and
50 styles for unlearning. In Tab. 5, we provide an overview
of the performance of WATER4MU, using the evaluation
metrics associated with UnlearnCanvas. First, as seen in
Table 5. Performance overview of WATER4MU evaluated on UN-
LEARNCANVAS. The performance metrics include UA (unlearning
accuracy), IRA (in-domain retain accuracy), CRA (cross-domain
retain accuracy), and FID. Results are averaged over all the style
and object unlearning cases.

Metric Style Unlearning Object Unlearning
UA↑ IRA↑ CRA↑ UA↑ IRA↑ CRA↑ FID↓

ESD 98.58 80.97 93.96 92.15 55.78 44.23 65.55
FMN 88.48 56.77 46.60 45.64 90.63 73.46 131.37
UCE 98.40 60.22 47.71 94.31 39.35 34.67 182.01

Ours 93.49 92.75 94.01 82.24 85.60 81.52 86.62

Tab. 5, we observe that WATER4MU keeps high UA in both
style and object unlearning (95% and 82%). Second, retain-
ability of WATER4MU is maintained at a high level. Both
IRA and CRA exceeds 80% in the context of style and object
unlearning. Compared to other MU methods, WATER4MU
achieves the best balance between unlearning effectiveness
and retainability. Third, WATER4MU manages to maintain
good generation quality (measured by FID). The above re-
sults indicates that WATER4MU can be effectively adapted
to prompt-wise unlearning tasks. Fig. A4 showcases the visu-
alizations of the generations produced by unlearned SD with
WATER4MU. As observed, WATER4MU achieves effective
concept erasure in both style and object unlearning.
Ablation studies. In Appx. C, we provide computational
costs of WATER4MU, a hyperparameter sensitivity analysis,
the decoding performance of WATER4MU, and the influence
of different watermark message selection.

7. Conclusion
In this work, we present WATER4MU, a novel machine
unlearning (MU)-aware watermarking framework that intro-
duces a data-centric approach to enhance unlearning effec-
tiveness in image classification. By integrating digital wa-
termarking into MU workflows, WATER4MU complements
existing model-centric unlearning methods, showcasing how
watermarking can act as a powerful tool for controlled data
erasure. Our findings demonstrate that WATER4MU signifi-
cantly improves unlearning effectiveness across diverse MU
methods, including under “challenging forgets” scenarios.
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