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Abstract

Cross-view localization, the task of estimating a camera’s
3-degrees-of-freedom (3-DoF) pose by aligning ground-
level images with aerial images, is crucial for large-scale
outdoor applications like autonomous navigation and aug-
mented reality. Existing methods often rely on fully super-
vised learning, which requires costly ground-truth pose an-
notations. In this work, we propose GeoDistill, a Geometry
guided weakly supervised self Distillation framework that
uses teacher-student learning with Field-of-View (FoV)-
based masking to enhance local feature learning for robust
cross-view localization. In GeoDistill, the teacher model
localizes a full view image, while the student model predicts
locations from a limited FoV counterpart created by FoV-
based masking. By aligning the student’s predictions with
those of the teacher, the student focuses on key features like
lane lines and ignores textureless regions, such as roads.
This results in more accurate predictions and reduced un-
certainty. Our experiments show that GeoDistill signifi-
cantly improves localization performance across different
frameworks. Additionally, we introduce a novel orientation
estimation network that predicts relative orientation with-
out requiring precise planar position ground truth. GeoDis-
till provides a scalable and efficient solution for real-world
cross-view localization challenges. Code and model can be
found at https://github.com/tongshw/GeoDistill.

1. Introduction

Visual localization estimates a camera’s pose by matching
its image to a known environment. Cross-view localization,
specifically, determines the 3-degrees-of-freedom (3-DoF)
camera pose, i.e., planar position and yaw orientation, by
aligning a ground-level query image with a aerial image that
covers its surroundings. Leveraging the widespread avail-
ability of aerial images, this approach has attracted signif-
icant attention for large-scale outdoor applications, includ-
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Figure 1. Our GeoDistill encourages the student model to extract
discriminative local features from FoV-based masked inputs, re-
sulting in more accurate localization (top right) and reduced un-
certainty (bottom right). In contrast, the teacher model (middle),
pre-trained on panoramas, lacks explicit enforcement for learning
local features, leading to more uncertainty and wrong localization.

ing autonomous navigation and augmented reality.

State-of-the-art cross-view localization methods primar-
ily follow a fully supervised paradigm [19, 31, 36-38], re-
lying on precisely annotated ground camera poses for train-
ing. However, obtaining such annotations at scale is costly,
often requiring fleets of mobile mapping vehicles equipped
with expensive sensor Kkits to traverse the environment. Fur-
thermore, these methods often suffer significant perfor-
mance degradation in the cross-area setting [19, 31, 36-38],
where test images originate from regions different from the
training areas. This limitation significantly hinders the scal-
ability of cross-view localization deployment.

To address this challenge, we propose leveraging weakly
supervised learning. While obtaining precise ground truth
data is costly, collecting noisy ground truth remains acces-
sible. For example, images with coarse localization can be
obtained using a mobile phone’s GPS. Using this coarse
location, we can retrieve aerial images covering the local
surroundings, allowing us to pair these images with the
ground-level query image.
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Recently, a few studies [32, 39] have explored this di-
rection for 2-DoF location estimation with different formu-
lations. [39] assumes access to additional test-area data for
fine-tuning, but in practice, collecting data from all test re-
gions is infeasible. G2SWeakly [32] matches ground im-
ages with corresponding positive and negative aerial im-
ages, leveraging image-level deep metric learning objec-
tives to achieve the goal of relative pose estimation between
the ground and its positive aerial image. Although promis-
ing, image-level metric learning cannot provide strong su-
pervision for accurate local features. These discriminative
local features are essential to achieve high accuracy in esti-
mating relative poses.

This work aims to learn discriminative local features that
generalize well in different areas using only ground-aerial
image pairs. To do so, we propose a field-of-view (FoV)-
based masking strategy for the query images to encourage
the model to focus on different local features (See. Fig. |
and Fig. 4c for some examples). Unlike patch- or pixel-
based masking, which might remove critical information
(such as ground structures) and retain irrelevant parts (like
the sky), FoV-based masking ensures that the query image
always includes a useful portion of the scene, enabling rea-
sonable predictions. A straightforward approach to leverage
this FoV-based masking might be to use it as a data aug-
mentation technique. However, this naive approach makes
it harder for the model to learn generalizable features, as re-
moving information from query images further complicates
the already challenging cross-view localization task.

To tackle this challenge, we propose GeoDistill, a
teacher-student knowledge self-distillation framework that
explicitly encourages the model to make similar predictions
for both panoramic images and masked images depicting
the same scene. Since panoramas typically provide more
accurate location predictions than images with limited FoV,
the teacher model takes the full panoramas as input, while
the student model uses the FoV-based masked counterparts.
The student learns to mimic the teacher’s predictions, de-
spite receiving less information. This forces the student to
mine discriminative local features, such as lane markings,
without relying on the overall global scene structure.

As training progresses, the student model gradually
learns to emphasize key local features and can outper-
form the teacher. As shown in Fig. 1, the teacher model,
which uses a panorama as input, makes incorrect predic-
tions (top) or outputs high uncertainty along the road (bot-
tom). In contrast, our student model, benefiting from en-
hanced local feature extraction, makes accurate predictions
(top) and reduces uncertainty (bottom). Therefore, we up-
date the teacher model’s weights by incorporating the stu-
dent’s weights through a moving average, progressively re-
fining the teacher as a better learning target.

Concretely, our contributions are summarized as follows:

* We introduce GeoDistill, a weakly supervised self-
distillation paradigm that enhances local discriminative
feature learning for robust cross-view localization. We
demonstrate that this learning paradigm applies to dif-
ferent localization frameworks and improves their perfor-
mance by over 10% without architectural modifications.

* We explore FoV-based masking strategies to enhance
localization-critical feature learning. We demonstrate that
while FoV-based masking as a naive data augmentation
impairs performance, it significantly improves the perfor-
mance of localization frameworks when applied within
our proposed teacher-student self-distillation pipeline.

 Existing weakly supervised approaches lack the ability
to estimate the relative orientation between ground-aerial
images. We design an orientation estimation network that
predicts the relative orientation between ground-aerial
images without precise planar position ground truth.

2. Related Work

Cross-view localization is typically formulated as either
large-scale image retrieval [3, 20, 21, 25, 29, 41, 45] or,
more recently, fine-grained pose estimation. The latter, pop-
ularized by the VIGOR benchmark [44], aims to determine
the precise 3-DoF pose between a ground image and its cor-
responding aerial view (e.g., aerial imagery [8, 19, 28, 30—
33, 36-39] or OpenStreetMap data [26, 27]). The core chal-
lenge lies in the substantial visual disparity between view-
points. To bridge this viewpoint gap, one dominant strategy
involves explicit geometric projections. Some approaches
transform aerial imagery into a ground-view perspective us-
ing polar transformations [28, 30]. Complementary meth-
ods project ground images into a bird’s-eye-view (BEV)
representation [8, 31, 33, 36]. While these projection-based
techniques have shown promise, they risk information loss
during the transformation process. A contrasting line of
work bypasses explicit geometry, instead employing end-
to-end neural architectures that directly regress pose param-
eters from the original image pairs [19, 37, 38]. This di-
rect approach preserves all visual information but requires
the model to implicitly learn more complex cross-view spa-
tial relationships. While architecturally distinct, these ap-
proaches are universally designed for a fully supervised set-
ting, demanding access to datasets with precise and costly
ground-truth(GT) pose annotations.

More recently, weakly supervised paradigms have
marked a significant advance [32, 39]. These methods lever-
age noisy GPS data as a weak supervision signal, sub-
stantially reducing the dependency on precisely annotated
GT. This innovation greatly enhances the scalability and
deployability of cross-view localization in real-world sce-
narios, where obtaining accurate pose annotations can be
prohibitively expensive or impractical. However, these pi-
oneering weakly supervised methods have their own limi-
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tations. [39] simplifies the problem to 2-DoF translation
by assuming a known camera orientation and requires in-
domain data for adaptation. Meanwhile, while [32] suc-
cessfully predicts orientation, its applicability is confined to
ground image captured by standard pinhole cameras.

Knowledge distillation(KD) [1, 2, 4, 11, 35] aims to
transfer knowledge from a more comprehensive teacher
model to a more compact student model. Self-
distillation(SD) [15, 16, 22, 43] stands as a compelling
paradigm within KD frameworks. Unlike traditional KD,
SD represents a specialized branch pioneered by Born-
Again Networks [9], wherein a student network learns from
a teacher network with identical architecture, often initial-
ized with the same weights. This approach elegantly cir-
cumvents the architectural constraints of conventional KD
while preserving its knowledge transfer benefits.

SD effectively harnesses a network’s inherent capacity
by establishing a teacher-student dynamic through differ-
entiated training procedures [17, 42] or strategically varied
input data [7, 40]. The fundamental insight of SD lies in
its iterative refinement mechanism—using predictions from
a previously trained model as target values for subsequent
retraining cycles [22], thereby enabling the model to pro-
gressively distill and refine its own knowledge representa-
tion. This self-referential learning process has demonstrated
remarkable efficacy in enhancing model performance with-
out requiring additional architectural complexity or external
knowledge sources.

3. Methodology

This section first formalizes the cross-view localization task
and our weakly supervised learning setting. Then, it intro-
duces the details of our proposed GeoDistill method.

3.1. Task Definition

Cross-view localization estimates the 3-DoF pose, i.e., the
yaw 6 and 2D translation y = (u,v), between a ground-
level image I, and a geo-referenced aerial image I,. Cur-
rent methods [19, 31, 32, 37, 38] train a neural network to
generate a heat map H for localization, with the highest-
confidence location serving as the predicted position,

§ = argmax,, , H(u, v). (1)

The neural network is typically trained in a supervised
manner, relying on ground truth location and yaw for learn-
ing. However, acquiring precise ground truth location data
is costly, whereas ground-level images with noisy GPS
measurements are readily available'. Thus, weakly super-
vised learning presents a more practical alternative.

! Obtaining accurate location data requires expensive mapping vehicles,
while coarse location and yaw orientation can be easily obtained using
built-in phone GPS and compasses.

Following [32, 39], the coarse location is used to identify
a aerial image that covers the ground camera’s location. Our
objective is then to use the ground-aerial image pairs to train
a deep model for cross-view localization.

As shown in Fig. 2, we decompose the task into two
sequential steps: First, our Rotation Estimator (Sec. 3.2)
predicts the yaw angle 0, and uses it to rotate I, by hori-
zontally shifting the panorama. The transformed image I~g
is then fed into a Location Estimator f that predicts heat
maps for localization H = f(I 4> Is). Notably, our proposed
Geometry-Guided Self-Distillation (Sec. 3.3) is a generic
weakly supervised learning paradigm compatible with var-
ious location estimators.

3.2. Orientation Estimation

The motivation of our orientation estimation network is to
align prominent structural cues between ground and aerial
views shared, such as road layouts, which are typically the
most dominant visual feature in outdoor scenes. However,
a primary challenge arises from the inherent perspective
distortion of panoramic images, which projects real-world
straight roads into curves. To overcome this geometric mis-
match, we employ a spherical transform [36] to project
1, into a Bird’s-Eye-View (BEV) representation, I g. This
projection rectifies the road geometry, making it consistent
with the top-down aerial image I and thus enabling a direct
comparison for orientation alignment.

Both the I, and Ig are fed into a unshared feature ex-
tractor backbone, denoted as &(-) and &,(-), respectively:

F, = 55(15)7 Fg = gg(If;)a )

where Fy,F, € R¥ *WxC o facilitate cross-view fea-
ture interaction, we concatenate the extracted feature maps
channel-wise to obtain a fused feature representation F:

F = Concat(F,,F,), where F € RF>XW>x20 (3

The fused feature map F is processed by a Multilayer
Perceptron (MLP) to predict orientation 4. To simplify the
problem, we formulate this as a classification problem over
discrete classes, one per degree in a predefined range. In
the classification setup, the network outputs a probability
distribution, and training uses the Cross-Entropy loss Lcg
between this distribution and the smoothed labels.

3.3. Geometry-Guided Self-Distillation

To achieve robust cross-view localization, a model must
learn to identify discriminative local features. We propose
a novel self-distillation method to directly cultivate this ca-
pability. At its core, the method enforces prediction consis-
tency between a complete panorama and its partial views.
Since the full and partial views depict the same geographi-
cal location, they must map to the identical satellite coordi-
nate. This geometry-guided consistency requirement serves

25359



Figure 2. Overview of the proposed GeoDistill for 3-DoF ground-to-satellite relative pose estimation. Given a ground image, we first
estimate its orientation with respect to the satellite image (Stage 1). For location estimation (Stage 2), we apply the proposed geometry-
guided teacher-student self-distillation (GeoDistill) to a backbone framework, which can be any cross-view localization networks. All
components in this pipeline are involved during training, while the green arrows indicate the workflow during inference.

as a powerful supervision signal, compelling the model to
discover salient local cues rather than depending on the brit-
tle context of a full panorama.

The teacher model is a pre-trained Location Estimator
f+(+; 0;), where 0; denotes its weights. It can be any recent
cross-view localization method that generates heat maps for
localization [19, 31, 32, 37, 38]. The student model f(-; 05)
has the same architecture as the teacher and is initialized
with the teacher’s weights, i.e., 85 = 6, at the start of train-
ing. A key design in GeoDistill is that the teacher and stu-
dent will receive different inputs, forcing them to extract
distinct features for localization.

FoV-based geometric consistency. Our geometric guid-
ance enforces prediction consistency between a full view
and a partial view of the same scene, which we achieve via
an teacher-student architecture. The teacher model f; re-
ceives the transformed full 360° panorama I, and the satel-
lite image I. This is identical to standard cross-view local-
ization methods [19, 31, 32, 37, 38], where models typically
construct a complete feature map of the scene [32] or learn
global image descriptors [38] for localization.

To encourage the student f, to explore local features in
the image, we do not feed the full panorama to it. Instead,
we apply a mask with random FoV to the panorama [,

Igm = M(fq), M(:T) =T O Mmnask, “)

where Mpasx € {0, 1}2*W . The resulting masked image
I~gm simulates an image with a limited FoV. Fig. 4c illus-
trates two examples of the FoV-based masking.

During training, the teacher network’s weights, 6;, are
frozen, serving as a provider of stable and reliable learn-
ing targets. Both teacher and student networks process their
respective inputs, along with the satellite image /5. to gen-

erate heat maps:
Ht:ft(fgals;et)a Hs:fs(j;] als§es)- (5)

This design creates a geometrically-grounded learning
task where the student must learn to produce a localization
output consistent with the teacher’s, but from incomplete in-
formation. This forces the student to move beyond reliance
on the global scene structure and instead mine for robust,
discriminative local features for accurate localization.

Uncertainty preservation. Although the teacher model
provides a learning target, its predictions inevitably contain
noise. The student’s predictions are also noisy, exacerbated
by its less informative input. Directly aligning these noisy
distributions is difficult. While one solution might be to use
a hard, one-hot target, this would discard the valuable dark
knowledge encoded in the teacher’s heatmap. This knowl-
edge, encoded in the distribution’s shape and relative activa-
tion strengths, implicitly teaches the student about structural
similarities and model uncertainty.

We adopt a more nuanced strategy: sharpening both
heatmaps before calculating the distillation loss. This
serves a dual purpose: it reduces the distribution’s entropy,
compelling the student to focus on the teacher’s highest-
confidence predictions, while simultaneously mitigating the
impact of noisy, low-confidence signals. Specifically, we
apply a softmax with a temperature 7 < 1 to both outputs:

P, = Softmax(H;/7), Ps = Softmax(Hs/7). (6)

Bidirectional knowledge flow. The student learns from
the teacher by minimizing the self-distillation loss Lsp, de-
fined as the Cross-Entropy between their sharpened output
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distributions P, and P;:

Lsp =EX : )

- Z Py(i) log Ps(i)

While the student’s weights 6 are updated via gradient de-
scent, we facilitate a bidirectional knowledge flow [4, 12] by
updating the teacher’s weights 8; as an Exponential Moving
Average (EMA) of the student’s:

Gt — Oégt + (1 — 04)93. (8)

This EMA mechanism allows the teacher to progressively
absorb the robust features learned by the student. For in-
ference, we use this continuously refined teacher model to
achieve enhanced performance.

4. Experiments

In this section, we conduct experiments to answer the
following questions: (1) How necessary and effective is
each component of the proposed GeoDistill approach?
(Sec. 4.4). (2) How does GeoDistill compare to other
weakly supervised methods? Can it also enhance fully su-
pervised methods? (Sec.4.2). (3) What is the performance
gap between GeoDistill and fully supervised state-of-the-art
methods? (Sec. 4.3). First, we outline the dataset, evalua-
tion metrics, base models, and implementation details.

4.1. Datasets and Evaluation Metrics

We evaluate GeoDistill on two different datasets:
¢ VIGOR [44] contains 105,214 pairs of geo-referenced
ground panoramas and corresponding aerial images from
four US cities, with each aerial image covering a 70m
x 70m area. Following the official protocol, we only
use positive pairs—where the ground camera’s location
is within the central quarter of the aerial image—for all
training and evaluation. Panoramas are North-aligned in
VIGOR [44], we augment the panoramas by applying
random orientation noise within a #45° range to generate
orientation label. We adopt the standard Same-Area and
Cross-Area splits for evaluation. For hyperparameter tun-
ing, a validation set is created by holding out 20% of the
training data, consistent with prior works[31, 32, 36, 38].
e KITTI [10] provides limited-FoV ground images cap-
tured by pin-hole camera from Germany, coupled with
aerial views from [30]. Following the standard setup [28],
we use the same-area and cross-area splits, where ground
camera locations are within a central 40m x 40m aerial
patch and an orientation prior with £10° noise is given.
Evaluation metrics. Performance evaluation is con-
ducted using standard metrics: mean and median errors,
computed separately for localization (in meters) and ori-
entation (in degrees), across all test samples, providing a
comprehensive assessment of accuracy.

Base models. We validate the effectiveness and broad
applicability of the proposed GeoDistill on two distinct fine-
grained cross-view localization methods: G2SWeakly [32]
and CCVPE [38]. Our primary experiments build upon
G2SWeakly, a state-of-the-art weakly supervised approach
that projects panoramas into BEV images to mitigate vi-
sual discrepancies. This ensures our entire pipeline remains
strictly weakly supervised. While the original G2SWeakly
uses a VGG backbone, we also implement a variant using
DINOV2 [23] to leverage its powerful, generalizable feature
representations. Furthermore, to demonstrate the versatility
of GeoDistill, we apply it to CCVPE [38], a fully supervised
method that relies on descriptor-based matching and trains
its network using vanilla panoramas.

Implementation details. For location estimation, we
use the code released by the authors of CCVPE [38] and
G2SWeakly [32] for model implementations. Following the
two model’s default settings, we use a batch size of 8, and a
learning rate of 0.0001 with Adam optimizer [18] for both
models. The temperature 7 is set to 0.06 for both teacher
and student. The EMA ritio « is 0.9. For G2SWeakly [32]-
DINO [23] variant, we employ a pre-trained DINOv2-
bl4 [23] as the feature extractor. During training, the
weights of the DINOv2 [23] are kept frozen, and we append
a DPT [24] module to fine tune DINO feature. Our orien-
tation estimation framework employs EfficientNet-BO [34]
with pretrained weights on Imagenet [5] as both the ground
and aerial feature extractors, with non-shared weight. The
satellite image and BEV transformed from the ground im-
age both have a size of 512 x 512. All experiments were
conducted using a single NVIDIA 4090 GPU.

4.2. Effectiveness of Proposed Distillation Paradigm

To wvalidate the effectiveness and generalizability of
GeoDistill, we conduct a comprehensive evaluation. First,
we assess the proposed self-distillation paradigm by in-
corporating it into two distinct base models: the weakly
supervised G2SWeakly [32] and the fully supervised
CCVPE [38]. Subsequently, we combine the orientation
and location estimators to evaluate the full 3-DoF pose es-
timation performance, with a detailed comparison against
fully supervised methods presented in Sec. 4.3. Experi-
ments are conducted on the VIGOR and KITTI datasets.
Notably, a key advantage of our method is its minimal su-
pervision requirement: it operates solely on orientation-
aligned ground-satellite image pairs, without the need for
GT translation. This holds even when GeoDistill is applied
to CCVPE, a model that conventionally requires complete
GT poses for its training.

Results on VIGOR. Tab. 1(top half) highlights the sig-
nificant performance gained by GeoDistill on the VIGOR
dataset. For the CCVPE [38], which suffers from a notable
performance disparity between same- and cross-area eval-



Figure 3. Qualitative comparison of probability maps before (left) and after (right) applying proposed self-distillation learning paradigm
on VIGOR [44] Cross-Area test set. The first row presents input panoramic scenes, while the second row shows the predicted localization
heat maps. Red indicates localization probability, with darker shades representing higher probabilities.

Cross-Area Same-Area
Dataset Method . .
JMean(m) JMedian(m) JMean(m) JMedian(m)
CCVPE [38] 4.97 1.68 3.60 1.36
+ GeoDistill 4.05 (118.5%) 1.57 (16.5%) 3.21 (J10.8%) 1.31 (13.7%)
VIGOR [44] GZSWee}kl.y [321(VGG) 5.20 1.44 4.81 1.61
+ GeoDistill(VGG) 4.49 (113.6%) 1.22 (115.3%) 4.26 (111.4%) 1.37 (114.9%)
' G2SWeakly [32](DINO) | 358 145 | 36l 159
+ GeoDistill(DINO) 2.68 (125.1%) 1.20 (117.2%) 3.08 (J.14.7%) 1.39 (112.6%)
CCVPE [38] 8.94 3.33 1.28 0.71
+ GeoDistill 6.99 (121.8%) 3.14 ([5.7%) 1.25 (10.2%) 0.71 (J0%)
KITTI [10] G2SWeakly [32](VGG) 12.54 10.56 11.11 9.74
+ GeoDistill(VGG) 12.16 (13.0%) 10.22 (13.2%) 10.97 (1 1.3%) 9.62 ([1.2%)
| G2SWeakly [32](DINO) | 1 1261 1164 | 1168 1096
+ GeoDistill(DINO) 11.85 (16.0%) 11.17 ({4.0%) 11.52 (}1.4%) 10.91 (J0%)

Table 1. Localization performance improvement over different baselines on VIGOR [44] and KITTI [10] test set. Our proposed self
distillation learning paradigm consistently improves base models’ performance without access to ground truth location labels.

uation settings, our distillation proves highly effective. It
yields the most pronounced gains in the challenging cross-
area scenario, effectively narrowing the performance gap
and enhancing the model’s generalization. When combined
with the G2SWeakly [32], it consistently yields substantial
improvements. Notably, the performance lift is markedly
greater for the stronger DINO-based variant. This suggests
our method’s efficacy scales with the base model’s quality,
as a superior feature extractor like DINO provides a richer
foundation from which to distill nuanced knowledge, lead-
ing to more pronounced gains.

Results on KITTI. We further test on the KITTI dataset,
which presents a new challenge with its limited FOV cap-
tured by pinhole images, unlike VIGOR’s 360° panoramas.

Tab. 1(bottom half) shows that results on KITTI follow a
similar trend. After distillation, CCVPE delivers substan-
tial gains in the cross-area split. In the same-area setting,
however, performance is unchanged, as the baseline’s al-
ready low localization error creates a performance ceiling.
When applied to G2SWeakly, our paradigm improves both
VGG and DINO variants, though the gains are more modest
than on VIGOR. We attribute this to the baseline’s weaker
initial performance on KITTI, which provides a noisier su-
pervisory signal for distillation.

Overall, the consistent performance gains across dif-
ferent models and datasets validate our self-distillation
paradigm as an effective, plug-and-play solution for self-
improvement without architectural modifications.



Qualitative results. Fig. 3 qualitatively compares the
location probability maps predicted by the G2SWeakly [32]
as base model on the VIGOR dataset, both with and without
our distillation paradigm. As highlighted by purple rectan-
gles, the vanilla G2SWeakly [32] struggles when localiza-
tion should depend on local features. It often assigns high
probability to incorrect locations while attributing low prob-
ability to the GT location, indicating poor cross-view fea-
ture matching. In contrast, our distillation-enhanced model
effectively leverages these discriminative local features to
produce accurate and confident location predictions. This
demonstrates our method’s ability to significantly improve
feature representation for cross-view localization.

4.3. Comparison with Fully Supervised Methods

We assess the generalization capabilities about 3-DoF pose
estimation of GeoDistill by conducting a rigorous eval-
uation on the VIGOR cross-area setting. We compare
our method against several fully supervised approaches.
Among them, HC-Net [36] represents the current state-
of-the-art performance. We evaluate performance under
varying levels of orientation prior noise, including 0° and
+45° for ground images. Notably, we implement GeoDistill
based on G2SWeakly [32] to ensure entire pipeline remains
strictly weakly supervised, requiring no GT location labels.

Tab. 2 shows GeoDistill’s effectiveness. With a VGG
backbone, GeoDistill already achieves the best median lo-
calization error among all methods, surpassing the fully
supervised SOTA. Although its mean error is marginally
higher in this setup, its superior median performance high-
lights its robustness. This advantage becomes definitive
when using a DINO backbone. Our weakly supervised
model then surpasses all fully supervised methods across
both mean and median metrics. Additionally, GeoDistill
surpasses all competing approaches in orientation estima-
tion, including those that are fully supervised, demonstrat-
ing the effectiveness of our orientation estimation network.

4.4. Model Analysis

To validate the core components of GeoDistill, we conduct
a series of ablation studies. We build upon the state-of-the-
art weakly supervised method, G2SWeakly [32], as our base
model. Unless stated otherwise, all experiments utilize its
original implementation with a VGG backbone. Our anal-
ysis investigates the contributions of our key components:
the FoV-based masking, the uncertainty preservation strat-
egy, and the teacher-student parameter update strategy.
Why FoV-based masking? To learn discriminative lo-
cal features, our GeoDistill proposes FoV-based masking.
By aligning predictions from an input with limited informa-
tion (student) with those from an input with full informa-
tion (teacher), we encourage the student model to focus on
learning discriminative local features. Specifically, our ap-

. JLocalization | |Orientation
Noise Method Mean Median| Mean Median
CVR [44]* 9.45 8.33 - -
SliceMatch [19]* | 5.53 2.55 - -
Boosting [31]* 5.16 1.40 - -
0° CCVPE [38]* 4.97 1.68 - -
DenseFlow [33]* | 5.01 2.42 - -
HC-Net [36]* 3.35 1.59 - -
Ours(VGG) 4.49 1.22 - -
Ours(DINO) 2.68 1.20 - -
CCVPE [38]* 5.16 1.78 26.77 15.29
1450 HC-Net [36]* 3.46 1.60 3.00 1.35
- Ours(VGG) 4.99 1.33 272 1.35
Ours(DINO) 4.20 2.57 272 1.35
Table 2. Performance comparison with fully supervised ap-

proaches on 2-DoF and 3-DoF pose estimation on VIGOR [44]
Cross-Area test set. Here, GeoDistill employs G2SWeakly as base
model, ensuring the model is trained strictly with weak supervi-

s

sion. indicates fully supervised methods. Best in bold.
Backbone | Mask JMean(m) |Median(m)

Maximum Act. 5.14 1.42

Random Patch 5.21 1.44

CNN | Rov 4.49 1.22
Baseline 5.20 1.44

Random Patch 3.10 1.33

ViT FoV 2.68 1.20
Baseline 3.58 1.45

Table 3. Performance comparison with different masking strate-
gies on VIGOR [44] Cross-Area test set.

(a) Random patch masking (b) Maximum activation masking

(c) FoV-based Masking
Figure 4. Different masking strategies.

proach mimics a query image from a limited-FoV camera.
By preserving coherent scene geometry, this strategy com-
pels the model to learn more robust and discriminative local
features, leading to superior performance. In contrast, al-
ternative strategies such as random patch-based masking,
often used in masked autoencoders [13], and activation-



Data Aug? |Mean(m) |Median(m)

Yes 5.64 1.64
G2SWeakly [321 5.20 1.44

Yes 5.37 2.16
CCVPE [38] No 4.97 1.68

Table 4. Localization performance comparison on two baselines
with or without the FoV-based masking as data augmentation on
VIGOR [44] Cross-Area test set.

Uncertainty JMean(m) JMedian(m)

Single-mode 4.96 1.36

W/o sharpen 5.23 1.44

W/ sharpen 4.49 1.22
Baseline 5.20 1.44

Table 5. Localization performance comparison with different un-
certainty preservation strategies on VIGOR [44] Cross-Area test
set. Single-mode preserves the highest confidence prediction.

based masking [6, 14], risk destroying these crucial scene
structures and losing important local features, as illustrated
in Fig.4. This fundamental drawback leads to suboptimal
performance gains. To validate this, we performed a com-
prehensive comparison. Given that masked autoencoders
are typically ViT-based, we benchmarked random mask-
ing against our method on both CNN (VGG) and ViT (DI-
NOV2) backbones. Tab.3 shows that our FoV-based mask-
ing is consistently superior in both settings, highlighting its
backbone-agnostic advantage.

FoV-based masking as data augmentation? In our
GeoDistill framework, the proposed FoV-based masking
serves as a core component for generating a powerful learn-
ing signal. By creating a discrepancy between the student
(masked input) and the teacher (full input), it establishes
a challenging but valuable self-distillation task. This pro-
cess forces the student to learn robust features from partial
views by distilling knowledge from the teacher’s complete
perspective, even amidst extreme viewpoint. One might
consider applying FoV-based masking as a conventional
data augmentation strategy. However, this approach proves
detrimental. As demonstrated in Tab.4, simply using FoV-
based masking as augmentation consistently impairs perfor-
mance in both fully and weakly supervised settings. This
finding is consistent with results reported in [38], which
also found that overly challenging augmentations can de-
grade model performance. This shows the necessity of our
teacher-student pipeline, which successfully transforms this
difficult masking task into an effective learning mechanism.

Effectiveness of uncertainty preservation strategy. A
key advantage of our teacher-student framework lies in its
ability to distill dark knowledge — the valuable spatial un-
certainty contained in the teacher’s heatmap. We validate

Figure 5. Mean localization error of the student model when
trained with different FoVs on VIGOR [44] cross-Area test set.

this via an ablation study against two extremes, as shown in
Table 5. On one hand, single-mode distillation [39] discards
this dark knowledge by enforcing a deterministic, single-
point target, which leads suboptimal. On the other hand, a
baseline without sharpening (w/o sharpen) fails to converge
because the raw dark knowledge is too diffuse and noisy
to serve as a stable learning signal. Our approach strikes a
crucial balance. By sharpening the teacher’s probability dis-
tribution, it refines the dark knowledge—filtering out noise
while preserving the essential uncertainty. This transforms
the teacher’s output into a potent and stable supervision sig-
nal, which is essential for robust localization.

FoV size selection. The choice of FoV for masking is
critical to the success of GeoDistill. An excessively narrow
FoV provides the student with insufficient contextual infor-
mation, making the learning task intractable. Conversely,
an overly large FoV makes the student’s input too similar to
the teacher’s full view, diminishing the discrepancy between
them and resulting in a weak, ineffective supervision signal.
Fig. 5 confirms our hypothesis. Mean localization error in-
creases significantly when the FoV is either too small (lower
than 90°) or too large (over 240°). Motivated by these find-
ings, we adopt a dynamic FoV for training, randomly sam-
pling from the 180° to 240° range for each instance. This
design maintains a balance between task difficulty and solv-
ability in distillation, and the incorporation of randomness
contributes to improved generalization and robustness.

5. Conclusion

We present GeoDistill, a weakly supervised self-distillation
framework that improves cross-view localization by learn-
ing salient local features. Through teacher-student learning
with FoV-based masking, our method enhances localization
accuracy and reduces uncertainty, showing significant gains
on multiple datasets, particularly those lacking precise an-
notations. We also introduce a novel orientation network
that predicts relative orientation without location supervi-
sion, overcoming a key limitation of previous weakly super-
vised approaches. GeoDistill provides a scalable and effec-
tive solution for both weakly and fully supervised methods,
demonstrating its high potential for large-scale, real-world
localization tasks.
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