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Abstract

Shape-from-Template (SfT) refers to the class of meth-
ods that reconstruct the 3D shape of a deforming ob-
Jject from images/videos using a 3D template. Traditional
ST methods require point correspondences between im-
ages and the texture of the 3D template in order to recon-
struct 3D shapes from images/videos in real time. Their
performance severely degrades when encountered with se-
vere occlusions in the images because of the unavailabil-
ity of correspondences. In contrast, modern SfT meth-
ods use a correspondence-free approach by incorporat-
ing deep neural networks to reconstruct 3D objects, thus
requiring huge amounts of data for supervision. Recent
advances use a fully unsupervised or self-supervised ap-
proach by combining differentiable physics and graphics
to deform 3D template to match input images. In this pa-
per, we propose an unsupervised SfT which uses only im-
age observations: color features, gradients and silhouettes
along with a mesh inextensibility constraint to reconstruct
at a 400X faster pace than (best-performing) unsupervised
SfT. Moreover, when it comes to generating finer details
and severe occlusions, our method outperforms the exist-
ing methodologies by a large margin. Code is available at
https://github.com/dvttran/nsft.

1. Introduction

Recovering 3D shapes of objects from monocular RGB im-
ages, obtained through a video sequence or wide-baseline
viewpoints, is a key goal in 3D computer vision. Given a
3D template of an object, comprising a known geometric
configuration of the object along with known texture de-
tails, [3, 44] established that a unique 3D shape can be re-
covered from a single image of an object in a configuration
different from the 3D template. It showed that combining
projective geometry of the calibrated images with isomet-
ric (or geodesic-preserving) constraints on the 3D template
deformation, the underlying 3D structure of any point in
the image can be uniquely identified merely from the point-

Traditional SfT [3] ¢-SfT [16] PGSfT [47] Ours
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Figure 1. Image-guided SfT vs SoTA. Our method recovers finer
details, resolves self-occlusions and handles strong perspectivities
better than existing methods. We evaluated traditional SfT [3] with
correspondences obtained from Cotracker v3 [18].

wise registration between the input image and the texture
map associated with the 3D template. Template-based 3D
reconstruction from images, a.k.a SfT, is therefore proven
to be a well-posed problem with reliable solutions [8] that
can perform real-time 3D reconstructions [9, 32, 47, 50].
[31] extends the traditional SfT to adapt to handle occlu-
sions by interpolating the non-corresponding points on im-
ages from the reconstructed 3D points of the relevant neigh-
bors. However, all these methods fail when the deform-
ing object causes large (self-)occlusions, sharp motion, and
high perspectivities in the images, such as in the case of
the deforming cloth shown in Figure 1. This is because a
unique solution of 3D shape is possible only if the point
correspondences between the template texture map and the
input images are known. Such occlusion artifacts appear
quite often while capturing deforming objects; thus the in-
efficacy of traditional SfT to process them poses a severe
limitation to their applicability. Sharp motions and strong
perspectivities also significantly degrade the reliability of
point correspondences which causes these methods to fail.
To mitigate this issue, several modern SfT methods [10—
12, 25, 37, 48] use deep neural networks (DNN) that can
jointly perform template-image registration and 3D recon-
struction. These methods may require a large amount of
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data for supervision and/or several restrictions on the scene
and camera. However, they fail to recover finer details and
severe occlusions.

Alternatively, ¢-SfT [17] proposed to take advantage of
the physics-based simulation of thin-shell objects [22, 30]
to deform a 3D template and render using differentiable
graphics to match input images in a complete unsupervised
fashion. Although successful in handling fine details and
severe occlusions to some extent, it incurs a huge compu-
tational cost, which makes it practically limited. Recently,
PGSAT [49] used self-supervised learning of physics-based
thin-shell simulations [6, 45] to learn a neural cloth model
which allowed a 400x speedup over [17], although with
a degraded performance in handling severe occlusions and
generating fine details.

In this paper, like [17], we present a correspondence-
free, unsupervised SfT technique to reconstruct 3D shapes.
However, instead of using physics-based simulation of thin
shell objects, we rely on simple image-related measures
only to guide the 3D template mesh deformations. Con-
sequently, we achieve a 400x computational speed up
with a significantly improved performance than [17], es-
pecially while recovering finer details and challenging mo-
tion. Moreover, we initialize the simulation of a given video
frame with its previous one, allowing a simpler and faster
prediction of the current shape. Furthermore, we enforce
an inextensibility measure of the template mesh rather than
a strict isometric deformation [3] to allow the template to
change its geometry according to the deformations observed
in the images. Such a non-strict measure allows us to deal
with isometric objects such as a paper and elastic objects
such as clothes equally well. Our experiments show that
the proposed method outperforms traditional and modern
methodologies by large margins, especially while recon-
structing finer details and severe occlusions.

2. Related Works

Traditional SfT methods. Given the registration between
images and the texture map of the 3D template, these meth-
ods reconstruct surfaces as seen in input images assum-
ing certain constraints on the deformations. [4, 36, 43, 44]
assume that the template is represented with a mesh and
enforce inextensibility constraints on its deformations to
reconstruct the surfaces. [3, 8] assume a continuous rep-
resentation of the template and enforce strict isometric
constraints on its deformations. The reconstructions are
obtained as a solution to a Partial Differential Equation.
These methodologies have been extended to other deforma-
tion models such as conformality [3], equiareality [5, 34],
ARAP [33], smoothness [55] and elasticity [1, 14, 26-28]
in order to incorporate more realistic deformation scenarios.
These methods are mostly computationally efficient and
perform well in generic scenarios, but they are prone to high
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errors when encountered with strong deformations, severe
occlusions, and lighting changes in the images. Under these
conditions, the point correspondences obtained from the
registration are highly inaccurate which contributes strongly
to the degradation in their performance. [23, 32] attempted
to jointly estimate the shape and registration in order to
overcome these issues; however, they could not achieve any
significant performance improvement.

DNN-based SfT methods. [12, 37] consider the tem-
plate to be a flat, regular mesh and estimate the displace-
ment of 3D vertices to comply with observed images using
an encoder-decoder network. These methods learn object-
specific models that rely on both registration and recon-
structions as ground truth for the supervision. Such data
is difficult to obtain, and the learned models are limited to
the images seen in training scenarios for which registration
could be computed. Therefore, these methods do not gen-
eralize well and do not handle complex deformation sce-
narios. [11] proposed an object-specific model that can be
learned without using registration data as labels and is not
limited to flat surfaces. It trains an encoder-decoder network
from a large amount of deformed shapes (typically 100K
samples) of the given object. It can reconstruct volumetric
objects as well using an additional RGBD sensor as an input
to monitor the non-visible surface. It can generalize better
to unseen object configurations than [12, 37], but cannot
handle severe occlusions and lighting changes. [25] sim-
plifies [11] by restricting the training to learn registration.
Instead of relying on ground truth optical flow for training
asin [12, 37], it uses an off-the-shelf optical flow method to
calculate training registration and imposes external losses to
control the quality of tracks. [10, 48] extend [12] and [11]
respectively by training networks with fixed object geom-
etry but variable textures; thus improving the models from
strictly object-specific to only geometry-specific. However,
this does not significantly improves performance. All these
methods cannot handle strong deformations, sharp motions,
severe occlusions and fail to generate finer details.

Inspired by physics-based simulation [21, 22, 30, 38]
and recent advances in physics recovery from videos [13,
16, 20, 41, 52], [17] proposed to solve SfT using differ-
entiable physics and graphics to recover template deforma-
tion/motion according to input images in an unsupervised
fashion. This approach does not require/compute registra-
tion, and recovers a decent 3D shape even in the cases of
strong deformations and severe occlusions. A huge down-
side is that it is prohibitively slow: it can take upto 30
hours to process 50-60 images. Measures have been pro-
posed to speed-up the computation; however they are based
upon reducing the quality of 3D template mesh which sig-
nificantly affects the quality of reconstruction. Using the
strategy proposed in [2] to transform physics-based simu-
lation into an optimisation problem, [0, 45] perform a self-



supervised learning of clothed garments under various mo-
tions. [49] adapted this methodology to solve SfT using
self-supervised learning of template deformations. It learns
a mesh-specific and a motion-specific model with a 400x
speedup over [17]; however at a degraded performance.

In this paper, we simplify the unsupervised physics-
based simulation in [17] to achieve a 400x speedup while
outperforming it by large margins, even in complex defor-
mations scenario. Instead of estimating the physical param-
eters related to stress, strain and bending energies, we pose
the template deformation as an offset prediction of template
mesh’s vertices. This is a widely used approach in computer
graphics [6, 45]. Instead of directly manipulating the physi-
cal forces to achieve equilibria in the above-mentioned ener-
gies, we rely solely on image observations to indirectly find
the equilibrium matching the input images. In addition, we
force mesh inextensibility on the template as a regularizer.
It allows us to deal with both isometric and elastic surfaces,
allowing mesh extensions pertaining to input images.
Summary of contributions.

1) We propose a simple, image-guided framework to
simulate deformations using only vision cues (color, edges,
gradients) to recover the motion as opposed to explicit esti-
mation of physical properties.

2) We model deformations with mesh offset predic-
tion using a deformation network. It is a compact, low-
dimensional module that captures the essential deforma-
tions while naturally leaving out redundant learning vari-
ables associated with explicit physics-based learning.

3) We use an adaptive data loss structure to compute vi-
sion losses which allows us to effectively handle shading
variations arising due to deformations. It is crucial for re-
constructing finer details.

4) We propose a simplified optimization strategy that re-
duces computational complexity from O(T2N) in [17, 49]
to O(T'N), where T is the number of frames in the length
of the video sequence and N is average number of iterations
needed to reconstruct a single frame. Moreover, our frame-
wise optimization implicitly enforces temporal coherence
rather than optimizing temporal losses additionally.

5) Our method outperforms SoTA by large margins in
terms of speed and accuracy. It handles complex deforma-
tion scenarios extremely well. We show the strengths of our
method, optimization strategy and data loss structure with
extensive evaluation.

3. Image-guided SfT

Figure 2 shows our pipeline. We consider template as a
textured triangle mesh M = (V, &, F, T) with topological
connectivity given by the edges e € &, the triangular faces
f € F and texture map 7. The geometry of the mesh is
the set of vertex coordinates x = {z, € R® | v € V} €
RIVI*3 We consider that the 3D shape at the initial frame
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is a rigid transformation of the template. We denote x for
the template and x;, for £ = 1,...,T the shapes to be re-
constructed. In addition, we assume that the video input
is accompanied by the camera calibration, the intrinsic ma-
trix K € R3*3. Since we are reconstructing as per camera
frame, we do not require camera extrinsics to be known.

3.1. Deformation Model

Surface moves according to a deformation field ¢, : R3 —
R3. To reconstruct a surface shape, we need to learn such a
vertex-wise mapping and denote x; := (xo; z;) for some
latent variable z;. Unlike physics-based methods that ex-
plicitly optimize the physics parameters, e.g. scene or mate-
rial conditions, etc., we parametrize the surface deformation
via a deformation network fg(xo,t) such that

)]

Such a neural network inherently provides a continuous
mapping from the domain of vertex coordinates (and time)
to their corresponding displacements. Moreover, it allows
us to transfer the learning in z; to learning the network pa-
rameters, which enables an adjustable balance between ex-
pressivity and computational efficiency by tuning the net-
work architecture. We refer to Appendix 6 for discussion
related to the advantages of our choice of deformation mod-
eling with respect to the well established ones, such as ver-
tex offset prediction, physics-based modeling, etc.

3.2. Differentiable Renderer

Once the camera calibration is known, we can utilize off-
the-shelf differentiable renderers [19, 39] to optimize the
shapes by aligning the vision cues within video sequence.
We can see such renderers as differentiable functions that
map the shape x; to an RGB image I, and a silhouette S;.
We note that the renderers require the mesh to be textured,
i.e. a texture image 7 and its corresponding UV map in the
normalized coordinate space [0, 1]? are available.

3.3. Data Loss Structure

Before diving into the explicit loss functions, we explain
the data loss structure common to all vision losses. We ex-
press the adaptive data loss between a pair of prediction and
ground-truth data as

U9, y) =w([g —yl) © (7, ), (2)

where © denotes the element-wise product, ¢, is the {-p
norm and the weighting factor

x; = Xo + fo(x0,t).

d
o )

controlled by the hyper-parameters « and o. This scheme
amplifies element-wise errors exponentially, guiding the op-
timizer to focus on significant discrepancies.

w(d) = aexp ( 3)
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Figure 2. Overview of our frame-wise image-guided SfT pipeline. The template is provided with a texture map 7, the mesh connectivity
M and the initial shape xo. We learn the reconstruction on a video sequence frame-by-frame. At current frame ¢, the deformation network
fo predicts a displacement from X to produce the deformed shape x;. A differentiable renderer then projects this mesh to produce a
rendered RGB image I, and silhouette S;. We compute pixel-wise vision losses and a mesh inextensibility regularization, and optimize for
the best parameters 6; via backpropagation. These parameters are passed forward to initialize the next frame’s optimization (the symbol
©). 1If ground-truth is not available, an off-the-shelf segmentation network can be employed to generate the reference silhouette masks.

Such an adaptive loss is particularly useful for our vision
losses. In practice, many renderers either neglect or approx-
imate lighting effects, while real objects exhibit dynamic
variations in brightness across video frames. Thus, the
rendered surface can visually differ from the ground truth.
However, the color mismatch typically remains more signif-
icant than any lighting discrepancies, allowing our adaptive
loss to effectively handle these shading variations without
sacrificing performance on regions with large errors.

3.4. Loss Functions

Like [17], we optimize the shapes using two main losses
on RGB images and silhouettes (i.e., masks of the object
in the frames). For in-the-wild videos, where the silhou-
ettes might not be available, we propose to use Segment
Anything Model 2 (SAM 2) [40] that can generate the ob-
ject masks in images and videos from user prompts as point
click or bounding box, etc.
RGB Loss. It measures the pixel-wise difference between
the rendered frame ft and the video frame 1, + that is masked
to isolate the object of interest, has the form
£rgb(xt) = é([t, It) (4)

Silhouette Loss. The object position within the frame is
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further constrained by silhoutte loss. Using data loss £ as
above, we define the silhouette loss as
Li(x¢) = €(§t7 St), (5)
where S’t is the rendered silhouette and S; denotes the
ground-truth mask. A Gaussian blur filter is also applied
for smooth gradients on the boundaries, as in [17].
Image Gradient Loss. To exploit more information from
the video, we propose to use the image gradient loss

Loraa(x¢) = L(k(Ly), k(1)) (6)

where k(+) denotes an image gradient operator (e.g., Sobel).
By extracting first-order information from each image, this
operator highlights edges and localized intensity variations,
which can be crucial for guiding surface reconstructions on
well-textured objects.

3.5. Mesh Inextensibility Regularization

To keep the optimization more stable, we use a mesh inex-
tensibility introduced by [6], of the form

Einexl(xt) = Winext Z'det(ét,v - AO,V)|7

vey

)



where C’t,v represents the predicted covariance matrix at
vertex x;. about its neighborhood ./\/ty\, with mean Z;
given by

A 1
Ct v

v = m (@tn — Tiw) (@ — jt,v)T, ®)
Ve,

and the matrix Agy is derived from the eigenvalues of the
template covariance matrix Cp y as

My 0 0
Aov=1]0 A, 0 9)
0 0 A3,

The weighting factor winey 1S computed adaptively with re-
spect to the mesh scale.

3.6. Frame-wise Optimization

As discussed in Section 3.1, our goal is to learn the optimal
parameters of the deformation network to reconstruct the
shape x;, using the loss functions and regularization above.
Our main idea is to reconstruct the object shapes for each
frame independently. In particular, for each frame ¢, we
seek the parameters 6; such that the reconstructed surface
x¢ = Xo + for (xp,t) minimizes the losses aforementioned.
Once attained, the parameters 67 is passed as the initializa-
tion for the next frame, 9753-)1 = 07. This choice benefits
from temporal continuity in video data, where consecutive
frames tend to have similar displacements, thus requiring
relatively small adjustments to the network. This frame-
wise scheme is the key to our significant speedup, especially
for long video sequences. More details on complexity are
described in Appendix 8.1.

4. Experiments

We implemented our framework in PyTorch [35], lever-
aging automatic differentiation to use gradient-based opti-
mization to learn the deformation network, and the libigl
[15] library for geometry processing on mesh. We used the
nvdiffrast [19] to render as it is faster than PyTorch3D [39].

We specify here the default setting for most of our exper-
iments. Our base network is a simple multi-layer perceptron
(MLP) with ReLU activations and 8 hidden layers of width
256 for all video sequences. The frame-wise optimization
strategy is employed with AdamW optimizer [24], learn-
ing rate of 10~* and weight decay of 1072, The learning
process warms up with 500 iterations and then runs 200 it-
erations for each frame. The data loss in Equations (2) and
(3) is used for Lygp, Lt and Lgrag with @ = 10 and 0 = 1.
The Sobel operator is used on both first- and second-order
to compute Lgp,q using the Kornia library [42]. The experi-
ments are evaluated on a single NVIDIA V100 GPU.

We evaluated our method on Kinect-paper dataset [51]
with 193 images and depth maps recorded using Kinect
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Table 1. Depth map RMSE comparison on Kinect Paper dataset.

DeepSfT [11] TD-SfT [10] SfT [3] Ours
RMSE (mm) 6.97 3.37 6.17 4.01
Frame 140 Frame 150 Frame 160 Frame 170

DeepSfT h
0.

Error: 5.36 Error: 9.98 Error: 34.39

Far

Error: 11.38 I

- . A‘ |

Error: 2.58

Error: 3.88 Error: 9.40

Error: 1.71 Near

GT RGB

Figure 3. Visual comparison of DeepSfT vs Ours on Kinect Paper
dataset. Depth map error at each frame is reported in mm.

vl. We used SAM2 to generate image masks. We also ex-
perimented with ¢-SfT dataset [17]. It has 4 synthetic se-
quences of cloth deformations simulated using ArcSim [22]
and 9 real sequences cloth deformation with various shapes
and textures recorded from Azure Kinect v2 camera. The
texture and template are provided as 3D surface correspond-
ing to first frame in the sequence. Then, we provide an abla-
tion study on various choices of attributes and architectures
used in our method.

4.1. Evaluation on Kinect Paper Dataset

Table 1 compares quantitative results for traditional ST [3],
supervised SfT: DeepSfT [11] and TD-SfT [10], and un-
supervised ¢-SfT [17], with our method outperforming
DeepS{T and traditional SfT. We did not compute results for
¢-STT [17] due to its high computation time. PGSFT [49]
is designed to work with square meshes only. We could
not evaluate Kinect-paper sequence on it. Selected recon-
structed frames are shown in Figure 3. The code for TD-
ST [10] is not publicly available, so we cannot show visual
results. While DeepSfT [11] and TD-SfT [10] have almost
real-time performance, Ours takes almost 2 seconds to pro-
cess each frame. The traditional SfT [3] takes almost 10
seconds per frame. The correspondences were computed
using CoTracker v3 [18].

4.2. Evaluation on Synthetic ¢-SfT Dataset

We evaluated our method on 4 sequences of this dataset and
compared with ¢-SfT and PGSFT. The results are shown
in Table 1. The errors are computed as relative 3D er-
ror between the ground truth and the reconstructed mesh.
We could not run the supervised method, DeepSfT on this



Table 2. Quantitative comparison on ¢-SfT synthetic dataset. Av-
erage error between ground-truth and predited meshes is reported.

Seq. Traditional SfT [3] ¢-SfT [17] PGSST [49] Ours
S1 0.0328 0.0420 0.0298 0.0229
S2 0.0483 0.0230 0.0420 0.0254
S3 0.0481 0.0330 0.0823 0.0357
S4 0.0232 0.0050 0.0919 0.0031

sequence as it requires to be trained separately on each
sequence and the training requires almost 100K samples
of simulated data. These sequences each have 50 frames
only, which are insufficient to train DeepSfT. In the papers,
DeepSfT and TD-ST report limitations with large occlu-
sions and have not shown any experiments with complex
geometries. A recent, weakly-supervised SfT [25] also re-
quires more than 50 frames to train. Thus, we do not make
further comparison with supervised methodologies.

4.3. Evaluation on Real ¢-SfT Dataset

We evaluate our method on 9 real sequences in the ¢-
SfT dataset and compare our performance with @-SfT
and PGSAT, the best performing state of the art methods.
We compute errors as average chamfer distance between
ground truth point clouds and predicted point clouds (recov-
ered from sampling on the reconstructed meshes the same
number of points as the ground-truth) on each video se-
quence. Table 3 shows that our method outperforms ¢-SfT
[17] and PGSST [49] in all sequences by large margins. Our
vision-based adaptive data losses allow us to recover finer
details of the object motion and geometry.

@-SfT [17] is computationally expensive. On average,

it processes a single frame in 2800s. Our runtime per-
formance is comparable to PGS{T [49], which is a self-
supervised technique. Our frame-wise optimization strat-
egy, detailed in Section 3.6 simplifies optimization scheme
used in ¢-SfT and PGS{T by large margins. Table 4 shows
that our runtime in minutes, over ¢-SfT real sequences
matches PGSTT [49]. We refer to Appendix 8.1 for more
details on complexity comparison of these methods with re-
spect to Ours.
Sharp folds, strong motion and high perspectives. Figure
| shows some visual results on a sample frame from R3 and
RS sequence. Ours closely match the ground-truth folds
and contours, outperforming the other approaches. The
traditional SfT[3] underestimates surface variation in cer-
tain regions (e.g., the upper corner in R3) due to noises in
correspondences computed from CoTracker v3 [18]. The
physics-based methods ¢-SfT and PGS{T are slightly better
but they still fail to capture subtle curvatures accurately.

Figure 4 shows the 3D reconstruction of our method
from frontal and side perspectives, together with the ones
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Table 3. Quantitative comparison ¢-SfT real dataset. Average
chamfer distance between ground-truth and predicted points is re-
ported. All values are multiplied by 10* to improve readability.

Seq. @-SfT[17] PGSIT [49] Ours
R1 9.36 6.05 0.66
R2 11.60 411  1.30
R3 6.76 1041  4.49
R4 11.59 13.19 8.15
R5 14.93 11.97 8.04
R6 9.95 1546  3.37
R7 12.34 720  4.62
RS 3.23 10.21  2.76
R9 3.71 9.18 2.12
Ground-truth ¢-SfT PGSfT Ours
Seq. R1
Frame 27 {
Seq. R2
Fran?e 39 \
el
Seq. R4 /
Frame 35

"

o

Figure 4. Qualitative comparison on ¢-SfT real sequences.

from ¢-SfT [17] and PGS{T [49]. In sequence R1, the de-
formation is relatively simple, with a straight upper bound-
ary throughout the frames and only slight movement in the
lower region. Hence, our approach achieves an accurate
reconstruction with minimal difficulty. Although the ren-
dered frame lacks shading effects, the side view reveals that
our method successfully captures the surface folds, which
are absent in the other two methods. The sequences R2
and R4 contain high-frequency movement, due to manual
folding at the corners and strong wind turbulence, respec-
tively. By using low-resolution templates in ¢-SfT dataset
[17], Ours captures fine-winkle and high-curvature details
very well. Moreover, our reconstructions are smooth and
physically plausible without using any smoothness regular-
ization. These detailed reconstructions are attributed to de-
formation modeling, adaptive loss implementation strategy
and efficient frame-wise optimisation, as discussed in Sec-
tion 3. Compared to Ours, ¢-SfT could reconstruct some
folds but they are not well aligned with the object shapes.
PGSAT, on the other hand, over-smoothed the surfaces and
cannot capture any much detail.

Self-occlusions. Among ¢-SfT real sequences, we observe
that R3 and R6 have strongest self-occlusion in their final



Table 4. Runtime comparison with PGS{T [49]. All numbers represent the runtime (in minutes) for the optimization loop until convergence.

Method R1 R2 R3 R4 R5 R6 R7 R8 R9
PGSfT [49] 2.62 237 239 232 261 236 241 238 231
Ours 358 288 275 269 221 291 283 276 2.63
Ground-truth ¢-SFT PGSFT Ours Table 5. Ablation study evaluating the impact of removing image
gradient and adaptive data loss terms on our performance. Average
Seq. R6 chamfer distance (x 1()4) on ¢-SfT real dataset is reported.
Frame 39
Seq. Noimage grad. No adaptive data loss Default
Error: 21.60 Error: 17.65 Error: 5.91
R1 0.71 0.52 0.66
R2 1.15 1.44 1.30
R3 4.23 9.73 4.49
Foea kY R4 8.61 11.1 8.15
RS 7.47 8.05 8.04
Error: 11.18 Error: 25.62 Error: 4.79 R6 4.09 5.85 3.37
Figure 5. Comparison on frames with strongest self-occlusions on R7 523 4.37 4.62
R6 and R3 sequences of the ¢-ST real dataset. Eg %;? igé ;Zg
Avg. 3.95 4.98 391

frames. When such behaviors occur, especially over a large
number of frames, the surface reconstruction task becomes
more challenging for most methods. An image-guided
approach typically benefits from temporal constraints to
handle the invisible regions. ¢-SfT[17] shows that their
physics-based model could provide reasonable results for
self-occluded parts. Indeed, their incremental learning has
built-in temporal consistency along with Newtonian dynam-
ics. This is also incorporated into the pre-trained neural
cloth model proposed by PGSFT [49]. However, training
such a general-purpose model in self-supervised approach
restricts the performance to having low-frequency wrinkles.
In contrast, our frame-wise strategy employs no explicit
temporal constraint yet still handles self-occlusion effec-
tively. As illustrated in Figure 5, our reconstructed surfaces
for both R3 and R6 align more closely to the ground-truth
point clouds than the other physics-based methods. We at-
tribute this capability to our initialization scheme in Section
3.6, in which each frame’s deformation network starts from
the suboptimal parameters of the preceding frame.

4.4. Ablation Study

Loss Functions. The RGB and silhouette loss, together
with the mesh inextensibility is quite crucial for every SfT
method. We have additionally imposed image gradient loss.
In addtion, we have enforced all losses in an adaptive for-
mat. Thus, we evaluate importance of gradients and adap-
tive data loss in our default setting. We compare three con-
figurations of our loss functions on ¢-SfT real sequences
[17], and report error as chamfer distance between ground
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truth and prediction. As shown in Table 5, removing the im-
age gradient loss sometimes yields marginal improvements
as in R2 and R3, but generally increases the error on other
sequences. Similarly, omitting the adaptive data loss can
help certain cases such as R7-R9 but often leads to higher
overall error, especially in sequences R3 and R4. In con-
trast, our default setting, which employs both gradient and
adaptive data losses, tends to strike a balanced compromise,
achieving better or comparable results in most sequences.
We study more about the adaptive data loss, silhouette loss
and mesh inextensibility loss in Appendix 7.

Deformation Network. To evaluate the deformation model
proposed in Section 3.1, we run our optimization on the
@-StT real sequences under the default configuration, but
replacing our deformation network with a vertex-offset pa-
rameterization as illustrated in first column of Figure 6. The
resulting meshes contain noticeable non-smoothness com-
pared to the deformation network outputs. We then incor-
porate the discrete thin-shell bending energy from [46] to
examine whether this additional regularization can rectify
the artifacts. Although it does yield smoother surfaces, the
high-frequency folds are lost, indicating that the bending
term enforces a trade-off during optimization. As men-
tioned in Section 3.1, our deformation network is naturally
a continuous latent model that can capture the essential de-
formations and leave out redundant degrees of freedom that
can cause unrealistic shapes.

Network Architecture. In addition to our base (8-layer,
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Figure 6. Qualitative comparison on modeling formulation.

256-width) deformation network, we analyze the network
architecture with a small (4-layer, 64-width) and a large
(12-layer, 512-width) version. We report the average recon-
struction error in terms of chamfer distance between ground
truth and predicted data of the three architectures on ¢-SfT
real sequences in Table 6. We can see that the larger net-
works generally give better performance due to their greater
capacity, which might be able to reach a suboptimal solution
more quickly. The small one, on the other hand, struggles
to capture high-frequency wrinkles as shown in Figure 7
on sequences R2 and R4. For sequence R7, smaller net-
works perform much better quantitatively, where, in Table
6, we have 4.95 and 4.62 compared to 6.00 of the large
one. We visually perceive that the motion of the cloth in
this sequence is relatively simpler than others. Therefore,
these observations suggests us to select the network archi-
tecture which aligns with the complexity of the object de-
formation within the video sequence. Moreover, to han-
dle a more complex motion sequence, one can simply in-
crease the network capacity without incurring a computa-
tional overhead. Hence, in our experiemnts, we have chosen
between base and large MLP, depending on the complexity
of the sequence. However, in sequences where large MLP
outperforms our base one, the performance gap is not huge.
It is important to note that learning on these three networks
has almost no difference in runtime.

4.5. Limitations

We noticed that the performance on Kinect Paper dataset
is slightly worse than TD-SfT [25] due to some dips while
reconstructing frames with relatively high inter-image mo-
tion, as shown at frame 170 in Figure 3. In these cases, we
need more than 200 iterations or other optimization strate-
gies as discussed in Appendix 8. Moreover, although the
adaptive data loss structure is designed from an intuition
about shading, our formulation cannot reconstruct texture-
less or specular surfaces, which requires for light source and
reflectance modeling in shape-from-shading literature [54].
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Figure 7. Qualitative comparison on network architecture.

Table 6. Quantitative comparison on network architecture. Aver-
age chamfer distance (x10%) on ¢-SfT real dataset is reported.

Seq. Small Base Large
R1 075 0.69  0.63
R2 249 130 096
R3 400 449 311
R4 1585 815 838
RS 997 8.04 9.11
R6 473 337  3.02
R7 495 4.62 6.00
RS 406 276 215
R9 374 212 173

5. Conclusion

In this paper, we presented an unsupervised approach to
template-based 3D reconstruction using only vision cues
(images, gradients and silhouettes) and mesh inextensibil-
ity regularization; thus providing the very first SfT solely
guided by image observations. We introduced an adaptive
strategy to enforce vision losses, a function-based defor-
mation network to estimate deformations and an implic-
itly temporally-coherent frame-wise optimization strategy
to devise a simple methodology which not only outperforms
state-of-the-art methods by large margins but also achieves
a 400x faster computation than the best-performing coun-
terpart, ¢-SfT. We also tested several aspects of our pro-
posed methodology and network architectures. Although
our work focuses on triangle meshes, it is worth noting that
other representations, such as parametric surfaces, implicit
fields, or point-based structures, can also be adapted. We
plan to incorporate them in future works. We also plan to
extend our frame-wise to a window-wise approach, which
allows us to constrain the object shapes with temporal con-
sistency loss to improve the overall performance in terms of
timing and accuracy. Moreover, we would like to discover
other object categories that have servere self-occlusion.
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