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Abstract

Among structured-light methods, the phase-shifting ap-
proach enables high-resolution and high-accuracy mea-
surements using a minimum of three patterns. How-
ever, its performance is significantly affected when dy-
namic and complex-shaped objects are measured, as mo-
tion artifacts and phase inconsistencies can degrade ac-
curacy. In this study, we propose an enhanced phase-
shifting method that incorporates neural inverse rendering
to enable the 3D measurement of moving objects. To ef-
fectively capture object motion, we introduce a displace-
ment field into the rendering model, which accurately rep-
resents positional changes and mitigates motion-induced
distortions. Additionally, to achieve high-precision recon-
struction with fewer phase-shifting patterns, we design a
multiview-rendering framework that utilizes multiple cam-
eras in conjunction with a single projector. Comparisons
with state-of-the-art methods and various ablation studies
demonstrated that our method accurately reconstructs the
shapes of moving objects, even with a small number of
patterns, using only simple, well-known phase-shifting pat-
terns.

1. Introduction
Among structured-light techniques, the phase-shifting
method, which involves projecting and capturing at least
three sinusoidal patterns, is widely recognized for its ability
to achieve high-resolution and high-accuracy 3D measure-
ments [10, 41, 44]. This method determines the absolute
positions through an unwrapping process, which typically
requires either additional projection patterns [15, 43] or the
use of multiple cameras [37, 40]. When multiple cameras
were used, the number of required patterns remained un-
changed, thereby enabling high-speed measurements with-
out increasing the acquisition time. However, the phase-
shifting method inherently assumes that the object remains
stationary when the projected patterns are sequentially cap-
tured, which becomes problematic when the object is in mo-
tion. When the object moves, the correspondence between

the camera and projector shifts with each projected pattern,
disrupting the expected phase relationships. These phase
deviations introduce discrepancies between the theoretical
phase-shifting imaging model and actual captured images,
leading to reconstruction errors and reduced measurement
accuracy.

To mitigate these motion-induced distortions, a phase-
shifting method with motion compensation has been pro-
posed, wherein object movement is estimated and incor-
porated into the imaging model [3, 7, 34, 37, 40]. Al-
though this approach improves the measurement reliabil-
ity for moving objects, it operates under the assumption
that the light-transport coefficient remains constant across
all patterns for each pixel. This assumption becomes prob-
lematic when measuring objects with complex geometries,
where the light-transport coefficient is highly sensitive to
motion-induced variations. Moreover, the reliance on a lim-
ited number of patterns and local pixel neighborhood in-
formation makes this approach particularly susceptible to
random noise sources, such as photon shot noise. Conse-
quently, the measurement precision is compromised, lead-
ing to a degraded accuracy in the reconstructed 3D shape.

Recently, neural inverse rendering has been introduced
into structured-light methods [16, 23, 39]. In particular,
Mirdehghan et al. achieved high-precision measurements
while reducing the number of required projection patterns
[23]. This approach accurately models the rendering pro-
cess in structured-light systems and globally optimizes 3D
shape reconstruction by leveraging the highly expressive
power of neural networks. Consequently, it effectively mit-
igates the accuracy degradation caused by random noise.
However, because this method does not incorporate object
motion into the rendering model, its application to moving
objects results in errors in the reconstructed 3D shape. Ad-
ditionally, the method was designed primarily for a system
with a single camera and projector. When adapted to the
phase-shifting method, it requires the use of at least four
projection patterns, thereby limiting its efficiency.

To address these limitations, we propose a neural
inverse-rendering method for the high-accuracy 3D mea-
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surement of moving objects via the phase-shifting method.
First, we integrate a displacement field into the rendering
model to account for object motion, ensuring accurate mo-
tion capture during the measurement process. Furthermore,
to reduce the required number of phase-shifting patterns
while maintaining high measurement accuracy, we devel-
oped a rendering model based on a multi-camera single-
projector setup.

Experiments demonstrated that our proposed method
successfully measured moving objects using a general
phase-shifting approach with a small number of patterns
in a dual-camera single-projector setup. Furthermore, we
investigated the effect of the number of phase-shifting pat-
terns and their frequencies on the proposed method. Addi-
tionally, the proposed method achieved more stable and ac-
curate measurements of moving objects than conventional
approaches.

2. Related Work
2.1. Multi-Shot Structured-Light Methods
Structured-light methods include multi-shot techniques,
which use multiple patterns and provide higher-resolution
3D shape measurements than single-pattern techniques [9,
29, 30, 42]. Common approaches include the Gray code
method, which projects binary patterns [17, 27, 32]; the
phase-shifting method, which projects sinusoidal patterns
[10, 41, 44]; and the A La Carte method, which optimizes
projected patterns for static object measurement under a
known and fixed projector–camera arrangement [22].

Compared with the Gray code method, both the phase-
shifting and the A La Carte methods require fewer projected
patterns, making them advantageous in scenarios where
minimizing the number of projections is crucial. In partic-
ular, the A La Carte method tends to achieve a higher accu-
racy than the phase-shifting method when a small number
of patterns are used for static object measurement. How-
ever, a practical limitation of the A La Carte method is that
it requires a pattern redesign whenever the arrangement of
the projector and camera changes. By contrast, the phase-
shifting method is widely used because of its robustness and
applicability across various measurement setups.

However, because these methods rely on multiple pat-
terns, object motion between projections leads to discrepan-
cies between the assumed static imaging model and actual
captured images, resulting in measurement errors. To ad-
dress this issue, motion compensation techniques have been
introduced [3, 7, 34, 37, 40], but their effectiveness in im-
proving the accuracy is limited, as discussed in Sec. 3.

2.2. Neural Inverse Rendering
Neural inverse rendering has been proposed to globally op-
timize and estimate radiance fields from multiview-captured
images [18, 21]. Furthermore, density representations using

a signed distance function (SDF) [20, 33] and Gaussian con-
straints [4, 11] have been developed to estimate 3D shapes
from multiview images.

Additionally, by incorporating time into the model,
methods have been introduced to estimate radiance fields
[5, 6, 8, 19, 25, 26, 28, 31] and 3D shapes [2, 35, 38] from
multiview images captured at multiple time steps. Although
these methods enable high-resolution and high-accuracy
shape estimation, they typically require images captured
from dozens of viewpoints.

Moreover, in structured-light methods, neural inverse
rendering was introduced to enable high-precision measure-
ments with fewer patterns [23]. This method achieves high
accuracy by precisely modeling the rendering process in
structured-light systems and combining the distinctive pat-
tern projection of structured light with the high expressive-
ness of neural networks to globally optimize 3D shape es-
timation. Consequently, a setup with a single camera and
projector enables high-accuracy 3D measurements using as
few as three or four structured-light patterns.

However, when objects move between projected pat-
terns, the motion is not incorporated into the rendering
model, leading to errors in the reconstructed 3D shape. Fur-
thermore, when the single-projector setup is applied to the
phase-shifting method in a single camera, reducing the re-
quired number of patterns to below four becomes challeng-
ing1.

3. Preliminaries: Phase-Shifting Method
For simplicity, the projected pixel values in the phase-
shifting method can be rewritten as follows:

Ipn(p) = Ips [1 + cos (ϕ(p) + θn)], (1)

where n is the pattern index, p denotes the pixel coordinates
of the projected image, Ips represents the intensity of the
projected light, ϕ is the phase, and θn is the amount of phase
shifting.

When the object moves, distortions occur in the phase-
shifting method. To compensate for these effects, previ-
ous studies have adopted an approximated image-formation
model [3, 7, 34, 37, 40]:

Icn(c) = Ia(c) + α(c)Ips [1 + cos(ϕ′(c) + θn +∆n)], (2)

ϕ(c) = ϕ′(c) + 2πk(c), (3)

where Ia is residual (ambient and indirect illumination),
c is the pixel coordinates in the captured image, α is the
light-transport coefficient, ϕ′ is the wrapped phase, ∆n is
a motion-related parameter, and k is the number of phase
cycles. Since ϕ′ is defined in the range 0 ≤ ϕ′ < 2π,

1Related results are shown in the supplementary material.
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Figure 1. Overview of our neural inverse rendering approach for the 3D measurement of moving objects. Left: The overall network
architecture incorporating a displacement-field-based motion model. Right: The network outputs are used to render images in a multi-
camera, single-projector configuration. By minimizing the difference between the rendered images and captured/projected images, the
scene parameters are optimized.

phase unwrapping is required to recover the absolute phase,
typically requiring additional projection patterns or multi-
ple cameras.

In the above model, the light-transport coefficient α(c)
is assumed to remain constant across different projected
patterns for each pixel. This assumption is problematic
when measuring objects with complex geometries, where
the light-transport coefficient is highly sensitive to motion-
induced variations.

4. Neural Inverse Rendering for the Phase-
Shifting Method on Moving Objects

Fig. 1 provides an overview of the proposed method. In-
spired by the work of Mirdehghan et al. [23], we extend the
structured-light-rendering model to accommodate moving
objects. Specifically, our proposed method extends neu-
ral inverse rendering with dynamic structured-light mea-
surement by explicitly incorporating a displacement field to
model object motion. Furthermore, we introduce a multi-
camera single-projector setup enhancing robustness against
motion artifacts and enabling high-precision 3D reconstruc-
tion with fewer phase-shifting patterns.

4.1. Multi-Camera Single-Projector Rendering for
Moving Objects

We extend the rendering model by incorporating the dis-
placement field, where the pattern index n is treated as a
time step. Additionally, in a multi-camera single-projector
setup, we formulate three types of estimations for the pro-
jected and captured images.

Projector-to-camera estimation. The first estimation in-
volves predicting the captured image of the camera i from
the projected pattern. Extending the Mirdehghan et al.’s
model [23], the pixel value Îcin at camera i can be formu-
lated as follows:

Îcin (ci)

=

∫ δmax

δmin

[Ia(x0(ci, δ, n)) + r(x0(ci, δ, n))

·
〈
ηn(ci, δ, n), i(xn(ci, δ))

〉
· (B ∗ Ipn)(p(xn(ci, δ))]

tr(ci, δ, n)σ(x0(ci, δ, n))dδ, (4)

xn(ci, δ) = o+ δd(ci), (5)
x0(ci, δ, n) = xn(ci, δ)− h(xn(ci, δ), n), (6)
ηn(ci, δ, n) = Rn(ci, δ, n)η0(ci, δ, n), (7)

η0(ci, δ, n) =
∇f(x0(c, δ, n))

∥∇f(x0(c, δ, n))∥
, (8)

Rn(ci, δ, n) = Rotate
(

∂

∂δ
x0(ci, δ, n),

∂

∂δ
xn(ci, δ)

)
,

(9)

tr(ci, δ, n) = exp

(
−
∫ δ

δmin

σ(x0(ci, δ
′, n))dδ′

)
,

(10)

σ(x(ci, δ)) = max

(
− d

dδΦs(f(x(ci, δ)))

Φs(f(x(ci, δ)))
, 0

)
, (11)

Φs(x) =
1

1 + exp(−sx)
, (12)

where r represents the reflectance, B is the blur kernel, tr
is the transmittance, and σ is the density function. ci rep-
resents pixel coordinates in the i-th camera image. xn de-
notes a 3D point at pattern index n. p(x) represents pixel
coordinates in the projector image when the 3D point x is
projected onto the image plane. ηn is the surface normal at
xn. f is the SDF. o is the optical center of the camera, and
d is the direction vector of light ray. h denotes the displace-
ment field used to model the motion of an object [28].

Rn is a rotation matrix that aligns the normal at x0 with
that at xn. To compute Rn, we first calculate the gradient
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vectors of the parameter δ for the 3D points at each time
step. Then, assuming that these gradient vectors correspond
to each other, we determine the rotation matrix using the
function Rotate. Φs is a function that utilizes to convert the
SDF f into density σ [33].

Additionally, the functions related to the reflectance r,
residual Ia, and SDF f take as inputs the 3D point x0. This
ensures that these properties remain consistent across dif-
ferent time steps, thereby avoiding inconsistencies caused
by object motion.
Camera-to-projecor estimation. The second estimation
aims to predict the projected image from the image cap-
tured by the camera i. Extending the Mirdehghan et al.’s
model [23], the pixel intensity Îp,cin in the projection image
is expressed as

B ∗ Îp,cin (p)

=

∫ δmax

δmin

Icin (ci(xn(p, δ)))− Ia(x0(p, δ, n))

r(x0(p, δ, n))
〈
ηn(p, δ, n), i(xn(p, δ))

〉
· tr(p, δ, n)σ(x0(p, δ, n))dδ. (13)

Here, ci(x) represents the pixel coordinates in the captured
image of camera i when the 3D point x is projected onto the
image plane. p represents the projector image coordinate.
Camera-to-camera estimation. The third estimation is an
additional step introduced in our method, which enables
cross-camera estimation. The captured image from cam-
era j is used to estimate the captured image from camera i
(i ̸= j):

Ĩcin (ci)

=

∫ δmax

δmin

Icjn (cj(xn(ci, δ)))tr(ci, δ, n)σ(x0(ci, δ, n))dδ.

(14)

Based on the above formulations, the reflectance r, resid-
ual Ia, SDF f , and displacement field h are represented
by neural networks, enabling the integration of neural in-
verse rendering into the phase-shifting method for moving
objects2.

4.2. Optimization
First, we define the loss functions to minimize the differ-
ence between the estimated pixel values obtained in Sec.
4.1 and the actual observed pixel values. Specifically, we
introduce the projector-to-camera loss function Lpro2cam,
camera-to-projector loss function Lcam2pro, and camera-to-
camera loss function Lcam2cam as follows:

2The network architecture is detailed in the supplementary material.

Lpro2cam =
∑
i,ci,n

∥Icin (ci)− Îcin (ci)∥, (15)

Lcam2pro =
∑
i,p,n

∥wn,cam2pro(p)[B ∗ Ipn(p)−B ∗ Îp,cin (p)]∥,

wn,cam2pro(p)

=

∫ δmax

δmin
r(x0(p, δ, n))κ · tr(p, δ, n)σ(x0(p, δ, n))dδ∫ δmax

δmin
tr(p, δ, n)σ(x0(p, δ, n))dδ

,

(16)

Lcam2cam =
∑
i,ci,n

∥Icin (ci)− Ĩcin (ci)∥, (17)

where wn,cam2pro is introduced to prevent the amplification
of random errors in the captured image when the reflectance
r or the dot product between the surface normal ηn and
the unit vector i from the 3D point xn to the projector,
κ =

〈
ηn(p, δ, n), i(xn(p, δ))

〉
, is small. Furthermore, in

the actual training process, both L1 and L2 norms were used
as distance functions || · ||.

Furthermore, to eliminate 3D points that are not visible
in the captured images, we introduce a mask loss function
Lmask, defined as follows:

Lmask =
∑
i,ci,n

BCE

(
Mci(ci), O

ci(ci)

)
, (18)

Mci(ci) =

{
1 if Thci(ci) ≥ ξ,

0 if Thci(ci) < ξ,
(19)

Thci(ci) = max
n

Icn(ci)−min
n

Icn(ci), (20)

Oci(ci) =

∫ δmax

δmin

tr(ci, δ, n)σ(x0(ci, δ, n))dδ, (21)

where BCE represents the binary cross-entropy loss and
Mci is the binary mask of camera i.

Finally, we employ the eikonal loss function Leik to en-
force the gradient magnitude of the SDF to be 1 and the loss
function Lsp to regularize 3D points where the SDF value is
zero. These losses are formulated as follows:

Leik =
∑

i,ci,δ,n

(∥∇f(x0(ci, δ, n))∥2 − 1)2, (22)

Lsp =
∑

i,ci,δ,n

exp(−|f(x0(ci, δ, n))|). (23)

5. Implementation Details
We implemented our method based on an open-source neu-
ral inverse-rendering framework [12] that utilizes multires-
olution hash encoding [24]. To ensure stable backpropaga-
tion through the displacement field, we adopted smoothstep
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Table 1. Mean distance error (MAE) for different numbers of patterns. Bold and underline indicate the best and second-best results,
respectively.

Number of patterns 1 2 3 4 5 6 7 8 9 10
MAE (mm) 2.1912 0.2663 0.2322 0.2310 0.2441 0.2453 0.2605 0.3283 0.2966 0.2796

Table 2. MAE for different pattern frequencies. Bold and underline indicate the best and second-best results, respectively.

Pattern Frequency 1 2 4 8 16 32 64 128 256
MAE (mm) 1.1283 1.2179 0.8398 0.5380 0.4524 0.2322 1.2778 0.8775 0.9595

Table 3. MEA for the different combinations of loss functions.
Bold indicates the best results.

Loss only Lcam2cam w/o Lpro2cam w/o Lcam2cam Full
MAE (mm) 1.8209 0.3260 8.3096 0.2322

Ground Truth F1 F32 F64

Figure 2. Reconstructed 3D shapes for different phase-shifting
frequency patterns. F1, F32, and F64 represent the respective fre-
quency values. In F64, a phase-shifting-like unwrapping error ap-
peared in the red-arrowed region.

Fullw/o ℒpro2cam w/o ℒcam2camonly ℒcam2cam

Figure 3. Reconstructed 3D shapes for different loss function com-
binations. Using only Lcam2cam shows that this loss helps to recon-
struct low spatial frequencies. In the absence of Lcam2cam, large
errors occur.

interpolation, which smoothens the interpolation in mul-
tiresolution hash encoding, inspired by the smoothing tech-
nique for interpolation weights demonstrated by Heo et al.
in their application to camera calibration in multiview neu-
ral inverse rendering, showing that such smoothing con-
tributes to estimation stability [14].

For the structured-light setup, we employed a phase-
shifting method with sinusoidal patterns. Training was per-
formed on an NVIDIA RTX 6000 Ada GPU, and for the
case of three projection patterns and two-camera configu-
ration, the total number of training iterations was 10,000,
taking approximately 16 min in total3. In the following ex-
periments, regardless of the number of patterns or camera

3The discussion on the training time is provided in the supplementary
material.

configurations, the total number of training iterations is set
to 10,000 for all cases.

To improve the stability of the training, we first fixed
the displacement field h to zero for the initial 1,000 itera-
tions and then allowed it to be optimized in the remaining
9,000 iterations. Because the phase-shifting method relies
on a limited number of projected patterns, the model can
still learn even when the displacement field is initialized to
zero.

In addition, the projector-to-camera loss function
Lpro2cam defined in Eq. (15) was not applied for the first 200
iterations, to allow the model to roughly estimate the abso-
lute positions before incorporating this loss term. Similarly,
the camera-to-projector loss function Lcam2pro defined in Eq.
(16) was excluded for the first 1,000 iterations to avoid nu-
merical instability caused by the division operation in Eq.
(13). Furthermore, the mask loss function Lmask defined in
Eq. (18) was applied only for the first 1,500 iterations. Near
object boundaries, even if the mask Mci is set to one, the
object may not always be visible at certain time steps, lead-
ing to mask inaccuracies. To mitigate this issue, we disabled
Lmask after 1,500 iterations.

The loss functions were weighted as follows: L1 and
L2 norms for the projector-to-camera loss Lpro2cam were set
to 0.1 and 1.0, respectively. The same weighting scheme
was used for the camera-to-projector loss Lcam2pro and the
camera-to-camera loss Lcam2cam. The weights for the mask
loss Lmask, eikonal loss Leik, and sparsity loss Lsp were set
to 0.1, 0.1, and 0.01, respectively. The blur kernel B and the
threshold ξ were set to 1×11 pixels and 4/255, respectively.

Finally, using the SDF and displacement field, a mesh
was constructed from the visible regions of all cameras and
projector, and this mesh was used as the final 3D shape rep-
resentation. In the experiments presented in the following
sections, the shape at time t = Floor[(N − 1)/2], where N
is the total number of patterns, was evaluated.

6. Ablation Study
6.1. Setup
The ablation study was conducted using photorealistic syn-
thetic images rendered with Blender (Version 4.1.1). The
system setup consisted of two parallel cameras, separated
by 100 mm and a projector positioned 200 mm above the
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Figure 4. The left and right images show the estimated and
ground-truth displacement fields for the 3D shape shown in Fig.
3 (Full).

Figure 5. From left to right: ground-truth shape, estimated shape,
estimated displacement field, and ground-truth displacement field
under a counterclockwise rotational motion of 2.16 deg/frame
when viewed from above. The object shown at the bottom is the
Armadillo [1].

cameras in a parallel configuration. Both cameras and the
projector had a resolution of 1024 × 768 pixels. The focal
length was set to 25 mm for the cameras and 21 mm for the
projector.

The Stanford Bunny [1] was used as the measurement
target, with dimensions of 241 mm (W) × 238 mm (H) ×
187 mm (D), and measurements were conducted at a dis-
tance of 1000 mm from the cameras. The object moved
2 mm/frame in the right, downward, and depth directions
(i.e., along the x, y, z axes relative to the camera coordinate
system, with the depth direction being away from the cam-
era). Furthermore, the rendered images did not incorporate
random noise effects, such as motion blur or photon shot
noise.

6.2. Results
Number of patterns. Table 1 presents the mean distance
error (MAE) for different numbers of projected patterns.
The sinusoidal patterns were set to a spatial frequency of
32 in the vertical direction, and the phase shift per pattern
was θn = 2π/N depending on the number of patterns N .
For N = 1, Eq. (20) could not be applied. Instead, a binary
mask Mci was generated using a manually set threshold ξ
to segment the target region from a single captured image.
As shown in the table, the measurement accuracy remained
consistently high when using three to four patterns, demon-
strating the stability of the proposed approach in this range.
The degradation with more patterns arises because a larger

number of frames covers a longer motion, leading to larger
inter-frame displacements that make the displacement field
estimation more error-prone.
Pattern frequency. Table 2 lists the MAE for differ-
ent sinusoidal pattern frequencies. Fig. 2 illustrates the
3D shapes reconstructed at frequencies of 1, 32, and 64.
The evaluation was conducted using three sinusoidal phase-
shifting patterns. The results indicate that the measurement
accuracy improves with increasing frequency, up to a cer-
tain threshold. However, at excessively high frequencies,
the phase information becomes unstable, leading to local-
ized artifacts and significant errors in the reconstructed 3D
shape.
Impact of loss functions. We investigated the impact
of the loss functions under three conditions: training
with only camera-to-camera loss Lcam2cam, training without
the projector-to-camera loss Lpro2cam, training without the
camera-to-camera loss Lcam2cam, and training with all loss
functions (Full). The results are presented in Fig. 3 and Ta-
ble 3. The results indicate that Lcam2cam plays a crucial role
in capturing the low-frequency components of the shape,
thereby ensuring a smoother overall reconstruction. Fur-
thermore, the quantitative evaluation indicates that Lpro2cam
contributes to improving shape reconstruction accuracy.
Displacement field. Figs. 4 and 5 show the displacement
field results for different motions and targets4. The visu-
alization of the displacement field maps the x, y, z com-
ponents of the displacement field to the RGB color space,
where the displacement range of −3 to 3 mm is linearly
mapped to the 0–255 color range. These results confirm that
the proposed method successfully captured motion while
reconstructing the 3D shape.

7. Comparisons with State-of-the-art Methods
Table 4 presents the MAE for different speeds in the state-
of-the-art methods and the proposed method. In this exper-
iment, the system configuration, measurement target, and
captured image generation were identical to those in Sec.
6.1. The target was set to translate in the same direction as
in Sec. 6.1, but the speed was varied as shown in the ta-
ble, where s in [vx, vy, vz] = [s, s, s] mm/frame are listed
as ’speed’.

Additionally, four different sets of projection patterns
were used: (1) three sinusoidal phase-shifting patterns with
a frequency of 32 and 2π/3 shift (PS3), (2) eight sinusoidal
phase-shifting patterns with a frequency of 32 and π/2
shift (PS8), (3) four sinusoidal micro-phase-shifting pat-
terns with a maximum frequency of 8 and π/4 shift (MPS4)
[13], and (4) three A La Carte patterns optimized for the
system configuration described in Sec. 6.1 and a maximum
frequency of 32 with zero allowable error (ALC3) [22].

4All the displacement field results shown in this paper correspond to
h(x1, 1) at pattern index 1.
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Table 4. MAE at different speeds. Bold and underline indicate the best and second-best results for each speed, respectively. The top five
rows represent conventional methods, while the bottom seven rows correspond to the proposed methods.

Speed (mm/frame) -8 -4 -2 -1 0 1 2 4 8
ALC3-Cam1-TurboSL 23.8137 18.2665 0.9370 0.5900 0.5403 2.3547 1.3079 2.3547 30.4657
MPS4-Cam1-TurboSL 19.0931 4.9937 1.1939 0.8739 0.5031 0.8189 1.3577 2.4871 8.1123
PS3-Cam2-Standard 2.9285 1.4367 0.7837 0.4828 0.2724 0.5032 0.8648 1.7310 4.1374

PS3-Cam2-Weise 2.0102 1.0628 0.5493 0.3700 0.2606 0.3687 0.5610 1.0870 2.0212
PS8-Cam2-Zhang 3.9222 1.4978 0.6533 0.3461 0.2727 0.3584 0.6882 1.5168 3.6817

ALC3-Cam1-w/ DF 14.3303 4.6495 0.6592 0.6457 0.5824 0.6673 0.6854 0.7182 8.4469
MPS4-Cam1-w/ DF 2.5489 1.0938 0.7940 0.7498 0.6770 0.6999 0.9197 1.2310 6.2539
ALC3-Cam2-w/o DF 3.1803 1.3484 0.7323 0.5206 0.4195 0.5597 0.8883 1.6147 3.0526
PS3-Cam2-w/o DF 2.2770 0.9732 0.5375 0.3368 0.2351 0.3673 0.4974 1.3107 1.8751
ALC3-Cam2-w/ DF 0.8608 0.4223 0.3629 0.3655 0.4031 0.4482 0.4257 0.4533 0.6404
PS3-Cam2-w/ DF 1.0984 0.7782 0.2973 0.2517 0.2208 0.2143 0.2322 0.3113 0.6628
PS3-Cam3-w/ DF 1.0486 0.6171 0.2829 0.2426 0.2229 0.2221 0.2345 0.2451 0.5581

Ground Truth PS8-Cam1-ZhangALC3-Cam1-TurboSL MPS4-Cam1-TurboSL PS3-Cam2-Standard PS3-Cam2-Weise

MPS4-Cam1-w/ DF ALC3-Cam2-w/o DF PS3-Cam2-w/o DF ALC3-Cam2-w/ DF PS3-Cam2-w/ DF

ALC3-Cam1-w/ DF

PS3-Cam3-w/ DF

Figure 6. Reconstructed shapes at a speed of 2 mm/frame. The results enclosed in blue boxes correspond to the proposed method. Methods
without motion compensation (TurboSL, w/o DF, Standard) exhibit periodic stripe artifacts and shape distortion, whereas those with motion
modeling reduce these errors.

Camera Camera

Projector

Figure 7. System setup for the real-world experiments.

The number of cameras was varied between one and
three, and the following phase computation methods were
evaluated: (1) the standard phase calculation method (Stan-
dard), (2) Weise et al.’s method (Weise) [37], (3) Zhang et
al.’s method (Zhang) [40], (3) Mirdehghan et al.’s method
(TurboSL) [23], (5) our complete method (Full, w/ DF), (6)
our method with the displacement field fixed at zero (h = 0,
w/o DF). In Table 4, entries are labeled as {pattern type}-

{camera count}-{phase computing method}, e.g., “PS3-
Cam3-w/ DF.”5.

Across all methods, our approach with multi-views and
displacement fields consistently achieved the highest accu-
racy. Among these, the A La Carte pattern (ALC) exhibited
the highest accuracy at speeds of s = −4 and s = −8
and the second-best accuracy at s = 8. However, in all
other cases, the three-phase-shifting pattern (PS) with a fre-
quency of 32 outperformed it in accuracy for both two-
camera (Cam2) and three-camera (Cam3) setups. This sug-
gests that general sinusoidal patterns are not only effective
across a broader range of motion but also achieve suffi-
ciently high accuracy.

Additionally, when comparing our method, which in-
cludes displacement field estimation, with the two-camera
(Cam2) and three-camera (Cam3) setups, the three-camera
setup demonstrated higher accuracy at faster speeds, par-
ticularly for faster positive speeds (e.g., a 21 % accuracy

5A table summarizing the differences between the comparison methods
is provided in the supplementary material.
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Figure 8. Top-right image shows the target under uniform lighting, whereas the top-left three images are the captured images. The bottom
row, from left to right, shows the reconstructed residual Ia (brightness ×5), reflectance r, 3D shape, and displacement field h.

Figure 9. Results of non-rigid deformed white cloth. From left
to right: target image, reconstructed 3D shape, and displacement
field.

improvement at s = 4). However, for other cases, its per-
formance was similar to that of the two-camera setup6.

Fig. 6 illustrates the reconstructed 3D shapes at a speed
of s = 2, highlighting differences in shape accuracy across
methods. The qualitative results confirm that the errors ob-
served in TurboSL, w/o DF, and Standard, which do not ac-
count for object motion, are reduced in methods that com-
pensate for motion-induced errors.

8. Real-World Experiments
8.1. Setup
In real-world experiments, we used two EoSens 1.1CXP2
(MC1166, monochrome) cameras with resolutions of
1024×768 pixels, and a high-speed projector with the same
resolution [36]. The cameras and projector were synchro-
nized, and the frame rate was set to 500 fps. The experi-
mental setup is shown in Fig. 7.

8.2. Results
First, we measured an object with a checkerboard-pattern
texture moving in the depth direction at approximately 1000
mm/s. Fig. 8 presents the captured images and the recon-
structed results, with an MAE of 0.47 mm. The results con-

6Additional comparisons with a different motion condition are shown
in the supplementary material.

firm that our method accurately captures translational mo-
tion and reconstructs the 3D shape using only three phase-
shifting patterns.

Next, we measured a white cloth that underwent a non-
rigid motion. Fig. 9 presents the target image and parts
of the estimated results. The results confirm that the pro-
posed method works accurately even under complex non-
rigid motions.7

9. Conclusion

In this paper, we proposed a neural inverse-rendering
method for phase-shifting structured light aimed at achiev-
ing high-accuracy 3D measurements of moving objects.
To capture object motion accurately, we incorporated a
displacement field into the rendering model, allowing the
method to represent positional changes effectively. Fur-
thermore, focusing on phase-shifting structured light for
moving object measurement, we designed a multi-camera
single-projector rendering model to enable measurement
with only three patterns.

Experiments demonstrated that our method success-
fully measured moving objects using a dual-camera single-
projector system with three phase-shifting patterns. Fur-
thermore, we investigated the effect of the number and fre-
quency of phase-shifting patterns on the proposed neural
inverse-rendering problem. Additionally, we validated the
effectiveness of each component of our method and con-
firmed that it provides a more effective approach for moving
objects than conventional methods.

Acknowledgements. This work was supported by JST-
Mirai Program Grant Number JPMJMI24H1, Japan.

7Further real-world experimental results are provided in the supple-
mentary material.
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