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Figure 1. We propose AG2aussian, an anchor-graph structured Gaussian splatting for instance-level 3D scene understanding and editing
tasks. Compared to existing works that attach semantic features to a collection of free Gaussians, we construct an anchor-graph structure
to organize the semantic features and regulate the associated Gaussians, resulting in a smooth feature distribution and a clean and accurate
instance-level Gaussian selection (top row). Our approach benefits a series of applications, including the interactive click query, open-
vocabulary text query, object removal editing, and physical simulation (bottom row).

Abstract

3D Gaussian Splatting (3DGS) has witnessed exponential
adoption across diverse applications, driving a critical need
for semantic-aware 3D Gaussian representations to enable
scene understanding and editing tasks. Existing approaches
typically attach semantic features to a collection of free
Gaussians and distill the features via differentiable render-
ing, leading to noisy segmentation and a messy selection
of Gaussians. In this paper, we introduce AG2aussian, a
novel framework that leverages an anchor-graph structure
to organize semantic features and regulate Gaussian prim-
itives. Our anchor-graph structure not only promotes com-
pact and instance-aware Gaussian distributions, but also
facilitates graph-based propagation, achieving a clean and
accurate instance-level Gaussian selection. Extensive vali-
dation across four applications, i.e. interactive click-based
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query, open-vocabulary text-driven query, object removal
editing, and physics simulation, demonstrates the advan-
tages of our approach and its benefits to various applica-
tions. The experiments and ablation studies further evalu-
ate the effectiveness of the key designs of our approach.

1. Introduction
3D Gaussian Splatting (3DGS) [18] models scenes as a col-
lection of 3D Gaussian primitives and exhibits great utility
in many applications [4, 5, 12, 15, 16, 21, 40, 45, 46, 48].
Recently, the advancements in large Vision-Language Mod-
els (VLMs) [2, 7, 22, 28, 31, 42] have spurred a paradigm
shift toward open-vocabulary scene understanding, where
3DGS serves as a bridge between high-fidelity scene rep-
resentation and language-guided semantic reasoning. By
combining these capabilities, researchers investigate open-
vocabulary scene understanding with 3DGS [26, 32, 44],
which further stimulates a wider range of semantic scene
editing and manipulation tasks [5, 17, 39, 44].
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Existing GS-based scene understanding works [26, 32,
39, 44, 47] distill semantic features from large VLMs [2, 20,
22, 28] to free Gaussians via differentiable rendering, and
use feature similarity to query the object-related Gaussians
for visualization or editing purposes. However, these ap-
proaches face the challenge to obtain an accurate and clean
Gaussian selection. As shown in Figure 1, when query-
ing the objects, the selection often contains extra surround-
ing Gaussians and leaves the inner gaussian in the remain-
ing scene, which apparently hinders the subsequent appli-
cations such as 3D scene editing and physical simulation.

The inaccurate and unclean Gaussian selection is due to
the representation and rendering of 3DGS [18]. First, these
approaches optimize unbounded Gaussians which tend to
expand excessively across different views. It inadvertently
causes semantic artifacts from unrelated objects and cre-
ates redundant features in localized regions. Second, the
α-blending rasterization back-propagates visual attributes
along view rays but suffers from ambiguities when assign-
ing the semantic features to overlapping gaussians, leading
to inconsistent local features. Third, selecting Gaussians
solely based on feature similarity ignores critical 3D spa-
tial constraints, resulting in the inclusion of extra Gaussians
from non-adjacent objects that share similar features.

To address the above issues, we propose AG2aussian,
an anchor-graph structured Gaussian splatting for instance-
level 3D scene understanding and editing tasks. The key
idea is to construct an anchor-graph structure to organize the
semantic features and regulate Gaussian primitives. Specifi-
cally, the anchor-graph acts as a higher-level semantic struc-
ture, where each anchor is attached with a semantic fea-
ture and a small set of Gaussians. The advantages of this
structure are two-fold: First, leveraging the semantic an-
chors to constrain the Gaussians, it promotes a compact and
instance-aware Gaussian distribution. Second, the anchor-
graph enables graph-based propagation to refine the seman-
tic features of anchors, which significantly improves the ac-
curacy and cleanness of object-related Gaussian selection.

Our technical contributions are summarized as follows:
(1) We introduce the anchor-graph structured 3D Gaussian
representation, which constructs the anchor-graph struc-
ture to organize the semantic features and regulate Gaus-
sian primitives for instance-level tasks. (2) We propose
the anchor-graph feature propagation algorithm to refine
the semantic features and produce accurate Gaussian selec-
tions. (3) We employ the anchor-graph structured 3DGS
to a series of scene understanding and editing applications,
which demonstrate the benefits of our representation for the
processing operations of these applications. We conduct
extensive experiments to validate the effectiveness of our
approach, demonstrating superior performance in terms of
Gaussian selection accuracy and the benefits to the intended
applications. Code released in GitHub/AGGaussian.

2. Related Works

Numerous studies have adapted 3D Gaussian Splatting
(3DGS) [18] for diverse applications [4, 5, 8, 11, 13, 15, 24,
35, 37, 38, 40, 41, 43]. For instance, 2DGS [15] projects
3D volumes into 2D oriented Gaussian disks to maintain
view-consistent geometry reconstruction; Texture-GS [41]
and RefGaussian [43] disentangle geometry, texture, and
reflections to enable flexible scene editing; EVER [24] in-
troduces a physically accurate ellipsoid-based representa-
tion for physics-driven photorealistic rendering; PhyGaus-
sian [40] incorporates physical properties into Gaussian
primitives for high-fidelity simulation, to name a few.

On the other hand, the free-form nature of these Gaus-
sians often leads to redundant components and loose spatial
associations. Some works develop different data structures
to organize the Gaussians to balance the efficiency and high-
fidelity rendering [6, 9, 10, 23, 29, 36]. Scaffold-GS [23]
compresses the Gaussian representation using neural Gaus-
sians to address the memory efficiency issue. Octree-
GS [29] utilizes the octree structure to enable adaptive detail
control for complex large-scale scenes.

In addition to the geometry and appearance properties,
some recent works study to enhance the 3D representa-
tions with semantic features [3, 26, 27, 32, 39, 44, 47].
Leveraging the 3DGS representation, early works such as
LEGaussian [32] and Feature3DGS [47] laid the ground-
work by integrating semantic information into the Gaus-
sian framework to support semantic segmentation and open-
vocabulary query. Subsequent works, including Gaussian-
Grouping [44], SAGA [3], and OpenGaussian [39], further
advance this field by decoupling semantic cues from seg-
mentation tasks. These methods enable instance-level seg-
mentation and open-vocabulary object selection, but still
face challenges: redundant Gaussian components, inconsis-
tent feature assignments within local regions, and ambigu-
ous object boundaries due to insufficient spatial constraints.

To address the remaining challenges, we construct the
anchor-graph structure to organize the semantic features
and regulate the Gaussian primitives. The closest works to
ours are Scaffold-GS [23] and OpenGaussian [39]. Com-
pared to them, our novel design lies in constructing the
anchor-graph structure to regulate the explicit Gaussian
primitives, and adopt the graph-based propagation to refine
the semantic features. We demonstrate that these designs
play a critical role in producing a clean and accurate Gaus-
sian selection for a series of instance-level tasks.

3. Method

Given the multi-view images of a 3D scene, we optimize the
anchor-graph structured Gaussian representation so that the
renderings match the visual images and their semantic maps
produced by large VLMs [20, 28]. The entire pipeline is di-
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Figure 2. Our AG2aussian consists of three stages. The first stage performs anchor-gaussian growing, where we initialize the anchors based
on multi-resolution voxelization and optimize the anchor-Gaussian via a differentiable rasterizer. The second stage constructs the anchor-
graph structure with sparse inter-voxel edges and intra-voxel edges, and adopts a graph-based propagation to refine the semantic features.
Finally, the third stage localizes the object instances via graph clustering and attaches the matched language features to our representation.

vided into three stages, as shown in Figure 2. The first stage
(Sec. 3.1) performs anchor-Gaussian growing to initialize
the semantic anchors and the associated Gaussians. The
second stage (Sec.3.2) constructs the anchor-graph structure
and adopts a graph-based propagation to refine the semantic
features. The third stage (Sec. 3.3) localizes the object in-
stances and attaches language features to our anchor-graph
structured Gaussian representation.

3.1. Anchor-Gaussian Growing
The vanilla 3D Gaussian splatting [18] represents the 3D
scenes with a collection of Gaussians G = {gi}Ni=1 where
N is the Gaussian number. Each Gaussian can be expressed
as gi = {µi, si, qi, αi, ci}, with mean position µi ∈ R3,
scale factors si ∈ R3, quaternion qi ∈ R4, opacity αi ∈ R,
and color properties ci ∈ Rd. The scaling and rotation form
the covariance matrix of a Gaussian. These 3D Gaussians
are splatted into a 2D image using differentiable rasteri-
zation via point-based α-blending [49]. Given the camera
viewpoint, the value at pixel v of the rendered image is ob-
tained by summing the Gaussians Nv intersected by its ray:

Iv =
∑
i∈Nv

tici

i−1∏
j=1

(1− ti), (1)

where ti = αie
− 1

2 (v−µ̂i)Σ̂
−1
i (v−µ̂i) is the contribution

weight and ci is the color of the i-th Gaussian at pixel v.
Moreover, by replacing the color values with the semantic
feature fi attached to each Gaussian, we can obtain the fea-
ture map following the same rendering process.

However, the vanilla 3DGS [18] allows the Gaussians to
freely extend and split within the 3D scene. It does not only
cause inefficient data storage, but also affects the attribute
back-propagation along the view rays, which becomes the
main obstacle to obtaining a clean Gaussian selection. In-
spired by works such as Scaffold-GS [23] and HAC [6], we
develop a structured 3DGS that uses semantic anchors to
regulate the corresponding Gaussians. The goal is to con-
strain the positions and scales of the Gaussians, in order to
obtain a compact and instance-aware Gaussian distribution.
Anchor-Gaussian Initialization. Given the multi-view im-
ages, we reconstruct the sparse point cloud via Structure-
from-Motion (SfM) [30] as the initial positions of Gaus-
sians. The sparse point cloud initializes a three-layer multi-
resolution voxelization, where the centers of occupied vox-
els are taken as the locations of anchors A. Each anchor
a ∈ A is parameterized by the center position x ∈ R3, a
voxel size l ∈ R, a semantic feature f ∈ R3, and k child
Gaussians {gi = {oi, ŝi, qi, αi, ci}}ka each with an offset
vector oi ∈ R3 and relative scaling ŝi. Then the mean and
scaling matrix of each Gaussian are:

µi = x+ oi · l, si = Sigmoid(ŝi) · l. (2)

The Gaussians inherit the semantic feature of corresponding
anchors, and can leverage the vanilla 3DGS rasterization to
obtain the rendered images and feature maps.
Anchor-Gaussian Densification. The vanilla 3DGS den-
sifies the Gaussians if they receive large gradients during
training. Intuitively, as for our anchor-Gaussian structure,
we densify the anchors and their associated Gaussians based
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on the gradients of Gaussians. Specifically, for any reso-
lution layer, assuming a Gaussian g is associated with the
anchor a located at the center of voxel v, if the Gaussian g
receives a gradient larger than a pre-defined threshold, we
intend to create a new anchor and its associated Gaussians
at the center of v. If there is no existing anchor positioned at
this voxel center, we consider the new anchor initialization
operation as valid. Otherwise, we cancel the initialization
of this new anchor and continue. Note that the multi-layer
voxelization enables a large resolution to place the anchors,
thus ensuring the expressive ability of the anchor-Gaussian
representation during training.

Structured Spatial Regularization. The anchor-Gaussian
association enables the spatial regularization of Gaussians
in terms of their positions and scaling. As demonstrated
in Eq. 2, we restrict the scale of Gaussian to be within the
voxel at which its corresponding anchor is placed. And we
use a local constraint loss to regularize the positions:

Lin = Eo∈{oi}k
a∈A

∥ exp(ReLU(∥ oi ∥22 −1)) ∥ (3)

where {oi}k is the offset set of anchor’s Gaussians.

We adopt the depth distortion loss from 2DGS [15] to
suppress floating Gaussians and enhance the compactness
of object surfaces by minimizing the distances between ray-
Gaussian intersection points. The distortion at pixel v is:

Ld,v =
∑
i∈Nv

i−1∑
j=1

ωiωj(zi − zj)
2 (4)

where ωi = ti
∏i−1

j=1(1 − ti) represents the contribution of
the i-th Gaussian to the rendering results, and zi is the depth
of this Gaussian along this ray. The distortion loss is defined
as Ld = E ∥ {Ld,v}H×W ∥.

Semantic Contrastive Learning. We use SAM [20] to
produce multi-view instance masks and distill the semantic
feature for each anchor. The detailed masks that are entirely
contained within other instances are removed.

We employ the contrastive learning strategy proposed by
OpenGaussian [39] to encourage features rendered from the
same object to be close to each other while those from dif-
ferent objects remain distant. For the i-th view of the multi-
view images, given the rendered feature map F and the bi-
nary mask Mj ∈ {0, 1}1×H×W of the j-th object produced
by SAM [20], we can obtain the mean feature within the
mask region: F j = (Mj ·F )/

∑
Mj ∈ R3. The intra-mask

smoothing loss Lis and inter-mask contrastive loss Lic are
used to distill semantic features which are rendered to form

the feature maps:

Lis =

|M |∑
j=1

H,W∑
h,w=1

Mj,h,w ∥ F:,h,w − F j ∥

Lic =
1

m(m− 1)

|M |∑
j=1

|M |∑
k=1
k ̸=j

1

∥ F j − F k ∥ +1

(5)

where |M | is the number of instance masks in current view,
F j and F k denote the mean features of two different masks.

3.2. Anchor-Graph Propagation
After the first stage, we obtain the anchors and their associ-
ated Gaussians that visually exhibit good semantic features
and appearance, but are far from a clean semantic represen-
tation for accurate object selections. There are two main
reasons: First, due to occlusion between Gaussians, the fea-
tures of their corresponding anchors within the same object
can differ. Second, for objects that never co-appear in the
same view, their features can still be similar. The above rea-
sons make it difficult to distinguish the objects completely.

We introduce the anchor-graph construction and propa-
gation algorithm to address these issues. The main idea is to
leverage local graph structures to refine the anchor features.
We first construct the anchor graph based on their spatial
distribution, then propagate to refine semantic similarities.
Anchor Graph Construction. Since the semantic anchors
are placed at the centers of multi-resolution voxels, we con-
nect the anchors based on the voxel neighborhood to con-
struct the anchor graph. Specifically, for a voxel at the top
layer, i.e. the layer with the smallest resolution, we collect
all the anchors placed within this voxel, no matter which
layer the anchors belong to. We create intra-voxel edges
that connect any two of the anchors within a top-layer voxel,
and inter-voxel edges between the anchors located within
neighboring top-layer voxels. In the following, we only al-
low feature propagation through these edges.
Graph Laplacian Propagation. We introduce a Gaussian-
weighted graph Laplacian propagation to smooth the fea-
tures of connected anchors while preserving sharp feature
variations along object boundaries. Assuming a weighted
adjacent matrix W and the diagonal matrix Dii =

∑
j Wij ,

the Laplacian matrix is defined as

L = D−W, L,D,W ∈ R|A|×|A|. (6)

Then the graph Laplacian propagation algorithm takes the
Dirichlet Energy term as the propagation loss to enforce the
smoothness between anchor features:

Lprop = 2Tr(F⊤LF) =
∑
i,j

wij ∥ Fi − Fj ∥2 (7)

where F = {f}|A| ∈ R|A|×3 denotes the feature matrix of
all anchors, and Fi denoting the feature of the i-th anchor.
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We set the weight wij = exp(−∥Fi−Fj∥2

2τ2 ) as a Gaus-
sian kernel function related to the temperature τ = 0.05.
It is worth noting that we don’t need to explicitly construct
the Laplacian matrix, but only the sparse non-zero wij to
compute the propagation loss.

3.3. Language Feature Attachment
After the second stage, we have already obtained an anchor-
graph structured representation with semantic features to
distinguish the objects. To further enable open-vocabulary
query tasks, we perform graph-based clustering to localize
the object instances and score matching to attach the addi-
tional language features to the anchors.

We use Union-Find [34] for the graph-based cluster-
ing to efficiently identify and gather the connected an-
chors with similar features. Each cluster of anchors and
the associate Gaussians form an object instance. By ren-
dering the instance-related Gaussians with white color and
the rest black color, we obtain the binary instance map
Iâ ∈ R1×H×W , with â denoting the cluster of anchors.

The next step is to match the rendered instance maps
and the ground-truth SAM masks for all the views, to ob-
tain CLIP-encoded language features [28] for the instances.
Similar to [39], the matching score between Iâ and Mi is:

Sâ,i = IoU(Iâ,Mi) · (1− ∥ F â − F i ∥1) (8)

where IoU is used to measure the overlap between Iâ and
Mi, while the second term estimates the distance between
the mean features. Based on the scores, for the clustered
anchors of each object, we select the most relevant mask
by SAM [20] and attach the feature f clip ∈ R512 of corre-
sponding CLIP [28] encodings to these anchors. Notably,
to accelerate this process, we skip the clusters with only
one single anchor, as they are mostly cluttered transparent
points that do not contribute meaningfully to the scene.

3.4. Training
Our three-stage training is set as follows:
Stage 1: Anchor-Gaussian Growing. During the first 30k
iterations, our approach focuses on the growing of anchors
and the associated Gaussians. The loss for this stage is:

Lstage1 = L3dgs+λinLin+λisLis+λicLic+λdLd (9)

with L3dgs denotes the 3DGS reconstruction loss [18].
Stage 2: Anchor-Graph-based Feature Propagation. For
the next 5k iterations, we first perform the anchor-graph
construction, followed by the graph Laplacian propagation.
The loss function is

Lstage2 = Lstage1 + λpropLprop (10)

Stage 3: Language Feature Attachment. As a post-
processing stage, we sequentially perform the clustering,

matching, and attach the mean language feature f clip of
each object instance to the corresponding anchors.

At the end of the training, we obtain the optimized
anchor-graph structured 3D Gaussian splatting representa-
tion, where each anchor carries its position and correspond-
ing voxel size (x, l), the distilled semantic feature f , the lan-
guage feature f clip, and a small set of associated Gaussians
{gi}k. Note that the anchor-graph structure not only makes
a better scene understanding with the semantic features, but
also ensures a compact set of Gaussians and alleviates the
computation burden.

4. Instance-level Application
The clean semantic Gaussian representation produced by
our approach benefits a series of 3D scene understanding
and editing applications. Below we describe how to deploy
our approach for various applications.
Click Query. We adopt a local region-growing strategy for
the click query application. Given the camera viewpoint
of the image, we render the 3D scene into a depth map.
The depth allows us to transform the clicked pixel into a
3D point p with the camera’s extrinsic and intrinsic matri-
ces. Next, using a Nearest Neighbor search, we identify the
closest anchor a∗ as the initial seed anchor. From this seed,
the region grows iteratively: if an anchor ai is connected to
another anchor aj with an edge weight wij > 0.90, then
aj should be included in the selected region. Note that we
double the voxel size as the threshold for creating the graph
edges only during this query.
Text Query. The text query adopts the same growing strat-
egy with click query but a slightly different seed initializa-
tion. Given an open-vocabulary text query, we extract its
text embedding using CLIP encoder [28] and calculate the
cosine similarity between this feature and the language fea-
tures of clustered anchors. Assuming ε to denote the max-
imum feature similarity score among them, we select the
anchor clustering whose language features have a similar-
ity larger than ε − 0.1 as the initial seed anchors. By per-
forming the region-growing process, we obtain the anchors
within the region as the query results.
Scene Editing. A clean instance-aware Gaussian represen-
tation enables object selection and local scene editing oper-
ations. Specifically, for 3D object removal, directly deleting
the selected anchors and the associated Gaussians (with the
above query techniques) would leave artifacts in the region.
Therefore, we add a small number of new anchors within
the object region and render the image with a region mask.
The region mask is obtained by rendering the Gaussians of
the newly added anchors and their neighbor anchors. Then
we perform 2D image inpainting with LaMa [33] to obtain
realistic images and optimize our anchor-graph structured
Gaussians w.r.t. the inpainted images.
Physical Simulation. Physical simulation aims to imitate
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Figure 3. The rendered semantic feature map and object query results of our approach and related methods. The presented GT images are
generated by SAM [20]. By contrast, our approach produces more precise and less noisy instance masks for the queried objects.

the physical interactions between the selected object and the
remaining scene. We adopt PhyGaussian [40], a Gaussian-
based simulator implemented via MLS-MPM [14], as our
physical engine. The selected object is assigned Young’s
modulus E = 2e8 and Poisson’s ratio ν = 0.4 to prevent
deformation during simulation, while the remaining scene
has lower physical coefficients (E = 2e6, ν = 0.3). More
implementation details of the physical simulation applica-
tion is presented are the supplementary material.

5. Experiments
5.1. Setup
Datasets. We evaluate our approach on the LERF-OVS [19]
datasets for the open-vocabulary object query, scene edit-
ing, and physical simulation applications. The four scenes
are manually annotated with SAM to obtain accurate masks
instead of the coarse bounding boxes. We further evaluate
object querying on Mip-NeRF360 [1] and object selection
on LLFF [25], which contain more challenging examples.
Implementation Details. We use the SAM ViT-H model to
generate 2D masks of input images, and extract language
features for each instance using the OpenCLIP ViT-B/32
model. Throughout all experiments, each anchor is assigned
k = 5 Gaussians. For multi-resolution voxels, we develop

three resolution levels, each with a voxel size 4 times larger
than the previous one. The minimum resolution (for the top
layer) is 2003. During training, we use Adam optimizer
and set λin = 0.5, λis = 2.5, λic = 0.25, λd = 50,
λprop = 0.01. For the scene editing task, we use LaMa
Big-Lamm to generate 2D inpainting images.

5.2. Scene Understanding and Object Query
We conduct the scene understanding and open-vocabulary
object query tasks and compare to the existing state-of-
the-art 3DGS-based approaches, i.e. SAGA [3], GsGroup-
ing [44], OpenGaussian [39]. The object query tasks in-
clude click query and text query with object class names.

Figure 3 shows the rendered feature maps and the results
of click query and text query for a variety of scenes. As
shown in Figure 3, our approach produces smooth and clean
semantic feature maps that can easily distinguish the objects
with accurate boundaries. This leads to more precise query
results, compared to the noisy masks and blurry boundaries
with other approaches. Please refer to the supplementary
material for more results.

Table 1 reports the quantitative evaluation. We use aver-
age IoU and BoundaryIoU between the binary images ren-
dered with the selected anchor-Gaussians and the ground-
truth object mask as the evaluation metrics. Our results
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Table 1. Quantitative evaluation of object query applications on LERF dataset [19].

mIoU ↑ mBIoU. ↑Query Methods
figurines teatime ramen kitchen Mean figurines teatime ramen kitchen Mean

Click

SAGA [3] 81.16 92.91 63.08 83.03 80.05 76.21 60.27 54.03 62.07 63.15
GsGrouping [44] 32.54 75.06 39.99 14.70 40.57 28.43 57.20 35.86 9.74 32.81

OpenGaussian [39] 85.15 80.31 48.88 79.48 73.46 81.28 51.34 50.73 49.95 58.33
Ours 88.61 95.87 88.04 80.80 88.33 85.27 87.65 71.54 49.86 73.58

Text

SAGA [3] 16.76 18.90 11.01 5.29 12.99 16.14 17.74 10.20 3.58 11.92
GsGrouping [44] 28.11 64.71 33.47 16.68 35.74 27.19 59.30 31.82 14.82 33.28

OpenGaussian [39] 57.41 62.54 30.77 25.96 44.17 54.83 56.38 26.94 17.32 38.87
Ours 66.98 71.62 47.99 30.82 54.35 65.30 67.83 42.45 22.15 49.43
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Figure 4. Click-based instance-level Gaussian selection and the
remaining scenes. Our approach makes more accurate and com-
plete Gaussian selections, though with visual artifacts of occluded
Gaussians in the remaining scenes.

achieve remarkable improvement over the others in terms
of both the click query and text query, validating the high
accuracy of the mask region and object boundaries.

5.3. 3D Scene Editing and Physical Simulation

An accurate selection of the specified object is the prereq-
uisite for the scene manipulation tasks. Unlike object query
tasks that only require precise object masks for 2D visual-
ization, object selection emphasizes accurately picking the
Gaussians for specific object, including the inner Gaussians.

Object Selection. We present the object selection results of
ours and other existing methods in Figure 4. Their default

Input Artifact Location Editing Result

Feature Map Selection Removal

Figure 5. Object removal results. After deleting the selected Gaus-
sians, we localize artifact regions and inpaint the remaining scene.

parameters and operation processes are adopted in the ex-
periments. As for our approach, we perform the click query
and take the Gaussians associated with the selected anchors.

In Figure 4, we render both the selected and the remain-
ing Gaussians. In spite of the clean selection shown in the
rendering of the selected Gaussians, we can see that the ob-
jects are more completely removed in the remaining scenes,
e.g. the white hand in the Figurines scene and chopsticks in
the Ramen scene. Although there are still visual artifacts in
the remaining scenes, it is because the remaining Gaussians
of the other objects don’t have the correct appearance due
to the occlusion problem of multi-view reconstruction.
3D Scene Editing. We further present the 3D object re-
moval editing results to validate our claim that our approach
exceeds an accurate and complete object selection. Since
our anchor-graph structure can accurately localize the an-
chors corresponding to the object and its extended bound-
ary, we can easily identify the artifact region to be repaired
without affecting the surrounding objects.
Physical Simulation. The physical simulation task poses a
strict requirement for the object selection, since the object
Gaussians entangled with the remaining scene would cause
unrealistic simulation results. Figure 6 shows the simulation
results of ours and other approaches. Taking the upward-
dragged bag as an example, it remains in the original po-
sition in the SAGA [3] and OpenGaussian [39] results, be-
cause most of the inner-object Gaussians are not selected.
As for GaussianGrouping [44], which uses a convex hull ge-
ometry to select the Gaussians, it moves the bag but leaves
messy surrounding Gaussians. By contrast, our approach
not only successfully drags the bag, but also leaves small
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Figure 6. Physical simulation by applying the external forces (red arrows) to drag the objects. All methods are simulated with identical
physical coefficients using PhysGaussian. The clean and accurate Gaussian selection enables the realistic simulation with our approach.
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Figure 7. Visual results of the ablation study for anchor-graph
structure design. With the anchor-graph structure and the graph-
related operations, our full approach produces precise Gaussian
selections and a relatively clean remaining scene.

appearance artifacts that be easily localized and inpainted
with our anchor-graph structure.

5.4. Ablation Study.

Anchor-Graph Structure Design. We emphasize the role
of the anchor-graph structure in organizing the Gaussians
for a clean object selection. The simplest baseline w/o ag
is to remove the anchor-structure from our approach. That
is, the semantic features are attached to the vanilla Gaus-
sians [18] and learned from contrastive learning. Another
baseline w/o graph is to retain the anchor-gaussian struc-
ture but omit all the graph-related operations, i.e. the graph
propagation in the second stage and the region growing in
the query application. The implementation of this baseline
is to remove the loss Lprop and use the semantic feature
similarity for the query applications. The qualitative results
are shown in Figure 7.
Graph-Related Operations. We further analyze the effects
of each graph-related operation separately. The quantita-

Table 2. Quantitative evaluations of the ablation study for the two
graph-related operations.

Case Lprop GraphSeg mIoU ↑ mBIoU. ↑
#1 42.72 40.20
#2 ! 45.85 43.51
#3 ! 49.10 44.72

Full ! ! 54.35 49.43

tive evaluation is reported in Table 2, where the two vari-
ables Lprop and GraphSeg determine the involvement of
the graph propagation in the second stage and the region
growing in the query application, respectively. Table 2 val-
idates the significant effectiveness of the two graph-related
operations in making accurate object queries.

6. Conclusion

We present AG2aussian, an anchor-graph structured Gaus-
sian representation for instance-level 3D scene understand-
ing and editing tasks. The key idea is to construct an
anchor-graph structure to organize the semantic features
and regulate the associate Gaussians to produce a com-
pact and instance-aware Gaussian distribution. The graph-
related operations facilitate to make clean and accurate
instance-level Gaussian selection, which, as demonstrated
with our experiments, exhibit great benefits to the scene
understanding and editing applications, including interac-
tive click query, open-vocabulary text query, localized scene
editing, and physical simulation.

Our approach still holds some limitations. Similar to the
existing approaches, our method suffers from the glass and
metal objects due to the feature blending. And sometimes
the over-segmentation of SAM introduces additional diffi-
culty to maintaining the consistent features of the objects.
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[13] Antoine Guédon and Vincent Lepetit. Sugar: Surface-
aligned gaussian splatting for efficient 3d mesh reconstruc-
tion and high-quality mesh rendering. In Proceedings of
the IEEE/CVF Conference on Computer Vision and Pattern
Recognition, pages 5354–5363, 2024. 2

[14] Yuanming Hu, Yu Fang, Ziheng Ge, Ziyin Qu, Yixin Zhu,
Andre Pradhana, and Chenfanfu Jiang. A moving least
squares material point method with displacement disconti-
nuity and two-way rigid body coupling. ACM Transactions
on Graphics (TOG), 37(4):150, 2018. 6

[15] Binbin Huang, Zehao Yu, Anpei Chen, Andreas Geiger, and
Shenghua Gao. 2d gaussian splatting for geometrically accu-
rate radiance fields. In ACM SIGGRAPH 2024 conference
papers, pages 1–11, 2024. 1, 2, 4

[16] Tianyu Huang, Haoze Zhang, Yihan Zeng, Zhilu Zhang, Hui
Li, Wangmeng Zuo, and Rynson WH Lau. Dreamphysics:
Learning physical properties of dynamic 3d gaussians with
video diffusion priors. arXiv preprint arXiv:2406.01476,
2024. 1

[17] Yingwenqi Jiang, Jiadong Tu, Yuan Liu, Xifeng Gao, Xiaox-
iao Long, Wenping Wang, and Yuexin Ma. Gaussianshader:
3d gaussian splatting with shading functions for reflective
surfaces. In Proceedings of the IEEE/CVF Conference
on Computer Vision and Pattern Recognition, pages 5322–
5332, 2024. 1

[18] Bernhard Kerbl, Georgios Kopanas, Thomas Leimkühler,
and George Drettakis. 3d gaussian splatting for real-time
radiance field rendering. ACM Transactions on Graphics, 42
(4), 2023. 1, 2, 3, 5, 8

[19] Justin Kerr, Chung Min Kim, Ken Goldberg, Angjoo
Kanazawa, and Matthew Tancik. Lerf: Language em-
bedded radiance fields. In Proceedings of the IEEE/CVF
International Conference on Computer Vision, pages 19729–
19739, 2023. 6, 7

[20] Alexander Kirillov, Eric Mintun, Nikhila Ravi, Hanzi Mao,
Chloe Rolland, Laura Gustafson, Tete Xiao, Spencer White-
head, Alexander C Berg, Wan-Yen Lo, et al. Segment
anything. In Proceedings of the IEEE/CVF international
conference on computer vision, pages 4015–4026, 2023. 2,
4, 5, 6

[21] Xiao-Lei Li, Haodong Li, Hao-Xiang Chen, Tai-Jiang Mu,
and Shi-Min Hu. Discene: Object decoupling and interaction

26814



modeling for complex scene generation. In SIGGRAPH Asia
2024 Conference Papers, pages 1–12, 2024. 1

[22] Shilong Liu, Zhaoyang Zeng, Tianhe Ren, Feng Li, Hao
Zhang, Jie Yang, Qing Jiang, Chunyuan Li, Jianwei Yang,
Hang Su, et al. Grounding dino: Marrying dino with
grounded pre-training for open-set object detection. In
European Conference on Computer Vision, pages 38–55.
Springer, 2024. 1, 2

[23] Tao Lu, Mulin Yu, Linning Xu, Yuanbo Xiangli, Limin
Wang, Dahua Lin, and Bo Dai. Scaffold-gs: Structured 3d
gaussians for view-adaptive rendering. In Proceedings of
the IEEE/CVF Conference on Computer Vision and Pattern
Recognition, pages 20654–20664, 2024. 2, 3

[24] Alexander Mai, Peter Hedman, George Kopanas, Dor
Verbin, David Futschik, Qiangeng Xu, Falko Kuester,
Jonathan T Barron, and Yinda Zhang. Ever: Exact volumet-
ric ellipsoid rendering for real-time view synthesis. arXiv
preprint arXiv:2410.01804, 2024. 2

[25] Ben Mildenhall, Pratul P. Srinivasan, Rodrigo Ortiz-Cayon,
Nima Khademi Kalantari, Ravi Ramamoorthi, Ren Ng, and
Abhishek Kar. Local light field fusion: Practical view
synthesis with prescriptive sampling guidelines. ACM
Transactions on Graphics (TOG), 2019. 6

[26] Minghan Qin, Wanhua Li, Jiawei Zhou, Haoqian Wang, and
Hanspeter Pfister. Langsplat: 3d language gaussian splatting.
In Proceedings of the IEEE/CVF Conference on Computer
Vision and Pattern Recognition, pages 20051–20060, 2024.
1, 2

[27] Yansong Qu, Shaohui Dai, Xinyang Li, Jianghang Lin, Liu-
juan Cao, Shengchuan Zhang, and Rongrong Ji. Goi: Find
3d gaussians of interest with an optimizable open-vocabulary
semantic-space hyperplane. In Proceedings of the 32nd
ACM International Conference on Multimedia, pages 5328–
5337, 2024. 2

[28] Alec Radford, Jong Wook Kim, Chris Hallacy, Aditya
Ramesh, Gabriel Goh, Sandhini Agarwal, Girish Sastry,
Amanda Askell, Pamela Mishkin, Jack Clark, et al. Learning
transferable visual models from natural language supervi-
sion. In International conference on machine learning, pages
8748–8763. PmLR, 2021. 1, 2, 5

[29] Kerui Ren, Lihan Jiang, Tao Lu, Mulin Yu, Linning Xu,
Zhangkai Ni, and Bo Dai. Octree-gs: Towards consistent
real-time rendering with lod-structured 3d gaussians. arXiv
preprint arXiv:2403.17898, 2024. 2

[30] Johannes L Schonberger and Jan-Michael Frahm. Structure-
from-motion revisited. In Proceedings of the IEEE
conference on computer vision and pattern recognition,
pages 4104–4113, 2016. 3

[31] Yunhang Shen, Chaoyou Fu, Peixian Chen, Mengdan Zhang,
Ke Li, Xing Sun, Yunsheng Wu, Shaohui Lin, and Rongrong
Ji. Aligning and prompting everything all at once for uni-
versal visual perception. In Proceedings of the IEEE/CVF
Conference on Computer Vision and Pattern Recognition,
pages 13193–13203, 2024. 1

[32] Jin-Chuan Shi, Miao Wang, Hao-Bin Duan, and Shao-
Hua Guan. Language embedded 3d gaussians for open-
vocabulary scene understanding. In Proceedings of the

IEEE/CVF Conference on Computer Vision and Pattern
Recognition, pages 5333–5343, 2024. 1, 2

[33] Roman Suvorov, Elizaveta Logacheva, Anton Mashikhin,
Anastasia Remizova, Arsenii Ashukha, Aleksei Silvestrov,
Naejin Kong, Harshith Goka, Kiwoong Park, and Victor
Lempitsky. Resolution-robust large mask inpainting with
fourier convolutions. In Proceedings of the IEEE/CVF
winter conference on applications of computer vision, pages
2149–2159, 2022. 5

[34] Robert Endre Tarjan. Efficiency of a good but not linear set
union algorithm. Journal of the ACM (JACM), 22(2):215–
225, 1975. 5
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