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Figure 1. Spatial-Temporal simulAtion for drivinG (Stag) enables controllable 4D autonomous driving simulation with spatial-temporal
decoupling. Stag can decompose the original spatial-temporal relationships of real-world scenes to enable controllable autonomous driving
simulation. This allows for adjustments such as �xing the camera viewpoint while advancing time or translating and rotating space while
keeping time stationary. Additionally, Stag maintains synchronized variations across six panoramic views.

Abstract
Simulating driving environments in 4D is crucial for de-

veloping accurate and immersive autonomous driving sys-
tems. Despite progress in generating driving scenes, chal-
lenges in transforming views and modeling the dynamics of
space and time remain. To tackle these issues, we propose a
fresh methodology that reconstructs real-world driving en-
vironments and utilizes a generative network to enable 4D
simulation. This approach builds continuous 4D point cloud
scenes by leveraging surround-view data from autonomous
vehicles. By separating the spatial and temporal elements,
it creates smooth keyframe sequences. Furthermore, video
generation techniques are employed to produce lifelike 4D
simulation videos from any given perspective. To extend the
range of possible viewpoints, we incorporate training us-
ing decomposed camera poses, which allows for enhanced
modeling of distant scenes. Additionally, we merge camera

*Equal contribution.
�Corresponding author.

trajectory data to synchronize 3D points across consecu-
tive frames, fostering a richer understanding of the evolv-
ing scene. With training across multiple scene levels, our
method is capable of simulating scenes from any viewpoint
and offers deep insight into the evolution of scenes over time
in a consistent spatial-temporal framework. In comparison
with current methods, this approach excels in maintaining
consistency across views, background coherence, and over-
all accuracy, signi�cantly contributing to the development
of more realistic autonomous driving simulations.
1. Introduction
As autonomous driving capabilities advance in perception
[27, 29], prediction [9, 53], and planning [21, 56], signif-
icant progress has also been made in end-to-end networks
[17, 18]. With these advancements, comprehensive testing
and validation of autonomous vehicles are increasingly crit-
ical [8]. However, real-world vehicle testing remains time-
consuming, costly, and limited in scenario coverage.

Mainstream research increasingly relies on simulation
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software for extensive algorithm testing and validation [37].
Yet, simulations based on 3D modeling struggle to accu-
rately replicate realistic driving scenarios, creating a sub-
stantial gap between synthetic environments and real-world
conditions [57]. To address this, current autonomous driv-
ing testing solutions strive to build highly realistic scenar-
ios for validating driving algorithms [12, 42]. With the
rapid advancement of text-to-image and text-to-video gen-
erative models [51], some research has focused on gener-
ating trajectory-controlled images or videos to simulate au-
tonomous driving scenes, guided by maps and surrounding
vehicle poses to improve scene accuracy [10, 24]. However,
real-world driving involves constantly moving pedestrians,
vehicles, and objects that introduce structural changes to
the environment. Video generation methods often struggle
to capture these dynamic changes or the close interactions
between elements, leading to inconsistencies in scene con-
tinuity, such as background and vehicle type shifts, which
complicate maintaining temporal consistency [16, 54]. Re-
cently, approaches based on NeRF [43] and 3D Gaussian
Splatting (3DGS) [11, 19] have aimed to capture dynamic
elements with greater precision by rendering and modeling
3D scenes. Nonetheless, these methods still face challenges
in reconstructing 4D scenes from arbitrary viewpoints, han-
dling extensive dynamic view changes with signi�cant cam-
era movement, and managing long-term temporal transfor-
mations under static views.

To enable more realistic autonomous driving testing,
we propose Spatial-Temporal simulAtion for drivinG
(Stag), a controllable 4D simulation framework based on
real-world autonomous driving scenes, as shown in Fig-
ure 2. Our approach begins by constructing 3D point
clouds frame-by-frame using surround-view data from au-
tonomous vehicles. We then develop a rough alignment net-
work based on ego-car and camera parameters. Next, we it-
eratively re�ne the point clouds and align them with sequen-
tial scenes, resulting in a 4D point cloud that incorporates
both camera and vehicle motion parameters. This process
accurately captures the 4D structure of real-world environ-
ments. Furthermore, we develop a multi-view interaction-
based sparse point cloud completion network, which al-
lows for controllable 4D simulation video synthesis in au-
tonomous driving applications. To improve the quality of
continuous scene simulation, we also design a cross-view
diffusion-based generative network that addresses two key
challenges: comprehensive dynamic viewpoint modeling in
static scenes and precise static viewpoint modeling in dy-
namic scenes. This network compensates for missing infor-
mation in sparse point clouds, ensuring continuity in scene
transitions and accuracy in temporal changes.
2. Related Work
Scene Simulation for Autonomous Driving. In early au-
tonomous driving simulation tasks, creating realistic street

views often required manual 3D scene modeling, which
resulted in signi�cant gaps from real-world scenarios [7,
40, 43]. The advent of NeRF [32] introduced a novel ap-
proach by reconstructing real scenes from multi-view im-
ages, opening new possibilities for autonomous driving sim-
ulation [5, 28, 39]. Later, the introduction of 3DGS [23]
methods further enhanced both the effectiveness and ef-
�ciency of 3D scene reconstruction. Some researchers
[11, 19, 54, 57] have explored combining autonomous driv-
ing image scene generation with 3DGS to improve scene
coherence. However, methods based on NeRF and 3DGS
struggle with large camera viewpoint shifts and lack precise
control over temporal progression from �xed viewpoints,
limiting their application in controlled autonomous driv-
ing simulations. In contrast, Stag combines realistic sparse
point cloud representation in 4D reconstruction with video
generation using diffusion models, achieving both cross-
view and temporal consistency. This enables controllable
scene generation from any viewpoint at any time, advanc-
ing 4D simulation tasks for autonomous driving.

Scene Generation for Autonomous Driving. Gener-
ative adversarial networks [14] have made signi�cant ad-
vances in image generation, and with the emergence of dif-
fusion architectures [1, 6, 33, 35, 45], numerous studies
have demonstrated powerful capabilities in image and video
synthesis. To enhance the controllability of generation, sub-
sequent networks have been re�ned to enable condition-
based video generation using inputs such as text and im-
ages [4, 26, 55]. In the �eld of autonomous driving, scene
generation [24, 31] plays a crucial role in enhancing the sys-
tem�s adaptability to diverse driving scenarios and facilitat-
ing closed-loop testing [3, 37, 49]. As such, trajectory con-
trol [12, 16, 42] or the use of 3D bounding boxes and scene
description text [10, 11] have been introduced to guide au-
tonomous driving scene generation. However, despite the
inclusion of various control signals, existing methods still
face signi�cant challenges in maintaining scene consistency
and ensuring high controllability. In contrast, Stag demon-
strates clear advantages in maintaining consistency across
continuous scenes, providing arbitrary viewpoint and time
control, and ensuring multi-view consistency.

Controllable Video Generation. With advancements
in text-to-image [25, 34] and image-to-video generation
models [1, 22, 45], enhancing the controllability of gen-
erative models has garnered signi�cant attention. Diverse
condition-control [26] networks now enable controllable
image or video generation using inputs such as sketches
[46], trajectories [13, 50], and more. In research focused on
generative modeling for autonomous driving, much empha-
sis has been placed on vehicle trajectory control [12, 16, 42]
or on using target bounding boxes and maps for guidance
[10, 24]. However, these approaches often lack a compre-
hensive understanding of 4D spatial relationships, making
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Table 1. Quantitative comparison of our model with the 3DGS method on both reconstruction and novel view synthesis (NVS).
Performance is evaluated using the Waymo-NOTR dataset [48], with �PSNR*� and �SSIM*� referring to metrics for dynamic objects,
where ENRF refers to EmerNeRF and S3G refers to S3Gaussian. The best results are highlighted in pink, and the second best in blue.

Data Metrics Scene Reconstruction Novel View Synthesis
3DGS MARS ENRF S3G Ours 3DGS MARS ENRF S3G Ours

D32
PSNR� 28.47 28.24 28.16 31.35 32.91 25.14 26.61 25.14 27.44 28.08
SSIM� 0.876 0.866 0.806 0.911 0.934 0.813 0.796 0.747 0.857 0.864
LPIPS� 0.136 0.252 0.228 0.106 0.104 0.165 0.305 0.313 0.137 0.129

D32 PSNR*� 23.26 23.37 24.32 26.02 27.71 20.48 22.21 23.49 22.92 24.98
SSIM*� 0.716 0.701 0.682 0.783 0.796 0.753 0.697 0.660 0.680 0.644

S32
PSNR� 29.42 28.31 30.00 30.73 31.03 26.82 27.63 28.89 27.05 28.56
SSIM� 0.891 0.879 0.834 0.883 0.897 0.836 0.848 0.814 0.825 0.877
LPIPS� 0.118 0.196 0.201 0.116 0.112 0.134 0.193 0.212 0.142 0.132

decoupling keyframe modeling by extracting the 3D point
cloud for each keyframe and projecting it into a 2D
image. Speci�cally, for each timestamp tk, we select
the 3D point cloud corresponding to the current frame
Pi(tk) = {(x, y, z)|(x, y, z) � R3, t = tk}, where
(x(tk), y(tk), z(tk)) represents the vehicle�s position at
time tk, and (r(tk), i(tk), j(tk), k(tk)) represents the ve-
hicle�s rotational quaternion at time tk, describing its orien-
tation. Subsequently, we project each keyframe�s 3D point
cloud Pi(tk) using the camera�s matrix K, along with the
rotation matrix R(tk) and translation vector tk at timestamp
tk, to obtain a sparse 2D point cloud in the image:

Vkey(t, �) = K • [R(tk)|tk] • Pi(tk), Pi = C (9)

Through this approach, dynamic point cloud data is ac-
curately projected into a 2D image from a �xed viewpoint.

Spatial Decoupling Keyframe. In Spatial Decoupling
Keyframe Modeling, we project the 3D point cloud of the
current frame onto the 2D image plane using the aligned
spatial information. Through perspective projection, we
map the 3D point cloud to the 2D image plane:

Vkey(t, �) = K • [R(tk)|tk] • Pi(tk), tk = 0. (10)
By using the aligned spatial information, we precisely

convert the 3D point cloud of the current frame into its 2D
projection. This method effectively leverages the spatial in-
formation, transforming it into a 2D point cloud represen-
tation while mitigating the impact of temporal variations on
keyframe extraction.

3.4. 4D Spatial-Temporal Simulation
We present the overall training framework for our 4D gen-
erative simulation model in autonomous driving, as shown
in Figure 3. First, we obtain P a

t for all training scenes and
align these within a 4D temporal context using Cp and Tt to
iteratively re�ne the alignment. Our training follows a two-
stage approach: The time-focused stage trains single-view
scenes in a temporal context, while the spatial-focused stage
integrates surround-view information to capture spatial and
temporal relationships.

The Time-Focused Stage. We use odd-frame sequen-
tial images I2n+1 (where n = 0, 1, 2, . . .) as ground truth
and project even-frame 3D point clouds P2n+2 onto the im-
age plane based on the poses T2n+1 and camera intrinsics
K2n+1 of the odd frame:

P proj
2n+2 = K2n+1 • T2n+1 • P2n+2, (11)

where, P proj
2n+2 denotes the projection of even-frame point

clouds using the parameters of the odd frames.
We generate paired training data by creating sequences

of projected 3D point clouds P proj
2n+2 and their correspond-

ing ground-truth images I2n+1. For training ef�ciency, we
encode I2n+1 and the conditional signals P proj

2n+2 into latent
space, where optimization is performed. To ensure accurate
alignment and effective model learning, we de�ne a custom
loss function that guides the optimization process. The loss
function is de�ned as follows:

min
�

E��U(0,1),��N (0,I)
�
���(w� , �, �w, Iref)� ��2

2
�
,

(12)
where, � denotes the time step, sampled from a uniform dis-
tribution U(0, 1); � represents noise sampled from a stan-
dard normal distribution N (0, I); � represents the model
parameters; w� represents the latent variable at time step � ;
�w is the conditional latent variable; Iref represents the refer-
ence image.

The Spatial-Focused Stage. We use the same input ap-
proach as in the time-focused stage, with P proj

2n+2 as the se-
quence of 3D point cloud projections and I2n+1 as the ref-
erence images. To leverage overlapping information and
interactions between surround-view images in autonomous
driving, we introduce an attention mechanism for cross-
image information exchange:

Att (•) =

�
SA(Qs,Ks, Vs), Qs,Ks, Vs � R(B×T )×H×W×6

TA(Qt,Kt, Vt), Qt,Kt, Vt � R(B×6)×H×W×T

(13)
Our method captures spatial relationships within each frame
across different perspectives, while also considering tempo-
ral connections between consecutive time steps. The loss
function for this stage is designed similarly to equation 12.
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Table 2. Quantitative comparison of our model with the 3DGS method on reconstruction in StreetGaussian datasets. [47] The results
on the StreetGaussian dataset [47] indicate that our proposed method outperforms related models across multiple evaluation metrics.

Metrics 3D GS NSG MARS EmerNeRF StreetGaussian S3Gaussian Ours
PSNR� 29.64 28.31 31.37 32.34 34.96 34.61 35.23
SSIM� 0.918 0.862 0.904 0.886 0.945 0.950 0.954
LPIPS� 0.117 0.346 0.246 0.142 0.068 0.05 0.043
PSNR*� 16.48 19.55 23.07 25.71 25.46 25.78 26.42

Table 3. Quantitative comparison of our model with the 3DGS method on reconstruction in Waymo datasets. [38]. Overall perfor-
mance of our methods compared to existing approaches on the Waymo Open Datasets (WOD) [38].

Data Metrics
Front View Multi-view

3DGS Street Emer FreeVS Ours 3DGS Street Emer FreeVS OursGaussian NeRF Gaussian NeRF

WOD
PSNR� 26.31 30.80 30.28 25.30 31.23 19.21 22.47 24.68 24.96 26.03
SSIM� 0.799 0.903 0.869 0.787 0.912 0.586 0.702 0.689 0.730 0.751
LPIPS� 0.143 0.096 0.155 0.139 0.127 0.366 0.314 0.347 0.179 0.141

Front Left        Front          Front Right         Front Left        Front     Front Right     
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Figure 4. Qualitative comparison on the Waymo-NOTR
Datasets [48]. Left shows novel view synthesis results, right
shows dynamic scene reconstruction.

4. Experiments

In this section, we describe our training methodology and
evaluate the effectiveness of Stag for autonomous driving
tasks, speci�cally focusing on 3D reconstruction and 4D
simulation. Quantitative results from comparison and abla-
tion studies assess Stag�s performance, with visualizations
of scene reconstruction, viewpoint translation, and static
temporal conditions. The structure of our experimental re-
sults is as follows:

4.1. Implementation Details

Our training process consists of two stages. In the �rst
stage, we �ne-tune the model based on [50] for 5,000 itera-
tions. Using sweep records from the NuScenes dataset [2] ,
we randomly select starting points and sample eight consec-
utive frames, where four frames are used as conditions and
four as ground truth. During this stage, we freeze the En-
coder module and train only the Decoder module using the
AdamW optimizer [30] with a learning rate of 1 × 10�5.
In the second stage, to further learn spatial relationships

across panoramic views, we freeze all remaining compo-
nents and train only the spatial attention module for an ad-
ditional 3,000 iterations, again using the AdamW optimizer
[30] with a learning rate of 1× 10�5.

4.2. 4D Reconstruction and Synthesis
To assess our method�s capabilities in 4D reconstruction, we
conduct zero-shot evaluations on the Waymo-NOTR dataset
[48], as shown in Table 1. Our approach demonstrates su-
perior performance in scene reconstruction and novel view
synthesis compared to existing methods [19, 23, 44, 47, 48].
For the static-32 dataset [47], we follow conventional met-
rics [48] using PSNR, SSIM, and LPIPS [52] to evaluate
rendering quality, and for dynamic data, We predict opti-
cal �ow to disentangle dynamic objects, then use PSNR*
and SSIM* [19] to focus on dynamic objects. Our results
outperform other methods, showcasing the model�s gener-
alization under zero-shot conditions and its ability to model
both static scenes and dynamic objects. Qualitatively, as
shown in Figure 4, our method excels in monocular scene
reconstruction and multi-view synthesis. Additionally, we
conducted both quantitative and qualitative evaluations of
scene reconstruction on the Street Gaussian dataset [47], as
presented in Table 2, with visualizations shown in Figure 5.

Furthermore, recent studies [41, 47, 48] have used the
Waymo Open Dataset (WOD) [38] for evaluations. To ac-
curately compare our method with the latest approaches, we
conducted quantitative analyses under similar experimen-
tal conditions. As shown in Table 3, our method outper-
forms other approaches in reconstruction. Thus, the quanti-
tative comparisons and visualization results across the three
different experimental conditions demonstrate that our pro-
posed reconstruction and novel view synthesis methods out-
perform other related approaches.

4.3. 4D Driving Simulation
Autonomous driving generative 4D simulation based on
real-world scenes requires the ability to decouple spatial-
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Figure 5. Qualitative comparison on the Waymo-Street Datasets [47]. The results show that our method outperforms existing ap-
proaches in scene reconstruction.
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Figure 6. We compared viewpoint translation under frozen time conditions on the NuScenes dataset [2]. Our method successfully
applied left and right viewpoint translations to the camera pose.
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Figure 7. We compared viewpoint translation under frozen time conditions on the Waymo dataset [38]. Our method effectively
performed left and right viewpoint translations on the camera pose.

Table 4. Performance comparison under different conditions.
We evaluated the quality of image and video generation under var-
ious controls, and our model outperforms the others.

Methods Frozen time Frozen space Remove sars
FID� FVD� FID� FVD� FID� FVD�

Vista 89.7 356.8 94.6 473.2 92.5 492.7
ViewCrafter 71.8 218.6 89.2 314.4 84.7 223.8
Ours 34.9 91.5 28.3 84.4 47.1 127.6

temporal relationships. This involves observing the scene
from different camera viewpoints based on the current time
state or decomposing temporal motion based on a �xed spa-
tial state. We conducted both quantitative and qualitative
comparison experiments on the NuScenes [2] and Waymo
[38] datasets to demonstrate the capability and effectiveness
of the proposed method.

Computation Cost. We compares the computational
cost and memory consumption of Stag with related meth-
ods using the same resolution (576×1024), denoising steps
(50), and frame rate (25 fps) in Table 5.

Frozen Time. A key aspect of autonomous driving
4D simulation is the ability to achieve dynamic viewpoint
changes under frozen temporal conditions. We compared

Table 5. We compares the computational cost of Stag with
related methods. Pcr: Point Cloud Reconstruction; Generate:
Video Generation; -M: GPU Memory; -T: Inference Time.
Method Pcr-M � Pcr-T � Generate-M � Generate-T � Total-T �
Vista � � 58776 MB 127 s 127 s
ViewCrafter 13146 MB 5 s 22848 MB 114 s 119 s
Ours 4249 MB 1.7 s 21349 MB 103 s 104.7 s

our proposed method with existing approaches, and the
visualization results show that our method successfully
achieves the desired tasks. As shown in Figure 6, we trans-
lated the camera pose in the NuScenes dataset [2]. The re-
sults indicate that our method can achieve accurate transla-
tions. To provide a fair comparison with 3DGS-based meth-
ods, we conducted similar tests on the Waymo dataset [38].
As shown in Figure 7, our method outperforms others in
terms of image accuracy. Additionally, we performed view-
point rotation to test the model�s ability to handle diverse
camera transformations. As shown in Figure 9, our model
successfully accomplished this task.

Frozen Space. Another key aspect of 4D simulation is
its ability to vary temporal ranges while keeping the cam-
era position �xed, enabling diverse functionalities. We
demonstrate this capability by simulating temporal move-
ment under frozen spatial conditions, as shown in the left
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Figure 8. In the frozen viewpoint scenario, we �xed the camera position to apply temporal transformations. As shown on the left,
our model accurately represents realistic vehicle motion under spatially stationary conditions.
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Figure 9. We compared viewpoint rotation under frozen time conditions on the NuScenes dataset.[2] Our method applied left and
right viewpoint rotations to the camera pose and successfully achieved the desired transformations.

of Figure 8. The �gure illustrates moving vehicles relative
to the ground truth, while the background remains stable,
validating the method�s ability to simulate time variations
in a �xed spatial context. To quantitatively assess image
and video quality under viewpoint translation and transfor-
mation, we use the Fr·echet Inception Distance (FID) [15]
for images and Fr·echet Video Distance (FVD) for videos.
As shown in Table 4, the quantitative results demonstrate
that our method outperforms previous approaches and ef-
fectively decouples spatial and temporal relationships.

Multi View Simulation. We propose a method for 4D
surround-view simulation in autonomous driving, capable
of generating dynamic images with consistent transforma-
tions across different settings, as demonstrated in the lower
part of Figure 1. This method signi�cantly improves inter-
active simulations that rely on surround-view information.

Remove Cars. Furthermore, we showcase the enhanced
capabilities of our proposed model. After aligning the 4D
point cloud scene, we can selectively remove speci�c point
clouds to eliminate individual vehicles, as illustrated on the
right side of Figure 8.

4.4. Ablation Studies
To assess the impact of 3D consistency on simulation qual-
ity, we conducted ablation studies from three perspectives:
3D reconstruction consistency (3Drc) with Absolute Tra-
jectory Error (ATE) [36] and Alignment Error Ek (Eq. 7),
video consistency in view change (V-Vc) [20], and video
consistency in time change (V-Tc) [20] with Subject Con-

sistency (Sc) and Background Consistency (Bc). Table. 6
shows that the proposed point cloud �ne alignment and
spatial-temporal modeling improves the 3D consistency.
Table 6. We conducted ablation studies from 3D reconstruction
consistency, video consistency in view change and video consis-
tency in time change. PCFA: Point Cloud Fine Alignment; ST:
Spatial-temporal.

Model 3Drc [36] V-Vc [20] V-Tc [20]
PCFA ST-block ATE � Ek � Sc � Bc � Sc � Bc �

� � 0.957 5.901 92.53% 89.62% 93.84% 93.72%
� � 0.943 5.288 93.71% 92.98% 94.72% 94.91%
� � 0.943 5.288 94.96% 94.45% 95.89% 96.04%

5. Conclusion

In this paper, we propose a generative 4D simulation model
for autonomous driving, designed to edit real-world scenes
for controllable autonomous driving simulation. We recon-
struct coherent and aligned real-world scenes in 4D point
clouds and design keyframe projections to decouple spatial
and temporal relationships. Finally, we build a generative
network for 4D simulation on sparse point clouds. Both vi-
sualization and quantitative results show that the proposed
method can extract key elements of real scenes for con-
trollable simulation, providing a feasible solution for au-
tonomous driving testing and validation.

Limitation: Controlling vehicle or pedestrian motion
via rigid body clustering of point clouds to enhance scene
editing is crucial for simulation tasks and will be addressed
in future research.
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