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Abstract

In spite of recent progress, image diffusion models still
produce artifacts. A common solution is to leverage the
feedback provided by quality assessment systems or hu-
man annotators to optimize the model, where images are
generally rated in their entirety. In this work, we believe
problem solving starts with identification, yielding the re-
quest that the model should be aware of not only the pres-
ence of defects in an image, but also their specific loca-
tions. Motivated by this, we propose DiffDoctor, a two-
stage pipeline to assist image diffusion models in generating
fewer artifacts. Concretely, the first stage targets develop-
ing a robust artifact detector, for which we collect a dataset
of over 1M flawed synthesized images and set up an effi-
cient human-in-the-loop annotation process, incorporating
a carefully designed class-balance strategy. The learned
artifact detector is then involved in the second stage to opti-
mize the diffusion model by providing pixel-level feedback.
Extensive experiments on text-to-image diffusion models
demonstrate the effectiveness of our artifact detector as well
as the soundness of our diagnose-then-treat design.

1. Introduction

The advancement of image diffusion models [9, 12, 15, 20]
has made it possible to synthesize various images based on
different conditions. However, these models may still syn-
thesize distorted, unreasonable, and unwanted content in the
images, known as artifacts [5, 13, 37], as shown in Fig. 1.
Unwanted artifacts make the outputs of the image diffusion
models unstable, posing a significant challenge to the wider
use of generative models in real-world applications.

Image diffusion models have the capacity to generate
correct images but lack the stability to generate reliably
with each synthesis. For example, given the same prompt,
a model may produce a plausible result with one random
seed but introduce visual artifacts with another. Therefore,
studies have been done to make the model more stable. One
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Figure 1. Illustrations of DiffDoctor. We train a robust de-
tector to localize the artifacts (diagnosing) and provide pixel-level
feedback to optimize the diffusion model (treating). After tun-
ing on limited samples, the diffusion model generates significantly
fewer artifacts on unseen prompts while maintaining the quality.

way to refine the pre-trained diffusion model toward more
stable desired outputs is by using feedback, which can be
a score describing the quality of the image, and current
methods attempt to maximize such a score. However, feed-
back of these methods is generally an image-level score [4–
6, 8, 11, 18, 27, 29, 38] to each image, or pairwise com-
parisons [25], overlooking fine-grained pixel-level informa-
tion — artifacts are sparse within the image. This analysis
shapes the motivation for our paper: Problem-solving starts
with identification. We should know where artifacts are be-
fore tuning the diffusion model.

Therefore, we present DiffDoctor, which tunes diffu-
sion models in a diagnose-then-treat diagram. Diagnosing
means identifying the artifact locations in synthesized im-
ages, which requires an artifact detector to predict artifact
confidence. Treating means supervising the diffusion model
with the artifact detector, where we minimize the per-pixel
artifact confidence of synthesized images, aiming to reduce
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artifacts in future synthesis. Illustrations are in Fig. 1.
To train a robust artifact detector, it is essential to col-

lect comprehensive data. RichHF [13] and PAL4VST [37]
provide dense artifact annotations. However, we identify
severe data-imbalance issues – overwhelming positive sam-
ples on specific categories (e.g., hands are usually wrong).
Training on them leads to a high false positive rate of the
artifact detector in these categories (e.g., predict artifacts
for every hand even when correct). Therefore, we develop
a class-balancing strategy to collect additional data to bal-
ance negative and positive artifact samples. Using this strat-
egy, we established a human-in-the-loop pipeline to collect
and label images synthesized by various diffusion models.
Hard cases are meticulously labeled by human annotators to
ensure accurate target signals, while easier cases are auto-
labeled [33] by the trained artifact detector using a specially
designed augmentation strategy. Together, these efforts re-
sult in a robust artifact detector trained on 1M+ samples.

After training a robust artifact detector, we treat the dif-
fusion model with its feedback. The detector predicts con-
fidence maps, where each pixel’s value represents the con-
fidence (or probability) of artifact presence, which we aim
to minimize. Specifically, we prompt the to-optimize diffu-
sion model to synthesize images, detect artifact maps using
the artifact detector, and directly back-propagate the gradi-
ents by minimizing the artifact confidence of each pixel of
the synthesized images back to the diffusion model. This
method leverages the pixel-level information in artifact-
prone areas, allowing precise treating (or penalizing) of the
diffusion model to make the model try to avoid these arti-
facts in the future. At the same time, this training paradigm
seamlessly accommodates the original diffusion loss, which
we leverage as a regularization to alleviate model collapse.

To the best of our knowledge, DiffDoctor is the first
approach to use pixel-level feedback for tuning image diffu-
sion models. Tuned on limited prompts, the diffusion model
generates fewer artifacts of similar types on unseen prompts
while maintaining the quality. It’s also applicable to other
methods such as DreamBooth [21]. Our contributions are
summarized as follows:
• We propose DiffDoctor, the first approach to use

pixel-level feedback to tune image diffusion models to re-
duce artifacts using a diagnose-then-treat design.

• To diagnose artifacts, we train a robust artifact detector
by using a careful class-balance strategy and scaling up
the data with human-in-the-loop.

• To treat artifacts, we explore different solutions to lever-
age the artifact map to provide per-pixel feedback and an
optional regularization term to alleviate early collapse.

2. Related Work
Detect abnormality in images. Our work focuses on de-
tecting and thereby mitigating artifacts in synthesized im-

ages of diffusion models, which may be confused with de-
tecting GenAI-generated or altered images [26, 30, 35, 36].
These works aim to identify whether AI has generated or
manipulated a real image, rather than assessing the pres-
ence of artifacts within synthesized images. Now for the
artifacts in synthesized images. SynArtifact [5] uses VLMs
to classify artifacts or to locate them using bounding boxes.
PAL4VST [37] and RichHF [13] concurrently provide the
first open-sourced data with annotated artifact areas for syn-
thesized images. However, these artifact annotations suffer
from limitations of imbalance and coarse granularity, which
can significantly compromise the effectiveness of an artifact
detector trained on them. In this work, we carefully design a
class-balance strategy and set up a human-in-the-loop anno-
tation process, resulting in a robust artifact detector trained
on 1M+ data samples.
Guide diffusion models with feedback. Recently, in-
spired by RLHF for LLMs [16], ImageReward [29] in-
troduces an image reward model to approximate human
feedback with image-level scores and optimizes diffusion
models via ReFL to maximize these scores. DDPO and
DPOK [4, 8] apply reinforcement learning (RL) [23] to
make diffusion models maximize a global score (e.g., aes-
thetic score). Zhang et al. [38] is the first to apply RL at
scale, training diffusion models with millions of prompts
and multiple reward objectives. SynArtifact [5] globally
classifies artifacts as scores and applies RL to tune dif-
fusion models. Diffusion-DPO [25] applies direct prefer-
ence optimization [19] to diffusion models, transforming
the RL problem into a classification objective between win-
ning and losing samples. AlignProp [18] and DRaFT [6] di-
rectly optimize diffusion models by back-propagating from
differentiable reward models to maximize the image-level
score. However, these models rely on image-level ratings or
comparisons, tuning the model to maximize overall scores
and overlooking the fine-grained information in each pixel.
PAL4VST [37] and RichHF [13] are the first to leverage
fine-grained artifact annotations. However, they don’t use
these fine-grained annotations to fine-tune diffusion mod-
els; instead, they simply generate a batch of images to rank
based on artifact confidence or mask out problematic areas
for inpainting. In this paper, we instead diagnose pixel-level
artifacts to tune (treat) diffusion models, enabling them to
try to avoid generating artifacts in the future. To the best
of our knowledge, DiffDoctor is the first approach to
utilizing pixel-level feedback for tuning diffusion models.

3. Method

3.1. Preliminaries

Artifact definition. We define artifacts as three types:
shape distortions (e.g., distorted hands, faces, words), un-
reasonable content (e.g., extra limbs, more-or-fewer fin-
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Figure 2. Pipeline of DiffDoctor. The first part shows the training of an artifact detector – the doctor. Starting with the initial dataset,
the artifact detector is trained in a humans-in-a-loop manner. The second part shows our diagnose-then-treat design, where the patient – a
trainable diffusion model, is prompted to synthesize images. Then the frozen artifact detector diagnoses its result by predicting the artifact
maps, on which it treats the patient by minimizing the per-pixel artifact confidence to back-propagate to the diffusion model.

gers), and watermarks. We do not consider artifacts requir-
ing complex reasoning to find (e.g. floating objects without
physical support). Examples of artifacts are in Fig. 1.
Artifact detection. We define artifact areas in synthesized
images as confidence maps (artifact maps), transforming ar-
tifact detection problems into a binary segmentation task,
where each pixel represents a confidence value from 0 to 1,
indicating the likelihood of the pixel being part of an arti-
fact. Then the training process of the artifact detector is to
minimize the mean squared error (MSE) loss between the
predicted artifact maps and the ground truth artifact maps:

LAD(θ) = 1
N

∑N
i=1

∥∥∥Ĉθ(xi)− C(xi)
∥∥∥2
2
, where N is the

number of samples in a batch, xi is the i-th synthesized im-
age, C(xi) is the ground truth artifact map of xi, and Ĉθ(xi)
is the predicted artifact map of xi.

3.2. Construct Artifact Detector

We find an imbalance of current artifact annotations com-
promising the artifact detector, so we design a class balance
strategy with human-in-the-loop to train a robust artifact de-
tector on 1M+ balanced data samples, a mix of active learn-
ing and semi-supervised learning. The pipeline is in Fig. 2:
We generate numerous images using various diffusion mod-
els, selecting hard cases for human labeling through statis-
tical analysis, while simpler cases are automatically labeled
by the updated artifact detector, in multi-rounds.
Data-imbalance issue. Existing datasets with pixel-level
artifact annotations [13, 37] provide synthesized images
with artifact maps, offering a training set of 25K samples
and establishing a foundation for artifact detector construc-
tion. However, we identify a limitation due to data imbal-
ance in previous data, which seriously compromises the per-

formance of the artifact detector. Specifically, the negative
(artifact-free) and positive (artifact-prone) samples are sig-
nificantly unbalanced in certain categories. For instance,
human-centered images synthesized with inferior models
usually have distorted hands or faces (like abnormal fin-
gers), which dominate the training set in previous annota-
tions. These overwhelming positive samples cause the ar-
tifact detector to learn a shortcut where it always predicts
high confidence in these regions, even if they are not arti-
facts. This issue goes unnoticed because previous testing
set is also imbalanced, which hides the high false positive
rates problem during evaluation.
Balance data distribution. We first incorporate high-
quality real photos as negative samples to balance the dis-
tribution, as they are artifact-free, easy to obtain, and don’t
require labeling. After adding real images, the false positive
rate of the artifact detector on real photos reduces signifi-
cantly. However, this data still has limitations in generaliz-
ing to synthesized images due to the domain gap. Therefore,
we further incorporate synthesized images.

Different from label-free real photos, synthesized images
require dense annotations for artifact areas. Given the ex-
pensive cost of extensively labeling artifact areas, we only
label the most informative and hard cases that are challeng-
ing for artifact detectors to learn, following the idea of ac-
tive learning. The imbalance problem arises because images
of certain categories (e.g., humans) are hard for inferior dif-
fusion models to generate, resulting in synthesized images
full of artifacts in previous datasets. These images are over-
whelmed with positive artifact signals, making it hard for
the artifact detector to discriminate. We find these hard cat-
egories by using MLLM [3] to assign categories to images,
calculate the aggregated artifact confidence of each cate-
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gory, and find the categories with abnormally high or low
confidence. Then, we use an LLM [2] to generate various
prompts for these categories and synthesize images using
SOTA text-to-image models. Compared with inferior mod-
els, they can synthesize more artifact-free images, serving
as the challenging cases that are balanced with positive and
negative artifact signals. From them, we select a subset of
2k hard cases by thresholding the images detected with ex-
tremely high or low artifact confidence on these categories,
which we then manually label to provide precise guidance
signals for joint training.
Scale-up with unlabeled images. To further enhance the
generalization ability and robustness of the artifact detector,
we scale up the training data by predicting pseudo-labels
for the images not selected as hard cases, following studies
in semi-supervised learning [31–34]. Illustrated in the first
part of Fig. 2, we jointly train the artifact detector on both
true labels and pseudo labels with humans in the loop, re-
sulting in 1M+ data samples involved in training. We also
design a dynamic augmentation strategy specifically for ar-
tifact detection to perturb the pseudo labels.

The dynamic augmentation strategy shrinks images with
a predicted maximum artifact confidence value below a cer-
tain threshold to smaller sizes and then pads them back to
original sizes. This is because small complex regions (e.g.,
a face of 60×70) are more likely to have artifacts. Whereas,
large areas (e.g., a face of 300× 350) are more likely to be
correct. Therefore, these shrunk images are more likely to
contain small complex regions that are artifact-free, which
helps to balance the distribution. Apart from this, we by
default apply strong augmentations for pseudo labels fol-
lowing previous semi-supervised learning studies [32].
Robust artifact detector. The above content demonstrates
how we balance and scale up the data. In terms of model
backbone selection, we train our artifact detector using
SegFormer-b5 [28] as the backbone. We directly apply a
sigmoid function after the logit outputs to get confidence
values for each pixel, which is output as the artifact map.

3.3. Diagnose-then-treat Diffusion Models
The artifact detector enables us to diagnose artifacts within
synthesized images, serving as valuable dense supervi-
sory signals for artifacts. Although RichHF [13] and
PAL4VST [37] also attempt to locate artifacts in synthe-
sized images, they just use this information to inpaint prob-
lematic areas or to rank batches of images. How to lever-
age these pixel-level artifacts to supervise diffusion models
remains underexplored. Therefore, we present pixel-aware
treating, which tunes the diffusion model with the supervi-
sion from the artifact detector as shown in Fig. 2.
Pixel-aware treating. The artifact detector is differen-
tiable, so we can directly back-propagate gradients from de-
tected artifact maps of synthesized images to the diffusion

model through the artifact detector. We aim to minimize
all confidence of the artifact map of the synthesized image
(i.e., punish high artifact confidence), leading to the follow-
ing pixel-level loss for supervising the diffusion model:

Lpixel(θ) =
1

Naggr

h,w∑
i,j

M ◦ C(πθ(zT ))[i, j], (1)

where πθ(zT ) represents the image sampled from the diffu-
sion model πθ starting from the standard Gaussian noise zT .
Note that the diffusion model performs the denoising pro-
cess with gradient tracking. C(πθ(zT )) is the artifact map
of this synthesized image diagnosed by the artifact detec-
tor, h,w are the height and width, and i, j traverse all pixel
coordinates. M represents a threshold mask deciding the
pixel involved in the calculation, and Naggr is the number of
calculated pixels. This loss suppresses the diffusion model
for generating high artifact confidence areas by supervising
the diffusion model on pixel-level artifact signals from the
artifact detector. Illustration is shown in Fig. 2.

Following studies of direct reward fine-tuning [6, 18]
which also directly back-propagating diffusion models but
with global reward models when doing full-chain sampling,
we truncate the gradients in the last few steps in the denois-
ing chain to save memory.
Compatibility with diffusion loss. Pixel-aware treating
is also compatible with standard diffusion losses, which
can also help delay the model collapse. Regarding col-
lapse, overly treating the model will lead to quality degra-
dation (model collapse) similar to the reward hacking prob-
lem, as discussed in Sec. 4.2. We can avoid this prob-
lem by using early stopping; however, we still consider
minimizing KL regularization to constrain updated mod-
els from the real image distribution to mitigate collapse:
Ep(y)[KL(pθ(x|y)||preal(x|y))], which can be transformed
into a rectified flow loss [7, 15]:

Loffline(θ) = ||(zT − z0)− vθ(zt, t)||. (2)

We call it an offline regularization term and derive the fi-
nal loss with the regularization: L = Lpixel+γLoffline, where
we empirically choose γ = 0.25. In this case, Lpixel is seam-
lessly fused with a diffusion loss, and only one diffusion
model is required to load, which just slightly increases the
training overhead for treating. The pseudocode with the of-
fline regularization term is shown in Algorithm 1, where “no
grad” means disabling gradient tracking and “with grad”
performs gradient tracking.

4. Experiments
4.1. Experiment Settings
Artifact detector benchmark. RichHF has a testing set,
but their annotations are circles with fixed radii. These
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Algorithm 1 DiffDoctor w/ Offline Regularization

1: Prompt Set: C = {c1, c2, . . . , cn}
2: Real Image Set: D = {I1, I2, . . . , Im}
3: Input: Base diffusion model with pre-trained parameters θ0,

artifact detector AD, regularization scale γ
4: Initialization: Noise scheduler timestep number T , gradient

truncation time step ttr

5: while not converged do
6: for cj ∈ C do
7: zT ∼ N (0, I)
8: for i = T, . . . , ttr + 1 do
9: no grad: zi−1 ← pθ(zi|i; cj)

10: end for
11: for i = ttr, . . . , 1 do
12: with grad: zi−1 ← pθ(zi|i; cj)
13: end for
14: x← VAEdec(z0) ▷ Decode the image
15: C(x)← AD(x) ▷ Get the artifact map
16: Lpixel

aggregate←−−−− C(x) ▷ Pixel-level loss
17: Ik ← select(D) ▷ Select a real image
18: Loffline

diffusion←−−−− Ik ▷ standard diffusion loss
19: L ← Lpixel + γLoffline ▷ Final loss
20: pθi+1 ← pθi ▷ Update the diffusion model
21: end for
22: end while

fixed-radius circles usually cover non-artifact areas redun-
dantly or fail to cover the entire artifact, leading to in-
accurate metric values. Therefore, we do not use this
benchmark and construct a benchmark of 771 images.
It contains synthesized images covering hard cases chal-
lenging for artifact detectors with fine-grained artifact la-
bels and real photos from COCO [14] testing set to mea-
sure the false positive rates on real photos. For the met-
rics, we use MSE to measure accuracy. To measure the
false negative rates, we utilize the mean KL divergence:
KL(P ||Q) = 1

N

∑
pixels[p(x) log

p(x)
q(x) ] where p(x) and q(x)

are the ground truth and predicted confidence for pixel x, N
is total pixel number. Relatively, KL(1 − P ||1 − Q) is ef-
fective in measuring false positive rates, and we denote this
metric as KL(1-) in the following sections.
Model treating dataset. The training set and the bench-
mark for treating only contain text prompts without train-
ing images. We prompt Qwen [2] to synthesize 3100 com-
plex prompts describing complicated and various scenarios
mainly concerning human activities, animals, and words in
life to challenge the diffusion models. We randomly break
them into a training set of 3000 prompts, and a benchmark
of 100 prompts. For optional offline regularization, we use
LAION-Aesthetics V2 6.5+ Dataset [22].
Model treating metrics. We further emphasize that the
training set for treating only contains text prompts with-
out training images. Therefore, it’s NOT feasible to apply

Image Ground Truth PAL4VST RichHF∗ + Hard Cases + Pseudo 1M
Figure 3. Qualitative ablation study of artifact detectors. We
visualize the artifact maps predicted by the artifact detector on our
hard benchmark by headmaps.

Table 1. Quantitative comparisons and ablations of artifact de-
tectors. Data are in percentages with percentage signs (%) omit-
ted. We measure on our constructed benchmark and real photos.

Method MSE Ours↓ KL Ours↓ KL(1-) Ours↓ MSE real↓ KL(1-) real↓
PAL4VST 0.480 5.053 2.394 0.591 5.740
RichHF∗ 1.601 1.059 7.044 0.979 6.082

+ real photos 1.167 1.111 4.803 0.029 1.558
+ hard cases 0.504 0.981 2.983 0.003 0.458
+ pseudo 1M 0.337 1.004 2.231 0.002 0.371

metrics that measure distribution distances between synthe-
sized images and reference images, such as FID and CLIP-I
score. Thus, we apply metrics that depend only on the syn-
thesized images and text prompts, including the ImageRe-
ward score and CLIP-T score. Furthermore, we threshold
max artifact confidences of images(0.5) to measure whether
an image contains artifacts, based on which we calculate
the “mean artifact frequencies” of the test set. We also con-
ducted user studies with 24 users. We offer them pairs of
images on the same diffusion model before and after treat-
ing and ask them to select a winning image based on general
image quality and artifact presence, respectively. Then, we
calculate the winning rate before and after treating.
Implementation details. We conduct most experiments o
FLUX.1 Schnell [12] with inference step as 4. We also ap-
ply treating on latent diffusion models such as SDXL [17]
and Kolors [24] with inference steps as 20. We use a learn-
ing rate of 1e− 4. To save memory, we choose the gradient
truncation timestep ttr to be the last 25% of inference step
and only train LoRA [10] layers (LoRA rank is 16). We use
the best artifact detector (+ pseudo 1M) for training.

4.2. Ablation Studies
Artifact detector. We include comparisons due to limited
space. The RichHF artifact detector is not open-sourced, so
we implement it as RichHF∗, also the baseline for ablations.

When trained solely on previous artifact annotations
(RichHF∗), the model shows high false positive rates
(KL(1-)) and high MSE in our benchmark and real photos
in Tab. 1 (also visualized in Fig. 3), as it predicts high confi-
dence in almost all areas of faces or limbs. With real photos,

18921



Table 2. Quantitative ablations of treating. Ablations on mask
selection and artifact detector selection when treating FLUX.1.
“All” means using all pixels in the pixel-level loss.

Method ImageReward ↑ CLIP-T (↑)

FLUX.1 (Baseline) 1.179±0.019 35.463±0.047

All + Best Detector 1.161±0.028 35.278±0.051
Max + Best Detector 1.159±0.043 35.510±0.023
Threshold + Best Detector 1.183±0.024 35.611±0.036

All + Naive Detector -0.898±0.068 28.960±0.028
Max + Naive Detector -0.902±0.038 28.474±0.017
Threshold + Naive Detector -0.884±0.009 28.431±0.014

Table 3. Quantitative ablations on offline regularization. We
experiment on FLUX.1 on using diffusion loss as regularization.

Method ImageReward ↑ CLIP-T (↑)

FLUX.1 (Baseline) 1.179±0.019 35.463±0.047
w/o Regularization, Epoch 3 1.183±0.024 35.611±0.036
w/ Regularization, Epoch 3 1.167±0.027 35.707±0.043
w/o Regularization, Epoch 10 0.904±0.065 34.952±0.062
w/ Regularization, Epoch 10 1.180±0.023 35.842±0.041

the false positive rate is reduced on real photos but still high
for our benchmark. Incorporating hard cases into training
further improves the model’s MSE and reduces false posi-
tive rates. A great enhancement is shown in Fig. 3, where
adding hard cases significantly mitigates the shortcut prob-
lem, preventing the model from over-detecting faces and
limbs and directing its focus more accurately on true arti-
facts. Adding pseudo-labeled images further reduces false
positive rates and MSE on our benchmark and real photos,
with performance improving as more pseudo-labels are in-
cluded. Using pseudo-labels will slightly increase the KL
values (false negative rates). We hypothesize that this is due
to the increasing negative signals in pseudo labels, causing
the model to become slightly more conservative in predict-
ing high confidence. However, given the significant im-
provements in accuracy and false positive rates that cover
the slight degradation of false negative rates, we choose
the model trained on 1M pseudo labels as the best arti-
fact detector used for the following experiments for treat-
ing. Our method also significantly outperforms PAL4VST
on all metrics, especially on the false negative (KL) metric.
Mask selection for treating. We also ablate on the thresh-
old mask M and Naggr in Lpixel during treating. In Tab. 2, we
use FLUX.1 to compare the approach of selecting all pix-
els (all), the maximum artifact confidence pixel (max), and
pixels with confidence greater than 0.1 (threshold). Note
that the artifact frequency metric is not feasible here, for the
artifact confidences are all optimized to low values. There-
fore, we mainly inspect the image quality. Thresholding
the pixels gains the best results, showing that a finer control
of pixel-feedback instead of simply using all pixels or one
pixel will have better impacts on image quality.
Artifact detector selection for treating. We verify that
we must train a robust artifact detector not having high
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Figure 4. Mode collapse due to naive artifact detector. The
treating process collapses into blurriness. We further visualize the
training and evaluation time artifact confidence curve.
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Figure 5. Qualitative ablation on offline regularization. These
images are synthesized by FLUX.1 during treating with or without
offline regularization in evaluation time. We frame the synthesized
image in the model collapse stage with a red box.

false positive errors for downstream treating. We choose
RichHF∗ as the naive artifact detector. In Fig. 4, its starting
confidence is higher, for it demonstrates high false positive
rates. During treating, its confidence curves in training and
evaluation time both first oscillate and then drop sharply.
The synthesized images collapse into blurriness after this
sharp degradation. We hypothesize that the over-high false
positive rates cause the diffusion model to receive incorrect
high punishment for almost every synthesis, driving it to
this shortcut where the model collapses seriously. For the
best artifact detector, the confidence drops normally with-
out sharp degradation. Quantitative ablations on detector
selection in Tab. 2 show that, using the naive detector, after
the sharp degradation, the ImageReward and CLIP-T scores
drop significantly due to the image quality degradation.
Offline regularization for treating. We study the impacts
of treating w/ or w/o offline regularization in Fig. 5 and
Tab. 3 on FLUX.1. Before treating, the model generates ob-
vious artifacts. After 3 epochs, artifacts are both reduced.
For w/o regularization, the layout of the image changes
slightly when trained for epochs. But in epoch 10, it syn-
thesizes overly smooth patterns that we call collapse. W/
regularization is more stable against collapse when trained
for 10 epochs, and the image layout shifts more due to the
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Figure 6. DiffDoctor on FLUX.1. All images are synthesized based on randomly generated unseen prompts not involved in training,
and on the same seeds for the corresponding images before and after DiffDoctor. After treating, artifacts in images are reduced, but the
content and layouts of the images are almost unchanged, demonstrating the effectiveness of pixel-aware treating.
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Figure 7. Qualitative comparisons on FLUX.1, SDXL, Kolors.
We compare DiffDoctor with using HPSv2 to optimize diffusion
models and in-painting methods that redraw artifacts using masks.

additional supervised signals of the diffusion loss. These
indicate that model collapse can be prevented by early stop-
ping. Using regularization can slow the collapse and may
shift the output distribution (image layouts) more signifi-
cantly (not considered a drawback). Tab. 3 shows that re-
sults using early stopping are comparable in CLIP-T, while
w/o regularization is better in ImageReward. But on epoch
10, w/o regularization wins. Therefore, using offline regu-
larization depends on whether we want to trade off more im-
age layout changes (i.e., more significant distribution shift)
with longer stable training time.

Table 4. Quantitative comparisons. We compare metrics before
and after DiffDoctor, with other methods aiming to improve syn-
thesis quality on FLUX.1, SDXL, and Kolors.

Method Mean Artifact Freq. (↓) ImageReward ↑ CLIP-T (↑)

FLUX.1 82.66%±3.40% 1.179±0.019 35.463±0.047
FLUX.1 + Hands XL 60.54%±0.96% 0.961±0.061 33.528±0.290
FLUX.1 + HPSv2 80.67%±2.49% 1.022±0.010 35.037±0.076
FLUX.1 + DiffDoctor 22.00%±3.74% 1.183±0.024 35.611±0.036

SDXL 55.33%±0.94% 0.974 ±0.007 36.211±0.066
SDXL + HPSv2 81.19%±1.83% 0.976±0.077 35.037±0.154
SDXL + DiffDoctor 27.50%±2.18% 1.008 ± 0.015 36.217±0.017

Kolors 65.31%±0.94% 0.823±0.039 34.251±0.230
Kolors + HPSv2 60.38%±2.86% 0.846±0.024 32.798±0.124
Kolors + DiffDoctor 29.33%±3.39% 0.824±0.026 34.424±0.124

4.3. Comparisons on Treating
We compare DiffDoctor with methods aiming at improving
human preference and fixing artifacts on FLUX.1, SDXL,
and Kolors. We use HPSv2 [27] to measure human pref-
erence and tune the diffusion model to maximize it using
differentiable rewards [6]. We also use different inpaint-
ing models to redraw the artifact areas, where user-provided
masks are required, so we only compare them qualitatively.
We also include Hands XL [1], a LoRA that aims at solving
hand artifacts. It only supports FLUX.1, so we only show
its quantitative results .
Qualitative comparisons for treating. In Fig. 7, HPSv2
doesn’t significantly improve artifacts and greatly changes
the image layouts. Inpainting-based methods create unnat-
ural boundaries for masked regions and are still prone to
generating defects after inpainting the problematic areas.
Whereas DiffDoctor reduces the artifacts naturally while
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Table 5. User studies. We do user studies on 24 people, mak-
ing them select a winner between two images (the same diffusion
model but before and after treating) based on quality or artifacts.

Method Quality Win (↑) Artifact Win (↑)

FLUX.1 48.86% 36.36%
FLUX.1 + DiffDoctor 51.14% 63.64%

SDXL 51.89% 31.82%
SDXL + DiffDoctor 48.11% 68.18%

Kolors 49.24% 39.02%
Kolors + DiffDoctor 50.76% 60.98%

only slightly impacting the image output after training.
Quantitative comparisons for treating. In Tab. 4, Diff-
Doctor significantly lowers the artifact frequencies after
training. Though focusing on local artifacts, DiffDoctor
still improves two global metrics, ImageReward and CLIP-
T scores, for all three backbones, showing that it keeps
and even improves the image quality and image-text con-
sistency. Whereas, Hands XL can reduce the artifact fre-
quency to some extent but is not comparable to DiffDoctor,
for it only solves hands. HPSv2 only optimizes a global hu-
man preference score, so the artifact frequency remains al-
most unchanged for FLUX.1 and Kolors and is even higher
on SDXL. Though HPSv2 boosts the ImageReward score
on Kolors, it significantly lowers the CLIP-T score for all
backbones, showing a sacrifice for text-image consistency.

User studies in Tab. 5 further prove that DiffDoctor suc-
cessfully reduces artifacts while keeping image quality. The
winning rates on image general quality are almost the same,
but after treating, the winning rates on artifacts significantly
outperform all the backbone model baselines.

4.4. Qualitative Demonstrations
DiffDoctor on FLUX.1. We diagnose then treat FLUX.1
in Fig. 6. All images are synthesized on unseen prompts
and the same seeds for corresponding images at evaluation
time, and each image pair shows images synthesized before
and after treating. DiffDoctor successfully generalizes to
unseen prompts, where different artifacts (e.g., watermarks,
distorted words, extra limbs, distorted hands, abnormal fin-
gers, blurry head) that are of similar types in training time
are suppressed in evaluation time, even when the scenarios
are rich in details and complex patterns. We also observe
that treating the model doesn’t significantly change the lay-
out of the images synthesized on the same prompt and seed
in evaluation time. Pixel-aware treating seems like ‘alter-
ing’ the critical areas precisely to make the model avoid ar-
tifacts for these areas, and other regions that are considered
low artifact confidence areas are not greatly modified.
DiffDoctor on DreamBooth. In addition to T2I base mod-
els, DiffDoctor could also benefit downstream tasks where
artifacts occur. In Fig. 8, we verified its effectiveness
on customized generation. Specifically, we train Dream-
Booth [21] on FLUX.1 Dev, with an inference step of 10.

①①

BeforeDreamBooth Reference Images After

“A [v] man”

Figure 8. DiffDoctor on DreamBooth. We perform DiffDoc-
tor on the instance prompt and evaluate other various prompts.

Then we further optimize these LoRA layers using Diff-
Doctor based on the instance prompt (e.g., “A [v] man”)
and class prompts (e.g., “A man sits in the park”). After-
ward, we evaluate various prompts describing the instance
(e.g., “A [v] man eats hamburgers”). Results show that treat-
ing DreamBooth successfully reduces artifacts on unseen
prompts while preserving the identity.

5. Conclusion and Discussion
We present DiffDoctor, which, to the best of our knowl-
edge, is the first approach to use pixel-level feedback for
tuning diffusion models. DiffDoctor diagnoses artifacts in
synthesized images and treats the diffusion model to make
them try to avoid generating artifacts in the future. To diag-
nose pixel-level artifacts, we train a robust artifact detector
by balancing the distribution and scaling up in a human-in-
the-loop manner. To treat the diffusion model, we supervise
the diffusion model with the artifact detector. Experiments
show that, tuned on limited prompts, DiffDoctor effectively
reduces the occurrence of artifacts of similar kinds while
maintaining image quality on unseen prompts, validated by
qualitative and quantitative results. It is also applicable to
other methods such as DreamBooth. DiffDoctor serves as a
new post-training paradigm to improve the generation abil-
ity of pre-trained image diffusion models.
Limitations. Despite impressive results, DiffDoctor cur-
rently cannot deal with semantically challenging artifacts
that are extremely complicated due to the lack of a strong ar-
tifact detector capable of complex reasoning to find out (i.e.,
objects that are against physical laws or common knowl-
edge). We leave this topic for future studies.
Acknowledgment. This work is supported by the Na-
tional Natural Science Foundation of China (No. 62422606,
62201484, 624B2124).
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