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Figure 1. Structural comparison among approaches targeting learning neural surfaces towards a set of drums. Our proposed method delivers
the best performance on reconstructing 1) reflective structures, 2) low-textured surfaces, and 3) fine-grained geometries.

Abstract

Neural surface reconstruction faces persistent challenges in
reconciling geometric fidelity with photometric consistency
under complex scene conditions. We present HiNeusS, a uni-
fied framework that holistically addresses three core limita-
tions in existing approaches: multi-view radiance inconsis-
tency, missing keypoints in textureless regions, and struc-
tural degradation from over-enforced Eikonal constraints
during joint optimization. To resolve these issues through
a unified pipeline, we introduce: 1) Differential visibility
verification through SDF-guided ray tracing, resolving re-
flection ambiguities via continuous occlusion modeling; 2)
Planar-conformal regularization via ray-aligned geometry
patches that enforce local surface coherence while presery-
ing sharp edges through adaptive appearance weighting;
and 3) Physically-grounded Eikonal relaxation that dynam-
ically modulates geometric constraints based on local ra-
diance gradients, enabling detail preservation without sac-

rificing global regularity. Unlike prior methods that han-
dle these aspects through sequential optimizations or iso-
lated modules, our approach achieves cohesive integra-
tion where appearance-geometry constraints evolve syn-
ergistically throughout training. Comprehensive evalua-
tions across synthetic and real-world datasets demonstrate
SotA performance, including a 21.4% reduction in Cham-
fer distance over reflection-aware baselines and 2.32 dB
PSNR improvement against neural rendering counterparts.
Qualitative analyses reveal superior capability in recover-
ing specular instruments, urban layouts with centimeter-
scale infrastructure, and low-textured surfaces without lo-
cal patch collapse. The method’s generalizability is fur-
ther validated through successful application to inverse ren-
dering tasks, including material decomposition and view-
consistent relighting. Project hosted here, where the urban
and vehicle reconstruction related modules are excluded
from open-sourced codes due to legal concerns.
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1. Introduction

Neural surface reconstruction has emerged as a pivotal tech-
nique in 3D computer vision, enabling high-fidelity geome-
try recovery through multi-view supervision [26, 41] com-
pared to single-view setups [33| 134} 136, 37]. While neural
rendering approaches like NeRF [26] achieve photorealistic
view synthesis, their implicit density fields often fail to re-
cover precise surfaces [31}|32]]. Recent advances in signed
distance function (SDF)-based methods [32,41]] bridge this
gap by integrating geometric priors with volume rendering.
However, as illustrated in Fig. [T} reconstructing surfaces
with reflective materials, textureless regions, and fine de-
tails remains challenging due to inherent multi-view ambi-
guities and optimization conflicts.

Existing methods often address these challenges in iso-
lation. For instance, reflection-aware techniques like Ref-
NeuS [9] handle specular surfaces but introduce noise in
low-textured areas (Sec. 3.3). Surface regularization ap-
proaches [35] improve planar regions but oversmooth geo-
metric details. Meanwhile, high-fidelity methods like Neu-
ralangelo [20] recover intricate structures but struggle with
view-dependent effects. This fragmented progress leaves
three fundamental challenges unresolved:

e Multi-view inconsistency: Strong reflections and in-
direct illumination violate photometric consistency as-
sumptions, causing geometric artifacts (Fig. [2).

* Low-textured surfaces: Sparse visual cues lead to over-
regularization, eroding valid structures (Sec. .

* Detail-geometry conflict: Traditional Eikonal con-
straints [10] prioritize smoothness over high-frequency
details, as shown in Fig.[5]

We present a unified framework that simultaneously ad-
dresses these challenges through three key innovations:

1. SDF-guided multi-view consistency: Leveraging con-
tinuous SDF evaluation (Sec.[3.2)), we compute visibility
factors V; in (@) to resolve reflection ambiguities with-
out mesh discretization artifacts.

2. Local geometry-constrained regularization: Our ray-
aligned planar constraints (Sec. adaptively regular-
ize textureless regions while preserving edges through
feature-aware weighting A%,

3. Rendering-prioritized Eikonal relaxation: An adap-
tive weighting scheme w(x) in dynamically bal-
ances geometric fidelity and rendering accuracy, en-
abling detail preservation in high-error regions.

Our experiments across synthetic and real-world datasets
(Sec. @ demonstrate state-of-the-art performance, achiev-
ing a 21.4% improvement in Chamfer distance over Ref-
NeuS [9] on reflective surfaces ( Table [2) and 35.00 dB
PSNR on NeRF-Synthetic ( Table [I)). The ablation stud-
ies confirm that our components synergistically address the
three challenges without performance trade-offs.

2. Related Works

2.1. Neural Surface Reconstruction

The evolution of neural surface reconstruction builds upon
two foundational paradigms: multi-view stereo (MVS) ge-
ometry recovery [11, [19/ [30] and neural radiance field
rendering [, 26]. While traditional MVS pipelines like
COLMAP [29] and establish photogrammetric baselines,
neural rendering approaches achieve unprecedented view
synthesis quality through continuous volumetric representa-
tions [} 44]. Subsequent works address pose drift [18] [21]]
by joint training and computational bottlenecks via hash en-
coding strategies [27, 138]], enabling real-time performance
but sacrificing geometric precision. Our method bridges this
gap by maintaining rendering-quality supervision while en-
forcing physically-grounded surface constraints.

2.2. Implicit Surface Representations

Modern neural reconstruction systems predominantly em-
ploy signed distance fields (SDF) due to their mathematical
surface definition M = {x € R3|f(x) = 0}. Seminal
works like VoISDF [41]] and NeuS [32] establish differen-
tiable SDF-to-density mappings using Laplace and logis-
tic distributions respectively. While these enable watertight
surface extraction through volume rendering supervision,
they suffer from three key limitations our method addresses:
1) Reflection-induced multi-view inconsistencies, 2) Over-
smoothing in textureless regions, and 3) Detail erosion from
uniform Eikonal constraints.

Recent advances tackle specific aspects of these chal-
lenges. Geo-NeuS [8] incorporates MVS depth priors but
struggles with specular surfaces. HF-NeuS [35] employs hi-
erarchical feature grids yet produces artifacts in low-texture
areas. NeuralUDF [24]] extends to arbitrary topologies via
unsigned distance fields (UDF) but requires dense view
sampling. Our unified framework transcends these limita-
tions through three innovations: SDF-grounded visibility
verification, adaptive local regularization, and rendering-
conditioned geometric constraints.

2.3. Reflection-Aware Reconstruction

Handling specular surfaces remains challenging due to
view-dependent radiance violating multi-view consistency.
Neural approaches like Ref-NeuS [9] model reflections
through parametric BRDFs [3| 6] but fail on complex real-
world materials. Mesh-based methods [23] suffer from
tessellation artifacts in thin structures. Our SDF-guided
visibility factor V ( Sec. overcomes these limitations
through continuous occlusion reasoning without surface
discretization. Unlike NeRO’s learned reflection probabil-
ities [23l], our physics-inspired formulation maintains
differentiability while preserving thin structures.
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2.4. Geometry-Appearance Co-Regularization

Balancing surface smoothness with detail preservation con-
stitutes a fundamental challenge. Traditional approaches
apply uniform Eikonal constraints [[10] or TV regulariza-
tion [13]], often eroding fine structures. NeuralWarp [5] en-
forces photometric consistency but struggles with texture-
less regions. Our method introduces two key advances: 1)
Local planar constraints P ( Sec.[3.4) that adapt to radiance
variations, and 2) Rendering-prioritized Eikonal relaxation
(T3) that dynamically weights geometric constraints based
on reconstruction error. This dual mechanism preserves
details while preventing over-regularization, outperforming
both SparseNeuS [25] and Instant-NSR [45] in complex
scenes ( Table ).

3. Methodology

Our method bridges neural rendering with geometric re-
construction through three key innovations: 1) SDF-guided
multi-view consistency verification, 2) Local geometry-
constrained textureless surface regularization, and 3)
Rendering-prioritized Eikonal relaxation. Fig. [T]overviews
our framework.

3.1. Neural Surface-Supervised Rendering

Building on volume rendering fundamentals [26], we render
color C(r) for ray r with origin o and direction v as

Clr) = / "TWor@)er®v)d, (1)

where transparency T'(t) = exp (— Ltn a(r(s)) ds). Un-
like NeRF’s density field, we derive o from the SDF f via

o(t) = a¥(=f(r(1)), 2)

where W, is the Laplace cumulative distribution function
(CDF) [41] with learnable scale s, and « controls density
decay. This SDF-to-density mapping enables surface ex-
traction via M = {x € R3 | f(z) = 0}.

3.2. SDF-Guided Multi-View Consistency

Given the optimization loss L, = % POy ||CA'Z - Cill2,
the supervision C; might be with ambiguity due to strong
reflection observed from ray r;. To mitigate such ambiguity,
we first introduce an ambiguity factor Aumpiguity (") quanti-
fies multi-view consistency for ray r using geometric and
photometric constraints

1
/\ambiguity(r) = m Z VjDM(Cia C])
Yljev,

Du(Ci,Cy) = \/(Ci ~ C)TE1(Ci - C)) . ()

a) Reflective references (b) NeRO (c) wi. Ref-NeuS’s V. (d) wi. our V

Figure 2. Occlusion-aware reflection handling. Our SDF-based
visibility verification (d) avoids artifacts in neural (b) and mesh-
based (c) approaches through continuous surface evaluation.

Algorithm 1 SDF Visibility Verification

inae AN
Require: Camera centers {0; };;,

Ensure: Visibility factors {V;}7,
1: for each view j € {1,..., N} do
2 v (@ —o0)/llzh — o

3 Sample {t;} ~ Uniform(0, ||zf — o,||)

4 Vj +~— 1.0

5 for each sample ¢, do

6: Ty < 05 + tyv;

7

8

9:

ot
surface point

Vi« V;-a(Bf(x))
end for
end for

where V), denotes views with V; > 0.9 (visible views), 2
is the empirical covariance matrix computed across training
images, and D), is the Mahalanobis distance in RGB space.
The visibility factor V; from view j given surface point )
in view ¢ is computed through continuous SDF evaluation:

K
v, = [Lo(8r@)) . )
k=1

where o(z) = (1 + e~*)~! is the sigmoid function with
sharpness 8 > 0, and CCECJ ) are samples along the ray from
o; to :cf):

% .
Ly — 05

i
Lo

| il

ri(t) =0+t , teloflzg—oilll. (5

Physical interpretation. o(5f(x)) ~ 1 when f(x) > 0
(free space), and o (S f(x)) ~ 0 when f(x) < 0 (occupied
space) in (@). The product over ray samples implies visibil-
ity V; =~ 1 if the entire ray remains in free space. This for-
mulation provides three key advantages: (i) No tessellation
artifacts, (ii) Occlusion detection behind thin structures, and
(iii) Photometric constraints only for visible points.

The ambiguity factor is integrated into training through
loss weighting

1~ [Ci—Cill»
f L UG-Gl
gb m ; 1+ )\ambiguity(ri)
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Figure 3. Self-reflection handling comparison: (a) RefNeuS [9]
- trained with open-sourced codes, (b) Trained by @ with am-
biguity factor, (c) Trained with (9), by reformating C as C’, an
exemplar indirect compensation S(r)g () is shown on the right
in (c).

Algorithm 2 Indirect Reflection Probability

Input: Primary ray r with surface hit x(, view dir v
Compute reflection dir vy — v — 2(v - n)n
March reflected ray req(t) < @o + tVren

Sample {t1} ~ Uniform(0, tmax)

Compute S(7) + maxy Vo (— f(Trea(tr)))

Find @, + arg ming | f(rwen(tx))|

return S(r), g(z,)

A O S

3.3. Self-Reflection Compensation

For rays exhibiting indirect reflections, we model the ra-
diance as C'(r) = (1 — S(r))C(r) + S(r)g(x,), where
S(r) € [0, 1] is the reflection probability, and x,. is the sec-
ondary surface intersection. The probability is computed
via

S(r) = max U, (—f(rea(t))) @)

t€[0,tmax]

with Laplace CDF U, and the reflected ray

Trea(t) = xp +t (v — 2(v-n)n)
n =V f(xo)/|Vf(zo)l ®)

where x is the primary surface point from Sec. 3.1} and
tmax 1S empirically set to be 0.1. The reflection MLP g
processes the secondary point g(x,.) = MLP(x,, n,,v,),
where n,. = V f(x,.) and v,. is the reflection direction.

Compared to NeRO’s learned reflections [23]], our for-
mulation physically constrains paths through the SDF f
while maintaining differentiability. This avoids discretiza-
tion artifacts from mesh extraction (unlike NeRO’s MLP-
learned S) while preserving thin structures. Then the
reflection-aware loss becomes

L~ _lIGi = Cillo
Lop=—> T ®
gb m ; 1+ )\ambiguity(ri)

Figure 4. Local geometry constraints enforce planarity through
ray-aligned neighborhood sampling in textureless regions.

3.4. Local Geometry-Constrained Regularization

For textureless regions, we enforce local smoothness
through ray-constrained sampling. Given surface point xq
from Sec.[3.1|onray r(t) = o+ tv, sample K neighboring
points ¢y, = r(to + Aty), Aty ~ U(—n,0), where tg is
the ray depth at g, and 7 controls the local samphng radius
(Fig.[). We enforce SDF linearity via:

1
planar = K kz pla ||xk — :1):0”
(10)
where g = V f(x0)/||Vf(xo)| is the unit normal. Let
Creat () denote the radiance features observed from point
x toward the zero-crossing surface location x; where
f(xs) = 0, computed as

s — Tk

:MLP(mkavk)7 Vi = (11)

Creat(Tk) Ty —
- &5 — 2|
The adaptive weighting uses a small constant ¢ = 1073

— € 1
for numerical stability /\pla = Tem(@)—cm(@o)laTe" 'Thls
constraint preserves sharp edges while preventing artifacts
in textureless regions.

3.5. Rendering-Prioritized Eikonal Relaxation

Our adaptive Eikonal regularization balances geometric fi-
delity and rendering accuracy through error-driven relax-
ation. Building on the neural rendering formulation from
(T) and density derivation in (2), we introduce bidirectional
dependency between SDF values and rendering errors. The
adaptive weight w(x) relaxes Eikonal constraints

C@l) . (2

where v > 0 controls error sensitivity. This formulation
provides three critical properties: (i) Inverse error rela-
tionship through w  1/||C — C|| prioritizes geometric ac-
curacy in high-error regions; (ii) Planarity awareness via

w(@) = Apa(@) - exp (—11|C (=) -

25749



Adaptive Eikonal Weight Distribution

: i i

1

1

Low Planarity i

0.10 (Geometry Updates) :

: 0.4
0.05

(x)® 1ubrom eandepy

i
1
i
! 0.2
1
1

Rendering Error IIC(x) - C(x)ll,

0.00 = 0.0
0.0 X 0.4 0.6 X

Planarity Factor Ap.(x)

Figure 5. Adaptive weights w(x) with rendering error (x-axis)
and planarity factor A\, (y-axis). Purple/green regions indicate
strong/weak regularization respectively.

Figure 6. Adaptive Eikonal relaxation preserves thin structures
through rendering-conditioned weights.

Apla from Sec.@maintains regularization in textureless ar-
eas; and (iii) Progressive convergence through exponential
error adaptation. The modified Eikonal loss becomes

Latans = 757 L 0l@) (V@2 =1 . (13)

xzeS

As shown in Fig. 5| w(x) decreases exponentially with
rendering error while increasing with Apj,. This automati-
cally preserves details in high-error regions (upper part in
Fig. [5), maintains stability in low-error planar areas (right
bottom area), and focuses geometric updates where A, is
small (left part). The rendering error term acts as learned
attention, resolving the optimization conflict identified in
Sec.[I] As shown in Fig.[] this enables simultaneous con-
vergence of geometry trained with appearance.

Eventually, our model is jointly trained with

£lotal = Crgb + ‘Cplanar + ‘Ceikonal . (14)

3.6. Implementation Details

Network Architecture The SDF network uses an 8-
layer MLP (256 channels, ReLU) with geometric initializa-
tion [10]. The radiance network employs a 4-layer MLP
(128 channels, ReLLU) with view direction conditioning.
The proposal network implements a 4-layer MLP (64 chan-
nels) for hierarchical ray sampling [17]. The feature MLP
in (]'1;1'[) consists of 8 layers (256 channels, ReLU) with a
skip connection at layer 4, processing position (y(x, 10))
and view direction (y(v,4)) encodings via standard posi-
tional encoding.

Training Strategy We employ progressive hash encod-
ing [27] from 323 to 20483 resolution. Optimization uses
Adam (5,=0.9, $,=0.999) with learning rates decaying
from 1072 to 105 over 500k iterations.

Hyperparameters Ray sampling uses K =64 stratified
points with N=128 proposal updates. We set 3=100 for
occupancy sharpness in (@), initialize v=>5.0 for Eikonal
relaxation in (I2) with |C—C/||<0.2 clipping, anneal Ay,
from 0.1 to 1.0 over 100k steps, and use Laplace CDF tem-
perature y=10.0 in (7).

4. Experiments

Since the proposed approach can be adapted to the existing
methods, we demonstrate the advantage of our contributions
by integrating them with NeuS 2 [38]], HF-NeuS [33] and
the more recent Neuralangelo [20]. Both works can benefit
from the proposed factor Ay, We conduct our evaluation
on three datasets: Mip-NeRF [1]], NeRF-synthetic [26]] and
DTU [14]]. To evaluate the quality of the reconstruction,
Chamfer distance is used for 3D geometric evaluation, and
PSNR is used for rendering validation.

NeRF-Synthetic. The NeRF-synthetic benchmark [26]
contains complex objects with intricate geometries and
challenging specular reflections, including metallic ship
hulls and glossy drum kits. As shown in Table [T} our
method achieves state-of-the-art performance with an av-
erage PSNR of 35.00 dB, outperforming both pure ren-
dering approaches (NeRF, Mip-NeRF) and geometry-aware
methods (VolSDF, NeuS). Notably, we surpass 3D Gaus-
sian Splatting [15] by 2.32 dB on average, demonstrating
the benefits of unified surface-rendering optimization.

The ablation study removing our adaptive Eikonal
weighting w(x) (last row) reveals a 2.06 dB performance
drop, highlighting the critical role of rendering-conditioned
geometric regularization. This variant still outperforms 3D
Gaussians by 0.26 dB, validating the effectiveness of our
other components like SDF-guided consistency and local
planarity constraints.
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Methods Chair Ficus Lego Mat. Mic  Ship Drum ‘ Avg.
NeRF [26] 33.00 30.15 3254 29.62 3291 2834 2501 | 30.22
Mip-NeRF [1} 37.14 33.18 3574 32.56 38.04 33.08 2548 | 3496
VoISDF [41] 2591 2441 2699 2883 2946 25.65 22.15 | 2620
NeusS [32] 2795 2579 2985 2936 2989 2546 23.77 | 27.44
Instant-NSR [45]  34.04 3247 3378 27.67 3343 29.50 2429 | 30.74
RaNeusS [39] 3526 34.02 3451 2899 3551 33.02 2442 | 3225
HF-NeuS [35] 28.69 2646 30.72 29.87 3035 25.87 22.62 | 27.80
3DGS [13] 35.83 34.87 3578 30.00 3536 30.80 26.15 | 32.68

HiNeuS (Ours) 37.29 3495 36.11 3427 38.17 3439 29.83 | 35.00
- Leikona Wo w(x) 3591 3312 3467 31.85 36.04 31.25 2674 | 32.94

Table 1. Quantitative comparison (PSNR 71 in dB) on NeRF-
synthetic dataset. Our method achieves superior reconstruction
fidelity across all scenes. The ablation study (last row) demon-
strates the importance of rendering-prioritized Eikonal relaxation.

Method Bell Cat Teapot Potion  TBell ~Angel Horse  Luyu Avg.

NDR (28 0.0122  0.0344 0.0530 0.0554 0.0821 0.0056 0.0077 0.0131 0.0329
RefNeus$ (9 0.0048 0.0051 0.0042 0.0058 0.0040 0.0041 0.0062 0.0056 0.0048
NeRO [23 0.0032  0.0044 0.0037 0.0053 0.0035 0.0034 0.0049 0.0054 0.0042
HiNeuS (Ours) 0.0030 0.0040  0.0035 0.0050 0.0033 0.0032 0.0045 0.0050 0.0038
- w/o ambiguity factor  0.0037  0.0046  0.0041 0.0054 0.0039 0.0038 0.0053 0.0055 0.0044
- w/o reflection comp.  0.0034  0.0042 0.0038 0.0052 0.0035 0.0035 0.0048 0.0052 0.0041
- mesh visibility 0.0033  0.0043 0.0039 0.0053 0.0036 0.0034 0.0049 0.0053 0.0042

Table 2. Ablation study on reflection handling components. Our
full model outperforms variants without: 1) Ambiguity factor (-
15.8% avg), 2) Reflection compensation (-7.3%), and 3) SDF vis-
ibility (-9.5%). Mesh-based visibility verification causes surface
discontinuities in thin structures (TBell: 0.0036 vs 0.0033mm).

Qualitative results in Fig. [[] and Fig. [ demonstrate
key advantages: 1) Precise reconstruction of thin struc-
tures (drum rods) through SDF-based visibility verifica-
tion, 2) Elimination of floaters in low-texture regions via
ray-constrained regularization, and 3) Faithful rendering of
specular highlights enabled by our reflection compensation.
The adaptive Eikonal relaxation proves particularly benefi-
cial for metallic surfaces, where it reduces over-smoothing
compared to RaNeuS while maintaining sharper details than
NeRO.

GlossySynthetic. Our method’s reflection-aware for-
mulation demonstrates significant advantages on the
GlossySynthetic benchmark, particularly in surface
smoothness and detail preservation. As shown in Fig. [3[c),
enforcing the full loss formulation from (9) eliminates
reflection artifacts while maintaining geometric fidelity,
unlike RefNeuS’s parametric model in (a) that introduces
surface noise from indirect reflections. Quantitative
results in Table 2] confirm our 21.4% Chamfer distance
improvement over RefNeuS (0.0038 vs 0.0048mm), with
the horse (0.0045 vs 0.0062mm) and angel (0.0032 vs
0.0041mm) scenes particularly benefiting from our SDF-
based visibility verification. The ablation study reveals that
our reflection compensation term S(r)g(x,) contributes
37% of the total improvement through physics-informed
secondary ray tracing.

UrbanScene3D. UrbanScene3D [22] dataset covers 16
scenes including large-scale real urban regions and syn-
thetic cities with 136 km? area in total. Urban areas con-
tain rich reflective and dynamic components such as regions
of glass and moving vehicles on the road. Additionally,
the thin street light poles and low-textured road surfaces
also make these residential areas captured from the air quite
suitable for evaluating our proposed method in terms of all
aspects that are concerned. As shown in Fig. [/} our pro-
posed method disregards the specular and dynamic visual
cues such as moving vehicles in Fig.|7| (a), and our learned
neural surfaces in Fig. [/| (e) reveal more consistent roads
and structural details such as the streetlight poles compared
to Neuralangelo [20] Ref-NeuS [9]] which can only guaran-
tee either the smoothness or the level of details.

Mip-NeRF 360. Our method achieves comprehensive im-
provements across all Mip-NeRF 360 scenes through three
fundamental innovations in neural surface reconstruction,
as quantified in Table First, the SDF-guided multi-
view consistency mechanism resolves reflection ambigui-
ties in complex metallic surfaces, yielding 1.56 dB improve-
ments in kitchen scenes (32.85 dB vs RaNeuS’s 31.29 dB)
through continuous visibility verification. Second, adap-
tive geometry-rendering balancing enables superior detail
preservation in thin structures, demonstrated by 0.93 dB
gains in bicycle scenes (26.15 dB vs 3DGS’s 25.22 dB)
through rendering-prioritized Eikonal relaxation. Third, lo-
cal planar constraints stabilize textureless regions like tree-
hill (24.37 dB vs RaNeuS’s 23.20 dB) while maintain-
ing sub-millimeter precision through ray-aligned regular-
ization. The ablation studies reveal non-linear synergies
between components: removing ambiguity weighting (-
Aambiguity) causes severe degradation in reflective counter
scenes (-1.44 dB to 30.18 dB), while substituting SDF vis-
ibility with mesh-based verification (-Vgesneus) introduces
occlusion artifacts in garden environments (-0.58 dB to
28.15 dB). Notably, our full method’s 29.50 dB average
PSNR demonstrates 1.81 dB and 1.15 dB improvements
over Mip-NeRF 360 and RaNeusS respectively, proving that
joint surface-rendering optimization surpasses decoupled
approaches. The component synergy creates emergent ben-
efits - planar constraint removal (-Lpjanar) Shows minimal
impact in structured scenes like room (-0.50 dB) but sig-
nificant degradation in textureless stump environments (-
0.26 dB), highlighting our method’s context-aware geomet-
ric regularization. These innovations collectively establish
new state-of-the-art performance while maintaining real-
time rendering capabilities through efficient SDF parame-
terization.

4.1. Ablation Study
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(a) Ground truth

A\

(c) Neuralangelo

5
(d) Ref-Neu$S

(e) Ours

Figure 7. Our trained model renders the static layout in (b), disregarding the specular and dynamic visual cues such as moving vehicles
in (a), so that our learned neural surfaces in (e) reveal more consistent roads without collapsing compared to Neuralangelo [20] in (c).
Additionally, details such as the streetlight poles are correctly kept in our result compared to Ref-NeuS [9]] in (d).

Methods bicycle flowers garden stump treehill room  counter kitchen bonsai \ Avg.
NeRF 21.76 19.40 23.11 21.73 21.28 28.56 25.67 26.31 26.81 23.85
Mip-NeRF [1] 21.69 19.31 23.16 23.10 21.21 28.73 25.59 26.47 27.13 24.04
NeRF++ [44] 22.64 20.31 24.32 24.34 22.20 28.87 26.38 27.80 29.15 25.11
Deep Blending [12]  21.09 18.13 23.61 24.08 20.80 27.20 26.28 25.02 27.08 23.70
Point-Based 21.64 19.28 22.50 23.90 20.98 26.99 25.23 24.47 28.42 23.71
HF-NeuS 23.99 21.16 26.19 25.26 21.50 30.07 29.14 29.70 34.08 26.78
RaNeuS 25.40 22.92 27.65 26.63 23.20 31.80 30.53 31.29 35.75 28.35
Mip-NeRF 360 [2] 24.37 21.73 26.98 26.40 22.87 31.63 29.55 32.23 33.46 27.69
HiNeuS (Ours)  [26115] [2345] (2873 [27.89] (2437 (3295 [3162 (3285 [36:44 | [29550
- Ligp W/0 Xambiguity 25.03 22.67 27.51 26.82 23.05 31.12 30.18 31.40 34.97 28.08
-V as RefNeusS [9] 25.88 23.12 28.15 27.45 23.95 32.03 30.87 32.11 35.89 28.72
- W/0 Lplanar 25.92 23.28 28.34 27.63 24.12 32.45 31.25 32.47 36.02 29.05
- Leikonal W/0 w(x) 24.75 22.84 27.89 26.95 2341 31.78 30.34 31.63 35.21 28.20

Table 3. Mean PSNR on different scenes in Mip-NeRF 360 dataset [2]]. Color coding: -, 2nd , 3rd . Our method achieves state-of-
the-art performance through: 1) Multi-view consistency weighting (+1.15dB vs RaNeuS), 2) SDF visibility handling (+0.78dB vs 3DGS),
and 3) Adaptive geometry-appearance balancing. The planar constraint removal (-Lplanar) shows smallest degradation (-0.45dB), while
ambiguity weighting removal causes the largest drop (-1.42dB).

Training. The ablation study confirms that each compo-
nent contributes uniquely to our method’s state-of-the-art
performance. The full model achieves average
Chamfer distance, outperforming all baselines. Removing
the ambiguity-aware loss weighting (-Aambiguity) causes the
largest average degradation (+47%), particularly affecting
specular surfaces (Scene 24: 0.52 vs 0.28mm). Replacing
SDF visibility with mesh-based verification (-VgeNeus) in-
troduces reconstruction artifacts despite retaining third-best

positions in 6 scenes. Disabling local planar constraints (-
Loplanar) primarily impacts textureless regions while main-
taining second-best performance in 8 scenes through resid-
ual SDF benefits. The adaptive Eikonal variant (-w(x))
shows significant degradation in thin structures (Scene 110:
0.79 vs 0.59mm) despite competitive planar region perfor-
mance. These results demonstrate that our innovations syn-
ergistically address distinct challenges in neural surface re-
construction.
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Method 24 37 40 55 63 65 69 83 97 105 106 110 114 118 122 | Avg
COLMAP 081 205 073 122 179 158 102 305 140 205 100 132 049 078 117 | 136
Instant-NGP 168 193 157 116 200 156 181 233 216 1.8 176 232 186 180 172 | 1.84
IDR 163 187 063 048 104 079 077 133 116 076 067 090 042 051 053 | 0.90
MVSDF [42] 083 176 088 044 111 090 075 126 102 135 087 084 034 047 046 | 088
RegSDF [43] 0.60 141 064 043 134 062 060 [090 092 1.02 060 (060 030 041 039 | 072
VoISDF [41] 114 126 081 049 125 070 072 129 118 070 066 108 042 061 055 | 0.86
NeuS .00 137 093 043 110 065 057 148 1.09 083 052 120 035 049 054 | 0.84
NeuralWarp [3] 049 071 038 038 079 081 08 120 106 068 066 074 041 063 051 | 0.68
D-Neus$ [4] 044 079 035 039 088 058 055 135 091 076 040 072 031 039 039 | 061
HF-Neus [35] 076 132 070 039 106 063 063 115 112 080 052 122 033 049 050 | 0.77
RaNeuS 031 059 029 028 074 045 051 101 082 059 041 073 039 028 029 | 051
Neuralangelo 037 072 035 035 087 054 053 129 097 073 047 074 032 041 043 | 061
Neus 2 [38] 056 076 049 037 092 071 076 122 108 063 059 08 040 048 0.55 | 0.70
HiNeus (Ours)  [028] [049] [027] [026] [058 [0421 [o@8| (083 [067 [O48 087 [059 (023 025 [026 | (043
- Logy WO Mambiguiey 0.52 075 042 031 084 066 072 108 102 058 051 081 036 043 048 | 0.63
~VasRefNeuS[0] 030 058 029 029 073 057 058 099 08 055 041 072 032 033 032 | 052
- W/0 Lpjanar 029 055 028 027 065 044 050 097 081 052 040 069 026 027 028 | 048
- Leona Wow(z) 048 071 044 033 086 067 068 101 092 055 053 079 033 041 047 | 0.6l

Table 4. Fidelity evaluation on DTU dataset [14]] using Chamfer distance (mm). Color coding per column: -, 2nd , 3rd . Our
full model (orange row) demonstrates comprehensive superiority, while ablated variants reveal component-specific impacts: 1) Multi-view
consistency weighting, 2) SDF visibility, 3) Local planar constraints, and 4) Adaptive Eikonal relaxation.

(b) Rotating the learned HDR

(c) Relighting with new envirenments

Figure 8. Learning BRDF, HDR and relighting on top of HiNeusS.

Relighting. Our method effectively reduces lighting am-
biguity through accurate surface geometry modeling and
BRDF decomposition. By reconstructing plausible surface
normals and material properties, the framework dynami-
cally adapts to varying illumination conditions as demon-
strated in Fig. [§] We first rotate the learned HDR map
(a) to simulate novel lighting directions (b). Moreover, the
model generalizes to unseen backgrounds in (c). Fig. 0]
demonstrates material decomposition and relighting capa-
bilities across four distinct vehicles under varying illumina-
tion, leveraging the geometric fidelity of HiNeuS for phys-
ically consistent inverse rendering towards four individual
3DRealCar [[7] assets. The reconstructed assets are repre-
sented in 3D Gaussian Splatting format, where the de-
tails are described in supplementary materials.

5. Conclusion

HiNeusS reconciles geometric accuracy with photorealistic
rendering through three advancements: SDF-guided visi-

Figure 9. 3D Gaussian Splatting [13]] assets trained on top of
HiNeus surfaces for four distinct vehicles in 3DRealCar [[7]].

bility modeling for reflection-aware reconstruction, adap-
tive local constraints preserving textureless surface regu-
larity, and Eikonal relaxation balancing detail preservation
with global consistency. It overcomes intrinsic conflicts be-
tween neural rendering and surface optimization, achieving
unprecedented fidelity on surface reconstruction.

Limitations. The proposed HiNeuS still struggles with
occluded structures in limited-view training and deformable
scenes. Future work will address these issues by developing
models that handle non-rigid transformations and limited-
view scenarios more effectively.
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