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Abstract

Adverse weather conditions, such as rain, snow, and haze,
introduce complex degradations that present substantial
challenges for effective image restoration. Existing all-in-
one models often rely on fixed network structures, limiting
their ability to adapt to the varying characteristics of dif-
ferent weather conditions. Moreover, these models typically
lack the iterative refinement process that human experts use
for progressive image restoration. In this work, we propose
MOERL, a Mixture-of-Experts (MoE) model optimized with
reinforcement learning (RL) to enhance image restoration
across diverse weather conditions. Our method incorpo-
rates two core types of experts, i.e., channel-wise modula-
tion and spatial modulation experts, to address task-specific
degradation characteristics while minimizing task interfer-
ence. In addition, inspired by human expertise, we frame
the optimization process as a sequential, progressive prob-
lem, allowing the network to refine its parameters progres-
sively and adapt to specific weather conditions. Extensive
experiments demonstrate the efficacy and superiority of our
proposed method.

1. Introduction

The quality of images captured in outdoor environments
is frequently compromised by adverse weather conditions
such as rain, haze, and snow. These weather effects intro-
duce complex artifacts that obscure fine details, diminish
visibility, and distort color fidelity, ultimately reducing the
effectiveness of computer vision applications in real-world
scenarios. Consequently, restoring images degraded by ad-
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Figure 1. The Motivation of our MOERL. (a) Human Expert Pro-
cess: The experts iteratively refine images based on perceptual
feedback. (b) Our MOERL: Inspired by this, MOERL uses deep
reinforcement learning to progressively optimize restoration with
guidance from the pre-trained vision-language model, enabling
adaptive enhancement for diverse weather degradations.

verse weather conditions has emerged as an important re-
search topic in computer vision.

Previous approaches have primarily focused on develop-
ing specialized networks for each type of weather-induced
degradation such as rain, haze, or snow [5, 7, 43, 50,
55, 63, 66, 67]. For example, a dual Transformer-based
network [55] has demonstrated strong performance in rain
removal, while models like DDMSNet [63] and Snow-
Former [5] have advanced snow removal by leveraging
multi-scale features and cross-attention mechanisms. In de-
hazing, recent progress includes using the curriculum-based
regularization [67] and vision transformers [43] to restore
clear, haze-free images. While these weather-specific ap-
proaches yield promising results, they require a separate
model for each degradation type, leading to increased com-
putational costs and operational complexity that limits their
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scalability in real-world applications.
In recent years, unified models have emerged as a

promising solution to address multiple weather-induced
degradations within a single framework, eliminating the
need for separate models for each condition. For example,
Li et al. [28] propose an All-in-One weather restoration
model that combines multiple task-specific encoders with a
shared decoder. Similarly, WeatherDiff [37] utilizes a dif-
fusion model to mitigate multiple weather-induced degra-
dations. However, these unified models typically employ
a fixed network structure, limiting their ability to adapt to
the diverse characteristics of different weather conditions.
As network depth increases, the capacity for feature mod-
ulation across layers is reduced, restricting feature diver-
sity and limiting the model’s ability to capture degradation-
specific characteristics effectively. Furthermore, these mod-
els rely solely on data-driven training and lack an iterative
refinement mechanism, such as that used by human experts
(shown in Fig. 1 (a)), where restoration is progressively im-
proved through observation-driven adjustments.

To address these challenges, we propose MOERL, a
novel framework optimized with reinforcement learning
(RL) to enhance adaptability across diverse weather con-
ditions in a unified structure. To effectively address distinct
weather-induced degradations, we design two core experts
i.e., channel-wise and spatial modulation experts, to build
our MoE layer in our model. These hybrid experts allow
the network to reduce task interference, as each expert can
specialize in distinct degradation characteristics, improving
both adaptability and restoration quality.

Drawing inspiration from the iterative, observation-
driven process used by human experts (see Fig. 1 (a)), we
formulate the optimization of MOERL as a sequential pro-
gressive optimization problem. This formulation enables
MOERL to more effectively tackle the challenges of non-
convex optimization, allowing it to adapt parameters itera-
tively and in a goal-oriented manner, even when facing ad-
verse weather degradations. As shown in Fig. 1 (b), we
define a comprehensive state representation incorporating
the current model parameters and the intermediate restored
image. MOERL then employs an RL agent composed of
an actor-net for adjusting degradation-relevant parameters
and a critic-net for evaluating the quality of each restora-
tion step. This end-to-end training strategy enables MO-
ERL to optimize over multiple stages, promoting robust,
high-quality image restoration across diverse weather con-
ditions.

The contributions of this paper are three-fold: (1)
We introduce MOERL, the first reinforcement learning-
based mixture-of-experts model tailored to handle di-
verse weather-induced image degradations within a uni-
fied framework. (2) We design two types of expert mod-
ules: channel modulation and spatial modulation experts.

These experts improve task-specific adaptability, allowing
the model to dynamically capture unique degradation char-
acteristics while minimizing task interference. (3) We pro-
pose a novel sequential optimization framework inspired by
human refinement processes, allowing the model to pro-
gressively adapt to different weather conditions and demon-
strate state-of-the-art performance on multiple restoration
tasks, including desnowing, deraining & dehazing, and rain-
drop removal.

2. Related Work
Image Restoration in Adverse Weather Conditions. In
recent years, deep learning methods have been applied to
tasks like raindrop removal [66], deraining [9, 11, 55, 61],
desnowing [5–7, 63], and dehazing [22, 39, 43, 67]. For
example, the image-deraining Transformer [55] combines
window-based and spatial-based processing in a dual Trans-
former. Chen et al. [9] propose a sparse Transformer for
image deraining. For snow removal, DDMSNet [63] intro-
duces a dense multi-scale network that utilizes geometric
and semantic priors. Song et al. [43] employ a vision Trans-
former to restore clear images from foggy inputs. However,
these restoration methods are limited to specific weather
conditions, which requires separate training for each task
and poses challenges for real-world applications. Recently,
all-in-one weather restoration models [28, 37, 47, 62, 69]
have gained prominence, aiming to address various weather
artifacts within a single network. For instance, Li et al. [28]
introduce the All-in-One weather restoration model, which
features a generator equipped with several task-specific en-
coders and a shared decoder. Valanarasu et al. [47] present
TransWeather, a Transformer-based model with a single
encoder-decoder structure capable of restoring images af-
fected by multiple weather conditions. WeatherDiff [37]
utilizes a diffusion model to remove unwanted weather ar-
tifacts. Furthermore, Zhu et al. [69] propose WGWS-Net,
which learns both weather-specific and weather-general in-
formation using a two-stage process.

Mixture-of-Experts. The Mixture of Experts (MoE)
models [23, 36] use a divide-and-conquer approach, divid-
ing the problem space among multiple experts and adap-
tively combining their outputs. Shazeer et al. [42] de-
velop a sparsely-gated MoE layer that selects many experts
and assigns weights to each one, whose work serves as a
foundation for future research. These models, known for
their efficient routing mechanisms, increase capacity with-
out added computational costs and are widely used in NLP,
often embedded in core structures like the Transformer’s
FFN layer [14, 26]. In computer vision, sparse MoE has
been applied to classify images [17], select optimal experts
for image restoration using vision-language priors [56], im-
prove pan-sharpening by distinguishing between high- and
low-frequency features [18], and fuse infrared and visible
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Figure 2. Overview of the proposed pipeline. The proposed pipeline is comprised of two parts: (a) Agent and (b) Environment. In part
(a), the routing prompt module takes Id as input and generates Pt, which is utilized by the weather restoration network to restore the
image from Id to It. Based on It, the critic network evaluates restoration quality by computing a value Vt. In part (b), a Vision-Language
Model [54] is employed to rate the restored image It. The ratings serve as the reward Rt to guide the critic net.

images [3]. This paper proposes an adverse weather image
restoration method based on the MoE mechanism for the
first time.

Reinforcement Learning. Reinforcement learning (RL)
is a prominent paradigm for solving sequential tasks in ma-
chine learning [30, 53]. Recently, researchers have ex-
plored RL applications to improve low-level image qual-
ity [1, 15, 52, 64, 65]. Fan and Lee [12] introduce a method
to enhance pre-trained diffusion models by integrating pol-
icy gradients with GAN training [16]. They demonstrate
that the refined model generates realistic samples in fewer
diffusion steps by applying DDPM sampling [19] on sim-
pler domains, where policy gradients with discriminator re-
wards update the model. Similarly, Black et al. [2] in-
vestigate RL fine-tuning for text-to-image diffusion models,
showing that RL fine-tuning surpasses supervised methods
with incentive-weighted loss [25], framing fine-tuning as a
multi-step decision-making problem for optimized reward
outcomes.

3. Methodology
3.1. Overview of MOERL
Problem Setting. Given an input image Id degraded by var-
ious adverse weather conditions, including rain, snow, and

haze, our goal is to recover a clear, weather-free image Ir.
Traditional restoration models struggle with these complex
degradation patterns, often resulting in suboptimal perfor-
mance. To address this challenge, we formulate the problem
as a sequential parameter optimization task, where a rein-
forcement learning (RL) agent iteratively adapts the restora-
tion network to weather-induced degradations. Specifically,
the environment E contains a performance metric function
M(·) based on a pre-trained vision-language model [54]. In
T optimization steps, the RL agent interacts with E , where
the state St = It|Pt represents intermediate recovery under
the routing prompt Pt condition. The reward Rt = M(It)
evaluates the improvement in restoration quality. After T
steps, the agent produces the final restored image IT guided
by the prompt PT .

Overall Pipeline. The overall pipeline of our proposed
MOERL is illustrated in Fig. 2. MOERL is an actor-critic
framework. The actor-net contains a routing prompt mod-
ule (RPM) and a weather restoration network (WRN). The
critic net is a small convolution network. The optimiza-
tion process begins with a degraded input image Id, which
is processed through the routing prompt module to gener-
ate a routing prompt Pt. This prompt, combined with the
input image Id, is then fed into the weather restoration net-
work, producing a state St representing the current restora-
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Figure 3. The architecture of our weather restoration network.

tion output, as shown in Fig. 2 (a). The environment E eval-
uates this state, yielding a quality score M(It) that reflects
the effectiveness of the current restoration (see Fig. 2 (b)).
Based on this feedback, the actor-net processes St to deter-
mine an action At. Next, we will introduce each component
of MOERL in detail.

3.2. Agent for Optimization
As shown in Fig. 2 (a), the agent employs an Actor-Critic
collaboration framework to optimize parameters by making
decisions based on the current state space. The actor-net se-
lects actions to adjust the routing prompt, refining the out-
put of the weather restoration network, while the critic-net
assesses these actions by estimating the value of the current
state. The actor-net collaborates with the critic-net in an
adversarial training manner to further improve RL training.
This framework allows the agent to learn a progressively
improving policy that enhances restoration quality across
various weather conditions.

Actor-Critic Framework. The actor-critic framework
contains two parts: an actor-net and a critic-net. The
actor-net consists of a routing prompt module (RPM) and
a weather restoration network (WRN). RPM is designed
to adaptively generate degradation-relevant routing prompts
from the input image. WRN is built from MOE blocks that
use routing prompts to derive the optimal expert path for
efficient image weather restoration. Specifically, taking a
current routing state Pt, the purpose of the RPM is to pre-
dict the routing prompt parameters, which can be expressed
as

At = πRPM (Id; θπRPM
) , (1)

where πRPM (; θπRPM
) denotes the RPM with the model

parameter θπRPM
. Based on At, the agent part can be opti-

mized by

Pt+1 = clip (Pt +At,−1, 1) ,

St+1 = Wθ(Pt+1, Id),
(2)

where clip(·) denotes a clipping function [41] and Wθ is
weather restoration network with parameter θ.

The critic-net serves as a value estimator, predicting the
value Vt of a given input state St, which can be expressed
as

Vt = V (St; θV ) , (3)

where V represents the critic network with parameters θV .
The critic network is built by a convolution layer, several
Residual blocks, and an average pooling layer. Since the
routing prompt module and the weather restoration network
are core components of the agent, we will introduce each
part in detail.

Routing Prompt Module. Drawing inspiration from the
way human experts offer guidance to help technical en-
gineers understand tasks and adjust restoration direction,
we propose a routing prompt module that adaptively gen-
erates degradation-relevant instructions from the input im-
age. These instructions serve to guide subsequent restora-
tion steps. The mechanism of this module is formulated as
follows

P =

N∑
αiDi, αi = Softmax(GAP(R(Id))),

(4)

where R(·) represents a shallow CNN network primarily
composed of residual blocks and linear layers, and GAP(·)
is the global average pooling layer. The degradation instruc-
tion dictionary D = [D1,D2, . . . ,Dn] contains n learn-
able instructions Di, each designed to encode unique degra-
dation characteristics. In this process, the routing prompt
module dynamically predicts weights αi based on the de-
graded input image Id and applies these weights to the in-
struction dictionary D, producing an input-conditioned in-
struction P that guides the weather restoration network.

Weather Restoration Network. Fig. 3 shows the ar-
chitecture of the weather restoration network (WRN), a U-
Net-style model built by Mixture-of-Experts (MoE) blocks.
Each MoE block contains an MoE layer (see Fig. 3 (a))
for adaptive feature extraction and a Restormer [60] Trans-
former layer for feature refinement. Specifically, WRN first
extracts shallow features with a 3×3 convolution layer, fol-
lowed by a hierarchical encoder-bottleneck-decoder struc-
ture. Within this structure, multiple MoE blocks refine fea-
tures, dynamically selecting pathways for various weather
degradations using the guidance of a routing prompt. Fi-
nally, a 3×3 convolution generates a residual image, which
is added to the input to generate the final output.

Considering the importance of spatial and channel fea-
tures in image restoration [45, 49, 51, 60], we develop two
expert types, i.e., spatial experts and channel experts (see
Fig. 3 (b)) for effective feature modeling. Spatial Expert is
designed for aggregating spatially varied contextual infor-
mation. This is achieved by direct feature extraction, fea-
ture downsampling, context aggregation on low-resolution
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features, and interpolation for upsampling. The aggrega-
tion approach is inspired by FocalNet [57]. Additionally,
since the depth of the network influences the required num-
ber of feature channels, we introduce the Channel Expert
to adaptively capture the most informative features for each
layer’s specific requirements. This process involves com-
pressing encoded features along the channel dimension to
yield a low-rank representation. Multiple low-rank features
can be collected based on the channel compression rate, af-
ter which a convolution operation restores the features to
their original dimensionality.

Based on these experts, we construct the MoE layer,
which includes a gate network and n specially configured
modulation experts {E1,E2, · · · ,En}. Using the guidance
of a routing prompt, the gate network generates weights for
feature modulation, selecting the most appropriate experts.
Each MoE layer contains a feature projection layer at both
the head and tail. Specifically, a 3× 3 depth-wise convolu-
tion (DConv) is performed on the features. The combined
input X and routing prompt P are fed into the gate network
to generate weights as follows

X
′
= GAP([X,P]) + GMP([X,P]) ,

Z = X
′
·A+N (0, 1) · SoftPlus

(
X

′
·Anoise

)
,

W = Softmax(TopK(Z)),

(5)

where GAP and GMP denote global average pooling and
global max pooling, which produce the local feature X

′
.

A and Anoise are learnable weight matrices that are com-
bined with X

′
to generate Z. This setup maps the input

to router logits for expert selection. Using the TopK algo-
rithm [42], the top k experts with the highest weights are
selected, while the unselected expert weights are set to neg-
ative infinity. This process is formulated as

Xfuse =

N∑
i=1

Wi ·Ei (X) , (6)

where Xfuse represents the aggregated output, and Ei(·) is
the function of the i-th expert. Then the modulated features
are then passed through a convolution layer to yield the final
output XMOE.

3.3. Training Agent of VLM Reward
Vision-language Model Reward. To train the agent, a re-
ward function needs to be defined. After the agent executes
an action At at time step t, our goal is to generate bet-
ter prompt routing parameters Pt+1 and weather restora-
tion image It+1. Inspired by recent works [54] that vision-
language models perform the zero-shot image quality as-
sessment with appropriate prompting, we use the existing
Q-ALIGN [54] for visual scoring. The Q-ALIGN adopts
the commonly used five-scale ratings in the mean opinion

score (MOS) studies, i.e., bad, poor, fair, good, and excel-
lent, corresponding to the scores from one to five. Then, we
calculate the VLM-based rating by converting the VLM’s
predicted probabilities over these five-world tokens into nu-
merical scores using Softmax. This process is as follows

pi = Softmax(l)i =
eli∑5
j=1 e

lj
,

Score =

5∑
i=1

i× pi,

(7)

where pi is the probability for rating i ∈ {1, 2, 3, 4, 5}, li
is the logit extracted from the language model for rating to-
ken i. Thus, we can obtain the visibility assessment aligned
with human raters for the restored image from the agent. To
better guide the agent, we also consider the quality score of
two aspects: the quality of the recovered image and whether
the weather degradation is effectively removed. As shown
in Fig. 2 (b), we design two different user prompts and then
linearly combine them to obtain the final score.

Training Our Actor-Critic Framework via PPO. Fol-
lowing [13], we use the PPO algorithm [41] to train our
actor-critic framework. In particular, to optimize the critic-
net, we minimize the discrepancy between its predicted
value Vt and the reward score Rt. The loss Lcritic is

Lcritic =
[
Rt −V(St; θV )

]2
. (8)

With the critic network, we define an advantage score by
subtracting its prediction from the reward, i.e., Ât = Rt −
Vt, enhancing optimization by focusing on actions that ex-
ceed expected improvements. After that, we use the Lrl to
optimize our actor-critic framework, which is

Lrl = min
[
w · rt · Ât,w · clip(rt, 1− ϵ, 1+ ϵ) · Ât

]
, (9)

where rt is the probability ratio at the t-th step by com-
paring the policy for the current and old actor model, i.e.,

π(At|St,Id)

π(Aold
t |Sold

t ,Id)
. clip(·) is a clipping function that restricts

the probability ratio within the interval [1-ϵ, 1+ϵ]. This con-
straint promotes stable training by preventing extensive pol-
icy updates. w is a reward weight that is used to control the
effect of the reward model. We empirically set ϵ and w to
0.01 and 10 in our experiments. In addition, we also use L1

loss to optimize our actor-net. The overall loss function is
represented as

Ltotal = L1 + α · Lrl, (10)

where α is a hyper-parameter to balance these losses.

4. Experiments
4.1. Experimental Settings
Datasets. Following recent works [28, 37, 47], we train our
model using the same setting for fair comparison. Specifi-
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Table 1. Quantitative comparisons for specific weather tasks. PSNR and SSIM are used to evaluate the restoration performance, with
higher values indicating better quality. The top halves of the tables show the performance of weather-specific methods, while the bottom
halves show the performance of all-in-one models. Bold and underline mark the best and the second best results. Results marked with ∗

indicate the source codes of corresponding methods are unavailable.
(a) Image Desnowing

Snow100K-S [33] Snow100K-L [33]
PSNR SSIM PSNR SSIM

SPANet [48] 29.92 0.8260 23.70 0.7930
JSTASR [6] 31.40 0.9012 25.32 0.8076
RESCAN [29] 31.51 0.9032 26.08 0.8108
DesnowNet [33] 32.33 0.9500 27.17 0.8983
DDMSNet [63] 34.34 0.9445 28.85 0.8772
NAFNet [4] 34.79 0.9497 30.06 0.9017
Restormer [60] 36.01 0.9579 30.36 0.9068

All-in-One [28]∗ - - 28.33 0.8820
TransWeather [47] 32.51 0.9341 29.31 0.8879
Chen et al. [8] 34.42 0.9469 30.22 0.9071
WGWSNet [70] 34.31 0.9460 30.16 0.9007
WeatherDiff64 [37] 35.83 0.9566 30.09 0.9041
WeatherDiff128 [37] 35.02 0.9516 29.58 0.8941
AWRCP [58]∗ 36.92 0.9652 31.92 0.9341
GridFormer [51] 37.46 0.9640 31.71 0.9231
Histoformer [44] 37.41 0.9656 32.16 0.9261
MOERL (Ours) 38.01 0.9748 32.98 0.9412

(b) Deraining & Dehazing

Outdoor-Rain [27]
PSNR SSIM

CycleGAN [68] 17.62 0.6560
pix2pix [20] 19.09 0.7100
HRGAN [27] 21.56 0.8550
PCNet [21] 26.19 0.9015
MPRNet [59] 28.03 0.9192
NAFNet [4] 29.59 0.9027
Restormer [60] 30.03 0.9215

All-in-One [28]∗ 24.71 0.8980
TransWeather [47] 28.83 0.9000
Chen et al. [8] 29.27 0.9147
WGWSNet [70] 29.32 0.9207
WeatherDiff64 [37] 29.64 0.9312
WeatherDiff128 [37] 29.72 0.9216
AWRCP [58]∗ 31.39 0.9329
GridFormer [51] 31.87 0.9335
Histoformer [44] 32.08 0.9389
MOERL (Ours) 32.70 0.9428

(c) Raindrop Removal

RainDrop [38]
PSNR SSIM

pix2pix [20] 28.02 0.8547
DuRN [32] 31.24 0.9259
RaindropAttn [40] 31.44 0.9263
AttentiveGAN [38] 31.59 0.9170
IDT [55] 31.87 0.9313
MAXIM [46] 31.87 0.9352
Restormer [60] 32.18 0.9408

All-in-One [28]∗ 31.12 0.9268
TransWeather [47] 30.17 0.9157
Chen et al. [8] 31.81 0.9309
WGWSNet [70] 32.38 0.9378
WeatherDiff64 [37] 30.71 0.9312
WeatherDiff128 [37] 29.66 0.9225
AWRCP [58]∗ 31.93 0.9314
GridFormer [51] 32.39 0.9362
Histoformer [44] 33.06 0.9441
MOERL (Ours) 33.21 0.9450

Table 2. Computational efficiency comparison evaluated on 256×
256 resolution images. MACs and memory consumption are mea-
sured during inference.

Methods Params ↓ MACs ↓ Memory ↓ Speed ↓
Restormer [60] 26.10M 140.99G 13,514.18MB 0.052ms
GridFormer [51] 30.12M 251.35G 12,807.87MB 0.117ms
Histoformer [44] 16.92M 96.99G 12,693.28MB 0.090ms
MOERL (Ours) 12.52M 67.86G 8,718.76MB 0.049ms

cally, the training dataset encompasses diverse weather con-
ditions, comprising 9, 000 images from Snow100K [33],
1, 069 images from Raindrop [38], and 9, 000 images from
Outdoor-Rain [27]. Snow100K consists of synthetically
generated images with snow degradation. Raindrop con-
tains images with raindrop occlusions, and Outdoor-Rain
includes synthetic images affected by both hazy and rain
streaks. As for evaluation, we use the Test1 dataset [27, 28],
the RainDrop test dataset [38], and the Snow100K-L and -S
test sets [33]. In addition, we evaluate our model using real-
world images from Snow100K that have been degraded by
adverse weather conditions.

Comparison Methods. We evaluate our method against
two categories of weather restoration approaches: (1)
Task-specific methods, including desnowing (SPANet [48],
JSTASR [6]), raindrop removal (AttentiveGAN [38],
DuRN [32]), and dehazing/deraining (Restormer [60],
MPRNet [59]), along with recent Transformer-based
(IDT [55], NAFNet [4]) and multi-degradation models; (2)
All-in-one frameworks such as TransWeather [47], Weath-
erDiff [37], GridFormer [51], and Histoformer [44].

Training Details. Our MOERL framework is imple-
mented in PyTorch and trained on four NVIDIA L40S
GPUs over 300, 000 iterations. Following a progressive
learning pipeline similar to [60], we use an initial batch size
of 4 and a patch size of 128. The model is optimized us-

ing the AdamW optimizer [35] with an initial learning rate
of 0.0003 for the first 92, 000 iterations, which is gradually
reduced to using a cosine annealing schedule [34] over the
remaining 208, 000 iterations. For the reward model, we
use Q-ALIGN [54], which is trained on a large dataset for
image visual ratings aligned with human opinions.

4.2. Comparison Results

Quantitative Comparison. In our experiments, we con-
duct a comprehensive quantitative comparison in both syn-
thetic and real datasets. Table 1 presents the quantita-
tive comparison results of our methods against both SOTA
weather-specific methods and all-in-one methods across
three tasks. The results show that our method outperforms
the compared all-in-one methods (e.g., recent WGWS-
Net [70], WeatherDiff64 [37], WeatherDiff128 [37], Grid-
Former [51], and, Histoformer [44]) across all tasks. Our
method even surpasses weather-specific methods in all
tasks. For example, compared to the recent SOTA all-in-one
method Histoformer [44], our MOERL brings a PSNR im-
provement of 0.82 dB on the Snow100K-L dataset. As for
comparing with the representative general image restora-
tion method Restormer [60], our MOERL gains 2.67 dB
in terms of PSNR on the draining & dehazing task. To fur-
ther demonstrate the computational efficiency of MOERL,
we provide a detailed comparison in Table 2. Our MOERL
achieves state-of-the-art performance with 12.52M param-
eters, 67.86G MACs, 8,718.76MB memory consumption,
and a 0.049ms/image inference time. MOERL surpasses
recent SOTA methods (Restormer [60], GridFormer [51],
and Histoformer [44]) across all efficiency metrics, demon-
strating 24% fewer parameters, 30% lower computational
complexity, and 31% reduced memory usage while achiev-
ing the fastest inference speed.
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Input TransWeather Chen et al. WGWSNet WeatherDiff Histoformer Ours GT
Figure 4. Visual comparison on Snow100K dataset [33].

Input TransWeather Chen et al. WGWSNet WeatherDiff Histoformer Ours GT
Figure 5. Visual comparison on Outdoor-Rain dataset [27].

Table 3. Ablation study on the architecture of the proposed
weather restoration network.

Models MOE layer Transformer layer PSNR SSIM

Baseline ✗ ✗ 28.89 0.9012
Variant1 ✗ ✓ 30.21 0.9208
Variant2 ✓ ✗ 31.48 0.9321

Ours ✓ ✓ 32.70 0.9428

Table 4. Ablation study on the choice of experts in the MOE layer.

Models PSNR SSIM

(a) Only spatial experts 32.20 0.9397
(b) Only channel experts 32.03 0.9384
(c) Ours (both) 32.70 0.9428

Qualitative Comparison. In addition, we also conduct a
qualitative comparison. The visual results of the three tasks
are shown in Fig. 4, 5, and 6, respectively. The results show
that our method produces the clearest result when handling
unknown degradations on the synthetic images. Consider-
ing that images captured in real-world scenarios may not
contain only a single type of degradation, we show visual
results for real-world weather removal in Fig. 7. The re-
sults show the effectiveness of our method in handling real-
world degradations. It demonstrates that our method re-
moves complex weather degradations, and generates more
pleasing visual results than existing methods.

4.3. Ablation Studies
To demonstrate the effectiveness of our method, we conduct
extensive ablation studies of each component in our method.
Note that, all experiments are verified on the Outdoor-Rain
dataset [27] according to the experimental settings.

Architecture Design. In our MOERL, the weather
restoration network is a core architectural component. To
better demonstrate the effectiveness of our weather restora-
tion network, we construct the following variants with dif-
ferent component combinations: 1) Baseline: all MOE

Table 5. Ablation study on the effectiveness of RL.
Method PSNR SSIM

RL Strategy w/o RL 32.40 0.9390
w/o Critic Net 32.54 0.9396

Reward Model w/o quality prompt 32.68 0.9426
w/o degradation prompt 32.62 0.9416
Ours 32.70 0.9428

blocks are replaced by Residual blocks, 2) Variant1: only
Transformer layer is used in MOE blocks, 3) Variant2:
only the MOE layer is used in MOE blocks, 4) Ours: use
the proposed MOE blocks to build the whole architecture.
The results are shown in Table 3. It demonstrates that our
method achieves the best performance in PSNR and SSIM.
Compared with the baseline model, the MOE layer provides
a 2.59 dB improvement in PSNR. When combining the
MOE layer and the Transformer layer, the model achieves
the best performance in terms of PSNR and SSIM, which
shows the effectiveness of our weather restoration network.

MOE Layer Design. To better understand our MOE
layer, we exploit the choices of the experts in the MOE
layer. For a fair comparison, we set the number of experts
in the MOE layer as 6, the same as our model. We build the
following variants: 1) Only use 6 channel experts to build
the MOE layer, where the channel compression rates are set
to 1, 2, 4, 8, 16, and 32, respectively. 2) Only use 6 spatial
experts, where 3 experts on the full-resolution and down-
sampled features respectively. 3) Our model uses 2 spatial
experts on full-resolution and downsampled features, and 4
channel experts, where the compression rates are set to 4,
8, 16, and 32. Table 4 presents the results, demonstrating
that using hybrid experts achieves the best performance. It
may be because using hybrid experts improves the model’s
adaptability to deal with different degradations, and signifi-
cantly improves the final performance.

Routing Prompt Module Contribution. We also con-
duct the ablation on the proposed routing prompt mod-
ule. Specifically, we directly remove this module from our
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Input TransWeather Chen et al. WGWSNet WeatherDiff Histoformer Ours GT
Figure 6. Visual comparison on RainDrop dataset [38].

Input TransWeather Chen et al. WGWSNet WeatherDiff Histoformer Ours
Figure 7. Visual comparison on the real images from Snow100K dataset [33].

Table 6. The effectiveness of using different VLMs for RL.
Method Snow100K-S Snow100K-L Outdoor-Rain RainDrop Average

PSNR SSIM PSNR SSIM PSNR SSIM PSNR SSIM PSNR SSIM
w/o VLMs 36.03 0.9538 30.20 0.9210 32.40 0.9390 31.90 0.9310 32.63 0.9362

LLaVA [31] 37.51 0.9650 32.20 0.9270 32.10 0.9390 33.07 0.9443 33.72 0.9438
InternVL [10] 37.68 0.9658 32.50 0.9285 32.32 0.9401 33.10 0.9445 33.90 0.9447

Q-Align (Ours) 38.01 0.9748 32.98 0.9412 32.70 0.9428 33.21 0.9450 34.23 0.9510

method. When removing the routing prompt module, the
performance degrades from 32.79 to 31.12 dB in PSNR.

RL Contribution. Table 5 presents an ablation study on
the RL. Firstly, we investigate the importance of the actor-
critic framework. The critic network affects the overall per-
formance. When the critic network is removed, the per-
formance decreases by 0.16 dB. Thus, the critic network is
helpful for gradient optimization. We also analyze the effect
of using user prompts in the Q-ALIGN reward model. Our
model shows improved performance when image degrada-
tion removal and quality levels are considered in the reward
model, highlighting the importance of incorporating multi-
dimensional quality assessments for effective restoration.

Using Other VLMs for RL. We conduct experiments
using different vision language models (VLMs) to evalu-
ate the adaptability of our model. Specifically, we replace
Q-ALIGN with InternVL and LLaVA for visual scoring. As
shown in Table 6, the results demonstrate that our model can
also effectively adapt to other VLMs, such as LLaVA [31]
and InternVL [10], achieving state-of-the-art performance.
This flexibility highlights the robustness of our approach
across different VLMs. The results further show that our
MOERL does not depend on Q-ALIGN.

4.4. Real-world Application
Restoring the image under weather conditions while restor-
ing credible textural details is meaningful for many down-
stream vision applications such as detection and segmenta-
tion. Thus, we investigate the practical application of our
method for adverse weather removal and its potential to
improve the performance of vision algorithms. Fig. 8 (a)

(a) Detection Results (b) Segmentation Results

Figure 8. Our method enhances performance in downstream tasks
such as detection and segmentation. The top images display
weather-degraded inputs, while the bottom images show the im-
proved results achieved by our method.

shows the detection results. Our method effectively re-
moves the weather degradations and improves the detection
accuracy. We also explore the downstream segmentation
task, using the existing state-of-the-art Segment Anything
Model [24] for image segmentation. Fig. 8 (b) shows the
segmentation results, suggesting that our method effectively
facilitates subsequent segmentation performance.

5. Conclusion
We introduce MOERL, a novel Mixture-of-Experts network
enhanced with reinforcement learning, specifically de-
signed to address the intricate challenges of image restora-
tion under adverse weather conditions such as rain, snow,
and haze. MOERL incorporates adaptive channel-wise and
spatial modulation experts that dynamically adjust restora-
tion strategies to suit specific weather-induced degrada-
tions, achieving effective feature extraction while minimiz-
ing interference across tasks. By framing the optimization
as a sequential, iterative process, MOERL replicates the
progressive refinement approach of human experts, leading
to more accurate restoration results. Notably, this work is
the first to apply reinforcement learning to weather restora-
tion model design, highlighting the potential of RL-based
feedback in advancing image restoration.
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