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Figure 1. PacGDC generalizes effectively across unseen scenarios with a wide range ofscene semantics/scalesanddepth sparsity/patterns.
The data include real ones from Ibims [20], VOID [58], and KITTI [11], as well as synthetic ones from Sintel [3]. The sparse depths are
captured from 0.1%/10% uniform sampling, 16 line vehicle LiDAR, and visual-inertial odometry (VIO) system with 1500 feature points.

Abstract

Generalizable depth completion enables the acquisition of
dense metric depth maps for unseen environments, offer-
ing robust perception capabilities for various downstream
tasks. However, training such models typically requires
large-scale datasets with metric depth labels, which are of-
ten labor-intensive to collect. This paper presents PacGDC,
a label-ef�cient technique that enhances data diversity with
minimal annotation effort for generalizable depth comple-
tion. PacGDC builds on novel insights into inherent am-
biguities and consistencies in object shapes and positions
during 2D-to-3D projection, allowing the synthesis of nu-
merous pseudo geometries for the same visual scene. This
process greatly broadens available geometries by manipu-
lating scene scales of the corresponding depth maps. To
leverage this property, we propose a new data synthesis
pipeline that uses multiple depth foundation models as scale
manipulators. These models robustly provide pseudo depth
labels with varied scene scales, affecting both local objects
and global layouts, while ensuring projection consistency
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that supports generalization. To further diversify geome-
tries, we incorporate interpolation and relocation strate-
gies, as well as unlabeled images, extending the data cover-
age beyond the individual use of foundation models. Exten-
sive experiments show that PacGDC achieves remarkable
generalizability across multiple benchmarks, excelling in
diverse scene semantics/scales and depth sparsity/patterns
under both zero-shot and few-shot settings. Code:https:
//github.com/Wang-xjtu/PacGDC .

1. Introduction

Depth completion aims to infer dense metric depth maps
from paired images and sparse depth measurements [7],
providing accurate spatial representations that can support
various downstream applications, such as robotics [4] and
autonomous driving [27]. Despite its notable advance-
ments, most existing methods suffer from poor generaliza-
tion toward various new domains [50]. Recently,general-
izable depth completionresorts to domain-agnostic mod-
els that learn from source data but enable effective de-
ployment across various unseen downstream environments
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Figure 2. Illustration of the ambiguity and consistency in 2D-to-3D projections for generalizable depth completion. (a)Ambiguity: shape
ambiguity refers that the same 2D object can correspond to different 3D shapes, while position ambiguity refers that the same 3D shape
can vary in size and position. (b)Consistency: shape consistency denotes that the 3D shape aligns with the semantics of image input, while
position consistency denotes that the 3D position is regularized by sparse depth input. The possible 3D objects are marked withX .

[51, 65]. However, the success of these studies relies heav-
ily on large-scale dense metric depth annotations to effec-
tively cover real-world distributions, while collecting such
annotated data is often laborious and time-consuming [49].

This paper introduces PacGDC, a label-ef�cient tech-
nique that is designed to maximize training data coverage
with minimal annotation effort for generalizable depth com-
pletion. PacGDC is grounded in 2D-to-3Dprojection am-
biguity, where the same 2D image can be projected from
multiple possible 3D geometric scenes [36, 72]. To leverage
this ambiguity, we decompose it into two orthogonal com-
ponents:shapeandposition, as shown in Fig. 2 (a). This
decomposition reveals that each 3D geometry, de�ned by a
depth map, can be uniquely identi�ed by both shape and po-
sition cues. Meanwhile, these two cue types align well with
the two input types in depth completion. As illustrated in
Fig. 2 (b), the shape cues (e.g.,�sphere�) are consistent with
semantic information (e.g.,�ball�) in images, while sparse
depth points help regularize spatial positions. Suchconsis-
tencymitigates ambiguity in generalizable depth comple-
tion, enabling accurate estimation oftarget metric depths
across unseen scenarios, as shown in Fig. 1.

Building on these insights, this paper exploits these am-
biguities to synthesize diverse pseudo geometries for the
same visual scene, while maintaining consistencies among
synthesized training triplets (i.e., images, sparse depths, and
dense depth labels). It is achieved by manipulating scene
scales of the corresponding depth maps, signi�cantly ex-
panding available geometries without requiring additional
labeled samples. Since sparse depths with consistent po-
sitions can be sampled from dense labels, as introduced in

[51, 82], our primary focus is to synthesize a large volume
of pseudo dense depth labels that have consistent shapes.

Speci�cally, we exploitmultiple foundation models of
monocular depth estimationto synthesize quali�ed depth
labels. These models can robustly predict dense depth
maps with consistent shapes/semantics from a single image
[2, 69], even across diverse unseen scenes. However, their
predictions typically suffer from inaccurate scene scales, for
both local objects and global layouts, due to the inherent
scale ambiguity problem [56, 72]. These characteristics al-
low generating pseudo dense depth maps that diverge from
ground-truth labels in terms of scene scales, while preserv-
ing consistency in shape cues. To further diversify geom-
etry, we incorporate interpolation and relocation strategies,
enabling additional variations beyond the predictions of any
individual foundation model. With the inclusion of unla-
beled data, PacGDC signi�cantly enriches the data diver-
sity. The full synthesis pipeline is illustrated in Fig. 4.

We conduct extensive experiments to validate the effec-
tiveness of PacGDC in two practical applications: (1)zero-
shot testingon seven unseen datasets with diverse sparse
depth inputs, including those captured from uniform sam-
pling, visual-inertial odometry system, and vehicle LiDAR;
(2) few-shot testingon the KITTI dataset [11] with fewer
than 1% training data. The results show that our method
achieves superior generalizable depth completion.

The major contributions of this paper are threefold:
� We exploit a novel insight into 2D-to-3D projection ambi-

guity and consistency for generalizable depth completion,
enriching data diversity without additional real labels.

� We propose a new data synthesis pipeline that manipu-
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Figure 3. Data distribution of our synthesis method on 1000 samples from UnrealCV dataset [50], visualized by mean and variance.
From left to right, the data diversity increases progressively with each step. Notably, this statistic is based on a single foundation model,
DepthAnything [69], and a single instance of interpolation and relocation for simplicity. In the �nal implementation, multiple foundation
models and randomized interpolation and relocation can be adopted to further enhance the data distribution.

lates local and global scene scales, enabling effective gen-
eralization to unseen domains with metric depths.

� Our approach achieves state-of-the-art performance in
zero-/few-shot depth completion, validated across multi-
ple benchmarks with different setups.

2. Related Work

Depth Completion. The success in deep learning has en-
abled depth completion methods to explore various dimen-
sions including surface normal cues [34, 66, 77], seman-
tics cues [28, 76], re�nement strategies [7, 29, 45, 54], ad-
vanced backbone architectures [39, 41, 78], and sophisti-
cated feature fusion modules [25, 55, 68, 79]. These ap-
proaches have effectively improved performance for intra-
domain learning, where their training and testing data share
similar scenes, such as KITTI [11] and NYUv2 [42]. How-
ever, they suffer degraded performance in unseen domains.

To address this limitation, G2-MonoDepth [50] explored
a generalized framework for zero-shot scenarios. TDDC
[65] incorporated pre-trained depth estimation models as
a preprocessing step for enhanced image analysis. SPNet
[51] investigated an important property of scale propaga-
tion within network architectures, while OMNI-DC [82] in-
troduced multi-resolution depth guidance.

In practical applications, a limited number of training
samples can be collected for cost-ef�cient deployment in
speci�c environments. Conventional intra-domain methods
can be directly applied in such scenarios. Recently, UniDC
[30] explored few-shot depth completion using hyperbolic
representation [31], while DDPMDC [35] leveraged pre-
trained diffusion models to mitigate data over�tting.
Monocular Depth Estimation. Existing monocular depth
estimation methods can be broadly categorized into three
main types. First, most methods focused on predicting met-
ric depth maps within familiar training domains [9, 74],
while they struggle to generalize to unseen domains. To im-
prove robustness, some approaches predicted relative depth

maps with normalized scales [17, 36, 37, 62, 69], which dis-
regarded scene scales for superior generalization. Recently,
the community explored predicting metric depth maps from
unseen scenes by incorporating the camera focal length
[2, 33, 73]. Our method manipulates the scene scales of
depth maps using their dense predictions.
Pseudo Labeling. As a popular topic in semi-supervised
learning, pseudo-labeling methods focused on leveraging
unlabeled data by synthesizing pseudo labels [22]. The
dominant methods aimed to improve pseudo label qual-
ity for reliable supervision, employing techniques such as
threshold-based selection [18, 43, 53, 75], teacher-student
frameworks [64, 80], and advanced regularization strategies
[21, 43, 63]. These approaches have successfully enriched
the training data of many foundational models [19, 38, 69].
In contrast, our method investigates pseudo labels upon pro-
jection ambiguity for both labeled and unlabeled data.

3. Method
3.1. Problem De�nition
The training data of depth completion comprises annotated
triplets, denotedT = f I; p; dg, whereI represents the in-
put image,p is the sparse depth map captured by the depth
sensors, andd is the dense depth map of ground truth. The
objective is to train a modelF , that can predict the dense
depth mapF (I; p ) using both the input image and sparse
depth map. The model is optimized by minimizing the dif-
ference between the predicted dense depthF (I; p ) and the
ground truthd, formulated as:minF jF (I; p ) � dj.

In the context ofgeneralizabledepth completion, the ob-
jective is updated to train the modelF on source datasets
with tripletsT , while enabling it to effectively generalize to
unseen target data, achieving strong zero-shot performance.

This paper aims to achieve superior generalizable depth
completion with minimal annotation effort. We develop a
label-ef�cient solution, PacGDC, that synthesizes pseudo
triplets T̂ to substitute for original tripletsT . This signi�-
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Figure 4. Overview of the proposed data synthesis pipeline, which leverages multiple depth foundation models, interpolation and relocation
strategies, and unlabeled data. Sparse depth maps are then sub-sampled to form pseudo triplets (marked byX ). This process signi�cantly
enhances data diversity through projection ambiguity while ensuring projection consistency that contributes to generalization.

cantly enhances the diversity of source data, enabling better
coverage for real-world data.

Our approach addresses two main challenges:
� The theoretical process of enhancing data diversity, which

we tackle by leveraging the 2D-to-3Dprojection ambigu-
ity and consistency, as detailed in Sec. 3.2.

� The practical solution of synthesizing quali�ed data that
contributes to generalization, for which we employmul-
tiple depth foundation models, as detailed in Sec. 3.3.

3.2. Geometry Diversity from Projection Ambiguity
and Consistency

Projection Ambiguity. In the pin-hole camera model [52],
the 2D coordinate(ui ; vi ) in the image plane is mapped to
their corresponding 3D position(x i ; yi ; zi ) at pixel i using
the following projection relationship:

di P � 1

2

4
ui
vi
1

3

5 =

2

4
x i
yi
zi

3

5 ; (1)

whereP is the projection matrix anddi is the depth value at
pixel i . By applying a scaling factor� i to both sides of the
equation, the same 2D coordinate(ui ; vi ) can correspond
to a new depth valuêdi = � i di and a scaled 3D position
(� i x i ; � i yi ; � i zi ). This reveals that multiple 3D geome-
tries can project onto the same 2D visual appearanceI , by
manipulating the scene scale of depth pixeldi . This phe-
nomenon is commonly referred to asprojection ambiguity
or scale ambiguity[36, 72].

In this paper, we decompose the projection ambiguity
into two orthogonal sources, as illustrated in Fig. 2 (a):
� Shape ambiguityrefers to that one 2D object can corre-

spond to different 3D shapes in the same position. This
implies that corresponding depth maps may share similar
means but differ in variances.

� Position ambiguitymeans that the same 3D shape can
vary in size and position. This suggests that their depth
maps may have similar variances but varied means.

Remark. These ambiguities indicate that each 3D geome-
try can be uniquely identi�ed by both shape and position.

Projection Consistency.The ambiguities suggest that pre-
dicting target 3D geometry, de�ned by the target depth map,
requires identifying both its shape and position. In the train-
ing tripletsT , the input imageI provides semantic cues to
identify the target shape. As illustrated in Fig. 2 (b), the
2D object with semantic of�Ball� should correspond to the
3D shape of�Sphere� , rather than an unrealistic�Cone�
or �Cylinder� . Meanwhile, the input sparse depthp offers
sparse depth points to regularize the target position.

These consistencies of shape and position are the foun-
dation for achieving generalizable depth completion, where
metric depthscan be effectively identi�ed by these shape
and position cues, even across diverse unseen scenarios.
Geometry Diversity. Building on these insights, we lever-
age projection ambiguity to synthesize numerous pseudo
geometries for the same visual scene, while maintaining
projection consistency between the input dataI; p and the
synthesized depth labelŝd. This process can signi�cantly
enhance the geometry diversity of training data, thus achiev-
ing superior generalizability for depth completion.

We introduce the theoretical process of forming pseudo
triplets T̂ to substitute for original tripletsT . First, we
synthesize a set of dense depth mapsf d̂j gN

j =1 , whereN is
the number of pseudo depth labels per image. The speci�c
synthesis method ensuring shape consistency is detailed in
Sec. 3.3. Next, sparse depth maps are directly sub-sampled
from each pseudo depth label,i.e., f p̂j;k gN;M

j =1 ;k =1 , whereM
is the number of sparse depth maps per dense depth label. In
this paper, we adopt the uniform sampling pipeline in [51]
combined with the LiDAR&SFM patterns sampling in [82].
The sub-sampling naturally maintains consistent positions.
Finally, the pseudo triplets consist of the original visual im-
age, the pseudo depth labels, and the sampled sparse depth
maps,i.e., T̂ = f I; f d̂j gN

j =1 ; f p̂j;k gN;M
j =1 ;k =1 g. This process

generates additional data combinations from the same vi-
sual images, beyond the original tripletsT .

3.3. Quali�ed Synthesis with Scale Manipulation
Our synthesis method aims to achieve two key objectives:
(1) ensuring that the shape of the pseudo dense labels is
consistent with the semantics of the input images, and (2)
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Figure 5. Illustration of basic geometry synthesis.

capturing diverse shapes and positions in the synthesized
geometries. We leveragefoundation models of monocular
depth estimationto accomplish the two goals.
Pseudo Labels from Depth Foundation Model. Depth
foundation models, such as DepthAnything [69] and Depth-
Pro [2], are capable of robustly predicting dense depth maps
with consistent semantic information from a single image,
even across diverse unseen visual scenes. However, their
predictions typically suffer from inaccurate scene scales due
to the scale ambiguity inherent in single images [36]. For
instance, the top-ranking depth estimation method [33] on
the KITTI leaderboard achieves 8.24 iRMSE, signi�cantly
weaker than the top-ranking depth completion method [55]
with 1.83 iRMSE. Furthermore, although many methods
adopt the global af�ne-invariant hypothesis, their predic-
tions exhibit scale variations not only in the global layouts
but also for local objects, as discussed in [56, 72]. These
characteristics enable the manipulation of local and global
scene scales of pseudo depth labels to generate diverse ge-
ometries, while maintaining consistency in shape cues.

Therefore, we denote the pseudo depth labels generated
by the depth foundation modelR from visual inputsI as
d̂ = R (I ). Unfortunately, a singleR only generates one
type of dense predictionR (I ), depending on its network
architecture, training data, and training strategy. To diver-
sify synthesized geometries, we further incorporate inter-
polation and relocation strategies. First, we randomly inter-
polate the original ground-truth depth mapsd with pseudo
dense labelsR (I ). This operation can �ll the geometry cov-
erage between them, as illustrated in Fig. 5. One limita-
tion is that the �lled coverage depends on the initial spatial
positions of the two dense maps. To address this, we ran-
domly relocate the interpolated results into new positions.
The pseudo depth labels are formalized as:

d̂ = � (� R (I ) + (1 � � )d); (2)

where� and� are the random factors for interpolation and
relocation, respectively. The diversity introduced by these
strategies is demonstrated in Fig. 3, and their effects are also
veri�ed in the ablation study in Sec. 4.4.
Extensions to Multiple Foundation Models and Unla-
beled Images.The basic synthesis pipeline can be extended
by using multiple depth foundation models and incorporat-
ing unlabeled images. First, instead of relying on a single

Datasets Indoor Outdoor Label Size

Matterport3D [5] X RGB-D 194K
HRWSI [62] X X Stereo 20K
VKITTI [10] X Synthetic 21K
UnrealCV [50] X X Synthetic 5K
BlendedMVS [71] X X Stereo 115K
SA1B [19] (subset) X X None 390K

Table 1. The details of training datasets.

modelR , we update it to a set of modelsfR t gL
t =1 , where

L denotes the number of depth foundation models. This ex-
pansion increases the variety of pseudo dense labels, yield-
ing R t (I ). By combining these models with the interpola-
tion and relocation strategies from Eq. (2), the pseudo depth
labels are updated as follows:

d̂ = �

 
LX

t =1

� t R t (I ) + (1 �
LX

t =1

� t )d

!

; (3)

where� t is random interpolation factor for each foundation
model, with the constraint

P L
t =1 � t � 1. This paper adopts

two foundation models with quite different designs as ex-
amples, including DepthAnything [69] and DepthPro [2].

As discussed in Sec. 3.2, PacGDC emphasizes assigning
multiple pseudo depth labels to a single visual scene. This
design shifts the model’s focus from regular�tting dataset
priors to ourslearning geometric alignment. It suggests that
pseudo data, even without ground truth scene scale, can still
contribute effectively to training generalizable depth com-
pletion models. This insight motivates us to incorporate un-
labeled imagesI u into our synthesis pipeline, further en-
riching data diversity from additional semantics and scene
scales. Consequently, the set of visual images expands to
Î = f I; I u g. In this study, we incorporate 390K unlabeled
images from SA1B dataset [19] for validation.

Remark. The �nal triplets T̂ are constructed by three ele-
ments: visual imageŝI , pseudo dense labelŝd generated by
Eq. (3) from Î 1 , and sparse depth mapŝp sampled from̂d.

The synthesis pipeline is illustrated in Fig. 4, which sig-
ni�cantly enhances data diversity without requiring any ad-
ditional real annotations. The ablation study of these strate-
gies is provided in Sec. 4.4.

3.4. Learning from Synthesized Triplets

Learning from such large-scale, diverse, and ambiguous
training data presents a challenge for existing depth com-
pletion frameworks. To effectively leverage our synthe-
sized data, we integrate our data settings into the SPNet [51]

1Eq. (3) is available for unlabeled images by setting
P L

t =1 � t = 1
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Methods ETH3D Ibims NYUv2 DIODE Sintel KITTI Mean #

RMSE MAE RMSE MAE RMSE MAE RMSE MAE RMSE MAE RMSE MAE RMSE MAE

LRRU [54] 5226 3932 796 599 1924 1387 9014 5714 18250 13249 10783 7450 7665 5389
ImprovingDC [55] 36479 5231 1021 845 2279 1809 9451 6562 18256 13787 11705 8396 8198 6105
NLSPN [29] 2283 1367 239 116 414 210 5172 2379 43424 34221 4170 1911 9284 6701
CFormer [78] 1821 810 215 71 421 174 5176 2197 26415 21807 4400 1960 6408 4503
G2MD [50] 1420 691 196 58 382 150 5026 2114 3612 917 3690 1607 2387 923
SPNet [51] 1544 569 177 47 399 154 5070 2078 3312659 3124 1240 2271 791
OMNI-DC [82] 929 420 165 46 357 139 4848 2076 7733 3989 3050 1191 2847 1310
Ours 907 454 160 46 376 147 4721 1984 2961 580 2673 1172 1966 731

Table 2. Zero-shot depth completionon the six datasets with sparse depth maps obtained by uniformly sampling 10%/1%/0.1% valid
pixels. Thebold indicates the best result, and the underlineindicates the second-best result.

Methods VOID-1500 VOID-500 VOID-150 KITTI-64L KITTI-16L KITTI-4L Mean #

RMSE MAE RMSE MAE RMSE MAE RMSE MAE RMSE MAE RMSE MAE RMSE MAE

LRRU [54] 835 530 937 637 1000 685 2124 742 4968 2943 12658 9466 3753 2501
ImprovingDC [55] 950 595 1160 850 1251 949 2200 1118 4281 2325 11421 8044 3544 2313
NLSPN [29] 431 156 484 192 571 247 1627 501 2174 711 4133 1690 1570 583
CFormer [78] 426 144 460 170 522 208 1513 359 2221 601 4768 1835 1652 553
G2MD [50] 383 117 417 141 484 181 1570 352 2138 572 3941 1648 1489 502
SPNet [51] 353 104 375 119 430 151 1523 331 2108 537 3268 1148 1343 398
OMNI-DC [82] 391 121 422 143 478 177 1191 270 1682 441 2981 997 1191 358
Ours 348 102 363 114 409 141 1375 337 1702 460 2685 896 1147 342

Table 3. Zero-shot depth completionon VOID dataset with 1500/500/150 sparsity levels from visual-inertial odometry system, and
KITTI dataset with 64/16/4 beam lines from vehicle LiDAR.

framework, known for its ef�ciency and strong generaliza-
tion ability. The source training datasets, detailed in Tab. 1,
include 355K labeled samples and 390K unlabeled samples.
Computational Cost Analysis.Since our work focuses on
training data diversity, it does not introduce any additional
computational cost during inference. This ensures that our
model fully retains the ef�cient inference of SPNet, whose
�Tiny� model achieves 126.6 image/s on a single 3090 GPU
at 320� 320 resolution. In comparison, competing meth-
ods such as G2-MonoDepth [50] and OMNI-DC [2] achieve
only 69.5% and 8.4% of SPNet’s speed, respectively.

The computational cost is primarily introduced during
training. Our method consists of four main components:
depth foundation models, unlabeled images, interpolation,
and relocation. The latter two introduce only minimal ad-
ditional multiplication and addition operations. For depth
foundation models, their predictions can be precomputed
and loaded on demand. Therefore, the primary additional
cost derives from unlabeled images, resulting in an addi-
tional 390K/355K computations in our implementation.

4. Experiment
Our experiments consider two practical applications:zero-
shot depth completionin Sec. 4.2 andfew-shot depth com-
pletion in Sec. 4.3. Additional experimental results are in-
cluded in the supplementary materials.

4.1. Settings

Evaluation Protocol. Zero-shot depth completion: Fol-
lowing zero-shot depth estimation [69], we impose no re-
strictions on the model training, evaluating only released
models on the same test setups. The test datasets include
two types: (1) sparse depth maps obtained by uniformly
sampling 10%/1%/0.1% of valid pixels from the ETH3D
[40], Ibims [20], NYUv2 [42], DIODE [46], Sintel [3],
and KITTI [11] datasets, as used in [50, 51]; (2) sparse
depth points captured by visual-inertial odometry system
with 1500/500/150 sparsity levels on VOID [58] dataset,
and by vehicle LiDAR with 64/16/4 beam lines on KITTI
dataset.Few-shot depth completion: All models are trained
on sequentially selected subsets of 1, 10, 100, and 1000
samples from the KITTI training set (i.e., 86K samples),
and evaluated on its validation set with 1000 test samples.
Implementation Details. Zero-shot depth completion: We
adopt the �Large� model of SPNet for the best performance,
while sacri�cing 47% inference speed. The model is trained
using the AdamW optimizer with batch size 192, running
on six 3090 GPUs. The initial learning rate is 0.0002 with
cosine learning rate decay using 100 epochs.Few-shot
depth completion: Our models are initialized by pre-trained
weights from the zero-shot phase. We adopt 1/10 initial
learning rate for this �ne-tuning. The batch sizes are set to
f 1, 1, 4, 4g when usingf 1, 10, 100, 1000g training samples.
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Shot Methods RMSE# MAE # iRMSE# iMAE #

1

LRRU [54] 2138 679 95.69 2.94
ImprovingDC [55] 1358 337 4.68 1.43
SparseDC [25] 1757 636 8.30 3.65
UniDC [30] 1684 522 - -
Ours 1078 250 2.90 0.98

10

LRRU [54] 1337 342 5.54 1.38
ImprovingDC [55] 1316 315 4.13 1.26
SparseDC [25] 1438 380 10.22 1.86
UniDC [30] 1385 407 - -
Ours 969 238 2.70 0.96

100

LRRU [54] 1261 295 4.02 1.17
ImprovingDC [55] 1241 304 4.01 1.27
SparseDC [25] 1203 325 4.42 1.48
UniDC [30] 1224 339 - -
Ours 911 229 2.54 0.96

1000

LRRU [54] 1105 266 3.34 1.09
ImprovingDC [55] 1121 279 3.79 1.15
SparseDC [25] 1049 263 3.57 1.14
Ours 830 220 2.28 0.91

Table 4. Few-shot depth completionon KITTI with 64 line Li-
DAR using 1, 10, 100, and 1000 training samples.

Figure 6. �Few-shot vs full-shot� on KITTI with 64 line Li-
DAR. The horizontal axis denotes that our models use 1, 10, 100,
and 1000 training samples, while the baselines use 86K samples.
The self-supervised baselines include VLO [44], KBNet [57], Au-
gUndo [61], and DesNet [67]. The supervised baselines include
S2D [26], TWISE [16], GAENet [6], and ImprovingDC [55].

Baseline Details. Zero-shot depth completion: The base-
lines include several generalizable depth completion meth-
ods: G2-MonoDepth (G2MD) [50], OMNI-DC [82], and
SPNet [51], as well as fully supervised methods: NLSPN
[29], CFormer [78], LRRU [54], and ImprovingDC [55]. To
ensure zero-shot testing, the fully supervised methods are
retrained on large-scale datasets provided by SPNet.Few-
shot depth completion: We retrained recent methods, LRRU
[54], ImprovingDC [55], and SparseDC [25] in the same
few-shot setting for direct comparison. The of�cial results
of UniDC [30] are listed for reference. To highlight our

Shot Methods RMSE# MAE # iRMSE# iMAE #

1

LRRU [54] 5558 3708 259.59 23.60
ImprovingDC [55] 3322 1473 12.69 7.22
SparseDC [25] 5950 3997 12598.67 250.22
Ours 1662 455 3.54 1.42

10

LRRU [54] 3206 1329 12.30 5.56
ImprovingDC [55] 3092 1350 13.06 6.20
SparseDC [25] 3507 1659 50.56 9.61
Ours 1524 426 3.32 1.37

100

LRRU [54] 2646 1014 14.14 4.37
ImprovingDC [55] 2642 1043 10.07 4.55
SparseDC [25] 2235 798 19.30 3.47
Ours 1425 339 3.07 1.29

1000

LRRU [54] 2092 713 6.21 2.79
ImprovingDC [55] 2259 843 7.82 3.67
SparseDC [25] 1863 606 5.79 2.36
Ours 1297 371 2.82 1.22

Table 5.Few-shot depth completionon KITTI with 64/32/16/8/4
lines LiDAR using 1, 10, 100, and 1000 training samples.

Figure 7. �Few-shot vs full-shot� on KITTI with 64/32/16/8/4
lines LiDAR. Our model is trained with 1000 samples, while the
baselines use 86K samples including SparseDC [25], PackNet-
SAN [13], PeNet [15], and SPAgNet [8].

model, we further evaluate it, using less than 1000 samples,
against full-shot baselines, trained with 86k samples. Their
results are directly taken from the original papers.
Metric Details. We use standard evaluation metrics in-
cluding root mean square error (RMSE), mean absolute er-
ror (MAE), root mean square error of the inverse depth
(iRMSE), and mean absolute error of the inverse depth
(iMAE). All results are reported inmillimeters (mm).

4.2. Zero›Shot Depth Completion
In this section, we show model capability across zero-shot
environments, which is unobserved during training.
Uniformly Sampled Depths. We begin evaluation on
sparse depth maps with uniformly sampled valid pixels at
10%/1%/0.1% sparsity levels, across six unseen datasets.
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