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Abstract

Infrared and visible image fusion (IVF) endeavors to
engineer composite outputs by blending optimal virtues
of divergent modalities. This paper reveals, unprecedent-
edly, the intrinsic “attention properties” of infrared images,
which directly arise from their physical characteristics (i.e.,
heat distribution) and can be linked to attention mecha-
nisms naturally, as observed in the gradient-weighted class
activation mapping (Grad-CAM) visualization analysis of
image classification models. To incorporate this property
into IVF for better fusion, we propose the source infrared
cross attention (I-SCA) and further extend it to the visi-
ble modality, subsequently introducing the source visible
cross attention (V-SCA). The joint use of I-SCA and V-SCA
greatly alleviate longstanding issues, such as insufficient
and incomplete multimodal feature interaction and fusion,
in IVF. Moreover, an auxiliary component for I-SCA and V-
SCA, termed CBSM, is employed to boost the channel, map
space, and suppress redundancy and misleading informa-
tion of the source images. Specifically, we directly treat the
CBSM-processed raw image as the query, while the inter-
mediate features of another modality are treated as keys and
values in I-SCA and V-SCA. Unlike attention mechanisms
that divide images into patches or limit computations to lo-
cal windows, our cross attention modules achieve smoother
and more robust IVF through true global modeling across
the entire image space with linear complexity. Compar-
ison with current SOTA methods on three popular public
datasets confirms its superiority.

1. Introduction

IVF, a bedrock of image processing, with the objective
of engendering a composite that encapsulates the consider-
able thermal radiation from infrared and the intricacies de-
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Figure 1. (a, b) Grad-CAM visualization results for two images
(00022004, 00028021), both labeled as “dog”, predicted by the fi-
nal layer of ResNet-50 on the ImageNet validation set. The color
gradient from red to blue indicates the decreasing level of attention
paid by the model to different regions. (c) An infrared image ex-
ample (00519D) consists of highlighted thermal radiation regions
and remaining ordinary regions from the MSRS dataset. (d) Visi-
ble image of the same scene corresponding to subplot (c). (e) Sub-
plot (c) is displayed by applying the Jet colormap. (f) The negative
transformation of subplot (c) is visualized with the Jet colormap.

tail from visible. Prior to the surge in deep learning, this
process was typically achieved by traditional algorithms in
spatial and transform domains [ 1]. However, thanks to the
development of neural networks and attention mechanisms,
heuristic algorithms have become more widely adopted.

In this paper, we draw inspiration from the Grad-CAM
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[22] visualization results of classic image classification
models, such as ResNet-50 [9], and discover the inherent
“attention properties” of infrared images. These Grad-CAM
visualizations, as shown in Fig. 1(a) and Fig. 1(b), reveal
how the model assigns varying weights to different regions
during the prediction process: regions marked in red rep-
resent “important areas” that exert a substantial impact on
the classification result, while regions marked in blue cor-
respond to “general areas” with lesser contribution. Inter-
estingly, we observe that the structural characteristics of in-
frared images (e.g., as shown in Fig. 1(c)) are strikingly sim-
ilar to the Grad-CAM images, as both consist of important
areas and general areas (in infrared images, these regions
correspond to the highlighted areas with higher thermal en-
ergy and the darker zones with lower energy). To more in-
tuitively showcase this similarity, we re-map the infrared
image with the Jet colormap (see Fig. 1(e)).

Based on these observations, we believe that infrared
images inherently possess an attention property similar to
the one exhibited by Grad-CAM. Unlike image classifica-
tion models, which require be trained to learn attention pat-
terns, the attention properties of infrared images directly
stem from their physical characteristics—the heat distribu-
tion. Moreover, this attribute is not only more specific and
accurate but also avoids issues such as insufficient or misdi-
rected attention that may occur in image classification mod-
els. For instance, when ResNet-50 processes the dog in
Fig. 1(a), it focuses only on the dog’s eyes, and when pro-
cessing the dog in Fig. 1(b), it not only focuses on the dog
itself but also incorrectly attends to irrelevant backgrounds.
In contrast, infrared images provide precise localization of
heat sources, ensuring that all attention is concentrated on
specific areas.

Based on the above finding, an immediate question
arises: how can we fully leverage the inherent attention
properties of infrared images to obtain better-fused images
in IVF? Intuitively, we think that it can be linked to the at-
tention mechanism [26], as both essentially represent the
importance of different regions. Furthermore, the interac-
tion of cross-modal features plays a pivotal role in image
fusion. Therefore, our goal is to introduce the attention
properties at this stage to counteract the persistent obstacles
in image fusion, such as inadequate cross-domain informa-
tion exchange and incomplete multimodal feature fusion,
thereby enhancing the caliber of the merged images.

Specifically, we propose the source infrared cross atten-
tion (I-SCA) based on a modified Restormer [36], which
can perform global feature modeling in the image space
with linear complexity. I-SCA first takes the original in-
frared image and the intermediate features of the visible im-
age as inputs. It then treats the infrared image as the query
(Q), thanks to the properties of infrared images, which al-
low them to be directly used as queries without processing,

while the visible features serve as the keys (K) and values
(V), enabling an infrared heat prior-guided cross-domain
information exchange. However, this approach can only
prioritize on “important areas”’, whereas image fusion is a
global pixel-wise task that demands equal treatment for all
areas. Fortunately, a facile solution is to treat the negative
transformation of the infrared image (as shown in Fig. 1(f))
as another query to allow significant attention complemen-
tarity.

Nevertheless, using I-SCA only also faces a critical prob-
lem, i.e., it can only capture “infrared-guided” cross-modal
interaction features. Theoretically, the optimal fused image
could be obtained by simultaneously fusing features dom-
inated by both infrared and visible images. Therefore, we
make a bold inference: we extend the discovery to visible
and, based on this, propose the source visible cross atten-
tion (V-SCA). While visible images lack explicit physical
saliency, their visually significant regions (e.g., edges, tex-
tures, and contrast) can still serve as effective priors.

Finally, since both I-SCA and V-SCA require inputs to
have the same channels, but the channels of the source
image and the intermediate representation from the other
modality are not consistent, we deploy an adaptive channel
boosting and intelligent space mapping module (CBSM),
which also serves crucial roles in transforming the feature
space of the source image from its initial state to one more
suitable for attention mechanisms to reduce discrepancies
between features at different stages and suppressing redun-
dancy or misleading content contained in the initial im-
ages. To validate the effectiveness of [-SCA, V-SCA, and
CBSM, extensive analysis are conducted on three popular
public datasets. Experiments demonstrate that both qual-
itative and quantitative results outperform state-of-the-art
(SOTA) methods.

The essence of our contributions is as follows:

* We observe a strong structural correlation between in-
frared images and Grad-CAM, leading us to hypothe-
size, for the first time, that infrared images possess an
inherently exceptionally precise attention property.

* Based on this attention property, we propose a heat-
distribution-prior-guided cross-modal attention mech-
anism, which can be further extend to the visible
modality. Additionally, an auxiliary module, CBSM, is
deployed to complement the proposed attention mech-
anism for further enhancing fusion quality.

e Our findings inspire a novel paradigm guided by
source image priors for image fusion, significantly al-
leviating challenges in cross-domain feature interac-
tion and fusion faced by current methods.

* Comprehensive experiments instituted on three promi-
nent available datasets with SOTA works demonstrate
the superiority.
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2. Related Works

2.1. Attention-based Fusion Methods

The triumph of transformer [26] in NLP has sparked con-
siderable interest across the academic community. To es-
tablish a foundation for the integration of this technology
in computer vision, Alexey et al. proposed Vision Trans-
former (ViT) [6], which segments an image into multiple
units, then flattens the units into a shape compatible with
text sequences, allowing direct application of the original
transformer for long-range modeling. Subsequently, works
such as TUfusion [41], DATfuse [24], HitFusion [4], AFT-
Fusion [3], etc., extended ViT to the image fusion task.
On the one hand, TUFusion adopted an encoder-decoder
pipeline, featuring a dual-branch structure that merged par-
allel DenseBlock [12] and ViT in the encoder. DATFuse, on
the other hand, incorporated channel and spatial attention
mechanisms similar to CBAM [31] before the self-attention
mechanism and performed fusion at the image level. Al-
though transformer-based methods have shown great effec-
tiveness, they are consistently constrained by the computa-
tional burden of the self-attention in image space. To rem-
edy this issue, Liu et al. proposed SwinTransformer [18],
which divides images into patches and further splits the
patches into multiple windows, restricting self-attention to
each window. Later, SwinFuse [29] used a full SwinTrans-
former approach to obtain fused images. SwinFusion [20]
further extended this by introducing a cross-modal Swin-
Transformer, which generalizes window attention to cross-
modal feature fusion. However, the practice of restricting
attention to local regions contradicts the fundamental idea
of attention mechanisms, which is to model global infor-
mation. To achieve true overall modeling linearly, Zamir
et al. proposed Restormer, which introduces multi-dconv
head transposed attention (MDTA) and gated dconv feed-
forward network (GDFN) to replace the self-attention and
feed-forward network [36]. Later, CDDFuse [42] further
validated the effectiveness of the Restormer in image fu-
sion. However, it only applied the Restormer to a sin-
gle modality and overlooked the potential for feature in-
teractions across multiple modalities. This paper narrowed
down the challenge of interaction between different modal-
ities by proposing I-SCA and V-SCA, and further enabled
Restormer to be used for the multimodal information inter-
action problem.

2.2. CNN-based Fusion Methods

Currently, the realm of deep learning-driven fusion is
segmented into various types, encompassing techniques re-
liant on autoencoders, end-to-end models, unified mod-
els, amalgamations with downstream or other specialized
tasks, and approaches utilizing generative adversarial net-
works (GAN). Autoencoder-based methods [14, 32] first

train an encoder-decoder pair on datasets like COCO [15]
and then directly generalize them for image fusion. How-
ever, the performance of such methods is markedly ham-
pered by the quality of the fusion rules designed subjec-
tively, and developing a fusion strategy that works well
with the encoder-decoder framework is not trivial. Conse-
quently, a series of end-to-end methods [8, 13] were later
proposed. These methods train all modules, including the
feature fusion layer, with learning strategies, which greatly
reduces the challenges related to constructing fusion strate-
gies in autoencoder-based methods. Furthermore, as im-
age fusion has evolved, the community has become dissat-
isfied with using a single model to solve just one specific fu-
sion task, leading to unified models [5, 17, 45] for multiple
tasks. However, these methods adopt a re-training strategy
for each new task, rather than using a single weight param-
eter to handle multiple tasks simultaneously. Meanwhile,
along with the development of downstream tasks such as
object detection [2, 27, 28], scene reconstruction [39], etc.,
a major trend has been to combine image fusion with these
computer vision sub-tasks, facilitating the mutual promo-
tion of both [37, 40]. Another category of methods [34, 44]
leverages large language models such as GPT [1] and CLIP
[21] to guide the fusion process, achieving cross-domain in-
tegration for different tasks. Finally, GAN-based methods
[30, 38] transform the fusion into an adversarial problem.
Through continuous antagonistic training, the generator’s
output progressively converges toward the target distribu-
tion. Nevertheless, these techniques face hurdles like mode
collapse, erratic training, and a lack of clear understand-
ing. Later works proposed denoising diffusion model-based
methods [35, 43] to address these issues. Although the core
innovation of this study lies in source images prior-guided
cross-modal attention, approximately half of the compo-
nents are still based on the convolutional neural network
(CNN). To ensure a comprehensive evaluation, we under-
take a comparative analysis of it with several recent CNN-
based SOTA methods discussed above.

3. Method
3.1. Overall Architecture

In this work, a hybrid of CNN and attention mechanisms
is employed to achieve the IVFE. The overall architecture is
shown in Fig. 2. Specifically, we construct a serial pipeline,
consisting of SE-ResNet Block [10], Restormer Block [36],
and I-SCA/V-SCA for infrared and visible branches. For
each modality, we first employ the SE-ResNet Block (the
SE acts as a gating mechanism to suppress information re-
dundancy by refine features) for initial feature extraction
while increasing the feature channel from ch_in to ch_mad.
The Restormer Block then performs further deep extraction
with another key function of transforming the feature space
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Figure 2. The overall architecture of our method, which incorporates SE-ResNet Block, Restormer Block, I-SCA/V-SCA, and CBSM. ir,
vi denote infrared and visible images, and ¢r_n, vi_n signify negative transformations of infrared and visible images. ch_in, ch-mid, and
ch_out represent input, middle, and output channels, respectively. “C” indicates a channel-wise concatenation operation. “Q” stands for
the query in the attention mechanism, while “K” and “V” symbolize the key and value, respectively.

from the domain where convolutional operations excel to
the one where attention is more effective, thereby facilitat-
ing the subsequent cross-modal feature interaction. The I-
SCA/V-SCA subsequently takes the features of the current
modality along with either the image of another modality
processed by CBSM or the negative transformation of that
image for feature interaction. Post processing via I-SCA/V-
SCA, a quartet of feature maps, steered by the originating
image, is acquired. Then they will merge across the chan-
nel dimension and be processed through an additional SE-
ResNet Block before being output.

3.2. CBSM

SE Block

s

Conv 3 x 3
Conv 3 x 3
PReLU

Figure 3. The composition of adaptive channel boosting and in-
telligent space mapping module (CBSM). The SE is employed to
suppress redundancy and misleading information in the source im-
ages. ® denotes a channel-wise multiplication operation.

Since attention calculation in I-SCA and V-SCA re-
quires all channels of inputs to be consistent, it is imper-
ative to augment the channel dimension of the source image

from ch_in to ch_mid. In general, this can be achieved
by Parameters, Convixi, or Convsxs. However, all
three have a common problem: after channel expansion,
the multi-channel feature space still remains in the initial
state. In cross-modal attention, directly using feature val-
ues from the raw space for interaction with deep features
will significantly degrade the information exchange effect
due to spatial discrepancy. Therefore, a key issue is how
to reduce the gap between them. Additionally, the source
image may introduce redundancy or misleading cues in cer-
tain cases, making it crucial to mitigate potential negative
effects. To address this, CMSM module, which consists
of convolutional layers (for channel boosting), activation
layers (for spatial mapping), and Squeeze-and-Excitation
(SE) [10] layer (for suppressing negative influences) is em-
ployed, as shown in Fig. 3. The structure of CMSM is in-
tentionally simple, because it aligns with our goal of using
the raw image priors to guide feature interactions. A more
complex design could significantly alter the initial pattern
of the source image, conflicting with our motivation. For
the input source image, denoted as I7%% € RH*Wx1 thig
module performs the following operations:

I'"™ = o (SE (Convsxs (a (Convzxs (IF°))))) . (1)

The result of Eq. (1), denoted as I17* € RITXWx48 repre-
sents the image after channel boosting and space transfor-
mation. The variable m represents different input modal-
ities, and desirable values include ir, vi, ir_n, and vi_n.
ir_n and vi_n denote the negative transforms of the infrared
and the visible image, respectively. « (-) is the parametric
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rectified linear unit (PReLU).

3.3. Cross Attention Based on Source Images

trs
Im
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@ Matrix Multiplication
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Figure 4. Our proposed I-SCA and V-SCA, both of which consist
of two modules: I-DCA/V-DCA and GDEN. Structurally, the two
are identical, differing only in their input content.

The introduction of I-SCA and V-SCA aims to reduce
the difficulty of multimodal feature interactions. The struc-
tures of these two components are illustrated in Fig. 4. In
fact, both share an identical structural composition, differ-
ing only in the content of their inputs. Although the sym-
metrical design is used between I-SCA and V-SCA, this
does not imply an inability to reflect modal heterogene-
ity. On the contrary, I-SCA emphasizes the heat distri-
bution, contours, and structural priors of infrared images,
while V-SCA focuses on edges, textures, and high-contrast
guidance. Specifically, I-SCA comprises the dual-dconv in-
frared cross attention (I-DCA) and the gated dconv feed-
forward network (GDFN). Its inputs include I!"* (or I!",
and the visible features f eatﬁid, which are processed by
the Restormer Block in the visible branch. In contrast, V-
SCA is composed of the dual-dconv visible cross attention
(V-DCA) and the GDFN, with inputs I?7* (or I'"% ) and the
infrared features feat]"'

To illustrate the working mechanism of I-SCA and V-
SCA, we demonstrate I-SCA, with inputs I/7* and feat!:?,
as an example. In I-SCA, both I/ and feat™" first un-
dergo the layer normalization (LN) in I-DCA. Following
this, Iff S is directly used as the query (Q) after LN, while
featﬁ’d is further processed to generate the key (K) and

value (V). The process is described as follows:

v

K,V = Dconv (C’onlel (LN (featmid))) ., ()

where Dconv (-) denotes the depthwise separable convo-
lution, consisting of two steps: depthwise convolution and
pointwise convolution. This operation preserves spatial di-
mensions and independently processes the channels at each
spatial position. Subsequently, the Q (I/7*), K, and V are

reshaped for compatibility and undergo the following oper-
ation:

featf:i = Convix1 (V - Softmazx ((If:s . K) ® s))
+ feat™, (3)

vl )

ori

resulting in infrared-oriented intermediate features feat;, ",
where © represents element-wise multiplication, and s is
a learnable parameter. These features are then processed

through the GDFN module as follows:

Y1,Y2 = Dconv (Convyxy (LN (featf:i))) S

featd™ = Convixi (GELU (Y1) ® Ya) 4 featd™, (5)

ir i

where GELU refers to the Gaussian Error Linear Unit.
After the above process, four source images-oriented
features, which are further refined by GDFN, denoted as

featfy , are obtained. These features, corresponding to
different modalities (m = ir, vi, ir_n, and vi_n), are ar-
ranged along the axis of the channel and further refined
by another SE-ResNet Block. The transformation of self-
attention from the spatial dimension to the channel dimen-
sion, implemented by Dconv (-) and Convyx1 (-), ensures
the linear computational characteristic of I-SCA and V-
SCA. Additionally, the gating mechanism within the GDFN
effectively suppresses redundant features, allowing only
beneficial features to propagate through the module.

3.4. Loss Function

Our approach utilizes intensity (L;,;) and gradient
(Lgraa) loss techniques to guarantee comprehensive and de-
tailed data for the combined image. The complete loss is
characterized as:

Liotar = a1 Lint + Lg'r‘adv (6)

where o represents the intensity loss factor. The specific
definition of intensity loss is as follows:

1
Lint = gyl maz (2, 1) = featyy,l;, ()
where max (-) represents the element-wise maximum op-
eration, feat,,, signifies the final output of our model, and
[I-]l; denotes the {;-norm. Inspired by [42] and [7], the gra-
dient term combines Sobel for edge preservation and Lapla-
cian for noise suppression, guiding the model to capture

13517



valuable information while avoiding distractions. The for-
mula is defined as follows:

Lyraqd = asLs +asly, ®)

Ls lmaz (Vs I [Vs i) — Vs featoulll;,

€))

1
- HW

Ly = O (max (VLI |, IV LIE)) — Vi feat oy,

vt

(10)
where ay and a3 are the coefficients of the Sobel gradient
loss and the Laplace gradient loss, respectively. |- | refers

to the absolute operation. Vg and V|, respectively refer
to the Sobel and Laplacian gradient operator. O (|z|) =
x represents the initial gradient value retrieved before the
absolute value process is executed.

4. Experiments

4.1. Setup

Datasets. During the training stage, the MSRS [23] train-
ing set is utilized. For additional enhancement of the train-
ing set, 200 pairs are randomly chosen from the RoadScene
[33] dataset as a supplement. During the evaluation stage,
we use the MSRS test set. Furthermore, to assess the gen-
eralization ability of our method, we conduct tests on the
M3FD [16] and TNO [25] datasets no any re-training or
fine-tuning. It’s important to recognize that due to the high
resolution of images in the M3FD dataset, some contrast
methods have extremely prolonged runtimes. To expedite
testing, the images are resized to half their initial resolu-
tion, and the precision for all methods on M?FD is reported
based on the resized resolution.

Implement Details. The hardware setup includes an
NVIDIA TITAN RTX and a 3.6 GHz Intel Core i9-9900K,
with the code implemented in PyTorch. The Adam op-
timizer, without weight decay, are employed to optimize
the network parameters. The training phase consists of 60
epochs, a batch size of 4, an initial learning rate of 104,
and the learning rate is halved every 25 epochs. In the train-
ing phase, input images undergo random cropping into 128
x 128-sized segments and are transformed from RGB for-
mat to Y, Cb, and Cr. The coefficients for the terms in
loss are configured as: a3 = 0.1, s = 1, and a3 = 10,
which are based on the experience from our previous work.
The channels at various stages is respectively defined as
ch_in = 1, ch_mid = 48, and ch_out = 1.

4.2. Comparison with SOTA Methods

Competing Methods. To validate the effectiveness of our
method, we compare it with seven state-of-the-art works:

Table 1. Quantitative results of our method compared to seven
state-of-the-art methods on the MSRS, MFD, and TNO datasets.
Bold indicates the best result, and underlining represents the sec-
ond best.

MSRS
Publisher VIFT SCD1 MIT Qabf{ SSIMT MS.SSIM{ FMIT
LRRNet[13] 23 TPAMI 0544 0791 2945 0457  0.859 0.848 0919
CoCoNet[17]  24TICV  0.660 1387 2219 0279 0733 0.747 0.884
MetaFusion [40] 23CVPR 0726 1486 1.684 0478 0912 0.904 0.908
TUFusion [41]  24TCSVT 0569 1298 2575 0229  0.885 0.898 0.909
DATFuse [24]  23TCSVT 0906 1410 3897 0640  0.955 0.956 0912
SwinFusion [20]  22'JAS 0990 1.690 4.549 0654  0.968 0969 0931
CDDFuse [42]  23'CVPR  1.051 1621 5015 0693 0967 0.966 0.930
Ours 251CCV  1.061 1700 5111 0715 0981 0.975 0.933
MFD
Publisher ~VIF? SCDt MIT Qabff SSIM{ MSSSIM? FMI{
LRRNet[13] 23 TPAMI 0493 1460 2875 0466  0.891 0.870 0.862
CoCoNet [17]  24TICV  0.624 1769 2813 0399 0875 0.854 0.853
MetaFusion [40] 23CVPR 0701  1.665 2570 0387  0.854 0.861 0.850
TUFusion [41]  24TCSVT 0400 1502 2965 0.189  0.788 0.864 0.856
DATFuse [24]  23TCSVT 0.590 1280 4.038 0489  0.855 0.831 0.849
SwinFusion [20] ~ 22TAS 0690 1574 4097 0583  0.947 0.903 0.872
CDDFuse [42]  23CVPR 0720 1.647 3999 059  0.951 0913 0871
Ours 25TCCV 0759 1660 3.771  0.654  0.964 0.923 0.883
TNO
Publisher VIF? SCD{ MIT Qabf? SSIMT MS.SSIM{T FMIT
LRRNet[13]  23TPAMI 0582 1.594 2593 0363  0.870 0.870 0.836
CoCoNet[17]  24TICV  0.655 1717 2161 0297  0.807 0.818 0.871
MetaFusion [40] 23CVPR ~ 0.661 1730 1.652 0298  0.788 0.815 0.877
TUFusion [41]  24TCSVT 0465 1599 2094 0224  0.825 0.867 0.893
DATFuse [24]  23TCSVT 0.690 1410 3.192 0503  0.849 0.819 0.878
SwinFusion [20]  22'JAS 0743 1687 3273 0516  0.937 0.899 0.900
CDDFuse [42]  23'CVPR 0783 1770 3061 0517 0929 0.908 0.899
Ours 251CCV 0836 1724  3.508 0588  0.932 0904 0914

LRRNet [13], CoCoNet [17], MetaFusion [40], TUFu-
sion [41], DATFuse [24], SwinFusion [20], and CDDFuse
[42]. CoCoNet, LRRNet, and MetaFusion are primarily
CNN-based methods, while SwinFusion is dominated by
the SwinTransformer architecture. TUFusion, DATFuse,
CDDFuse, and our method adopt a hybrid mode that com-
bines CNN and attention mechanisms.

Evaluation Metrics. We conduct a comprehensive analy-
sis from both qualitative and quantitative perspectives. The
qualitative comparison mainly relies on human subjective
evaluation of the visual effects of the fused images, primar-
ily concentrating on the preservation of texture details and
the retention of salient thermal radiation targets. The quan-
titative evaluation employs seven mainstream image qual-
ity assessment metrics: visual information fidelity (VIF),
the sum of the correlations of differences (SCD), mutual
information (MI), gradient-based similarity measurement
(Qabf), structural similarity index measure (SSIM), multi-
scale structural similarity (MS-SSIM), and feature mutual
information (FMI). All selected metrics are positive, with
higher values indicating better performance. Detailed ex-
planations can be found in [19].

Qualitative Comparison. The qualitative comparison re-
sults are shown in Fig. 5, which comprises three groups of
images arranged from top to bottom, based on the MSRS,
M3FD, and TNO datasets, respectively. The first group of
images demonstrates the ability of different methods to pre-
serve thermal radiation information. DATFuse, LRRNet,
and TUFusion fail to effectively retain thermal radiation
targets, while MetaFusion, CoCoNet, and SwinFusion pro-

13518



Infrared Visible

CDDFuse MetaFusion

DATFuse

SwinFusion

DATFuse

CoCoNet LRRNet

TUFusion

Infrared Visible CoCoNet LRRNet

L C_DD_Fusi ______ M e_taFisioi L _SwiiFuiion_ ______ T U_Fusi)n _______ (iurs_ o
Infrared Visible DATFuse CoCoNet LRRNet
CDDFuse MetaFusion SwinFusion TUFusion Ours

Figure 5. Visual comparison results of our method with seven state-of-the-art methods on typical image pairs from MSRS (the first group),

MPFD (the second group), and TNO (the third group) datasets.

duce distortions in the legs of the highlighted person. The
second and third groups of images illustrate the capability
of different methods to preserve details. For instance, nei-
ther the clouds in the second group nor the shrubberies in
the third group are effectively preserved by DATFuse, LRR-
Net, SwinFusion, and TUFusion, while CoCoNet and Meta-
Fusion introduce significant noise. Only CDDFuse and our
proposed method perform well in both aspects.

Quantitative Comparison. The quantitative comparison
results are presented in Tab. 1. In the context of the MSRS
dataset, our method ranks first across all evaluation met-
rics, demonstrating the following advantages. 1) The opti-
mal VIF indicates that our technique yields fused outputs
with enhanced visual quality, further confirming its quali-
tative superiority. 2) The ideal SCD, MI, and FMI suggest
that our method is most effective in conveying data from the
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original input to the outcome. 3) The superior SSIM and
MS-SSIM show that our model minimizes information loss
and image distortion. 4) The perfect Qabf illustrates that our
solution successfully preserves the maximum edge details.
Furthermore, to verify the generalization competence of our
method, we perform tests on the M3FD and TNO datasets
without any fine-tuning. In the context of the M*FD dataset,
our technique leads in every metric, with the sole exceptions
being SCD and MI. Within the TNO dataset, it secures four
top positions and two runner-up spots.

4.3. Ablation Studies

Within this part, we undertake multiple ablations. Each
one is executed using the MSRS test dataset as a foundation.
Extension. To explore the correctness of extending the at-
tention properties of infrared images to the visible modality,
two sets of controlled experiments are performed: the first
set utilize only I-SCA, while the second set employ both
I-SCA and V-SCA. The experimental results are shown in
Tab. 2. The integration of V-SCA led to enhancements in
all measurements, with the sole exception of a minor reduc-
tion in SCD and SSIM, which confirms the validity of this
extension.

I/V-SCA. To validate the effectiveness of I-SCA and V-
SCA, we design two strategies in this subsection. 1) Di-
rectly removing the proposed modules, which is denoted
as w/o I/V-SCA. 2) To prevent inconsistencies in model
complexity before and after the removal of I/V-SCA, which
could introduce additional experimental bias, we further re-
place I/V-SCA with Restormer Blocks. This ablation is de-
noted as “to Restormer”. Findings from the experiment are
detailed in Tab. 3, which illustrates that our technique holds
the top position in five of the seven assessment measures,
affirming the efficacy of I/V-SCA.

CBSM. For confirming CBSM’s efficiency, we substitute
CBSM with Parameters, Convix1, and Conuvsys, re-
spectively. The experiment’s findings are outlined in Tab. 4.
Compared to the other three schemes, the introduction of
CBSM results in more than half of the evaluated metrics
being ranked first, which suggests that CBSM is capable
of efficiently diminishing the disparities between the source
image and the intermediate features of another modality.

Table 2. Ablation before and after the extension of I-SCA.

Configurations yyp. gop M Qabf SSIM MS.SSIM  EMI

I-SCA  V-SCA
v X 1.039 1.721 4.571 0.703 0.982 0.975 0.932
v v 1.061 1.700 5.111 0.715 0981 0.975 0.933

4.4. Efficiency Comparison

Within this part, we evaluate the parameters, FLOPs,
and FPS of our work with the most competitive methods

Table 3. Ablation of the I-SCA and V-SCA modules.

Configurations VIF ~ SCD MI Qabf SSIM MS_SSIM FMI

w/oI/V-SCA  1.065 1.669 5.651 0.708 0.968 0.967 0.933
to Restormer  1.063 1.681 5.463 0.712 0.975 0.971 0.933

Ours 1.061 1.700 5.111 0.715 0.981 0.975 0.933

Table 4. Ablation of the CBSM module.

Configurations VIF ~ SCD MI Qabf SSIM  MS_SSIM  FMI

Parameters  1.060 1.708 5303 0.712 0.977 0.973 0.932

Convixi 1.026  1.691 4.671 0.691 0.975 0.967 0.932
Convsys 1.066 1.705 5.254 0.711 0.977 0.973 0.932
CBSM 1.061 1.700 5.111 0.715 0.981 0.975 0.933

to highlight its speed advantage. Findings are presented in
Tab. 5, where the FLOPs are determined based on an in-
put dimension of 128 x 128 x 1, and the FPS on M3FD is
measured with images of reduced resolution by half. Our
method achieves the highest FPS, enabling seamless inte-
gration with both low- and high-level computer vision tasks.

Table 5. The parameters, FLOPs, and FPS.

FPS 1
Params (M) | FLOPs (G) | VSRS VEFD TNO
SwinFusion [20] 0.927 17.986 0.624 1.016 0.651
CDDFuse [42] 1.186 29.213 39.723 40480  40.179

Ours 0.565 9.207 132.303 137.271 126.537

5. Conclusion

This paper reveals the inherent “attention properties” of
infrared images from the Grad-CAM of ResNet-50. To
incorporate the property into IVF, we propose I-SCA and
extend it to the visible modality, subsequently introducing
V-SCA. The auxiliary module (CBSM) further ensures fu-
sion quality by enhancing feature channels, enabling spa-
tial transformations, and suppressing negative information
in the source images. Additionally, the linear computations
of I-SCA and V-SCA guarantee efficiency, achieving FPS of
132, 137, and 127 on MSRS, M?FD, and TNO, respectively.
Moving forward, our focus will shift to crafting more spe-
cialized modules and undertaking an in-depth methodologi-
cal examination to enhance the refinement of our approach.
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