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Figure 1. Fantastic results of our proposed UniCombine on multi-conditional controllable generation: (a) Subject-Insertion task. (b) and (c)
Subject-Spatial task. (d) Multi-Spatial task. Our unified framework effectively handles any combination of input conditions and achieves
remarkable alignment with all of them, including but not limited to text prompts, spatial maps, and subject images.

Abstract

With the rapid development of diffusion models in image
generation, the demand for more powerful and flexible con-
trollable frameworks is increasing. Although existing meth-
ods can guide generation beyond text prompts, the chal-
lenge of effectively combining multiple conditional inputs
while maintaining consistency with all of them remains un-
solved. To address this, we introduce UniCombine, a DiT-
based multi-conditional controllable generative framework
capable of handling any combination of conditions, in-
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cluding but not limited to text prompts, spatial maps, and
subject images. Specifically, we introduce a novel Con-
ditional MMDIT Attention mechanism and incorporate a
trainable LoRA module to build both the training-free and
training-based versions. Additionally, we propose a new
pipeline to construct SubjectSpatial200K, the first dataset
designed for multi-conditional generative tasks covering
both the subject-driven and spatially-aligned conditions.
Extensive experimental results on multi-conditional gener-
ation demonstrate the outstanding universality and power-
ful capability of our approach with state-of-the-art perfor-
mance. Our code and dataset are available at https:
//github.com/Xuan-World/UniCombine.
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1. Introduction

With the advancement of diffusion-based [12, 34] text-to-
image generative technology, a series of single-conditional
controllable generative frameworks like ControlNet [51],
T21-Adapter [24], IP-Adapter [50], and InstantID [39] have
expanded the scope of the control signals from text prompts
to image conditions. It allows users to control more plenti-
ful aspects of the generated images, such as layout, style,
characteristics, etc. These conventional approaches are
specifically designed for the UNet [30] backbone of Latent
Diffusion Models (LDM) [29] with dedicated control net-
works. Besides, some recent approaches, such as Omini-
Control [37], integrate control signals into the Diffusion
Transformer (DiT) [6, 17] architecture, which demonstrates
superior performance compared to the UNet in LDM.

Although the methods mentioned above have achieved a
promising single-conditional performance, the challenge of
multi-conditional controllable generation is still unsolved.
Previous multi-conditional generative methods like Uni-
Control [27] and UniControlNet [52] are generally re-
stricted to handling spatial conditions like Canny or Depth
maps and fail to accommodate subject conditions, resulting
in limited applicable scenarios. Despite the recently pro-
posed Ctrl-X [20] features controlling structure and appear-
ance together, its performance is unsatisfactory and sup-
ports only a limited combination of conditions.

Moreover, we assume that many existing generative
tasks can be viewed as a multi-conditional generation, such
as virtual try-on [4], object insertion [43], style transfer
[44], spatially-aligned customization [15, 20], etc. Conse-
quently, there is a need for a unified framework to encom-
pass these generative tasks in a way of multi-conditional
generation. This framework should ensure consistency with
all input constraints, including subject ID preservation, spa-
tial structural alignment, background coherence, and style
uniformity.

To achieve this, we propose UniCombine, a power-
ful and universal framework that offers several key ad-
vantages: Firstly, our framework is capable of simulta-
neously handling any combination of conditions, includ-
ing but not limited to text prompts, spatial maps, and sub-
ject images. Specifically, we introduce a novel Conditional
MMDIT Attention mechanism and incorporate a trainable
Denoising-LoRA module to build both the training-free
and training-based versions. By integrating multiple pre-
trained Condition-LoRA module weights into the condi-
tional branches, UniCombine achieves excellent training-
free performance, which can be improved further after train-
ing on the task-specific multi-conditional dataset. Sec-
ondly, due to the lack of a publicly available dataset
for multi-conditional generative tasks, we build the Sub-
jectSpatial200K dataset to serve as the training dataset and
the testing benchmark. Specifically, we generate the sub-

ject grounding annotations and spatial map annotations for
all the data samples from Subjects200K [37] and there-
fore formulate our SubjectSpatial200K dataset. Thirdly,
our UniCombine can achieve many unprecedented multi-
conditional combinations, as shown in Fig. 1, such as com-
bining a reference subject image with the inpainting area
of a background image or with the layout guidance of

a depth (or canny) map while imposing precise control

via text prompt. Furthermore, extensive experiments on

Subject-Insertion, Subject-Spatial, and Multi-Spatial condi-

tional generation demonstrate the outstanding universality

and powerful capability of our method against other exist-
ing specialized approaches.
In summary, we highlight our contributions as follows:

* We present UniCombine, a DiT-based multi-conditional
controllable generative framework capable of handling
any combination of conditions, including but not limited
to text prompts, spatial maps, and subject images.

» We construct the SubjectSpatial200K dataset, which en-
compasses both subject-driven and spatially-aligned con-
ditions for all text-image sample pairs. It addresses the
absence of a publicly available dataset for training and
testing multi-conditional controllable generative models.

« We conduct extensive experiments on Subject-Insertion,
Subject-Spatial, and Multi-Spatial conditional generative
tasks. The experimental results demonstrate the state-
of-the-art performance of our UniCombine, which effec-
tively aligns with all conditions harmoniously.

2. Related Work
2.1. Diffusion-Based Models

Diffusion-based [12, 34] models have demonstrated supe-
rior performance than GAN-based [8] ones across various
domains, including controllable generation [24, 39, 50, 51],
image editing [10, 23, 31], customized generation [7, 16,
32], object insertion [3, 35, 48], mask-guided inpainting
[14, 40, 53], and so on. These breakthroughs begin with the
LDM [29] and are further advanced with the DIT [25] ar-
chitecture. The latest text-to-image generative models, SD3
[6] and FLUX [17], have attained state-of-the-art results by
employing the Rectified Flow [21, 22] training strategy, the
RPE [36] positional embedding and the Multi-Modal Dif-
fusion Transformer (MMDIT) [6] architecture.

2.2. Controllable Generation

Controllable generation allows for customizing the desired
spatial layout, filter style, or subject appearance in the gen-
erated images. A series of methods such as ControlNet
[51], T2I-Adapter [24], GLIGEN [19], and ZestGuide [5]
successfully introduce the spatial conditions into control-
lable generation, enabling models to control the spatial lay-
out of generated images. Another series of methods, such

18326



Figure 2. Overview of our proposed UniCombine. (a) The overall framework. We regard the MMDiT-based diffusion models as consisting
of the text branch and the denoising branch. Based on it, our UniCombine introduces multiple conditional branches to process the input
conditions. (b) The single-conditional setting of our UniCombine. It is equivalent to OminiControl [37] which is a special case of our
proposed UniCombine framework under a single-conditional setting. (c) The multi-conditional setting of our UniCombine. Our LoRA
Switching module adaptively activates the pre-trained Condition-LoRA modules on the weights of the denoising branch according to the
conditional types. The proposed Conditional MMDIiT Attention mechanism is used to replace the original MMDIiT Attention mechanism
for handling the unified multi-conditional input sequence. Whether to load the optional Denoising-LoRA module is the difference between

the training-free and training-based versions.

as IP-Adapter [50], InstantlD [39], BLIP-Diffusion [18],
and StyleDrop [33] incorporate the subject conditions into
controllable generation, ensuring consistency between gen-
erated images and reference images in style, characteris-
tics, subject appearance, etc. To unify these two tasks,
OminiControl [37] proposes a novel MMDiT-based control-
lable framework to handle various conditions with a unified
pipeline. Unfortunately, it lacks the capability to control
generation with multiple conditions. To this end, we pro-
pose UniCombine, which successfully extends this frame-
work to multi-conditional scenarios.

2.3. Multi-Conditional Controllable Generation

As controllable generation advances, merely providing a
single condition to guide the image generation no longer
satisfies the needs. As a result, research on multi-
conditional controllable generation has emerged. Exist-
ing methods like UniControl [27], UniControlNet [52] and
Cocktail [13] exhibit acceptable performance when simul-
taneously leveraging multiple spatial conditions for image
generation. However, there is a lack of multi-conditional
generative models that support utilizing both spatial condi-
tions and subject conditions to guide the generative process
together. Although the recently proposed method Ctrl-X
[20] features controlling the appearance and structure si-
multaneously, its performance remains unsatisfactory with
a limited combination of conditions and it is not compati-
ble with the Diffusion Transformer architecture. To address

the aforementioned limitations, we propose UniCombine to
enable the flexible combination of various control signals.

3. Method

3.1. Preliminary

In this work, we mainly explore the latest generative models
that utilize the Rectified Flow (RF) [21, 22] training strategy
and the MMDIT [6] backbone architecture, like FLUX [17]
and SD3 [6]. For the source noise distribution Xo  Proise
and the target image distribution X;  pgata, the RF defines a
linear interpolation between themas X¢ = (1 t)Xp+tX;
for t 2 [0;1]. The training objective is to learn a time-
dependent vector field v¢(X¢; t; ) that describes the tra-
jectory of the ODE dX; = v¢(X¢;t; )dt. Specifically,
Ve(X¢; t; ) is optimized to approximate the constant veloc-
ity X1 Xo, leading to the loss fynction as Eq. (1).
Lrr( ) = Ex; puwiXo Pt U1l KX1 Xo)  ve(Xe;t; )k?
@
In this paper, we propose a concept of branch to differen-
tiate the processing flows of input embeddings from differ-
ent modalities in MMDiT-based models. As shown in Fig. 2
(a), instead of the single-branch architecture [29] where the
text prompt is injected into the denoising branch via cross-
attention, MMDIT uses two independent transformers to
construct the text branch and the denoising branch. Based
on it, OminiControl [37] incorporates a Condition-LORA
module onto the weights of the denoising branch to process
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the input conditional embedding, thus forming its Condi-
tional Branch, as depicted in Fig. 2 (b). It is worth noting
that, OminiControl [37] can be regarded as a special case
of our proposed UniCombine framework under the single-
conditional setting. It provides the pre-trained Condition-
LoRA modules to meet the need for our multi-conditional
settings. In the single-conditional setting, the text branch
embedding T, the denoising branch embedding X, and the
conditional branch embedding C are concatenated to form
a unified sequence [T ; X; C] to be processed in the MMDIT
Attention mechanism.

3.2. UniCombine

Building upon the MMDiT-based text-to-image genera-
tive model FLUX [17], we propose UniCombine, a multi-
conditional controllable generative framework consisting of
various conditional branches. Each conditional branch is in
charge of processing one conditional embedding, thus form-
ing a unified embedding sequence S as presented in Eq. (2).
S =[T;X;Cy;:::;CNI )
Given that the single-conditional setting of our UniCom-
bine is equivalent to OminiControl [37], we only focus on
the multi-conditional setting in this section. Firstly, we
introduce a LoRA Switching module to manage multiple
conditional branches effectively. Secondly, we introduce
a novel Conditional MMDIT Attention mechanism to pro-
cess the unified sequence S in the multi-conditional set-
ting. Thirdly, we present an insight analysis of our training-
free strategy, which leverages the pre-trained Condition-
LoRA module weights to perform a training-free multi-
conditional controllable generation. Lastly, we present
a feasible training-based strategy, which utilizes a train-
able Denoising-LoRA module to enhance the performance
further after training on a task-specific multi-conditional
dataset.
LoRA Switching Module. Before denoising with
multiple input conditions, the Condition-LoRA mod-
ules pre-trained under single-conditional settings should
be loaded onto the weights of the denoising branch,
like [CondLoRA;; CondLoRA,;:::]. Then the LoRA
Switching module determines which one of them should be
activated according to the type of input conditions, form-
ing a one-hot gating mechanism [0,1,0,...,0], as shown in
Fig. 2 (c). Subsequently, different conditional branches with
different activated Condition-LoRA modules are used for
processing different conditional embeddings, resulting in
a minimal number of additional parameters introduced for
different conditions. Unlike the single-conditional setting
in Fig. 2 (b), which only needs loading LoRA modules,
the LoRA Switching module in Fig. 2 (c) enables adap-
tive selection among multiple LoRA modules to provide the
matching conditional branches for each conditional embed-
dings, granting our framework greater flexibility and adapt-

ability to handle diverse conditional combinations.

Conditional MMDIT Attention. After concatenating the
output embeddings from these N conditional branches, the
unified sequence S cannot be processed through the original
MMDIT Attention mechanism due to two major challenges:
(1) The computational complexity scales quadratically as
O(N?) with respect to the number of conditions, which be-
comes especially problematic when handling multiple high-
resolution conditions. (2) When performing MMDIT At-
tention on the unified sequence S, different condition sig-
nals interfere with each other during the attention calcula-
tion, making it difficult to effectively utilize the pre-trained
Condition-LoRA module weights for the denoising process.

To address these challenges, we introduce a novel Condi-
tional MMDIT Attention mechanism (CMMDIiT Attention)
as depicted in Fig. 2 (c) to replace the original MMDIT
Attention. Instead of feeding the entire unified sequence
S into the MMDIT Attention at once, CMMDIT Atten-
tion follows distinct computational mechanisms according
to which branch is serving as queries. The core idea is that
the branch serving as a query aggregates the information
from different scopes of the unified sequence S depending
on its type. Specifically, when the denoising branch X and
the text branch T serve as queries, their scope of keys and
values correspond to the entire unified sequence S, granting
them a global receptive field and the ability to aggregate in-
formation from all conditional branches. In contrast, when
the conditional branches C; serve as queries, their receptive
fields do not encompass one another. Their scope of keys
and values are restricted to the subsequence S; as presented
in Eq. (3), which prevents feature exchange and avoids in-
formation entanglement between different conditions.

Si =[T:;X;Ci] 3

Furthermore, the CMMDIT Attention reduces computa-
tional complexity from O(N?) to O(N) as the number of
conditions increases, making it more scalable.
Training-free Strategy. The following analyses provide
a detailed explanation of why our UniCombine is capable
of seamlessly integrating and effectively reusing the pre-
trained Condition-LoRA module weights to tackle multi-
conditional challenges in a training-free manner.

On the one hand, when the conditional embeddings C;
serve as queries in CMMDIT, they follow the same atten-
tion computational paradigm as in the MMDIT of single-
conditional settings, as indicated in Eq. (4).

CMMDIT(Q = C%; K = [TK; XX;CK:v = [TV; XY;CY])

=MMDIT(Q =CY% K = [TK; XK, cK;v = [TV; XV;CV]) (9
This consistent computational paradigm enables the condi-
tional branches to share the same feature extraction capa-
bility between the multi-conditional setting and the single-
conditional setting.

On the other hand, when the denoising embedding X and
the text prompt embedding T serve as queries in CMMDIT,
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Figure 3. Average X ¥ Subject cross-attention map of the insertion
area.

their attention computational paradigm diverges from the
single-conditional settings. As illustrated in Eq. (5), when
the denoising embedding X is used as a query for attention
computation with multiple conditional embeddings in CM-
MDIT, the attention score matrix is computed between X
and all the conditional embeddings.
CMMDIT(Q = X% K=V = [xk=V; Tk=v;c}*V; 1, c™)
=softmax(pdli:qu[Xk;Tk;C'f;:::;CK,]>)[X";T";C}’;:::;Cm
®)
It allows X to extract and integrate information from each
of the conditional embeddings separately and fusion them.
This divide-and-conquer computational paradigm enables
the text branch and denoising branch to fuse the conditional
features effectively.

By leveraging the computational paradigms mentioned

above, our UniCombine is able to perform a training-
free multi-conditional controllable generation with the pre-
trained Condition-LoRA modules.
Training-based Strategy. However, due to the lack of
training, solely relying on the softmax operation in Eq. (5)
to balance the attention score distribution across multiple
conditional embeddings may result in an undesirable fea-
ture fusion result, making our training-free version unsat-
isfactory in some cases. To address this issue, we intro-
duce a trainable Denoising-LoRA module within the de-
noising branch to rectify the distribution of attention scores
in Eq. (5). During training, we keep all the Condition-LoRA
modules frozen to preserve the conditional extracting capa-
bility and train the Denoising-LoRA module solely on the
task-specific multi-conditional dataset, as shown in Fig. 2
(c). After training, the denoising embedding X learns to
better aggregate the appropriate information during the CM-
MDIT Attention operation. As presented in Fig. 3, the aver-
age X ¥ Subject attention map within the inpainting area is
more concentrated on the subject area in the training-based
version.

3.3. SubjectSpatial200K dataset

Our SubjectSpatial200K dataset aims to address the lack
of a publicly available dataset for multi-conditional gen-
erative tasks. Existing datasets fail to include both the
subject-driven and spatially-aligned annotations. Recently,
the Subjects200K [37] dataset provides a publicly accessi-
ble dataset for subject-driven generation. Based on it, we in-
troduce the SubjectSpatial200K dataset, which is a unified

Figure 4. SubjectSpatial200K dataset construction pipeline.

high-quality dataset designed for training and testing multi-
conditional controllable generative models. This dataset in-
cludes comprehensive annotations as elaborated below. Be-
sides, the construction pipeline is detailed in Fig. 4.
Subject Grounding Annotation. The subject ground-
ing annotation is significantly necessary for many genera-
tive tasks like instance-level inpainting [14, 53], instance-
level controllable generation [19, 41], and object insertion
[3, 35]. By leveraging the open-vocabulary object detection
model Mamba-YOLO-World [38] on Subjects200K, we de-
tect bounding boxes for all subjects according to their cat-
egory descriptions and subsequently derive the correspond-
ing mask regions.

Spatial Map Annotation. The spatial map annotation fur-
ther extends the applicable scope of our dataset to spatially-
aligned synthesis tasks. Specifically, we employ the Depth-
Anything [49] model and the OpenCV [1] library on Sub-
jects200K to derive the Depth and Canny maps.

4. Experiment

4.1. Setup

Implementation. We use the FLUX.1-schnell [17] as our
base model and the weights provided by OminiControl [37]
as our pre-trained Condition-LoRA module weights. Dur-
ing the training of our Denoising-LoRA module, we use a
rank of 4, consistent with the Condition-LoRA. We choose
the Adam optimizer with a learning rate of 1e * and set
the weight decay to 0.01. Our models are trained for
30,000 steps on 16 NVIDIA V100 GPUs at a resolution of
512 512.

Benchmarks. We evaluate the performance of our method
in both training-free and training-based versions. The train-
ing and testing datasets are partitioned from the SubjectSpa-
tial200K dataset based on image quality assessment scores
evaluated by ChatGPT-40, with details provided in Sec. Al.
Importantly, the dataset partitioning scheme remains con-
sistent in all experiments.

Metrics. To evaluate the subject consistency, we calculate
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Task Method Generative Quality Controllability Subject Consistency | Text Consistency
FID # SSIM ™ F1" MSE # CLIP-1"  DINO ™ CLIP-T ™

UniControl 4417 0.32 0.07  1346.02 - - 30.28

Multi-Spatial Un@Contr(_)INet N 20.96 0.28 0.09  1231.06 - - 32.74
UniCombine (training-free) 10.35 0.54 0.18 519.53 - - 33.70

UniCombine (training-based) 6.82 0.64 024  165.90 - - 33.45

ObjectStitch 26.86 0.37 - - 93.05 82.34 32.25

Subject-Insertion AnyDoor. . 26.07 0.37 - - 94.88 86.04 32.55
UniCombine (training-free) 6.37 0.76 - - 95.60 89.01 33.11

UniCombine (training-based) 4.55 0.81 - - 97.14 92.96 33.08

ControlNet w. IP-Adapter 29.93 0.34 - 1295.80 80.41 62.26 32.94

Subject-Depth Ctr_I-X ) o 52.37 0.36 - 2644.90 78.08 50.83 30.20
UniCombine (training-free) 10.03 0.48 - 507.40 91.15 85.73 33.41

UniCombine (training-based) 6.66 0.55 - 196.65 94.47 90.31 33.30

ControlNet w. IP-Adapter 30.38 0.38 0.09 - 79.80 60.19 32.85

Subject-Canny Ctr_I-X _ N 47.89 0.36 0.05 - 79.35 54.31 30.34
UniCombine (training-free) 10.22 0.49 0.17 - 91.84 86.88 33.21

UniCombine (training-based) 6.01 0.61 0.24 - 95.26 92.59 33.30

Table 1. Quantitative comparison of our method with existing approaches on Multi-Spatial, Subject-Insertion, Subject-Depth, and Subject-
Canny conditional generative tasks. The bold and underlined figures represent the optimal and sub-optimal results, respectively.

1

Figure 5. Qualitativ comparison on Multi-Spatial generation.

the CLIP-1[28] score and DINO [2] score between the gen-
erated images and the ground truth images. To assess the
generative quality, we compute the FID [11] and SSIM [42]
between the generated image set and the ground truth im-
age set. To measure the controllability, we compute the
F1 Score for edge conditions and the MSE score for depth
conditions between the extracted maps from generated im-
ages and the original conditions. Additionally, we adopt the
CLIP-T [28] score to estimate the text consistency between
the generated images and the text prompts.

4.2. Main Result

We conduct extensive and comprehensive comparative
experiments on the Multi-Spatial, Subject-Insertion, and

Figure 6. Qualitative comparison on Subject-Insertion generation.

Subject-Spatial conditional generative tasks.

4.2.1. Multi-Spatial Conditional Generation

The Multi-Spatial conditional generation aims to generate
images adhering to the collective layout constraints of di-
verse spatial conditions. This requires the model to achieve
a more comprehensive layout control based on input con-
ditions in a complementary manner. The comparative re-
sults in Tab. 1 and Fig. 5 demonstrate that our method out-
performs existing multi-spatial conditional generation ap-
proaches in generative quality and controllability.

4.2.2. Subject-Insertion Conditional Generation

The Subject-Insertion conditional generation requires the
model to generate images where the reference subject is in-
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Figure 7. Qualitative comparison on Subject-Depth generation.

serted into the masked region of the target background. As
illustrated in Tab. 1 and Fig. 6, our UniCombine demon-
strates superior performance compared to previous meth-
ods with three advantages: Firstly, our method ensures that
the reference subject is inserted into the background with
high consistency and harmonious integration. Secondly,
our method excels in open-world object insertion without
requiring test-time tuning, unlike conventional customiza-
tion methods [16, 32]. Finally, our method demonstrates
strong semantic comprehension capabilities, enabling it to
extract the desired object from a complex subject image
with a non-white background, rather than simply pasting
the entire subject image into the masked region.

4.2.3. Subject-Spatial Conditional Generation

The Subject-Spatial conditional generation focuses on gen-
erating images of the reference subject while ensuring the
layout aligns with specified spatial conditions. We com-
pare our method with Ctrl-X [20] and a simple baseline
model. Ctrl-Xis a recently proposed model based on SDXL
[26] that simultaneously controls structure and appearance.
The baseline model is constructed by integrating the FLUX
ControlNet [45, 46] and FLUX IP-Adapter [47] into the
FLUX.1-dev [17] base model. Specifically, we divided the
Subject-Spatial generative task into different experimental
groups based on the type of spatial conditions, referred to
as Subject-Depth and Subject-Canny, respectively. As pre-
sented in Fig. 7, Fig. 8, and Tab. 1, the experimental results
demonstrate the superior performance of our UniCombine:
Firstly, our method exhibits stronger semantic comprehen-
sion capability, generating the reference subject in the accu-
rate localization of the spatial conditions without confusing
appearance features. Secondly, our method demonstrates

greater adaptability, generating the reference subject with
reasonable morphological transformations to align with the
guidance of spatial conditions and text prompts. Lastly, our
method achieves superior subject consistency while main-
taining excellent spatial coherence.

4.2.4. Textual Guidance

As shown in Fig. 1 and Tab. 1, our method not only al-
lows for controllable generation by combining multiple
conditions but also enables precise textual guidance si-
multaneously. By utilizing a unified input sequence S =

Combine effectively aligns the descriptive words in T with
the relevant features in C; and the corresponding patches
in X, thereby achieving a remarkable text-guided multi-
conditional controllable generation.

4.3. Ablation Study

We exhibit the ablation study results conducted on the
Subject-Insertion task in this section, while more results on
the other tasks are provided in Sec. A2.

Effect of Conditional MMDIT Attention. To evaluate the
effectiveness of our proposed Conditional MMDIT Atten-
tion mechanism, we replace the CMMDIT Attention with
the original MMDIT Attention and test its training-free per-
formance to avoid the influence of training data. As shown
in Tab. 2 and Fig. 9, our framework attains superior perfor-
mance with fewer attention operations when employing the
CMMDIT Attention mechanism.

Different Options for Trainable LoRA. To evaluate
whether the trainable LORA module can be applied to the
text branch instead of the denoising branch, we load a Text-
LoRA in the text branch, with a configuration identical to
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Method CLIP-I" DINO™ CLIP-T™  AttnOps #
Ours w/o CMMDIT 95.47 88.42 33.10 732.17TM
Ours w/ CMMDIT 95.60 89.01 33.11 612.63M

Table 2. Quantitative ablation of CMMDIT Attention mechanism
on training-free Subject-Insertion task. AttnOps is short for the
number of attention operations.

Figure 9. Qualitative ablation of CMMDIT Attention mechanism
on training-free Subject-Insertion task.

Method CLIP-1"™ DINO™  CLIP-T™

Ours w/ Text-LoRA 96.97 92.32 33.10
Ours w/ Denoising-LoRA 97.14 92.96 33.08

Table 3. Quantitative ablation of trainable LORA on training-based
Subject-Insertion task.

Figure 10. Qualitative ablation of trainable LoRA on training-
based Subject-Insertion task.

that of the Denoising-LoRA. The Tab. 3 and Fig. 10 indicate
that applying the trainable LORA module to the denoising
branch better modulates the feature aggregation operation
across multiple conditional branches.

More Conditional Branches. Our model places no restric-
tions on the number of supported conditions. The results
shown in Fig. 11 demonstrate our model’s strong scalabil-
ity. As the number of conditional branches increases, the
level of control becomes finer.

More Application Scenarios. Our UniCombine can be
easily extended to new scenarios, such as reference-based
image stylization. After training a new Condition-LoRA on
StyleBooth [9] dataset, our UniCombine is able to integrate
the style of the reference image with other conditions suc-
cessfully, as demonstrated in Fig. 12.

Computational Cost. The overheads of our approach

6 XEMFW YDFNI LRXQG " HSWK &DQQ

Figure 11. From left to right are training-free multi-conditional
combination tasks under: 1/2/3/4 conditions.

ZIWRWEWE!  Z W 6 WE! ZIW 6 W®I ZIW 6 W

&RQEMRQ

Figure 12. Training-free Spatial-Style combination task.

Model GPU Memory #  Add Params #
FLUX (bf16, base model) 32933M -

CN, 1 cond 35235M 744M

IP, 1 cond 35325M 918M

CN + 1P, 2 cond 36753M 1662M
Ours (training-free), 2 cond 33323M 29M
Ours (training-based), 2 cond 33349M 44M

Table 4. Comparison of inference GPU memory cost and addition-
ally introduced parameters. CN: ControlNet. IP: IP-Adapter.

in terms of inference GPU memory cost and additionally
introduced parameters are minimal. The comparison re-
sults against the FLUX ControlNet [45, 46] and FLUX IP-
Adapter [47] are shown in Tab. 4.

5. Conclusion

We present UniCombine, a DiT-based multi-conditional
controllable generative framework capable of handling any
combination of conditions, including but not limited to text
prompts, spatial maps, and subject images. Extensive ex-
periments on Subject-Insertion, Subject-Spatial, and Multi-
Spatial conditional generative tasks demonstrate the state-
of-the-art performance of our UniCombine in both training-
free and training-based versions. Additionally, we pro-
pose the SubjectSpatial200K dataset to address the lack of
a publicly available dataset for training and testing multi-
conditional generative models. We believe our work can ad-
vance the development of the controllable generation field.
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