











Training Data Frozen? LAM? MAR20 HRSC2016 VEDAI

Type Dataset ‘ Vocab. Images Anno. Format
DOTAv2 [12] 18 61470 1100487  OBB
DIOR-R [20] 20 23463 192518 OBB
Object FAIRIMv2 [38] 37 43611 626790 OBB
Detection NWPU-VHR-10 [6] 10 832 5582 HBB
(OD) UCAS-AOD [49] 2 3020 24610 OBB
RSOD [13] 4 1869 14604 HBB
HRRSD [46] 13 68055 93780 HBB
VisDrone [50] 12 29859 1152646  HBB
Visual DIOR-RSVG [44] - 17402 30898 HBB
Grounding RRSISD [43] - 17402 13015 HBB
(VG) GeoChat [18] - 38328 68563 OBB
VRSBench [19] - 29614 38589 OBB

Table 1. Pre-training data. A list of datasets for pre-training VI SO.
HBB and OBB refer to horizontal and oriented bounding boxes,
and Ann. denotes the annotations.

we provide three variants of VISO to meet different re-
quirements, e.g., small (S), medium (M), and large (L). We
utilize the open-source CLIP [32] text encoder with pre-
trained weights to encode the text input. All satellite images
used for pre-training and evaluation are split and resized
to 1024  1024. Unless specified, all evaluation results of
VISO are presented with two parts: a dense inference result
(upper bound) and an optimal sparse inference result, which
balances AP and FLOPs by adjusting the sparse threshold 6.
More selections of & will be discussed in §4.4.

4.1. Pre-training

Pre-training setup. We adopt the AdamW optimizer [28]
with an initial learning rate of 0.0002 and weight decay of
0.025. VISO is pre-trained for 20 epochs on § NVIDIA
H800 GPUs with a total batch size of 64. We use vanilla
data augmentations to reduce training costs, including ran-
dom resizing, rotation, and flipping without using mosaic
augmentation. The text encoder is fine-tuned on our pre-
training data with a learning factor of 0.01.

Pre-training data. We establish a large-scale dataset with
3.4M satellite region-text pairs to pre-train VISO. As listed
in Table I, we mainly collect 8 object detection datasets
and 4 visual grounding datasets. We exclude the test sets
of DOTAv2, FAIR1Mv2, and DIOR-RSVG, which are used
for subsequent evaluation. The annotations for each dataset
are formatted as region-text pairs, in which all the horizon-
tal and oriented bounding boxes (regions) are represented as
the corners of the quadrilateral and are uniformly converted
to rotated bounding boxes when loading.

Zero-shot evaluation. After pre-training, we evaluate
the pre-trained VISO on MAR20 [39], HRSC2016 [26],
and VEDAI [33] benchmarks in a zero-shot manner fol-
lowing [45], as shown in Table 3. The MAR20 and
HRSC2016 datasets contain more types of military aircraft
and a diverse variety of ships. The VEDAI dataset con-
tains 9 categories of vehicles on Earth. We compare the
pre-trained VISO with recent state-of-the-art VLM mod-

only DOTAv2 v v 90.7 6.8 34.3
oD X v 90.2 68.9 49.9

oD, VG v v 89.9 68.8 45.0
oD, VG X X 89.2 70.3 483
oD, VG X v 90.0 70.7 50.2

Table 2. Ablations on pre-training data, frozen CLIP encoder,
and language-guided attention module (LAM). We evaluate the
zero-shot performance on MAR20, HRSC2016, and VEDAI by
pre-training VISO-L with varying amounts of data, using either a
frozen or fine-tuned text encoder, with or without LAM.

els [7, 22, 25, 48] and report AP and FLOPs. We preserve
the pre-trained weights of these baselines (pre-trained on
natural data) without any fine-tuning on satellite data. We
find that VISO achieves remarkable performance in detect-
ing Earth objects with 90.2% AP for MAR20, 75.6% AP
for HRSC2016, and 50.2% AP for VEDAI, while obtain-
ing more than 20 reduction in FLOPs. The results high-
light the disparities between natural and satellite images,
showing that existing VLMs cannot be directly applied to
the Earth observation domain and incur high computational
costs. Furthermore, we test sparse inference with an opti-
mal threshold, which results in a further reduction in FLOPs
with 1% AP drop, e.g., 2 FLOPs reduction of VISO-S
on MAR20, with a tiny AP drop, e.g., 0.2%. Please find
more details of fair comparison in our appendix.

Ablation study. Table 2 presents ablation studies to analyze
VISO from three aspects: pre-training data, fine-tuning the
CLIP encoder, and the proposed language-guided attention
module. We mainly conduct ablations based on VISO-L
and evaluate them on three benchmarks in a zero-shot man-
ner. First, compared to the baseline (grey) trained on all
pre-training data, reducing visual grounding (VG) and par-
tial object detection (OD) datasets leads to 0.3  63.9% AP
drop. The decrease is due to the richer textual information
from visual grounding datasets, enlarging the vocabulary of
Earth objects. Second, we exploit two settings for the text
encoder, CLIP, i.e., frozen and fine-tuned. Fine-tuning can
improve AP by 0.1 5.2% as large-scale satellite data helps
align the text encoder with the Earth observation domain,
which is not well covered in CLIP’s training data. Third,
the proposed language-guided attention module improves
AP by 0.4  1.9%, highlighting its effectiveness in distin-
guishing and improving object-centric feature extraction.

4.2. Object Detection

Baselines. We consider 3 specialist detectors as baselines,
all of which focus on efficiency and practicality (§2.2). We
train the baseline models separately on the training set of
DOTAv2 and FAIRIMv2 for 80 epochs (YOLOVS) and
36 epochs (RTMDet and LSKNet) using 2 NVIDIA H800
GPUs with a total batch size of 16. We adopt the AdamW
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