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Abstract

Building on recent advances in Bayesian statistics and im-
age denoising, we propose Noise2Score3D, a fully unsuper-
vised framework for point cloud denoising. Noise2Score3D
learns the score function of the underlying point cloud dis-
tribution directly from noisy data, eliminating the need for
clean data during training. Using Tweedie’s formula, our
method performs denoising in a single step, avoiding the
iterative processes used in existing unsupervised methods,
thus improving both accuracy and efficiency. Addition-
ally, we introduce Total Variation for Point Clouds as a de-
noising quality metric, which allows for the estimation of
unknown noise parameters. Experimental results demon-
strate that Noise2Score3D achieves state-of-the-art perfor-
mance on standard benchmarks among unsupervised learn-
ing methods in Chamfer distance and point-to-mesh met-
rics. Noise2Score3D also demonstrates strong generaliza-
tion ability beyond training datasets. Our method, by ad-
dressing the generalization issue and challenge of the ab-
sence of clean data in learning-based methods, paves the
way for learning-based point cloud denoising methods in
real-world applications.

1. Introduction
With the proliferation of 3D scanners and depth cameras,
the capture and processing of 3D point clouds have become
commonplace [40]. However, the captured data are often
corrupted by noise due to factors like sensor errors and envi-
ronmental conditions, which can significantly affects down-
stream tasks. Removing noise from point clouds—which
consist of discrete 3D points sampled irregularly from con-
tinuous surfaces—is a long-standing challenge due to their
irregular and unstructured nature and the difficulty in dis-
tinguishing noise from fine geometric details. Existing
work includes traditional optimization-based approaches
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and deep learning-based approaches. Traditional methods
[3–6, 12, 13, 17, 22, 33, 37, 56] have the advantage of
lower computational complexity and less data dependency,
but they often rely on predefined geometric priors and cum-
bersome optimization techniques. As a consequence, it is
sometimes challenging to strike a balance between the de-
tail preservation and denoising effectiveness.

With the continuous emergence of neural network archi-
tectures designed for point clouds [38, 39, 47, 50], deep
learning-based denoising methods have recently shown
promising performance [14, 21, 32, 35, 36, 41]. In super-
vised settings, training denoising models requires pairs of
noisy and clean data. However, in many real-world scenar-
ios, obtaining clean data is difficult or impractical. There-
fore, unsupervised denoising has become a compelling re-
search area. Meanwhile, various unsupervised image de-
noising methods have been proposed [7, 25, 28, 28, 30] etc.
These methods are particularly important in practical ap-
plications where obtaining clean images or multiple noisy
realizations of the same image is difficult or impossible.

Inspired by this, we propose Noise2Score3D, an un-
supervised point cloud denoising method that, using only
noisy point clouds as input, predicts the score function
and applies the Tweedie’s formula to estimate the clean
point positions based on the predicted score. Our method
achieves state-of-the-art performance among unsupervised
methods and offers improved generalization ability across
different datasets, as well as noise levels without re-training.
Noise2Score3D also achieves high efficiency, as denoising
is performed in one step with known noise parameters. Our
source-code is publicly available at here.

The main contributions of this paper are as follows:
• We propose a method for estimating the score function

of point clouds from noisy inputs based on the amortized
residual denoising autoencoder with the KPConv network
architecture [47].

• Combining score estimation with Tweedie’s formula,
we propose an unsupervised learning framework for
point cloud denoising. Experiments demonstrate that
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Figure 1. Training workflow of Noise2Score3D with feature extraction and score prediction by an encoder-decoder network with the AR-
DAE loss. Denoising is done with Tweedie’s formula using estimated scores to restore the position of point clouds (not shown here).

Noise2Score3D achieves state-of-the-art results on sev-
eral benchmark datasets with varying noise levels in terms
of both quantitative metrics and visual quality.

• We introduce total variation for point cloud, a metric for
assessing the quality of denoised point clouds, enabling
estimation of unknown noise parameters, thereby making
our method broadly applicable to real-world data.

2. Related Work
2.1. Point cloud denoising
2.1.1. Traditional methods
Traditional approaches to point cloud denoising can be
categorized into statistical methods [4, 5, 22], filtering-
based methods [12, 17], and optimization-based methods
[6, 13, 33, 37, 56]. Statistical methods operate under the as-
sumption that noise is statistically different from the signal
and use presumed distribution models to identify and re-
move outliers. Filtering methods, such as [12], adapt the
well-developed bilateral filtering method in image analy-
sis to point clouds. Optimization-based methods formu-
late denoising as an energy minimization problem, where
certain regularization terms constrain the solution to en-
sure a certain smoothness criterion or adherence to prior
knowledge. For instance, Lu et al.[33] developed a low-
rank approximation-based method on estimated surfaces
normals for point cloud filtering. Zeng et al. [56] exploited
the self-similarity of the surface patches and proposed a
patch-based graph Laplacian regularizer to denoise collab-
oratively, which shows strong denoising performance and
structural detail preservation.

2.1.2. Deep learning methods
In recent years, several deep learning-based methods have
been proposed for point cloud denoising. Duan et al.
[14] proposed the first learning-based point cloud denois-
ing method that directly processes noisy data without re-
quiring noise characteristics or neighboring point defini-
tions. PointCleanNet [41] first removes outlier points and
then combines them with residual connectivity to predict

the inverse displacement [20], and iteratively shifts noisy
points to remove noise. Luo et al. also proposed DMR-
Denoise [35], which filter points by first downsampling the
noisy inputs and reconstructing the local subsurface to per-
form point upsampling. However, the resampling procedure
is difficult to maintain a good local shape. ScoreDenoise
[36] is proposed to tackle the aforementioned issues by up-
dating the point position in implicit gradient fields learned
by neural networks. During inference, they follow an it-
erative procedure with a decaying step size, which stabi-
lizes point movement and prevents over-correction, allow-
ing points to converge gradually toward the underlying ge-
ometry. IterativePFN [11] uses a novel loss function that
utilizes an adaptive ground truth target at each iteration to
capture the relationship between intermediate filtering re-
sults during training. Zheng et al. proposed an end-to-end
network for joint normal filtering and point cloud denoising
[32], which achieves good performance in both point cloud
denoising and normal estimation.

While achieving impressive results, supervised methods
are limited by the availability and quality of the training
data, as they typically require paired noisy and clean point
clouds to train the model. Instead, unsupervised learning-
based approaches leverage the inherent structure or distri-
bution of the point cloud to guide the denoising process
and show promise in scenarios where clean data is absent
or hard to obtain. Total Denoising (TotalDn) [21] is the
first unsupervised learning approach for point cloud denois-
ing, relying solely on noisy data. TotalDn approximates the
underlying surfaces by regressing points from the distribu-
tion of unstructured total noise, utilizing a spatial prior term
to refine the geometry. An unsupervised version of DM-
RDenoise [35] utilizes a loss function that identifies local
neighborhoods using a probabilistic Gaussian mask on the
k-nearest neighbors, which selectively retains points likely
to represent the underlying surface.

ScoreDenoise [36] also introduced an unsupervised ver-
sion (Score-U) that employs an ensemble score function
with an adaptive neighborhood-covering loss for model
training. However, the defined score in [36] is still based
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on displacements instead of likelihood, and thus unable
to utilize tools in Bayesian statistics. The denoising pro-
cess, which is done iteratively with the estimated gradients,
can be computationally expensive. Overall, unsupervised
learning-based point cloud denoising methods are still in
the early stages. Several key issues remain to be addressed,
including model generalization (to different datasets and
noise levels beyond training data) and inference efficiency
[40, 57].

2.2. Score matching and estimation
Given an underlying data distribution, score matching
aims to match the model-predicted gradient and the log-
likelihood gradient of data [24]. It has wide applications in
generative models [46, 54], and has recently been applied
to 3D shape generation [9]. Score function estimation has
been a significant research topic in Bayesian statistics and
machine learning [2, 24, 48]. In particular, Alain and Ben-
gio [2] showed that minimizing the objective function of a
denoising autoencoder (DAE) provides an explicit way to
approximate the score function. Later, an amortized resid-
ual denoising autoencoder (AR-DAE) [31] is proposed to
enable a more reliable score estimation.

2.3. Unsupervised image denoising
Recently, unsupervised image denoising has made signifi-
cant progress. Non-Bayesian methods include PURE [34],
SURE [45] etc., which are based on various unbiased risk
estimators under certain noise distributions. Other methods
explore self-similarity in natural images [8, 53] or exploits
the statistical properties of noise to achieve a denoising ef-
fect [18].

Noise2Noise [30] is a pioneering method that does not
require clean data, but it requires multiple noisy versions
of the same image for training. To address this limitation,
methods such as Noise2Void [28], Noise2Self [7], etc., have
been developed, which use only a single noisy image. These
methods are trained by minimizing variants of empirical
risk. Neighbor2Neighbor [23] proposed a two-step method
with a random neighbor sub-sampler that generates train-
ing pairs and a denoising network. Kim et al. proposed
Noise2Score [25], a novel Bayesian framework for self-
supervised image denoising without clean data. The core
of Noise2Score is the usage of Tweedie’s formula, which
provides an explicit representation of the denoised image
through a score function. By reframing image denoising as
the problem of score function estimation, Noise2Score of-
fers a new perspective that provides important theoretical
implications and flexibility in algorithmic implementation.

3. Method
Our proposed framework, e.g. Noise2Score3D, adopts a
Bayesian approach to unsupervised point clouds denoising.

Specifically, Noise2Score3D consists of two steps: 1) esti-
mating the score function from the noisy point cloud, and
2) restoring the clean point cloud using the estimated score
and noise parameters. This decoupling between model es-
timations and denoising (displacements calculation) allows
Noise2Score3D to have unique advantages over other un-
supervised learning methods, the most important of which
is that the same loss function or pre-training weight can
be used regardless of the noise model and parameters.
By utilizing Tweedie’s formula from Bayesian statistics,
the denoising process can be done in one step, given the
noise parameters. These features distinguish our methods
from other unsupervised denoising methods, such as To-
talDn [21] and ScoreDenoise [36]. ?? illustrates the dif-
ferences between our method and previous displacement or
sampling-based learning approaches. As a result, our ap-
proach is simple to train and use, and does not expect the
user to provide parameters to characterize the surface or
noise model. In Sec. 3.1, we first introduce the basic theory.
In Sec. 3.2, we elaborate on each proposed step, including
the score estimation framework with the corresponding net-
work structure and loss function. Finally, in Sec. 3.3, we
describe the denoising process, emphasizing on the case of
unknown noise parameters.

3.1. Theory
Problem definition Assume that the noisy point cloud
data y follows some exponential family distribution whose
density has the following general form:

p(y | η) = b(y) exp{ηTT (y)− ϕ(η)}. (1)

where η is the canonical parameter related to the clean data.
T (y) and η have the same dimensions, and ϕ(η) and b(y)
are both scalar functions, with b(y) being the density up to
a scale factor when η = 0.

Using the Bayesian formula, the posterior distribution η
has the following form:

p(η | y) = p(η)e−ϕ(η) exp(ηTT (y) + log
b(y)

p(y)
). (2)

The problem is to estimate the posterior mean of η, e.g.
Ep(η|y)(η) or the mode of the distribution. Tweedie’s for-

mula for denoising Tweddie’s formula [15] provides an
explicit way for calculating the posterior expectation of
canonical parameters or variables corrupted with exponen-
tial family noises via the gradient of the log-likelihood func-
tion, i.e., the score function of the noisy data distribution. In
our approach, we extend this concept to the 3D point cloud
denoising task.

Tweedie’s formula states that the posterior estimate η̂ is
given by the following equality:

∇y log p(y) = ∇y log b(y) + T ′(y)T η̂. (3)
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where T ′(y) = ∇yT (y). For the special case of additive
Gaussian noise, we have T (y) = y, η = x/σ2 and b(y) =

1√
2πσ

e−
y2

2σ2 . The posterior expectation x is given by [26]:

Ep(x|y)(x) = y + σ2∇y log p(y). (4)

where∇y log p(y) is the score function of y the data distri-
bution.

The posterior form for other types of exponential fam-
ily noise can be found in [25]. More generally, Tweedie’s
formula has been extended to more complex noise distribu-
tion [52] and provides an unified approach to denoising data
with various noise types.

3.2. Score estimation
Network for score estimation We build upon the Ker-
nel Point Convolution (KPConv) architecture introduced by
Thomas et al. [47] for score estimation. KPConv network
is a point cloud feature encoder which accurately captures
local geometric structures and adapts to varying point den-
sities. We modified it to accept only the three-dimensional
coordinates of the noisy point cloud y as input features.
The convolution weights of KPConv are determined by Eu-
clidean distances to kernel points, and the number of kernel
points is set to 15 in our implementation. Note that the ra-
dius neighborhood (e.g., increasing from 0.1 to 1.6 across
stages) is used to maintain a consistent receptive field, while
grid subsampling is applied in each layer to achieve high
robustness under varying densities of point clouds. Our
network comprises five encoder stages with a total of 14
blocks: an initial KPConv block and a residual block in the
first stage, followed by four stages, each with three residual
blocks outputting 256, 512, 1024, and 2048 channels, re-
spectively. The decoder includes four blocks, reducing the
feature dimension from 3072 to 128, and a final fully con-
nected layer outputs three-dimensional vectors (estimated
score values) for each point. The network architecture is
illustrated in Fig. 1 with total parameter-number of 24.3M.
The output score values are interpreted as the values statis-
tically closest to the gradient of the log-probability density
function S(y) at each point. The estimated score function
is used for reconstructing the clean point cloud during the
denoising stage, as detailed in the later part of Sec. 3.1.
Loss function The loss function is crucial for training
the network to estimate the score function. In the unsu-
pervised setting, we assume that clean point cloud x is not
accessible during training. Therefore, any loss function that
requires knowledge of x is not feasible. Instead, we need a
loss function that relies solely on the noisy observations y.

To achieve this goal, we employ an unsupervised learn-
ing method inspired by the Denoising Score Matching pro-
posed by Lim [48], and the Amortized Residual Denoising
Autoencoder (AR-DAE) [31]. Specifically, the loss func-

tion is defined as follows:

LAR-DAE =
1

N

N∑
i=1

∥σt · S(y′i) + u∥2 . (5)

where N is the number of points in the point cloud, y′i is a
perturbed version of a point yi in the noisy point cloud y,
generated by adding noise: y′i = yi + u · σt, where u ∼
N (0, I) represents random Gaussian noise. σt is the noise
standard deviation during training. S(y′i) is the estimated
score at the perturbed point y′i. u is an additional random
noise vector sampled from N (0, I).

The loss function aims to minimize the difference be-
tween the scaled estimated score σ2

t · S(y′i) and the addi-
tional noise u. By doing so, the network learns to approx-
imate the negative residual noise scaled by the noise level,
which corresponds to the score function of the noisy data
distribution.

Algorithm 1: Denoising with unknown noise pa-
rameters

Input: Noisy point cloud y ∈ Rn×3, trained model
F for score prediction, sigma range
Σ = {σ1, σ2, . . . , σk}

Output: Denoised point cloud x̂
Predict scores S(y) = F(y);
Initialize σ∗ ← 0, TV ∗

pc ←∞, x̂← y;
for each σ ∈ Σ do

x(σ) = y + σ2S(y);
Calculate TVpc(σ) for x(σ);
if TVpc(σ) < TV ∗

pc then
TV ∗

pc ← TVpc(σ);
σ∗ ← σ;
x̂← x(σ);

return x̂;

3.3. Denoising with unknown noise parameters
Our method depends on a known or good estimate of the
noise parameters. For real-world scenarios, the noise pa-
rameter/level of point clouds is often unknown. To deal with
this case, we proposed a novel quality metric for point cloud
denoising, namely Total Variation for Point Cloud. Based
on that, we use an in-loop denoising procedure to estimate
the unknown noise parameters.

We extend the total variation concept in image denoising
[43] to point cloud processing and define Total Variation for
Point Cloud (TVPC) as:

TVPC =

N∑
i=1

∑
j∈neighbors(i)

wi,j ·
√
∥pi − pj∥2 + ϵ2. (6)
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where wi,j represents the weight between point pi and its
neighbor pj , ϵ is a small positive constant. Our defini-
tion of TVPC measures the geometric difference between a
point pi and its k nearest neighboring points, which favors
smooth surfaces. The detailed description and validation
of TVPC is provided in the Supplementary Material. We
estimate the noise parameter σ∗ by minimizing the TVPC

resulting point cloud:

σ∗ = argmin
σ

TVPC (x̂(σ)) . (7)

where x̂(σ) = y + σ2S(y). This allows us to automati-
cally find the best noise parameter from the data, ensuring
that the processed point cloud achieves optimal smoothness
while minimizing geometric distortion. The pseudo code
for denoising using TVPC is shown in Algorithm 1.

With the proposed TVPC as point cloud quality assess-
ment metrics, we can estimate the unknown parameters for
real-world datasets, resulting in a fully unsupervised frame-
work for point cloud denoising applications.

4. Experiments
4.1. Setup
Datasets We use the ModelNet-40 dataset [51] for model
training, which is a widely used dataset in 3D computer vi-
sion, with a comprehensive collection of CAD models for
common objects. For fair comparison, we adopt the noisy
subset of the dataset provided by [21], which consists of
15 different classes with 7 different polygonal models for
each class (5 for training and 2 for testing). Specifically,
10K to 50K points are sampled from the surface grid us-
ing Poisson disk sampling with resolutions, which are then
perturbed only by Gaussian noise with a standard deviation
of 0.5% to 1.5% of the radius of the bounding sphere and
normalized to the unit sphere before being entered into the
model. Note that we did not use any clean point clouds in
the datasets as in [21] to demonstrate the unsupervised na-
ture of our method.

For quantitative evaluation, we employ two benchmarks:
the ModelNet-40 test set which includes 60 objects [35],
and the PU-Net test set consisting of 20 objects adopted
in [36]. The performance of the model is evaluated using
data with added Gaussian noise or a simulated LiDAR scan-
ning noise model, specifically the Velodyne HDL-64E 3D
LiDAR scanner. For the Gaussian noise case, we used Pois-
son disk sampling to sample point clouds from each shape
at resolution levels of 10K and 50K points. The simulated
LiDAR noise dataset [19] encompasses point clouds with
varying densities, ranging from 3K to 120K points, yield-
ing a comprehensive dataset with 12 million training points
and 5 million testing points. We also evaluated the model
using a real-world point cloud dataset Paris-rue-Madame
[44], which was obtained with a laser scanner from street
scenes.

Model Training and Inference First, we perturb the
noisy data to generate the training point clouds. Specifi-
cally, for each point Yi in the noisy point cloud, we gen-
erate a perturbed point Y ′

i by adding small Gaussian noise
ϵi ∼ N (0, σ2

t I). We trained the network for 400 epochs
using Adam optimizer [27] with a learning rate of 0.0002
and a weight decay of 0.0001. During training, we anneal
σt linearly from time σmax = 0.031 to σmin = 0.001, which
covers the range of test data. We found that the annealing
procedure is important for training the model to adapt to
different noise levels and to accurately estimate the score
function. After training the network, we apply Tweedie’s
formula to estimate the clean point cloud x. All experi-
ments are carried out on an NVIDIA RTX 3080ti GPU with
12 GB of memory.
Baseline We compare our method with various classical
methods including bilateral filtering based (Bilateral) [12],
low rank based method (Lowrank) [33] and graph Lapla-
cian regularizer (GLR) [56], as well as state-of-the-art un-
supervised learning algorithms including Total Denoising
(TotalDn) [21], the unsupervised version of DMRDenoise
(DMR-U) [35] and the Score-Based Denoising algorithm
(Score-U) [36]. We do not compare with supervised learn-
ing methods as it is not the focus of the paper. [49] is not
included as the paper does not provide a code or pre-trained
model.
Metrics We use two commonly used metrics, the Cham-
fer distance (CD) [16] and the point-to-mesh distance
(P2M) [42], to evaluate model performance. Since point
clouds vary in size, we normalize the denoising results to
the unit sphere before computing the metric.

4.2. Quantitative Results

We test our trained model on three types of datasets, includ-
ing the ModelNet-40 dataset/ PU-Net dataset with isotropic
Gaussian noise [55], and ModelNet-40 with simulated Li-
DAR noise [21]. For Gaussian noises, the noise level (stan-
dard deviation of Gaussian) is set to 1%, 2%, and 3% of the
radius of the shape boundary sphere. Below we report the
results for each case. For all results, we assume the noise
parameter is unknown and is estimated following the proce-
dure in Sec. 3.3.
Accuracy results Tab. 1 shows the comparative per-
formance of various unsupervised denoising methods
across sparse (10k) and dense (50k) point clouds with
the ModelNet-40 dataset. It can be observed that
Noise2Score3D consistently achieves better results than
other unsupervised approaches in both Chamfer distance
(CD) and point-to-mesh (P2M) metrics, and rivals GLR,
the best-performing classical method. Notably, our method
demonstrates consistent performance across various noise
levels, particularly at high noise levels where other unsu-
pervised learning methods may produce large errors.
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Table 1. Comparison of the denoising performance on ModelNet-40 with Gaussian noise by different algorithms. The values for CD and
P2M are multiplied by 104. The best (second-best) results are shown in bold (underlined).

Number of points Gaussian 10k Gaussian 50k
Noise level 1% 2% 3% 1% 2% 3%

Dataset Model CD P2M CD P2M CD P2M CD P2M CD P2M CD P2M

Modelnet-40

Bilateral[12] 5.865 3.016 15.121 9.441 31.034 21.974 3.711 3.192 13.466 11.308 30.194 25.669
Lowrank[33] 5.698 3.069 8.882 4.678 14.846 8.629 1.796 1.702 6.448 5.121 17.670 14.332

GLR[56] 6.592 3.700 8.365 4.582 12.890 7.877 1.860 1.852 6.147 5.169 17.462 14.629
TotalDn[21] 8.079 4.778 18.031 12.277 29.617 21.673 5.044 4.442 13.130 11.165 22.627 19.334
DMR-U[35] 8.210 5.044 12.770 8.201 22.086 15.602 3.250 2.946 10.430 8.975 23.596 20.426
Score-U[36] 5.514 2.975 11.072 6.412 18.239 11.335 2.696 2.317 10.153 8.269 26.169 21.664

Ours 5.283 3.212 8.624 5.332 12.791 8.568 1.881 1.988 4.393 4.002 8.917 8.181

Table 2. Comparison of denoising performance of different algorithms on PU-Net. The values for CD and P2M are multiplied by 104. The
best (second-best) results are shown in bold (underlined).

Number of points 10k 50k
Noise level 1% 2% 3% 1% 2% 3%

Dataset Model CD P2M CD P2M CD P2M CD P2M CD P2M CD P2M

PU-Net

Bilateral[12] 3.646 1.342 5.007 2.018 6.998 3.557 0.877 0.234 2.376 1.389 6.304 4.730
Lowrank[33] 3.820 1.575 4.878 2.080 5.873 2.778 0.778 0.176 1.303 0.506 2.551 1.431

GLR[56] 3.863 1.967 4.562 2.194 5.322 2.677 0.767 0.251 1.284 0.611 2.446 1.556
TotalDn[21] 3.390 0.826 7.251 3.485 13.385 8.740 1.024 0.314 2.722 1.567 7.474 5.729
DMR-U[35] 5.313 2.522 6.455 3.317 8.134 4.647 1.226 0.521 2.138 1.251 2.496 1.520
Score-U[36] 3.107 0.888 4.675 1.829 7.225 3.762 0.918 0.265 2.439 1.411 5.303 3.841

Ours 2.848 1.106 4.190 1.818 5.583 2.947 0.833 0.461 1.532 0.970 2.434 1.704

Table 3. Comparison of different denoising algorithms on
ModelNet-40 with simulated LiDAR scanner noise. The values
of CD are multiplied by 104. The best (second-best) results are
shown in bold (underlined).

Type of noise Simulated LiDAR
Noise level 0.5% 1.0% 1.5%

Dataset Model CD CD CD

Modelnet-40

Bilateral [12] 1.527 1.686 2.110
Lowrank [33] 1.230 1.229 1.355

GLR [56] 1.024 1.074 1.249
TotalDn[21] 1.706 2.071 2.734
DMR-U[35] 2.248 2.278 2.467
Score-U[36] 1.469 1.426 1.652

Ours 1.114 1.165 1.327

To assess the model’s generalization ability, we reeval-
uate it on the PU-Net dataset (Tab. 2). It can be seen that
Noise2Score3D outperforms other unsupervised learning-
based methods, highlighting its strong generalization ability
across datasets. It is worth noting that our model is trained
solely on the ModelNet-40 dataset, whereas the classical
methods and learning-based methods are optimized/trained
on the PU-Net dataset directly. We also tested the accuracy
of the inference results using the true noise parameters and

found that CD and P2M could be further improved (for de-
tails please refer to the Supplementary Material Tab. 7).

We also conducted evaluations on a synthetic dataset
with emulated LiDAR sensor noise [21]. The results (Ta-
ble 3) show that Noise2Score3D significantly outperforms
other unsupervised learning methods across various noise
levels and approaches the performance of the best classi-
cal methods. Overall, our method demonstrates persistent
denoising performance across various noise conditions.

4.3. Qualitative Results
We visualize denoising results of the proposed method and
the competing baselines under Gaussian and simulated Li-
DAR noise, as shown in Fig. 2. The color of each point
indicates its reconstruction error, which is measured only
by the point-to-mesh distance, unlike in Sec. 4.1, where
P2M consists of two distances: point-to-mesh and mesh-to-
point. From Fig. 2, it is evident that our results are cleaner
and visually superior compared to those of other unsuper-
vised learning methods and most classical approaches. Fur-
thermore, we conduct a qualitative study on the real-world
dataset Paris-rue-Madame[44]. The results are shown in
Fig. 3, in which the left and right parts of each sub-figure
are rendered from different views. Due to the varying and
intricate nature of noise in point clouds, many methods
struggle to maintain a balance between effective denois-
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Figure 2. Visualization results by different algorithms on synthetic datasets: (a) ModelNet-40 with 50k points; (b) PU-Net with 10k points;
(c) PU-Net with 50k points; (d) ModelNet-40 with simulated LiDAR noise. Note that shown results with the noise scale set to 2% of the
bounding sphere’s radius for the Gaussian noise and 1.5% for the simulated LiDAR noise. Points with smaller error are colored more blue,
and otherwise colored yellow.

Figure 3. Visualization results on the real-world dataset Paris-rue-Madame [44].

ing and the preservation of fine details, particularly under
high-conditions. Additionally, point clouds produced by
these methods often suffer from nonuniform distribution,
as shown in the right part of the subfigures in Fig. 3. In
contrast, Noise2Score3D produces cleaner and smoother re-

sults, in the meanwhile better preserving the details.

4.4. Inference time
We compare the inference time of Noise2Score3D with
other learning-based methods (TotalDn, DMR-U and Score-
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U). Experiments are run on the same GPU device (NVIDIA
RTX 3080ti) with the exception for TotalDn, which we can
only run on a NVIDIA RTX 2080Ti GPU. The classical
methods are not compared here for their different imple-
mentation platforms (Matlab). We report the average in-
ference time on 20 PU-Net point clouds with 10K or 50K
sampled points. As shown in Tab. 4, Noise2Score3D is,
on average, 15 (50) or more times faster in inference times
than other methods on 10K (50K) point clouds, confirming
the efficiency of our approach.

Table 4. Comparison of inference time for different algorithms on
the PU-Net dataset[55].

Time (s)
Dataset: PU-Net 10K, 2% 50K, 2%

TotalDn[21] 61.83 6198.95
DMR-U[35] 39.08 315.71
Score-U[36] 33.39 308.42

Ours 2.10 5.83

4.5. Ablation Studies
Choices of loss function We compare the current results
of AR-DAE loss with that of using DAE loss [1] in Tab. 5,
showing the superiority of AR-DAE loss. Training and
evaluation are both on the ModelNet-40 dataset with 50k
points.

Table 5. Effect of different loss function choices in training. The
results are on the ModelNet-40 dataset.

Noise level 1% 2% 3%
Loss CD P2M CD P2M CD P2M
DAE 5.153 5.040 16.481 16.092 34.999 34.530

AR-DAE(Ours) 1.881 1.988 4.393 4.002 8.917 8.181

Annealing noise levels σt in training We compare the
results of the current model trained by gradually annealing
noise levels σt with those of a fixed model σt. The results
are shown in Tab. 6, from which we can see that, while the
model trained with fixed σt can get better results for test
data with similar noise levels, the annealing procedure en-
ables stable denoising outcomes across different noise lev-
els.
Result comparison using noise parameters estimated
with TVPC vs. true values Tab. 7 shows the results with
noise parameter determined by the proposed TVPC versus
that using the true value of σ. We observe that the metrics
of denoising outcomes are similar between two cases across
different noise levels, validating the proposed TVPC in as-
sessing the quality of denoising result and estimating the
unknown noise parameters.

Table 6. Effect of different σt choices in training.

Dataset
Noise level 1% 2% 3%

σt CD P2M CD P2M CD P2M

ModelNet-40

0.03 2.880 2.656 4.224 3.966 8.511 7.804
0.02 2.425 2.359 4.300 3.950 8.450 7.677
0.01 2.014 2.078 4.376 3.997 8.812 8.032
Ours 1.881 1.988 4.393 4.002 8.917 8.181

PU-Net

0.03 1.579 0.762 2.585 1.576 2.753 1.706
0.02 1.471 0.675 2.238 1.279 2.545 1.519
0.01 1.254 0.509 1.711 0.847 2.395 1.378
Ours 0.833 0.461 1.532 0.970 2.434 1.704

Table 7. Denoising results using estimated noise parameters by
TVPC (σtv) vs. true values (σtrue) on the PU-Net dataset[55].

PU-Net 10K 50K
Inference 1% 2% 3% 1% 2% 3%

CD P2M CD P2M CD P2M CD P2M CD P2M CD P2M

σtrue 2.806 0.661 3.868 1.173 5.192 2.228 0.991 0.317 1.438 0.623 2.418 1.389

σtv 2.848 1.106 4.190 1.818 5.583 2.947 0.833 0.461 1.532 0.970 2.434 1.704

5. Conclusions

Despite significant research efforts, the denoising of 3D
point clouds remains a challenging problem. The proposed
Noise2Score3D framework introduces a novel and effec-
tive Bayesian approach for unsupervised point cloud de-
noising. Noise2Score3D achieves SOTA denoising perfor-
mance among unsupervised learning methods, while being
highly efficient. It also shows strong generalization abil-
ity across varying datasets and noise conditions. Moreover,
our proposed TVPC metric enables estimation of unknown
noise parameters, greatly enhancing the method’s applica-
bility in real-world scenarios.

The current method is restricted to exponential family
noises, and assumes an uniform noise level across all points
in the cloud. But it is possible to be extended to more com-
plex noise models, such as multiplicative and structurally
correlated noise[52]. Future work includes extending the
method to other input types, e.g. color point clouds and
more realistic noise setup. Another direction is to apply the
score estimation framework to other tasks, e.g. point cloud
upsampling and completion. We believe that our approach
can inspire future research in the application of Bayesian
methods in point cloud denoising and, more generally, 3D
data processing.
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