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Abstract

Video data inherently captures rich, dynamic contexts that
reveal objects in varying poses, interactions, and state
transitions, offering rich potential for unsupervised ob-
ject representation learning. However, most prior repre-
sentation learning methods rely on static image datasets
like ImageNet, which lack temporal cues and only pro-
vide high-level semantic supervision. Meanwhile, existing
natural video datasets are not ideal for learning object-
centric representations due to limited object focus and class
diversity. To explore unsupervised object representation
learning grounded in object dynamics—beyond static ap-
pearance—we introduce TrackVerse, a large-scale video
dataset of 31.9 million object tracks spanning over 1,000
categories, each capturing the motion, appearance, and
evolving states of an object over time. We further propose a
variance-aware contrastive learning framework that adapts
to data augmentations, encouraging the model to learn
state-sensitive features. Extensive experiments demon-
strate that representations learned from TrackVerse with
variance-aware contrastive learning significantly outper-
form those from static image datasets and non-object-
centric natural video across multiple downstream tasks
including object/attributie recognition, action recognition
and video instance segmentation, highlighting the rich se-
mantic and state content in TrackVerse feature.

1. Introduction

Video data, with its dynamic and rich contextual cues, of-
fers a unique perspective into the world of everyday ob-
jects, capturing their ever-changing poses, interactions, and
changes of state. This source of information holds immense
potential for enhancing unsupervised visual representation
learning. However, a key question arises: do our datasets
showcase these rich contexts and can our methods effec-
tively leverage them to better understand objects in the real

world? This paper delves into this question, proposing a
new video dataset and exploring the potential of video data
for unsupervised visual representation learning of everyday
objects.

Prior representation learning methods [8, 11, 12] have
primarily relied on static, object-centric datasets such as
ImageNet [16]. While effective at capturing object iden-
tity and high-level semantics, these datasets lack temporal
context and fail to reveal fine-grained variations in an ob-
ject’s state or behavior. In contrast, video offers a natural
source of such variations by observing the same object over
time, enabling state-aware representation learning. How-
ever, existing video datasets [1, 20, 44, 57] are ill-suited
for effective object representation learning. Why? First,
video datasets are not inherently object-centric. They of-
ten contain cluttered scenes where objects of interest are
not the primary focus, leading to noisy and irrelevant visual
signals. This lack of focus on individual objects makes it
challenging to learn robust object representations. Second,
natural videos exhibit a long-tail distribution of object cat-
egories, resulting in limited diversity within finite datasets.
This imbalance negatively impacts representation learning,
as models are less exposed to a broad and balanced set of
objects, ultimately limiting their generalization ability.

In this work, we introduce a new video dataset,
TrackVerse, specifically designed for representation
learning of objects in their natural environments, featur-
ing a diverse set of common objects tracked over time.
TrackVerse mitigates the challenges of natural video by
providing a balanced, object-centric dataset that captures
the evolution of object states as they interact with the en-
vironment. Since manually localizing and tracking all ob-
jects in a video would be prohibitively expensive, we intro-
duce an automated data collection pipeline that leverages
an open-vocabulary object detector and tracker to create the
dataset.

Through a series of experiments, we demonstrate the
value of TrackVerse for unsupervised image-level repre-
sentation learning, and in particular contrastive learning.
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Table 1. TrackVerse vs. Existing Video Datasets. Full Dyn.: full dynamics that supports random frame sampling at any time point. The R2V2 dataset
only contains 4 fixed frames per video. Obj Centric: object-centric dataset. Class Bal: Class Balance where the high-frequency classes were capped. Dur:
total duration of the datase

Dataset Domain Full Dyn. Obj. Centric Class Bal. Open Source # Clips Dur (HR)

MOT20 [36] Pedestrian 3 3 7 3 2,332 14.8
VOTS2023 [34] Free-form 3 3 7 3 341 6.5
TAO [14] LVIS(488), free-form(345) 3 3 7 3 1,787 46.6
R2V2 [20] ImageNet 7 7 3 3 696K —
Ego4D [22] Human activities 3 7 7 3 923 3,670
Walking Tours [57] Urban 3 7 7 3 10 23
VideoNet [44] ImageNet 3 7 3 7 1.2M 3,055

Full TrackVerse (Ours) LVIS Objects 3 3 7 3 31.9M 45,582
Curated TrackVerse (Ours) LVIS Objects 3 3 3 3 3.8M 5,328

We show that the learned representations outperform those
learned from equivalent static image datasets, and those
from non-object-centric video datasets across a range of
downstream tasks. We also demonstrate that to exploit
the full potential of object tracks for representation learn-
ing, contrastive methods should relax the invariance objec-
tive to enable models to be sensitive to semantically dis-
tinct views of an object, such as the different states an ob-
ject might go through over time. By learning representa-
tions that are invariant to semantic-preserving transforma-
tions (e.g., color augmentations) while being predictable
to semantic-changing transformations (e.g. spatio-temporal
augmentations), the proposed extention enhanced down-
stream task performance, outperforming similar contrastive
methods that rely on invariance objectives alone.

2. Related Work

Self-supervised object representation learning Self-
supervised learning (SSL) aims to learn general object rep-
resentations that can be effectively transferred to various
downstream tasks without requiring human annotations.
Existing SSL methods for visual representation learning can
be broadly categorized into two frameworks: (1) joint em-
bedding learning, which encodes different views of a sam-
ple into aligned representations [7, 11, 17, 23, 26, 61], and
(2) masked image modeling (MIM), which learns by recon-
structing masked regions of the input data [4, 27, 55, 59,
66]. While these approaches demonstrate remarkable suc-
cess on ImageNet [16], their application to natural videos
presents significant challenges. One key challenge is that
natural videos exhibit dynamic scenes with multiple objects
and complex backgrounds. Therefore, to better study and
evaluate SSL methods for learning object representations
from videos, a large-scale, object-centric video dataset with
diverse objects and rich motion patterns is needed.
Video datasets Numerous video datasets have been de-
veloped over the years, driven by progress in video tasks
such as action recognition [13, 32, 33, 35, 54], object track-
ing [14, 34, 36], video object classification [1] and segmen-
tation [46]. However, these datasets are often confined to
specific domains such as human actions [32, 33, 35, 54],

egocentric views [13, 68] or urban scenes [57], lacking the
broad diversity needed for effective SSL. A few attempts
have been made to construct large-scale video datasets for
SSL (R2V2 [20], VideoNet [44], Walking Tours [57]).
First, their object and scene coverage remains limited, with
long-tailed distributions that heavily favor human-centric
activities [22] or urban environments [57]. Second, even
when attempting to increase object variety, R2V2 [20]
and VideoNet [44] rely on YouTube Search and video-
classification-based filtering to construct the dataset. This
approach does not guarantee that the target object is clearly
visible in each frame. Many frames may lack the intended
object altogether or include substantial background clutter.
This lack of object-centricity adds a significant burden to
the SSL process, as models must implicitly localize and at-
tend to the object amid irrelevant signals.
Learning object representations from videos While video
representation learning has advanced significantly, with
early approaches focusing on fundamental visual cues like
temporal coherence [28, 60] or object tracking [2, 45, 58],
most recent advance focus on learning holistic video-level
features, overlooking the need for object-centric representa-
tions that generalize across diverse vision tasks. In practice,
many applications—from object recognition and segmen-
tation to image captioning, tracking, and video understand-
ing—rely on image-level representations that capture object
identity, appearance, and state. Recent approaches leverage
modern SSL to capture spatio-temporal features [10, 15, 18,
19, 25, 41, 43, 48, 50–52, 56], yet they typically encode en-
tire clips using specialized video architectures and primar-
ily transfer to video-specific tasks such as action recogni-
tion [10, 25, 52]. A few works attempt to track or asso-
ciate local regions via cycle-consistency [6, 30, 58] or opti-
cal flow [53, 62], but these efforts still struggle with the in-
herent challenge of jointly localizing, tracking, and learning
stable object representations over time. This gap calls for a
new direction: learning object-centric representations from
video that extend beyond video benchmarks and serve as
general-purpose image encoders that support a wide range
of visual tasks.
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