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Abstract
Instruction-based video editing allows effective and in-

teractive editing of videos using only instructions without
extra inputs such as masks or attributes. However, col-
lecting high-quality training triplets (source video, edited
video, instruction) is a challenging task. Existing datasets
mostly consist of low-resolution, short duration, and lim-
ited amount of source videos with unsatisfactory editing
quality, limiting the performance of trained editing models.
In this work, we present a high-quality Instruction-based
Video Editing dataset with 1M triplets, namely InsViE-
1M. We first curate high-resolution and high-quality source
videos and images, then design an effective editing-filtering
pipeline to construct high-quality editing triplets for model
training. For a source video, we generate multiple edited
samples of its first frame with different intensities of
classifier-free guidance, which are automatically filtered
by GPT-4o with carefully crafted guidelines. The edited
first frame is propagated to subsequent frames to produce
the edited video, followed by another round of filtering for
frame quality and motion evaluation. We also generate and
filter a variety of video editing triplets from high-quality
images. With the InsViE-1M dataset, we propose a multi-
stage learning strategy to train our InsViE model, progres-
sively enhancing its instruction following and editing abil-
ity. Extensive experiments demonstrate the advantages of
our InsViE-1M dataset and the trained model over state-of-
the-art works. Codes are available at InsViE.

1. Introduction
Promising progress on video editing has been achieved in
recent years. Many previous works [7, 9, 10, 17, 18, 20, 26]
are training-free methods based on pre-trained image/video
generation models [4, 29], yet they are limited in generaliza-
tion ability, long time consumption and the need of paired
captions. One-shot methods [11, 24, 35] improve the tem-
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Table 1. Statistics of instruction-based video editing datasets.

Datasets Amount Resolution Frames Real Filter

InstructVid2Vid [27] N/A N/A N/A ✓ ×
EffiVED [42] 155k 512×512 8 ✓ ×
InsV2V [6] 404k 256×256 16 × ×

Ours 1M 1024×576 25 ✓ ✓

poral consistency by over-fitting on each single video, but at
the price of more time consumption. Training-based meth-
ods perform video editing by introducing masks [15, 19],
edited first-frame [21], or instructions [5, 6, 42]. Compared
with other kinds of training-based video editing methods,
instruction-based editing is more user-friendly as it only
needs the instruction to represent the expected editing tar-
get. Inspired by the success of instruction-based image
editing [12, 16], researchers have proposed several meth-
ods [6, 27, 42] to construct instruction-based video editing
datasets and train the models.

However, the training data construction for instruction-
based video editing (InsViE) is much more challenging
than that for image editing. InstructVid2Vid [27] and Ef-
fiVED [42] create edited videos utilizing one-shot methods
[23, 35], which is highly time consuming. As a result, only
24K videos with 8 frames per video of 256×256 resolu-
tion are provided in [42], whose video quantity and quality
are not sufficient to train a robust video editor. InsV2V [6]
synthesizes 400K editing pairs; however, the source videos
are synthetic, and hence the trained models are less effec-
tive when editing real-world videos. In addition, the lim-
ited video resolution (256×256) of this dataset limits the
application of the trained models. As summarized in Tab. 1,
existing InsViE datasets suffer from low-resolution, short
video duration, and insufficient quantity and quality, mak-
ing InsViE remain a challenging task.

To address the limitation, we propose to construct
InsViE-1M, an instruction-based video editing dataset, in-
cluding 1M high-quality training triplets (source video,
edited video, instruction). Specifically, we first collect a
large amount of 1080p real-world source videos and uti-
lize large vision-language models (VLMs) [13] to generate
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change the plate into black add a mountain make it under sunset

convert to low poly art style apply sand effect on the floor paint it as watercolor style
Figure 1. Sample triplets of our InsViE-1M dataset. For each sample, from top to bottom: original video, edited video, instruction.

captions and instructions, then present an effective pipeline
to generate high-quality edited videos. Previous data con-
struction pipelines commonly employ random parameters
to synthesize edited videos [6, 42], which is difficult to en-
sure the editing quality. Instead, we propose a two-stage
editing-filtering pipeline for video editing triplet genera-
tion. In the first stage, we employ a powerful image editing
model to edit the first frame of each video, and output mul-
tiple edited samples by varying the classifier-free guidance
(CFG) within a range. The edited samples are then exam-
ined by GPT-4o [1] with our carefully prepared screening
guideline, aiming to find the best candidate from a com-
prehensive set of evaluation metrics. In the second stage,
we propagate the edited first frame to subsequent frames
and apply another round of filtering based on frame quality
and motion consistency. We design a scoring guideline for
GPT-4o to evaluate the corresponding frames for each video
before and after editing, and adopt optical flow endpoint
error to evaluate motion consistency. In addition, we gen-
erate a number of source/edited videos from high-quality
source/edited image pairs, as well as a set of static videos
from high-quality images as parts of InsViE-1M. Fig. 1 il-
lustrates some sample triplets of our InsViE-1M dataset, in-
cluding the source videos, their edited counterparts and the
associated instructions.

Most previous InsViE models are built upon image mod-
els [6, 27], which often introduce flicker artifacts due to
poor motion consistency. With our established InsViE-1M
dataset, we employ pre-trained video generation models
[39] and propose a multi-stage learning strategy to progres-
sively train an InsViE model to enhance its editing ability.
In addition, we adopt LPIPS loss as a complement of L2

loss for detail preservation, avoiding the decay of editing
effect in the propagation process of subsequent frames.

Our contributions can be summarized as follows. First,
we construct a high-quality instruction-based video editing
dataset, i.e., InsViE-1M, through an elaborately designed
two-stage editing-filtering pipeline. Second, we present an

InsViE model, which is the first built upon video genera-
tion models. Experiments demonstrate the advantages of
our InsViE-1M dataset and the trained InsViE model.

2. Related Work
Training-free video editing. Many existing video editing
methods rely on pre-trained large image/video models [7–
10, 17, 18, 20, 26] to perform DDIM [31] inversion and
denoising without training on any data. FateZero [26] in-
troduces attention blending to disentangle the editing of ob-
jects and background. To ensure motion consistency, FLAT-
TEN [8] and RAVE [17] use optical flow and random noise
shuffling to improve the editing effect. Tokenflow [10] and
VidToMe [20] merge the intermediate tokens to accelerate
the editing process. AnyV2V [18] and Videoshop [9] adopt
pre-trained image-to-video (I2V) models [4, 41] to edit the
whole video with a given edited first-frame, providing more
interaction with users. However, training-free methods of-
ten yield unsatisfactory results due to the inherent gap be-
tween generation and editing tasks. Furthermore, it is dif-
ficult to ensure the quality of the generated samples when
we construct large-scale datasets directly using training-free
methods. Therefore, we design an elaborate pipeline to fil-
ter both the edited first frame and the final edited video,
which significantly improves the quality of our dataset.

One-shot video editing. One-shot editing methods [11,
23, 24, 35] over-fit on a single video to yield better vi-
sual effects. Tune-A-Video [35] learns the motion of
each video by updating spatial and temporal attention.
VideoSwap [11] introduces semantic points optimized on
source video frames to manipulate the object and preserve
the background. CoDeF [23] is trained to extract the canon-
ical and deformation fields from each video to render the
edited video. I2VEdit [24] first extracts the coarse motion
of the given video by trainable LoRA [14], then uses at-
tention matching to refine the appearance in the inference
stage. Although these methods generate videos with better
motion consistency, the time consumption is considerable
due to the online optimization process for each video.
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Figure 4. Training framework of our InsViE model.

as in the 1st stage of Sec. 3.1. We crop each source and
edited image pair at equal intervals to create image se-
quence pair, which is then processed with bilinear interpo-
lation to enhance the video smoothness. Then we apply the
filtering process as in the 2nd stage of Sec. 3.1. In total,
we produce 450k triplets of static videos that only possess
camera movement for training.

In Tab. 2, we summarize the composition and statistics of
our InsViE-1M dataset. “Src Res” and “Out Res” denote the
source resolution and output resolution. “GPT” and “EPE”
are the averages of GPT scores and optical flow EPE values.
Examples of the triplets construction process can be found
in the supplementary file.

4. InsViE Model Training
In this section, we train the instruction-based editing
model by finetuning CogVideoX-2B [39] on the InsViE-1M
dataset. Instruction-based video editing aims to edit videos
according to the given instructions, which can be achieved
through a conditional diffusion process. Specifically, the
source video Vsource, the text instruction y, and the edited
video Vedited are given in the training phase. We first input
the video pairs to the visual encoder E and extract the la-
tents zsource = E(Vsource) and zedited = E(Vedited). The
instruction is fed to the text encoder to produce the text con-
dition ztext. In the diffusion process, noise ϵ is added to
zedited to generate latent noise zt over timesteps t ∈ T . The
editing model predicts the noise added to the noisy latent
zt by taking zsource and ztext as conditions. The objective
function of the latent diffusion process is:

L = Eϵ∼N (0,1),t

[
∥ϵ− ϵθ(t, zt, zsource, ztext)∥22

]
, (1)

where ϵθ refers to the denoising network.

4.1. Model architecture
Unlike methods that finetune image generation models [6,
27], we develop the InsViE model by finetuning the video
generation model CogVideoX [39] to enhance motion con-
sistency. As illustrated in Fig. 4, we begin by encoding the
source video Vsource and the instruction y into latent rep-
resentations zsource and ztext, which are then concatenated

Table 3. Dataset settings of multi-stage training.

Subset Amount Static:Real GPT EPE

Set-S1 1,019,593 1:1 3.74 0.55
Set-S2 226,772 1:1 4.34 0.42
Set-S3 680,316 5:1 4.41 0.29

and passed through an embedding layer. Then, the output
of embedding layer and ztext are concatenated and fed into
DiT to produce the denoised latent ẑ. Finally, InsViE model
outputs x̂ by decoding ẑ as x̂ = D(ẑ), where D is the de-
coder. During the training phase, both the embedding layer
and LoRA [14] parameters are set to be trainable.

4.2. Training and sampling
Multi-stage training. Inspired by the training of video gen-
eration models [39, 43], we implement the model training in
a multi-stage manner to progressively enhance our model’s
editing capability. As mentioned in Sec. 3, we designed an
evaluation guideline for GPT-4o to score each video and fil-
ter the dataset. In the first stage, we train our InsViE model
on the filtered dataset, referred to as Set-S1, to learn the
general ability of instruction-based editing. The L2 loss is
applied to the output latent ẑ, as shown in Fig. 4. In the sec-
ond stage, we select video pairs with higher GPT-4o scores
and lower EPE values to create a new training dataset, re-
ferred to as Set-S2, to enhance the editing quality. The L2

loss on the output latent is still used in this stage. Then, we
focus on enhancing the video fidelity in the final stage. We
augment Set-S2 with more static video pairs to construct
Set-S3, as the static images we collected are of higher vi-
sual quality. The LPIPS loss on image domain data x̂ is
also used to encourage the model outputting videos with
improved naturalness. The detailed composition of the sub-
sets of InsViE-1M are illustrated in Tab. 3.
Sampling. For sampling, we follow InstructPix2Pix [5] and
employ different CFGs for vision and text conditions:

ϵ̂θ(zt,zsource, ztext) = ϵθ(zt,∅,∅)

+ sV · (ϵθ(zt, zsource,∅)− ϵθ(zt,∅,∅)) (2)
+ sT · (ϵθ(zt, zsource, ztext)− ϵθ(zt,∅,∅))

where sV and sT denote the CFG scales of input video
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turn it into pixel art style make it a pond and add waterweed

change the rug into redswap the parrot into a magpie 
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Figure 5. Visual comparison between our InsViE model and state-of-the-art methods.
and color of video. In mixed editing task, InsViE success-
fully recognizes each editing key word and performs the
corresponding edits in the video. However, InsV2V [6]
omits the addition of waterweed, and RAVE [17] generates
unnatural contents. In short, our InsViE can edit the video
with more visually pleasing effects.

5.4. Ablation Study
Ablation on data filtering. In Tab. 5, we investigate the
role of GPT-4o [1] and Optical Flow [37] (OF) filters. Re-
moving the GPT-4o filter will decrease the performance
in all three aspects, especially the textual alignment, indi-
cating a significant loss of coherence with textual descrip-

tions. Similarly, excluding the OF filter decreases all met-
rics while producing the most significant negative impact
on temporal consistency. Therefore, both filters play crucial
roles in maintaining coherence and motion dynamics.
Ablation on multi-stage training. We then evaluate the
effects of multi-stage training strategy in Tab. 5 and Fig. 6.
In “Stage 1”, using Set-S1 yields competitive performance,
while the following training stages provide further improve-
ments. Specifically, “Stage 1&2” brings considerable gain
of OF EPE and textual alignment. In Fig. 6, “Stage 1&2”
is better aligned with the source video with more stylistic
elements. “Stage 1&2&3” brings notable improvements in
textual alignment and video quality. Compared with “Stage
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Table 4. Quantitative comparison with existing methods. OF denotes optical flow. The best results are highlighted in bold.

Methods
Temporal Consistency Textual Alignment Video Quality

CLIP ↑ OF EPE ↓ GPT Score ↑ CLIP ↑ Pick Score ↑ GPT Score ↑ DOVER ↑ GPT Score ↑
FateZero [26] 0.939 13.07 2.89 19.27 18.74 3.62 0.489 3.23

Tokenflow [10] 0.951 6.58 3.32 18.59 18.63 3.34 0.566 3.77
RAVE [17] 0.953 5.18 3.32 18.72 18.65 3.35 0.494 3.29

Videoshop [9] 0.952 5.02 3.81 18.92 18.78 3.61 0.501 3.42
InsV2V [6] 0.951 4.97 3.76 19.01 18.75 3.66 0.559 3.68

Ours 0.956 4.84 3.88 19.37 18.91 3.84 0.567 3.79

Table 5. Ablation study on data filtering and multi-stage training, where OF denotes optical flow.

Training Settings
Temporal Consistency Textual Alignment Video Quality

CLIP ↑ OF EPE ↓ GPT Score ↑ CLIP ↑ Pick Score ↑ GPT Score ↑ DOVER ↑ GPT Score ↑
w/o GPT filter 0.944 5.66 3.61 18.47 18.23 3.41 0.515 3.57
w/o OF filter 0.941 6.58 3.54 18.73 18.37 3.69 0.490 3.54

Stage 1 0.950 5.08 3.76 18.87 18.40 3.68 0.510 3.67
Stage 1&2 0.951 4.87 3.81 19.03 18.65 3.77 0.519 3.68

Stage 1&2&3 0.956 4.84 3.88 19.37 18.91 3.84 0.567 3.79

Table 6. Quantitative comparison on TGVE/TGVE+. The best re-
sults are highlighted in bold. ∗ indicates retraining on our dataset.

Methods Pick Score↑ TC CLIP↑ ViCLIPdir↑ ViCLIPout↑
TokenFlow [10] 20.58/20.62 0.943/0.944 0.117/0.085 0.257/0.254
InsV2V [6] 20.76/20.37 0.911/0.925 0.208/0.174 0.262/0.236
EVE [30] 20.76/20.88 0.922/0.926 0.221/0.198 0.262/0.251
InsV2V∗ [6] 20.83/20.91 0.931/0.939 0.237/0.191 0.271/0.252
Ours 20.90/20.97 0.941/0.945 0.242/0.201 0.278/0.270

Source

Stage 1&2&3｜S:R=5:1S:R=0:1

Stage 1

Stage 1&2 S:R=1:1

change to pixel art style
Figure 6. Visual comparisons of various ablated settings.

1&2”, the DOVER and Pick scores increase favorably by
0.052 and 0.26, illustrating the benefits of LPIPS loss and
high-quality static videos. The example videos in Fig. 6
support the quantitative comparison. In short, the results
underscore the necessity of each training stage.
Ablation on static-real ratio. In Fig. 6, “S:R” denotes the
ratio between static and real videos. “S:R=5:1” provides the
best alignment with the source video and instruction, offer-
ing the most satisfactory visual quality. This ratio effec-
tively incorporates the advantages of static and real videos,
leading to the best editing ability. Thus, the 5:1 ratio was
determined to be our optimal choice.
Ablation on the pre-trained baseline model. In Tab. 6, we

train InsV2V on our dataset (InsV2V∗). The improvements
demonstrate the contribution of our dataset. More ablation
studies can be found in the supplementary file.

6. Conclusion
In this paper, we proposed a large-scale instruction-based
video editing dataset, InsViE-1M, which includes 1 million
training triplets. The source data were curated from high-
quality real-world videos and images, and image editing
pairs. To ensure the quality of editing triplets, we parti-
tioned the edited video generation process into first-frame
editing and video propagation, and designed a two-stage
editing-filtering construction pipeline. In the 1st stage, we
screened the best sample from multiple edited first frames
using GPT-4o to alleviate the randomness of image editing
model. Then we employed GPT-4o and optical flow to eval-
uate each edited video and identify the satisfactory triplets
in the 2nd stage. To achieve efficient instruction-based edit-
ing, we introduced a multi-stage training strategy to pro-
gressively train an InsViE video editing model, whose su-
perior video editing performance was demonstrated by our
extensive experiments.
Limitations. Our InsViE-1M dataset and trained InsViE
model have some limitations. First, our elaborately de-
signed filtering process, though effective, is constrained by
the visual understanding capability of GPT-4o. Second, the
video clips in our dataset, while longer than existing video
editing datasets, are still not long enough, which may limit
the performance of trained models in processing longer
videos. Third, our model performs slightly worse when
adding useless content or descriptions to the input instruc-
tions because our training set includes mainly clean data.
Lastly, our InsViE model is fine-tuned on open-source video
generation models, and hence may inherit their limitations
in synthesizing realistic videos.
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