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Abstract

The performance of unsupervised 3D object classification
and bounding box regression relies heavily on the quality
of initial pseudo-labels. Traditionally, the labels of classi-
fication and regression are represented by a single set of
candidate boxes generated by motion or geometry heuris-
tics. However, due to the similarity of many objects to the
background in shape or lack of motion, the labels often fail
to achieve high accuracy in two tasks simultaneously. Us-
ing these labels to directly train the network results in de-
creased detection performance. To address this challenge,
we introduce Motal that performs unsupervised 3D ob-
ject detection by Modality and task-specific knowledge
transfer. Motal decouples the pseudo-labels into two sets
of candidates, from which Motal discovers classification
knowledge by motion and image appearance prior, and dis-
covers box regression knowledge by geometry prior, respec-
tively. Motal finally transfers all knowledge to a single
student network by a TMT (Task-specific Masked Training)
scheme, attaining high performance in both classification
and regression. Motal can greatly enhance various unsu-
pervised methods by about 2× mAP. For example, on the
WOD test set, Motal improves the state-of-the-art CPD
by 21.56% mAP L1 (from 20.54% to 42.10%) and 19.90%
mAP L2 (from 18.18% to 38.08%). These achievements
highlight the significance of our method.

1. Introduction
In recent years, 3D object detection has gained increas-

ing attention. This task requires accurately distinguish-

ing objects from the background and precisely regress-

ing their 3D bounding boxes. Previous detectors follow

a fully supervised detection paradigm but suffer from the

high annotation cost [6, 30–32, 34]. To alleviate this issue,

many weakly or semi-supervised approaches have been pro-
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Figure 1. Motal discovers classification knowledge by motion

and image appearance priors, discovers box regression knowledge

by geometry prior, and transfers the knowledge to a student net-

work for unsupervised 3D object detection.

posed [5, 27, 47]. These methods reduce the labeling cost to

a certain extent but still rely on partial human annotations.

Several studies have explored more ideal approaches that

automatically classify 3D objects and regress their bound-

ing boxes without relying on human annotations [13, 44,

45]. This detection paradigm is commonly known as un-

supervised 3D object detection. The mainstream unsuper-

vised methods adopt a pseudo-label generation and deep

nets training framework. The success of this framework

depends primarily on generating high-quality pseudo-labels

and effectively leveraging these labels to train the detector.

Traditional methods generate a single set of boxes to

serve as classification and regression labels [33, 44]. The

boxes are typically selected either based on motion [7, 20,

42] or geometry [33, 44] heuristics. However, stationary

objects often have ambiguous classes, though their shape

and position can be estimated from consecutive frames. In

contrast, moving objects can be separated from the back-

ground but may have inaccurate shapes and positions. Con-

sequently, many labels cannot achieve high accuracy in both

classification and regression simultaneously. An example

from Waymo Open Dataset (WOD) [26] is presented in

Fig 2 (a). Directly using the pseudo labels to train the detec-
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Figure 2. (a) TP (True Positive) of class label (generated by motion

heuristics) and mIoU between ground truth and box label (gen-

erated by temporal geometry heuristics). (b) Objects cannot be

distinguished on points but can be recognized on the image. (c)

Motal improves baselines by about 2× in terms of 3D AP L2 on

the WOD validation set. (d) Motal improves CPD by about 2×
in terms of 3D AP L2 on the WOD test set.

tor will introduce classification and regression errors, lead-

ing to decreased detection accuracy. Although it is possible

to select a subset of labels that is accurate for both tasks, it

will disregard numerous useful supervision signals. Addi-

tionally, since classification relies mainly on a limited set of

moving-object labels, it remains challenging to recover dis-

tant or occluded objects using LiDAR point clouds alone.

To address these issues, we propose Motal that per-

forms unsupervised 3D object detection by Modality and

task-specific knowledge transfer (see Fig. 1). Motal is

built upon two key insights: (i) Many objects are indistin-

guishable in LiDAR points but have clear appearance dif-

ferences in the image (see Fig. 2 (b)). (ii) The classifica-

tion and regression knowledge can be discovered separately,

and the learned knowledge is complementary and transfer-

able between objects. Bearing these in mind, we decouple

the pseudo-labels into two sets of candidates, from which

Motal discovers classification and regression knowledge

independently. Motal finally transfers all knowledge to

a single student network for detection. Two main compo-

nents enable this process: (i) MLE (Modality-specific La-

bel Extension) employs a 2D image heatmap network to

discover classification knowledge, forming a set of classifi-

cation pseudo labels. MLE then applies a LiDAR-based 3D

object detector to discover box regression knowledge, gen-

erating a set of regression pseudo labels. (ii) TMT (Task-

specific Masked Training) selects high-quality classifica-

tion and regression supervision signals separately to transfer

the knowledge to a LiDAR-based student detector, attaining

strong performance in both classification and regression.

The effectiveness of our design is validated through

experiments on the widely used WOD [26] and KITTI

datasets [11]. We also conduct extensive experiments on

WOD [26] to verify the contributions of individual designed

components. The main contributions of this work include:

• We propose Motal, which discovers classification

knowledge from images, discovers regression knowledge

from point clouds, and transfers the knowledge to a stu-

dent network, greatly improving unsupervised 3D object

detection performance.

• We propose TMT that selects high-quality classification

and regression supervision signals separately for unsu-

pervised learning, significantly decreasing the influence

of pseudo-label errors.

• Motal is a plug and play method that can boost state-of-

the-art methods by about 2× mAP (see Fig. 2 (c)). For

example, Motal improves CPD [33] by 19.09% mAP

L2 (from 18.18% to 38.08%) on the WOD test set (see

Fig. 2 (d)).

2. Related Work
Fully/weakly supervised 3D object detection. Fully su-

pervised 3D object detectors leverage the voxel [4, 49] or

point [23, 39] features from LiDAR point clouds or multi-

modal data [28, 36] for 3D object detection. Recently,

some weakly/semi-supervised methods use either low-cost

click annotation[19] or a part of annotations [17, 21, 27, 35,

37, 47] for label-efficient 3D object detection. In contrast,

Motal is an unsupervised method that can perform 3D ob-

ject detection without human annotations.

Unsupervised 3D object detection. Some pre-training

methods discern latent patterns by labor-free proxy task [16,

38, 40], but require human labels for fine-turning. Unsuper-

vised methods use heuristics to generate pseudo-labels that

directly perform [2, 22, 25] or train deep nets for detection

without using human annotations. Some methods generate

pseudo-labels using motion heuristics [3, 15, 29, 42, 46].

The other methods generate pseudo-labels using temporal

geometry heuristics [33, 44]. All the methods generate a

single set of pseudo-labels to train both classification and

box regression. In contrast, we decouple the pseudo-labels

into two sets of candidates, from which Motal discovers

classification and regression knowledge separately.

Multi-modal knowledge transfer. Commonality often

exists between multi-modal data, which usually are used to

transfer knowledge learned from one source to another do-

main. For example, SOCKET [1] transfers the knowledge

learned from the RGB source to the infrared image domain

for classification. X-Trans2Cap [43] and CMKD [14] trans-

fer the knowledge between point clouds and images for cap-

tioning and object detection. However, the pseudo-labels

from the source domain in our unsupervised method contain

many errors, which are significantly different from previous

methods that use human annotations. Our TMT addresses
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Figure 3. Motal framework. Motal generates two sets of seed pseudo labels for classification and regression, respectively. Then the

MLE module discovers classification knowledge from images, discovers regression knowledge from points, and forms the knowledge as a

set of extended pseudo labels. Finally, the TMT module transfers the knowledge to a LiDAR-only network for 3D object detection.

this issue with a masking design that selects high-quality

supervision signals for unsupervised knowledge transfer.

3. Motal Method
This paper introduces the Motal, a new method for unsu-

pervised 3D object detection. As shown in Fig. 3, Motal
first generates a set of initial Labels. Then the labels are

extended by Modality-specific Label Extension (MLE). Fi-

nally, the labels are used to supervise a student network by

Task-specific Masked Training (TMT).

3.1. Initial Label Generation
As analyzed in section 1, pseudo-labels generated by mo-

tion or geometry heuristics cannot be accurate in classifi-

cation and regression at the same time. Directly using the

pseudo labels to train the detector cannot attain desirable

performance improvement (see Table 1). Therefore, we

decouple the pseudo-labels into two sets of candidates to

discover the classification and regression knowledge sepa-

rately. The network output of any unsupervised methods

(e.g. OYSTER [44] and CPD [33]) can be applied here to

produce the initial labels Bini = {Bi, si}i, where Bi is the

3D bounding box and si is the detection score.

Method Veh. Ped. Cyc.

CPD [33] 32.13 13.22 4.87

directly train by CPD pseudo labels 33.93 7.09 0.46

Table 1. 3D AP L2 on WOD [26] validation set.

Motion scoring. Motion is a critical prior that is used to

decide which are the foreground objects. Traditional meth-

ods use scene flow [3, 20] or PPScore [42, 46] to estimate

the motion score, but they require training additional net-

works or multiple traversal data. Different from that, we

apply a concise approach based on the Variance of Posi-

tion Change (VPC). The intuition is that moving objects

will produce a large displacement under long-term move-

ment. Specifically, we perform a class-agnostic tracking on

the Bini to obtain a set of tracklets Btra = {btra
τ }τ , where

btra
τ refers to τ -th tracklet. Then the coordinates of btra

τ

are denoted by zτ ∈ R
Nτ ,3, where Nτ denotes the boxes

number inside this tracklet. The position change ∆τ is com-

puted by

∆τ = (diag((zτ − zτ
∗)(z

τ − zτ
∗)

T ))
1
2 , (1)

where zτ
∗ ∈ R

3 refers to the column mean of z. The VPC

score δτ is obtained by

δτ = E((∆τ − E(∆τ ))(∆τ − E(∆τ ))T ), (2)

where E is the expectation function. After that, we select

the labels that meet a high VPC score or high detection

score to formulate a set of class seed labels Bcls. The pre-

cision of Bcls is much higher than the original Bini, conse-

quently more beneficial to train the classification (see Fig. 4

(b)). We also select the labels that meet a low VPC score

or high detection score to formulate a set of regression seed

labels Bbox.

3.2. Modality-specific Label Extension
Although the initial labels are accurate, their recall is rel-

atively low as many potential labels have been filtered

out. Besides, many objects cannot be recognized in 3D

points but can be recognized in 2D images (see Fig. 2 (b)).

Therefore, we design the Modality-specific Label Extension

(MLE) module, which discovers classification knowledge

from images and regression knowledge from points sepa-

rately, and forms the knowledge as extended pseudo-labels.
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Figure 4. (a) IoU distribution of regression labels before and af-

ter box propagation (BP). (b) Precision of classification labels be-

fore and after motion score-based (MS) selection. (c) heatmap of

pseudo-label. (d) Overfitted heatmap. (e) Discovered new label.

(f) Corresponding image of (c)-(e).

2D heatmap network. Since the appearance feature

from dense images is more discriminative than points, we

discover the classification knowledge and extend the class

labels on 2D images. Inspired by CenterNet [9], we for-

mulate the class label as a heatmap. Specifically, without

loss of generality, we apply a 2D ViT backbone network [8]

Fcls
tea(·) that gradually encodes the images into compact fea-

tures with 8× down-sampling strides. During training, we

project the box center of seed labels Bcls to the image plane

to create the ground truth of the heatmap (see Fig. 4 (c)).

Class generalization loss. Directly training the image

network is infeasible, as the seed labels are fewer than the

ground truth objects. After several iterations of training,

the network will over-fit the seed labels (see Fig 4 (d)).

To address this issue, we design a Class Generalization

loss LCGloss. The key idea is to convert high-confident

predictions as new positive ground truth and ignore low-

confident predictions to avoid overfitting to false negative

labels. Specifically, for each pixel m̂k predicted by Fcls
tea(·)

and the corresponding ground truth mk, we compute the

loss by

LCGloss




ignore, η̂cg ≤ m̂k ≤ ηcg and mk = 0

LB(m̂k, 1), ηcg < m̂k and mk = 0

LB(m̂k, mk), others,
(3)

where LB is the Binary Cross Entropy loss [24], η̂cg and ηcg
are confidence thresholds (0.1 and 0.7 by default, obtained

from validation set). By adopting our LCGloss, the 2D net-

work Fcls
tea can discover new cls labels (see Fig. 4 (e)).

Box propagation. As analyzed by CPD [33], the sta-

tionary objects in consecutive framework can be recovered

by temporal geometry consistency. We apply a simple box

propagation to refine the regression seed labels Bbox. We

replace the size of low-confident boxes with the highest-

confident box in each trajectory. Besides, the position of

low-confident boxes of stationary objects (with low VPC

scores) is also replaced by the highest-confident box. Af-

ter that, the size and position of Bbox has been greatly im-

proved. As presented in Fig. 4 (a), the IoU distribution be-
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Figure 5. (a) Comparison between IoU loss [48] and soft IoU loss.

(b) Comparison between IoU scoring [6] and soft IoU scoring. (c)

Regression and classification losses of traditional methods. (d)

Regression and classification losses of TMT.

tween Bbox and ground truth becomes closer to 1.

Box network. We apply a two-stage CenterPoint [41]

detector Fbox
tea (·) that contains a box branch and a con-

fidence branch to extend more bounding boxes on point

clouds. During training, we directly feed the regression

seed labels Bbox to supervise the network convergence.

Soft IoU loss. The IoU loss [48] is commonly used

to improve the box regression accuracy. However, apply-

ing directly here will overfit the size and position errors of

pseudo labels. To address this problem, we design a soft

IoU loss Lsiou that prevents overfitting by reducing the loss

value corresponding to different IoU (see Fig. 5(a)). Specif-

ically, for the predicted box b̂i from Fbox
tea (·) and pseudo la-

bel bi ∈ Bbox, the soft IoU loss is computed by

Lsiou = (1− IoU(b̂i, bi))
2, (4)

where IoU(·) is the IoU function [48].

Soft IoU scoring. The IoU scoring [6] is widely applied

to estimate the regression confidence in fully supervised de-

tectors. Since the predictions from Fbox
tea (·) are relatively

worse than a fully supervised detector, it is hard to meet

the IoU threshold that traditional scoring requires. Conse-

quently, directly using the traditional methods here results

in low confidence estimation. To address this issue, we de-

sign the soft IoU scoring that uses a relatively low threshold

ηiou (0.7 by default, related work [26] commonly requires

an IoU at least 0.7) to compute the score training target sbi .

sbi = min(1, IoU(b̂i, bi)/ηiou). (5)

For each box, the box network is trained by Lbox = Lsiou+
LB(ŝ

b
i , sbi ), where ŝbi is the predicted regression confidence.

We finally summate all losses from heatmap and box net-

works to train the MLE module. During testing, the MLE

predicts a set of extended class heatmaps Mmle and bound-

ing boxes Bmle.
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Method Avenue
mAP L1 mAP L2 Veh. L1 Veh. L2 Ped. L1 Ped. L2 Cyc. L1 Cyc. L2

AP / APH AP / APH AP/ APH AP / APH AP / APH AP / APH AP / APH AP / APH

MODEST [42] CVPR22 2.53 / 2.41 2.20 / 2.09 7.58 / 7.22 6.57 / 6.26 0.02 / 0.01 0.02 / 0.01 0.00 / 0.00 0.00 / 0.00

OYSTER [44] CVPR23 7.44 / 7.04 6.45 / 6.11 21.66 / 20.81 18.79 / 18.05 0.64 / 0.32 0.57 / 0.28 0.01 / 0.00 0.01 / 0.00

CPD [33] CVPR24 20.54 / 15.67 18.18 / 13.82 37.26 / 35.00 32.49 / 30.51 18.65 / 8.34 16.57 / 7.40 5.71 / 3.69 5.50 / 3.55

Motal (CPD) - 42.10 / 29.74 38.08 / 26.76 58.11 / 54.09 50.99 / 47.46 32.15 / 13.26 28.61 / 11.80 36.03 / 21.85 34.65 / 21.01

Improvement +21.56 / +14.07 +19.90 / +12.94 +20.85 / +19.09 +18.50 / +16.95 +13.50 / +4.92 +12.04 / +4.40 +30.32 / +18.16 +29.15 / +17.46

Table 2. Unsupervised 3D object detection results on WOD test set. We report the 3D AP and 3D APH by submitting our results to the

official WOD online server. The results are also available on the WOD online leaderboard.

Method
mAP L1 mAP L2 Veh. L1 Veh. L2 Ped. L1 Ped. L2 Cyc. L1 Cyc. L2

IoU0.5/0.7 IoU0.5/0.7 IoU0.5/0.7 IoU0.5/0.7 IoU0.3/0.5 IoU0.3/0.5 IoU0.3/0.5 IoU0.3/0.5

DBSCAN* [10] 6.49 / 0.96 5.55/0.83 17.36 / 2.65 14.87 / 2.29 1.65 / 0.00 1.35 / 0.00 0.48 / 0.25 0.43 / 0.20

Motal (DBSCAN*) 18.18 / 6.28 15.85/5.73 32.50 / 8.31 27.79 / 7.08 11.03 / 0.08 9.17 / 0.07 11.02 / 10.45 10.61 / 10.06

Improvement +11.68 / +5.32 +10.30 / +4.90 +15.14 / +5.66 +12.92 / +4.79 +9.38 / +0.08 +7.82 / +0.07 +10.54 / +10.20 +10.18 / +9.86

OYSTER [44] 12.02 / 5.05 10.32/4.82 30.48 / 14.66 26.21 / 14.10 4.33 / 0.18 3.52 / 0.14 1.27 / 0.33 1.24 / 0.32

Motal (OYSTER) 26.43 / 11.03 21.25/7.86 55.69 / 19.07 48.20 / 16.31 5.99 / 0.33 5.00 / 0.27 17.63 / 13.70 10.55 / 7.01

Improvement +14.41 / +5.98 +10.93 / +3.04 +25.21 / +4.41 +21.99 / +2.21 +1.66 / +0.15 +1.48 / +0.13 +16.36 / +13.37 +9.31 / +6.69

CPD [33] 28.51 / 19.59 24.59 / 16.78 57.79 / 37.40 50.18 / 32.13 21.91 / 16.31 18.01 / 13.22 5.83 / 5.06 5.61 / 4.87

Motal (CPD) 50.85 / 38.93 / 45.15 / 34.34 75.07 / 53.61 66.17 / 46.45 43.79 / 33.26 36.79 / 27.76 33.71 / 29.94 32.49 / 28.83

Improvement +22.34 / +19.34 +20.56 / +17.56 +17.28 / +16.21 +15.99 / +14.33 +21.88 / +16.95 +18.78 / +14.54 +27.88 / +24.88 +26.88 / +23.96

Table 3. Unsupervised 3D object detection results on WOD validation set. We report the 3D AP, 3D APH, and BEV AP using the official

metric code of WOD with different IoU thresholds. * denotes initial training.

Method
Vehicle Pedestrian Cyclist All

BEV AP0.4 BEV AP0.4 BEV AP0.4 BEV mAP0.4

LSMOL* [29] 34.7 4.2 1.1 13.3

LISO-CP [3] 69.5 5.5 2.2 25.7

LISO-TF [3] 66.9 2.4 1.2 23.5

Motal 88.2 43.6 43.4 58.4

Table 4. Comparison with state-of-the-art motion-based methods

by using the metrics in [3]. * denotes reproduced results.

3.3. Task-specific Masked Training

Since the heatmap Mmle is not aligned with the bounding

boxes Bmle and the heatmap network introduces additional

inference time, it is impossible to perform 3D object detec-

tion using MLE directly. To tackle this issue, we transfer the

classification and regression knowledge to a single LiDAR-

only student Fstu(·) network for detection. We first fuse

the labels to a single set of boxes with different confidences

Bnew = {Bi, sci , sbi}i by projecting Bmle onto heatmap,

where Bi is the bounding box, sci is the classification score

from heatmap network, sbi is the box regression score from

box network.

Although the fused labels set Bnew contains better su-

pervision signals, the single set representation still suffers

from the misalignment of class and box quality. To ad-

dress this issue, we design Task-specific Masked Training

(TMT) that computes two masks to train the classification

and regression branches of the student network with high-

quality supervision signals respectively. A comparison be-

tween the traditional method and our method is shown in

Fig. 5 (c) and (d), respectively. Formally, for each pseudo-

label {Bi, sci , sbi}, confidence training target ci by Eq. 5,

predicted box B̂i, and predicted confidence ĉi, the regres-

sion loss Lreg is calculated by

Lreg =I(sbi > ηreg)(Ls(B̂i, Bi) (6)

+ (1− IoU(B̂i, Bi))
2),

and the classification loss is calculated by

Lcls = LB(ĉi, I(sci > ηcls)ci), (7)

where I(·) is an indicator function that maps the true value

to 1 and the false value to 0, ηreg and ηcls (0.4 and 0.9 by de-

fault, obtained from validation set) are two thresholds that

select regression and classification labels respectively, Ls

is the regression loss used by traditional detectors [6, 24].

After the training, the student detector attains high perfor-

mance in both classification and regression.

4. Experiments
WOD dataset. The Waymo Open Dataset (WOD) [26]

contains diverse and challenging scenes of more than 200K

frames; thus, we mostly validated our design on the WOD

dataset. The WOD contains 798, 202, and 150 training,

validation, and testing sequences, respectively. We submit

the best results of our method to the WOD online website

for comparison with state-of-the-art. The comparisons with

different baselines and ablation studies are conducted on the

validation set. We adopted similar metrics as fully/weakly



Method Setting Label rate
Car@IoU0.5 Ped.@IoU0.25 Cyc.@IoU0.25 Car@IoU0.7 Ped.@IoU0.5 Cyc.@IoU0.5

Easy/Mod./Hard Easy/Mod./Hard Easy/Mod./Hard Easy/Mod./Hard Easy/Mod./Hard Easy/Mod./Hard

CenterPoint [41] Fully sup. 100% 97.34/93.65/93.33 78.45/77.69/75.10 82.96/68.86/64.55 87.27/79.22/77.28 56.46/52.04/47.82 84.37/63.56/60.04

Direct train [41]
Weakly sup.

5% 93.68/84.63/77.93 34.88/30.50/27.41 32.89/21.58/20.83 69.09/54.42/46.93 11.38/9.02/8.07 17.94/10.45/10.06

CoIn [35] 2% 95.38/86.86/74.95 50.33/41.86/38.70 69.90/46.02/43.08 84.39/67.42/55.93 38.70/30.51/26.61 66.20/42.15/38.94

MODEST [42]†

Unsup.

0% 47.56/33.43/30.57 2.13/3.15/3.32 2.43/1.34/1.24 12.65/11.14/10.60 1.29/2.23/2.27 0.13/0.04/0.04

OYSTER [44]† 0% 65.33/54.82/43.59 5.35/4.54/4.54 4.62/3.03/3.03 23.22/20.31/19.97 3.03/3.03/3.03 1.73/1.77/1.86

CPD [33]† 0% 90.85/81.01/79.80 23.11/22.50/21.70 22.94/17.40/16.34 72.98/55.07/53.94 17.08/15.16/14.21 11.05/7.30/6.54

Motal (CPD)† 0% 96.19/87.64/85.80 53.57/49.34/46.39 75.25/52.53/48.73 84.78/69.28/65.34 37.88/33.40/31.10 56.32/37.77/35.52

Table 5. Comparison with fully/weakly/un-supervised methods on KITTI val set. We report the 3D AP R40 using the KITTI official

metrics. † denotes that the model is trained on WOD and tested on KITTI.

Method Setting Label rate
Veh. L1 Veh. L2 Ped. L1 Ped. L2 Cyc. L1 Cyc. L2

AP / APH AP / APH AP / APH AP / APH AP / APH AP / APH

CenterPoint [41] Fully supervised 100% 71.33 / 70.76 63.16 / 62.65 72.09 / 65.49 64.27 / 58.23 68.68 / 67.39 66.11 / 64.87

Sparsely supervised [37]
Weakly supervised

∼2% 32.98 / 32.33 28.82 / 28.24 20.22 / 16.91 17.30 / 14.47 28.84 / 27.90 27.74 / 26.84

CoIn [35] ∼2% 48.25 / 47.60 41.82 / 41.25 28.25 / 24.28 23.79 / 20.45 63.99 / 62.60 61.71 / 60.37

MODEST [42]

Unsupervised

0% 6.46 / 4.25 5.48 / 3.63 0.17 / 0.11 0.14 / 0.05 1.14 / 0.82 1.01 / 0.07

OYSTER [44] 0% 14.66 / 12.87 14.10 / 12.54 0.18 / 0.12 0.14 / 0.06 0.33 / 0.24 0.32 / 0.21

CPD [33] 0% 37.40 / 34.97 32.13 / 30.09 16.31 / 9.24 13.22 / 7.68 5.06 / 3.26 4.87 / 3.14

Motal (CPD) 0% 53.61 / 49.17 46.45 / 42.60 33.26 / 13.72 27.76 / 11.46 29.94 / 23.45 28.83 / 22.58

Table 6. Comparison with fully/weakly/un-supervised methods on WOD validation set. We report the 3D AP and APH using official

metrics of WOD.

supervised methods [31, 35], including 3D AP/APH L1/L2

under 0.5/0.7 IoU thresholds, where L1 and L2 denote the

detection level, and the APH is an AP weighed by heading.

No annotations were used for training.

KITTI dataset. The KITTI dataset [11] is widely used

to validate the effectiveness of fully/weakly supervised 3D

object detectors. We also conduct comparison experiments

on the KITTI dataset, which contains the train split (3,712

samples) and the val split (3,769 samples). However, since

the KITTI dataset did not provide consecutive point cloud

sequences, we follow the CPD [33] that tests the detector

on the 3769 val split [6] using the trained model from WOD

dataset. We used similar metrics (Car 3D AP R40 with 0.5

and 0.7 IoU thresholds) as employed in fully/weakly super-

vised methods [32, 35].

4.1. Implementation Details

Network details. We validate the effectiveness of Motal
by constructing three variants. Specifically, Motal(CPD),

Motal(OYSTER), and Motal(DBSCAN*) are con-

structed by using the initial pseudo-labels output from

CPD [33], OYSTER [44] and DBSCAN* [33], respectively.

* denote the pre-trained detector using labels generated by

DBSCAN [10]. For the 2D heatmap network, we use the

ViT-S structure with patch size 8 and embedded dimension

384. The images are downsampled by 4× before training

to save GPU memory. For the 3D detector, we use the two-

stage CenterPoint [41]. We use the same detection range

and voxel size as CenterPoint [41].

Training details. We adopt the widely used global scal-

ing, rotation, and ground-truth sampling [24] data augmen-

tation. We trained our network on 4 RTX 3090 GPUs with

the ADAM optimizer and 0.01 learning rate. We train the

two branches of MLE for ten epochs. Then, we use the

pseudo-labels from MLE to train the student network for

ten epochs.

4.2. Main Results

Comparison with state-of-the-art. We first submitted the

detection results predicted by Motal (CPD) to the WOD

online set server. The comparison results are presented in

Table 2, where our Motal (CPD) significantly improves

the state-of-the-art CPD by 21.56% mAP L1 (from 20.54 %

to 42.10 %) and 19.90% mAP L2 (from 18.18% to 38.08%).

Especially, for the pedestrian and cyclist classes, Motal
design improves the baseline by 12.04% and 29.15% 3D

AP L2, respectively. To further validate the advance of

our method, we compared our method with state-of-the-art

motion-based methods on the WOD validation set. The re-

sults are shown in Table 4, where our method outperforms

previous methods greatly. These advancements come from

the MLE and TMT designs, which better leverage the mo-

tion, image appearance, and geometry prior via a modality

and task-specific knowledge transfer framework for unsu-

pervised 3D object detection.

Comparison with different baselines. To validate the

wide adaptability and universality of Motal, we com-

pare our method with different strong baselines. The
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Figure 6. Detection results on WOD validation set by using differ-

ent hyper-parameters.

results on the WOD validation set are presented in Ta-

ble 3, where our method improves all baselines by about

2× in terms of mAP. Specifically, Motal improves

the DBSCAN* [10], OYSTER [44] and CPD [33] by

10.30%/4.90%, 10.93%/3.04% and 20.56%/17.56% mAP

L2 using 0.5/0.7 IoU threshold, respectively. The results

further validate the effectiveness of our design.

4.3. Comparison with Fully/Weakly Supervised De-
tectors

Results on KITTI val set. To further validate our method,

we pre-trained Motal (CPD) and tested it on the KITTI

val set by a simple size adaptation [33]. The detection re-

sults are in Table 5. We observe that the Motal (CPD) out-

performs all previous methods. Specifically, Motal (CPD)

attains 96.19% and 87.64% 3D AP for the easy and mod-

erate car classes at a 0.5 IoU threshold. The performance

is even comparable to the fully supervised detector Center-

Point, demonstrating the advancement of our method.

Results on WOD validation set. We compared our

method with fully/weakly supervised methods on the WOD

validation set [26]. The detection results are in Table 6,

where our Motal (CPD) outperforms a strong weakly

supervised detector CoIn [35] (using 2% annotation) by

4.63% and 3.97% in terms of vehicle AP L2 and pedestrian

AP L2, respectively. The Motal (CPD) attains 73.54%

(AP L2) of fully supervised CenterPoint [41] for vehicle

detection. The results demonstrate that our unsupervised

method outperforms certain weakly supervised methods.

Detector MLE TMT
mAP L1 mAP L2

AP / APH AP / APH

CPD 19.59 / 15.82 16.74 / 13.63

Motal (CPD) � 33.78 / 25.42 29.74 / 22.46

Motal (CPD) � 28.70 / 21.78 25.02 / 19.32

Motal (CPD) � � 38.93 / 28.78 34.34 / 25.54

Table 7. Detection results on the WOD validation set by using

different components of Motal.
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Figure 7. Detection performance improvement along different de-

tection distances.

MLE Components
mAP L1 mAP L2

AP / APH AP / APH

Motal (CPD) 38.93 / 28.78 34.34 / 25.54

Motal (CPD) w/o CGloss 32.45 / 23.44 28.41 / 20.51

Motal (CPD) w/o box propagation 27.06 / 21.34 24.34 / 19.28

Motal (CPD) w/o Soft IoU loss 37.71 / 27.63 33.21 / 24.59

Motal (CPD) w/o Soft IoU scoring 37.35 / 27.51 32.82 / 24.33

Table 8. Detection results on the WOD validation set by using

different components of MLE.

4.4. Ablation Study
Components analysis of Motal. To evaluate the individ-

ual contributions of our designs, we incrementally added

each component and assessed their impact on mAP. The re-

sults are shown in Table 7. With our MLE, the mAP L1

and mAP L2 are improved by 14.19% and 13.0%, respec-

tively. The TMT further enhances performance by 5.15%

and 4.6% in mAP L1 and mAP L2, respectively. The re-

sults demonstrated the effectiveness of each design in our

method.

Components analysis of MLE. The proposed MLE

module consists of several new designs. To validate the ef-

fectiveness, we dropped each component and assessed their

impact on mAP. The results are shown in Table 8. We ob-

served that no matter which module was removed, the de-

crease in mAP was significant. The results indicate that ev-

ery component in the MLE plays a significant role in the

final performance improvements.

Effectiveness of TMT. To further validate the effective-

ness of TMT, we compare it with traditional methods that

select labels by simple score thresholds. We construct three

baselines that remove the low-quality labels by high classi-

fication score threshold, high box score threshold, and high

thresholds in both two scores. The results are shown in Ta-

ble 9, where our TMT shows the best results. Using simple

thresholds will either introduce label errors or loss of the su-

pervision signals, while our TMT overcomes this problem

by the masking design.

Hyper-parameters. Motal method involves several

hyper-parameters that are determined by the experiments

on the validation set. Similar to CPD [33], we apply a sim-



Figure 8. Visualization comparison of different detection results.

Method
mAP L1 mAP L2

AP / APH AP / APH

Motal (CPD) w/ high cls. score 32.38 / 22.97 24.33 / 20.42

Motal (CPD) w/ high box. score 33.78 / 25.42 29.74 / 22.46

Motal (CPD) w/ high cls.& box. score 32.71 / 24.67 28.89 / 21.82

Motal (CPD) w/ TMT 38.93 / 28.78 34.34 / 25.54

Table 9. Detection results on WOD validation set by using TMT

or simple score thresholds.

ple grid search to choose the best parameters. Specifically,

we test different hyper-parameters in a specific range with

a small stride and choose a parameter with the best detec-

tion performance. From Fig. 6, we observe that when using

ηcls = 0.9 and ηreg = 0.4, Motal attains the best 3D ob-

ject detection results.

Performance along different distances. To study in

what cases our model improves the baseline most, we eval-

uate the detection performance based on the different dis-

tances. The results are shown in Fig. 7. Our Motal (CPD)

has a significant improvement for both near and faraway

objects compared to the baseline of CPD. This improve-

ment comes from the discovered classification and regres-

sion knowledge from both image and LiDAR point clouds.

Methods
mAP L1 mAP L2

AP APH AP APH

Motal (CPD) w/ ViT-S [8] 38.93 28.78 34.34 25.54

Motal (CPD) w/ ResNet [12] 38.68 29.05 34.15 25.81

Motal (CPD) w/ Swin-S [18] 38.27 27.98 33.71 24.81

Table 10. Detection results on WOD validation set by using dif-

ferent 2D heatmap networks.

Influence of 2D backbone. In section 3.2, in addition to

ViT [8], other methods can be used here as well. We con-

ducted a series of experiments to investigate the impact of

different 2D backbone networks on the final detection per-

formance. The results are shown in Table 10. We observe

no significant performance difference when using different

2D networks, suggesting that our method is not sensitive to

the 2D network. We chose the ViT-S in this paper due to the

best performance.

4.5. Visualization Results

To provide a more intuitive understanding of how our

method improves detection performance, we visually com-

pare our results with the output of baseline detector

CPD [33]. The results are shown in Fig. 8. The CPD of-

ten predicts lots of false positives (see Fig. 8 (1.1)), while

our method rejects these objects as the appearance prior has

been fully utilized (see Fig. 8 (2.1) ). Besides, some objects

missed by CPD (see Fig. 8 (1.2)) but accurately recognized

by our Motal (see Fig. 8 (2.2)) thanks to our MLE and

TMT design. We also report several failure cases of Motal.

As illustrated in Fig. 8, some objects are not accurately de-

tected, which may be attributed to the limited number of

valid seed labels for small objects. This issue merits further

investigation in future studies.

5. Conclusion

This paper presents the Motal, a new method for boosting

unsupervised 3D object detection. Motal adopts a modality-

and task-specific knowledge transfer framework with two

key modules: (1) MLE discovers classification knowledge

from images and regression knowledge from point clouds.

(2) TMT transfers the knowledge to a student network for

high-performance 3D object detection. Extensive experi-

ments verify that Motal can improve many previous meth-

ods by about 2× mAP.

Limitations. The performance of Motal on small ob-

jects is lower compared to large objects. This may be due

to the fewer valid seed labels available for small objects.

In the future, we will explore methods that achieve higher

performance in all classes.
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